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ABSTRACT

This thesis examines the intersection of structured inverse problems and optimization with ultrafast

optics, presenting a hierarchy of problems in this intersection as well as novel contributions toward laser

pulse characterization.

Structured inverse problems have blurred the lines between measurement and optimization over the

past two decades; the advent of compressive sensing allowed previously established sensing limits to be

overcome by exploiting signal structure with optimization.

Ultrafast optics studies physics at time scales beyond the reach of all previously conceived sensing

modalities including devices and techniques used for conventional signal processing. At this new time scale

the horizon of a multitude of physics is broadened: microscopy can be studied with frame rates

approaching the lifetime of atomic interactions, energy can be delivered to materials with enough power to

spark processes like fusion, and �eld intensities are so immense that non-linear (even relativistic)

interactions with materials become commonplace. Characterizing ultrafast laser pulses can be a major

challenge however because the pulse duration can be more than one-thousand times shorter than even the

fastest time sampling electronics resolution interval. Complicating matters further, sensors that interact

with light in this spectrum do so through light intensity, losing �eld phase information. While direct �eld

sampling may be infeasible, studying ultrafast pulses is made possible by the physics of the ultrafast,

through processes like second harmonic generation, and through the unique processing catalogued and

expanded on in this thesis.

Our primary contributions revolve around the adaptation of modern signal processing optimization

techniques to classical and novel pulse characterizations in ultrafast optics and include: (i) the application

of Wirtinger gradient techniques to generalized problems in traditional pulse characterization, (ii) the

formulation of pulse characterization as a fourth-order tensor forward problem to exploit tensor structure

via iterative hard thresholding, (iii) the development of a new condensed sensing approach to pulse

characterization, and (iv) the demonstration of this technique in a laboratory setting.
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CHAPTER 1

INTRODUCTION

Signal processing is the embedding and extraction of structure from medium. Using signal processing to

decode information structures encoded in light from sensors is one of the most fundamentally instinctual

and familiar problems that humans encounter; it is how this thesis meets your brain, as well as its primary

topic. From microscopy to astronomy, signal processing is used in optics for re�ning and �ltering

measurements, searching for structures in time signals and images, and pushing the boundaries of

resolution. Ultrafast optics is a particularly nuanced evolution in optics where energy has been

concentrated to the briefest timescale possible. We begin this thesis with a brief discussion of structure and

its intersection with ultrafast optics.

Structure in some domains is relatively easy to de�ne. In communications, it is the symbols and pulses

imparted on a carrier which are localized in both time and in frequency to convey a speci�c sequence of

information that can be decoded later as a message. In imaging, structure is frequently class or object

recognition and requires a de�nition of a set of categories of objects from which structure is inferred. In

this thesis we use the following de�nition for structure: structure is information that allows for signal

resolution in the absence of complete constraints. While originating from linear inverse problems, we will

use structure to de�ne and invert more complicated functions.

Said formally, resolving or inverting a signal from measurements is searching for a signalx that best

explains received measurementsy through a known systemf ; i.e. �nd x; s: t : y = f (x). This basic

de�nition is su�cient for invertible linear equations ( y = Ax ), where �nding x can be done with a matrix

inverse: x = A � 1y. For underdetermined problems, an in�nite number of x will satisfy linear constraints,

and another selection criterion is required. Compressive sensing [1{6] introduced the use of a sparsifying

regularizer when searching for a solution to a set of linear equations. This allows for the resolution of

signals from underdetermined problems in exchange for thea priori guarantee that the signal of interest

only occupies a low-dimensional subspace of the overall vector space in which it is de�ned. Optimizations

in compressive sensing typically attempt to minimize two quantities, the data �delity term, and the data

regularization term shown in Equation (1.1) from left to right.

min
x

jj y � Ax jj2 + jjxjj1 (1.1)

A solution to Equation (1.1) not only reduces the error between collected measurements and our signal

model, but also selects anx with the smallest number of non-zero elements. We will refer to the number of
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non-zero elements contained inx as s; signals that have a lows are said to be sparse signals. In general,

sparse signals occupy only a small low-dimensional space in the high-dimensional space they are de�ned in.

This allows stable underdetermined recovery provided that these low dimensional sub-spaces can be

reliably di�erentiated from each other.

Sparsity can take on many forms, and need not be con�ned to the realm of leastl1 norm minimization.

Many non-linear problems can be formed into convex problems with their own form of sparsity. For

example, polynomial problems can be \lifted" and structured in a higher-order matrix or tensor space,

where sparsity has an analog through matrix and tensor rank. In these lifted problems, sparse rank is

typically encouraged with regularization on the nuclear norm, a relaxation of rank for positive semi-de�nite

matrices. Structure can also be created through geometric arguments like gradient and Hessian of a cost

function; for example, an optimal selection forx in a problem with a continuous and di�erentiable cost

function g(x) = jjy � f (x)jj2 will have a zero gradient and a positive semi-de�nite Hessian (i.e.

r g(x) = 0 ; r 2g(x) � 0).

Structure is used in conjunction with measurement �delity to ensure that inverted signals x not only

well explain the data that we have collected, but also follow a series of rules imposed either by the

structure of signals knowna priori or by the form of the function f through which measurements are

created. We are motivated to explore signal structure and optimize against it because it allows us to

resolvex from fewer measurements or from more complicated functionsf .

Ultrafast optics [7] has a multitude of well-studied inverse problems that recover signals from linear,

quadratic, and quartic measurements [8{10]. A summary of inverse problems studied over the course of

research into pulse characterization is presented in Figure 1.1. On the top left hand side of Figure 1.1 we

start with direct imaging. Direct imaging like photography is the most basic form of imaging where

measurements are a linear ordered mapping of far-�eld intensity and no processing is typically required to

resolve the image of interest. Complications caused by physics like the point spread function and defocus

can be modeled as a convolutional e�ect between input and output and structured inverse problems can be

formed to correct a known or unknown convolution kernel. The convolution kernel in direct imaging is

typically constant over the entire image, and the kernel description is much more succinct than the general

linear imaging form y = Ax , where all pixels can possess a unique kernel that relates input to

measurement. When a complicated lens function relates the input and output uniquely per measurement

pixel, a linear system can be formed to invert a set of measurements to recreate the far-�eld image (top

right of Figure 1.1). This problem has had extensive research studying the structure [11] that is stored in

both the forward matrix A as well as the recovered signalx. An important note here is that direct and

linear imaging are linear with respect to the intensity of light or photon count, the square of electric �eld.

2



Figure 1.1 Conceptual road map of topics studied in this thesis.

Images formed by the scattering of coherent�elds from a sample make up the category of imaging

called coherent di�raction imaging (middle row of Figure 1.1). In this imaging paradigm, the system is

linear with respect to �elds, but measured by sensors that can only capture intensity; this phaseless linear

problem forms our �rst non-linear structured problem called phase retrieval. In these problems,

measurements are comprised of absolute values of complex �elds that relate to the imaging sample by

means of known matrix transformations. Structure in this problem typically exists in a lifted space [12],

where the non-linear relationship between signal and measurements becomes a linear relationship between

quadratic signal cross-terms and measurements. Phase retrieval is additionally structured with the use of a

gradient and Hessian; any guess made about the correct answerx can be re�ned and improved with the

gradient of a cost function that indicates an improved answer. Solutionsx can no longer be improved, and

an optimization terminates, when the gradient function produces the zero vector and the Hessian is

positive semi-de�nite [13]. Many forms of this problem exist and can be improved with the aid of known

modulations that allow for shaping the forward model to some degree. This problem is further complicated

when multiple di�ractive patterns overlap in intensity, as is the case with particularly broadband

di�ractive imaging [14]. The analogy for this overlap in quartic problems is a primary hurdle that is
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overcome in this thesis.

A thorough review of incoherent and coherent imaging is presented in Chapter 3, as they introduce well

studied concepts in inverse problems that we will extend in the primary contribution of the thesis: quartic

inverse problems for measuring laser pulses from condensed measurements (bottom of Figure 1.1). These

complicated quartic interactions arise in a problem called pulse characterization, or attempting to measure

the complex valued laser pulse �elds in time and space. Techniques for solving this problem rely heavily on

the use of second harmonic generation (SHG), a physical phenomenon allowing for what we would

mathematically describe as element-wise multiplication of two laser pulses. This SHG light is then

absorbed by intensity sensors where input �elds can be deduced from measurements of the intensity of

squared multiplicative interactions, hence quartic functions. Interest in this problem from the optimization

community has expanded due to the growing research sphere of ultrafast optics, and because of the

high-order tensor signal processing that it motivates. This thesis makes contributions to the science of pulse

characterization in optics through novel signal processing techniques on structured quartic inverse problems

and contextualizes this advance in the space of existing structured inverse problems in ultrafast optics.

1.1 Overview and Contributions

The progression of this thesis is illustrated in Figure 1.2.

Figure 1.2 Content and layout structure of this thesis.

Chapter 2 is an overview of topics that provide useful background across digital signal processing,

optimization, and laser physics. This section serves more as an anthology of assumptions and motivations

for topics throughout this work rather than a singular narrative. In the discrete signals section, the topic of

one, two, and higher-dimensional signals are detailed as well as basic operations that will be fundamental

throughout the work like convolution and correlation. Convolution and correlation in particular are core

functions to this work, and the treatment they are given here is somewhat atypical to other signal

processing works. Next, a brief overview of required topics from optimization, linear algebra, and

compressive sensing is presented to provide context for the next section: phase retrieval [15] and low-rank

phase retrieval [16]. Phase retrieval and low-rank phase retrieval are closely related to the research that is
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presented in this thesis, and we make natural extensions of these techniques for phase retrieval from quartic

functions. Next are two sections on physics that are key for both problem formulation and motivation. The

�rst of these is a section on wave physics, which details some of the consequences and constraints we face in

both imaging and pulse characterization settings. The second section details ultrafast optics and the

special considerations, motivations, and complications that exist at this ultrafast timescale.

Chapter 3 proceeds through the topics that are outlined in Figure 1.1, and details various contemporary

inverse problems in ultrafast optics. This section serves as a literature review for state-of-the-art research

and helps explain why some of the most novel contributions that signal processing can make toward

ultrafast optics is in the �eld of pulse characterization. Topics on linear and nonlinear di�ractive imaging

are presented, as well as common practice and state-of-the-art in pulse characterization. This section

builds in increasing mathematical complexity from linear to quartic formulations and details the physical

and practical applications of each topic. The primary focus of this section is geared toward ultrafast optics

used for microscopy. We end the section with a brief overview of unstudied future topics for structured

inverse problems in ultrafast optics.

Chapter 4 presents primary contributions in this thesis toward traditional frequency-modulated,

frequency-resolved pulse characterization. The section presents a uni�ed approach to quadratic interactions

in SHG environments (intensity of cross-correlation, ICC, shown in Equation (1.2)) and develops an

analytical expression with which gradient and Hessian can be derived. Furthermore, the quartic structure

is exploited to linearize the problem as the inner product between fourth-order tensor structures. This

structure is used with iterative hard tensor thresholding to produce an initializer that succeeds where

traditional initializers like spectral methods would fail for this problem. Examination of the expectation of

the intensity-based cost function in this problem reveals that the asymptotic landscape of this problem is a

highly dependent on quadratic cross terms between the two signals interacting in the SHG medium.

Ultimately, this chapter demonstrates that gradient techniques can perform as well as state-of-the-art

algorithms with fewer measurements and can be further enhanced with tensor-based initializers.

�nd x; y (1.2)

s: t : hi =
�
�yH A i x

�
�2

; i = [0 ; 1; 2; :::; I � 1]

Chapter 5 presents primary contributions in this thesis toward condensed integrated intensity of

auto-convolution (IIAC, shown in Equation (1.3)) (and cross-correlation, IICC, shown in Equation (1.4))

measurements that achieve pulse characterization from an integrated form of frequency-modulated,

frequency-resolved datasets. Techniques presented in this section can resolve complex pulse spectral
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pro�les by observing total SHG energy variation of spectrally modulated pulses. Like Chapter 4, both

gradient and tensor techniques are developed to invert the IIAC/IICC measurements to produce pulse

pro�les generated from a single pixel setup. This technique, which we refer to as energy-resolved pulse

characterization, is a new technique in ultrafast optics pulse characterization literature that we aim to

adapt for use in spatiotemporal characterization [17{19]. This technique is also a new problem in

high-order phase retrieval, defying de�nitions from both traditional phase retrieval and low-rank phase

retrieval. We demonstrate the result numerically and in a laboratory setting. Improvements made to the

modulation scheme used for condensed IIAC techniques from Chapter 5 were translated to a new physical

modulation mask that drives our ongoing research. A review of this mask design as well as our most recent

results have been included in Appendix A.

�nd x (1.3)

s: t : hi =
X

�

�
�xT Vi [� ]x

�
�2

; i = [0 ; 1; 2; :::; I � 1]

�nd x; y (1.4)

s: t : hi =
X

�

�
�yH A i [� ]x

�
�2

; i = [0 ; 1; 2; :::; I � 1]

Chapter 6 concludes the thesis and summarizes contributions and future research topics.
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CHAPTER 2

BACKGROUND

Due to the multi-disciplinary nature of this thesis, background from both the optimization and the

optics communities are now presented to provide a common core of concepts that are fundamental to

understanding this research. A road-map of this section is presented in Figure 2.1 to visualize its

organization.

Figure 2.1 A road-map of this background content chapter. Topics colored in blue are fundamental
operations, assumptions, and de�nitions for signals throughout. Topics in green represent tools, algorithms,
and frameworks that underlay methods used throughout this thesis. Topics in orange explain the physics of
the light we study, as well as mathematical constraints that they introduce.

2.1 Discrete Signals

A continuous band-limited signal can be fully represented by a discrete sampling of the signal, provided

that the sample rate of the representation is twice the rate of the highest signal frequency content. Any

band-limited signal represented by a sample set meeting this Nyquist criterion can be losslessly

reconstructed [20]. Signals in this thesis are assumed to be zero-indexed, meaning that the �rst index is 0

not 1. This is primarily to ease the adaptation of algorithms here to the 0-indexed programming languages
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that tested them. Many software packages have been developed over the years to enable digital signal

processing (DSP), however the nomenclature of software presented in this thesis has been designed to

match Numpy, the numerical Python library [21].

This thesis works with signals of one to multiple dimensions, and their use and interpretation are

described in the following sections.

2.1.1 One-Dimensional Signals

Figure 2.2 A real signal is sampled in typical IQ fashion. (a) A \real" signal exists at a intermediate
frequency (IF) with conjugate symmetric energy centered at some frequency� . A local oscillator produces
a clean mixing tone (in-phase) and a copy of that tone precisely 90� out of phase (quadrature). (b) The
in-phase mixing tone multiplies the incoming signal and is followed by a low-pass �lter (LPF) to create an
overlapping signal centered at 0 frequency. The overlap is a result of convolution in the frequency domain,
where a� and � � centered signal produce a copy of the signal at 0. (c) The quadrature mixing tone
multiplies the incoming signal and is followed by an LPF to create another distinct overlapping, here red is
used to signify the multiplication by j on the spectrum. At this stage the resulting in-phase and
quadrature baseband signals are sampled uniformly and simultaneously with an analog to digital converter
(A/D) and the quadrature signal is added to the in-phase after being multiplied by j . The phase rotated
overlapping energy present in the in-phase and quadrature signal cancel perfectly to produce a single
baseband copy of the original� -centered IF content now at 0 frequency.
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One-dimensional signals in this thesis are typical in-phase and quadrature (IQ) baseband time signals.

Baseband signals are complex representations of a signal that have been removed from their carrier in a

process outlined in Figure 2.2. Signals in a physical medium are mathematically real at their carrier, and

there is no physical phenomena that corresponds to imaginary values. However, we know that in sampling

these real signals, their frequency content is redundant and conjugate-symmetric over the frequency axis.

Baseband signals focus on the positive image of frequency where signal center frequency has been shifted to

zero. Baseband signals of this type are therefore complex unless their frequency content is also

conjugate-symmetric about the center frequency. Real and imaginary components of a time signal store the

phase relationships between a time sample and the the center frequency of the signal.

Signals sampled at baseband are typically sampled uniformly, meaning that the delay between all

samples is the inverse of the sample rate. Time-frequency analysis for these signals is easily done with a

variety of techniques, especially the Fast Fourier Transform (FFT). This uniform sample rate is not

required but is assumed throughout this thesis unless explicitly stated. Complex signals will typically be

treated in baseband units unless explicitly labeled: time in samples, frequency as a fraction of sample rate

([� :5; :5]).

2.1.2 Frequency Versus Wavelength Domains

The frequency domain is related to the time domain by means of a Fourier transform, but it is typical

in optics to employ devices that linearly separate signals as a function of wavelength rather than frequency.

This means that most of the modulations we employ are applied in wavelength space rather than frequency

space. The two spaces are related to each other by Equation (2.1). Here,c is the speed of light, �

represents wavelength, andf is frequency.

� =
c
f

(2.1)

To convert a signal that has been sampled in wavelength domain to frequency domain, or vice versa, we

use interpolation. Under the bandlimited assumption, sinc resampling provides a lossless translation

between the two domains provided that the resampled signal is over-sampled su�ciently in each domain.

This mapping is shown in Figure 2.3. In the top right of Figure 2.3, we see a pulse represented in baseband

time. The phase of this signal represents the variation of relative electric �eld phase against the carrier.

Figure 2.3 represents complex baseband signals in wavelength and frequency, but each of their axes have

been shifted and scaled to represent the center and span of their physical content.
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Figure 2.3 Various domains in which an optical pulse typical to this thesis may be studied in. Note that
the interpolation between frequency to wavelength over this bandwidth is nearly linear and indeed the
representations are nearly mirrors of each other. In this plot, blue lines represent intensity and orange lines
are phase.

2.1.3 Importance of Phase

Phase information between transform domains is often more important to preserving structure than

intensity information. Many problems in these thesis seek to resolve signals in the absence of phase; i.e. the

classic phase retrieval problem in which a linear measurement is made in absolute value (y = jAx j). An

example of loss of information resulting from loss of phase information is illustrated in Figure 2.4. This

theme will continue throughout the thesis: reliably invertible encoding of phase information is crucial for

recovery of complex signals from strictly real and positive measurements.

Figure 2.4 Images with an identical Fourier domain intensity have their Fourier domain subjected to
random phase perturbations that increase in scale. For small perturbations, image quality is maintained.
As the perturbations increase in scale, the image becomes increasingly washed out.
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Various topics in phase retrieval, and indeed in ultrafast optics in general, consider the problem of

resolving phase to be more di�cult than resolving the amplitude of a signal. This is because amplitude

information can typically be recovered by linear processes and requires little processing compared to phase

recovery processes which solve an optimization or constraint problem. This is discussed more in Chapter 3.

It is important to note that when we solve for a signal x in this thesis, we typically do not care about

global phase o�sets: i.e. �x is as good a solution asx for an unknown phase rotation scalar� . Phase

retrieval cannot solve for global phase, but typical physical applications only require the relative phase

returned by phase retrieval.

2.1.4 Two-Dimensional Signals

In this work, signals in two dimensions are sampled over a continuous function that spans two

dimensions. Two-dimensional signals are indexed by at least two variables and similar to one-dimensional

signals are also complex. This paper assumes that images are sampled rectilinearly, where samples of one

dimension are sampled orthogonally to the other dimension. This construction allows for a well-de�ned

separable Fourier transform, where the Fourier transform of an image is well decomposed into a transform

along one dimension and then the other interchangeably.

We further assume that for every image there are two sample rates, one for each dimension and they

need not be identical. We will take on the language that while an image can be oriented in many ways,

there will always be a row-wise and column-wise direction and associated transforms.

2.1.5 Three-Dimensional Signals

This thesis will touch lightly on three-dimensional signals which e�ectively serves as a two-dimensional

signal with an axis for spectrum. This means that for any given pixel in an image, there is a series that

describes the frequency representation of the �nite impulse response of the pixel. Physically, this is a

complex analog of color applied to a two-dimensional image. Recall that for most of the imaging considered

in this paper, resulting signals are the result of light passing through a sample rather than being re
ected

by it. As such, sampled images re
ect the transmission of light through a sample. This is illustrated along

with 2D image sampling in Figure 2.5.
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Figure 2.5 A continuously de�ned image (a) is sampled in a 2D grid (b). The samples are spaced uniformly
in the x and y directions, but can be a di�erent rate in each direction. Note that samples represent the
content of a section of two-dimensional space (de�ned by the 2D sinc function with bandwidth de�ned by
row and column sample rate) and samples at the edge of objects may contain less of the objects character.
It is important to recall that while many images contain sharp edges, we are still subject to Nyquist
conditions in the rows and columns of the image independently and sharp edges can only be represented up
to the sample density of the image (e). Some images examined in this thesis have a complex spectrum
((c),(d)) attached to every pixel representing the amount of light passing through the sample as a function
of frequency, along with the phase rotation experienced by a coherent wave.

2.1.6 Filters

Physical systems typically operate on signals with linear, time-invariant (LTI) �lters. The core process

of this thesis however depends on the ability to apply non-linear �lters, so in this section we expand

explicitly on the di�erences between LTI and non-LTI �lters employed here.

Linear �lters satisfy the condition in Equation 2.2. Time-invariant �lters satisfy the condition that a

applying the �lter to a time-delayed signal x will result in an equally time-delayed output y as shown in

Equation 2.3 [22].

af (x1[t]) + bf (x2[t]) = f (ax1[t] + bx2[t]) (2.2)

y[t + a] = f (x[t + a])8a (2.3)

LTI �lters are applied via convolution (detailed in the next section) and their eigenvectors are complex

exponentials. Because �lters are applied with convolution, an equivalent understanding is that these �lters

are applied to signals as the element-wise product in frequency space. We use this interpretation directly to

apply �lters for experiments in Chapters 4 onward. LTI systems are the basis for understanding the

physical e�ect dispersion, or the accumulated amplitude and phase distortions that an optical system has

on a laser pulse as a function of frequency. Measuring and correcting for this e�ect is a primary motivation

for our contributions to the topic of pulse characterization, a topic we expand on in Chapter 2.8 and 3.3.
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Examples of non-linear functions employed in this paper include time element-wise squaring, the result

of second harmonic generating (SHG) crystals. While the response of these SHG crystals are a simple

non-linear function of input, they are typically treated as time-variant �lters whose response changes over

the life-time of the laser pulse passing through them.

2.1.7 Quadratic Integral Transforms: Convolution and Correlation

Convolution and correlation are fundamental operations in this thesis, representing the pair-wise

integral transform of one signal's lagged inner product with another. De�nitions shown here assume that

the two signal inputs are labeledx 2 CM ; y 2 CN , where x is the stationary variable and y is the k shifted

conjugate variable. The sum form of correlation and convolution are shown in Equations (2.4) and (2.5)

respectively.

Cx;y [k] =
u[k ]X

n = l [k ]

x[n] y� [n + k] (2.4)

~Cx;y [k] =
u[k ]X

n = l [k ]

x[M � n � 1] y� [n + k] (2.5)

l [k] = max(0 ; � k) (2.6)

u[k] = min( M; N � k) � 1 (2.7)

These de�nitions are used because of their minimal di�erence in form, sharing bounds and lag shift

direction. Furthermore, these de�nitions are zero-padded, non-circular and make no requirement on the

length of either input signal. Throughout this thesis, correlation and convolution can be used nearly

interchangeably for properly de�ned problems and are typically chosen for their ease of use in a given

de�nition.

Figure 2.6 Visualization of correlation (a) and convolution (b) as the sum over of the outer product
matrices diagonals and anti-diagonals respectively
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These de�nitions also take on a de�nition built on the outer product of xyH ; correlation is the sum per

diagonal of this matrix, and convolution is the sum per anti-diagonals of this matrix. This is shown

explicitly in Equations (2.8) and (2.9). Note that diag indexes diagonals from the bottom-left to the top

right of the matrix with k = 0 as the main diagonal and antidiag orients from top-left to bottom-right with

k = 0 starting in the lower left corner of the matrix. This conceptualization of correlation and convolution

is illustrated in Figure 2.6. We note that other de�nitions of convolution and correlation are simple

extensions of this model. Circular methods require only concatenating outer product matrices; \valid"

methods (Numpy nomenclature) would only operate on columns whose length is equal to min(M; N ).

Cx;y [k] =
X

diag(xyH ; k) (2.8)

~Cx;y [k] =
X

antidiag(xyH ; k) (2.9)

Represented as Numpy functions, the de�nitions in Algorithm 1 and 2 will produce results consistent

with de�nitions in Equations (2.4) and (2.5).

Algorithm 1: Numpy (1.25.2) correlation matching thesis convention
Data:
x; y
Result: h

1 import numpy as np
2 h = np.correlate( y; x; mode=\full") :conj()

Algorithm 2: Numpy (1.25.2) convolution matching thesis convention
Data:
x; y
Result: h

1 import numpy as np
2 h = np.convolve(y:conj(); x; mode=\full")

Finally, correlation and convolution can be de�ned via multiplication in the Fourier domain as shown in

Equations 2.10 and 2.11. It is important to recall that the de�nition we use for correlation is non-circular,

meaning that if the FFT is used to compute the frequency transform, care must be taken to avoid circular

wrap. Convolution and correlation computed via FFT requires zero-padding both signals to avoid wrap as

shown in Figure 2.7.

F (Cx;y [k]) = F (x) � F (y) (2.10)

F ( ~Cx;y [k]) = F (x)F (y) (2.11)

(2.12)
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Figure 2.7 Two signalsx 2 R21; y 2 R21 (top left) are correlated using the FFT. The simple inverse product
of multiplied frequency transforms produces the green line in the top right; the circular correlation is a
time-aliased sum of negative (blue) and positive (red) lag correlation. Padding each signal with zeros to a
total length of M + N � 1 (where M; N are the length of x; y respectively) produces the non-circular
zero-padded correlation that we use in this thesis.

An important interpretation of convolution is in �ltering. An LTI �lter applied to a signal is applied

with convolution, i.e. the output of an LTI system with impulse response h is y[n] = ~Ch;x [n]. This

interpretation is well suited to this thesis, where unknown vectors �lter each other to produce our datasets.

2.2 Optimization and Intersection Approaches

In this thesis, optimization seeks to �nd the minimum of an objective function f (x) (also referred to as

cost function throughout this thesis) through variation of a collection of variables x [23]. Optimization is

considered successful when a pointx called the optimal solution is determined that globally minimizes f .

A brief overview of the techniques used in this thesis is given here.

To narrow the scope of optimization used in this thesis, methods used here address optimization over

continuous functions. To further distinguish techniques used, continuous optimization can be divided into

two classes: convex and non-convex. Convex methods have a single global minimize and their objective

function and constraints are mathematically convex. This convexity can be exploited with speci�c solver

techniques called interior point methods. Convex methods [24] will be brie
y examined in the phase

retrieval overview, but are not the focus of this thesis.

Optimizations in this thesis operate over non-convex objective functions; they have local minima that

are not necessarily global minima. Optimizations of this form start from an initial point which is typically
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randomly generated, provided from problem insight, or generated from an initializer function. The goal

from here is to determine perturbations (called steps) from the initial point that result in a lower value of

the objective function. This process is repeated until additional steps cannot reduce the cost function

further.

To determine the step to take at a given point over variable space, a direction of descent needs to be

calculated along with a step-size, or distance to move in that direction. Two categories of optimization

technique approach this problem from opposite directions; line search techniques �rst determine a useful

direction and then attempt to solve for a step-size while trust region techniques start with a step-size over

which the objective function approximates a model and proceed to select a direction that minimizes that

model. This thesis primarily employs techniques that have gradient and Hessian information provided

analytically, however in much of the testing throughout, optimizations converged faster when allowed to

approximate the Hessian rather than solving for the Hessian at each step analytically. We owe this

primarily to Hessian functions being complicated to compute in the developed testing framework. Local

geometry of the objective function is approximated by a quadratic function which is smooth and well

behaved. These methods are called \Newton's Method" optimizers (Quasi-Newton in the case where either

gradient or Hessian are inferred numerically) and both line search solvers and trust region solvers are

e�ective and converge faster than gradient-only solvers. A comparison of optimizers can be seen descending

the Rosenbrock function from two initial starting points in Figure 2.8.

Figure 2.8 Three solvers descend the Rosenbrock function from two starting points. Conjugate gradient
(CG) has access to and uses function and gradient information. L-BFGS-B has access to function and
gradient information and synthesizes Hessian. Newton conjugate gradient trust region (trust-ncg) has
access to function, gradient, and Hessian information.
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The primary solver used in this thesis is the L-BFGS-B routine provided by the Scipy optimization

library [25], a quasi-Newton method whose base FORTRAN code is largely constructed from the original

Algorithm 778 FORTRAN code [26]. Note that this algorithm does not use the common Strong Wolfe line

search conditions [23], but rather opts for a simple but e�ective gradient and value condition from [27]

listed in Equations (2.13) and (2.14).

f (x + a) � f (x) + a� 1r f (x) (2.13)

jr f (x + a)j � � 2jr f (x)j (2.14)

Here, � 1; � 2 2 [0; 1], and ensure su�cient decrease in both cost value and slope.

To minimize real-valued functions with complex variables, we use the concept of a Wirtinger derivative

[28, 29]. The general concept here is that analytically, we di�erentiate with respect to both a complex

variable and its conjugate separately, treating the other as a constant value. When both derivatives have

been computed, the pair are concatenated vertically, conjugated, and we resume our optimization over a

doubled variable set. The Wirtinger derivative is computed as shown in Equation (2.15).

r f (z) =
�

r z f
r z � f

�
=

� @f
@z

@f
@z�

� H
(2.15)

The Wirtinger derivative concept is analogous to treating the real and imaginary part of the variable as

separate variables but the variable and its conjugate are typically easier to di�erentiate with respect to.

When using an o�-the-shelf solver like L-BFGS-B, conversion from the Wirtinger derivative to a purely real

valued real-imaginary derivative can be done as shown in Equation (2.16).

r f real;imag (z) =
�

r z f + r z � f
j (r z � f � r z f )

�
(2.16)

An adjacent problem to optimization is determining points that are in the intersection of some sets [30].

This is typically done to determine the existence of an overlap between sets: determining if a point exists

that satis�es multiple constraints. Unlike optimization problems that make extensive use of local cost

function geometry, feasibility problems do not have to have a de�ned objective function or gradient. These

feasibility problems require only that we have a de�ned projection into each constraint set, from which a

projection and re
ection operator can be de�ned. By alternating or cyclically applying projections,

re
ections, and combinations of re
ections and projections, we can determine a point that exists in

multiple constraint sets as shown in Figure 2.9. We use techniques of this variety as an initialization

procedure in this thesis. While many variations of these algorithms exist, we primarily implement pure

alternating projection where only projections are used, and Relaxed Averaged Alternating Re
ections

(RAAR [31]) where a blend of re
ection and projection achieve faster convergence. We commonly refer to
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alternating projection as alternating minimization in this thesis. Alternating minimization and RAAR are

related to Douglas-Rachford splitting, a technique that can be used to solve sparse inverse problems as

shown later with iterative hard thresholding [1].

Figure 2.9 Three sets have a single point in common, and we aim to �nd it reliably from any starting point.
For each set we have a projection operatorPS that takes us form our current point to the nearest point in
S. For each set we also have a re
ection operator which re
ects a point across the projection point. The
solid line in this diagram depicts classic alternating minimization, where an algorithm simply cyclicly
repeats the project operatorsPA ; PB ; PC to reach the common point. The dashed line moves to a blend of
re
ector and projector ( :5PA + :5RA ; :5PB + :5RB ; :::) to reach the common point with less \zippering".

2.3 Matrices and Tensors

This thesis assumes that readers have a strong grasp of linear algebra, but it is important to clarify at

this point the structure we identify when referring to both matrices and tensors and how it relates to

polynomial problems. Matrices and tensors are used throughout this thesis as both constraints and

variables and their use and structure throughout is described here.

Matrix structure in this work revolves around the eigen-decomposition of a matrix. A matrix that is

Hermitian (invariant to conjugate transpose) has real eigen-values, and of particular interest are Hermitian

matrices that have non-negative eigen-values. These so-called positive semi-de�nite (PSD) matrices are the

basis of a broad category of convex optimization called semi-de�nite programming and are a matrix analog

for sparse vectors in compressed sensing [1]. From a processing perspective, PSD matrices have an

e�ciency advantage as the singular value decomposition (SVD) will return the eigen-decomposition when

the eigenvectors of a matrix are orthogonal.

Many matrices studied in this thesis are non-square, but have many of the attributes that make PSD

matrices desirable. Matrices in this work are composed by accumulating positive outer products over sets

of vector pairs, similar to PSD matrices. Matrices can the be decomposed into constituent components,

including vector pairs and the weighting of each product, using singular value decomposition (SVD). This
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concept will be expanded on in Chapter 2.4 when under-determined quadratic inverse problems can be

formulated as a constrained linear problem. In both eigen-decomposition and decomposition of non-square

matrices, we will refer to the rank as the number of non-zero eigenvalues or singular values respectively.

Any quadratic problem of the form: �nd x; y s: t : hi = xT A i y� ; i = [1 ; 2; 3; :::; I � 1] can be formed as

a linear problem that becomes apparent with a de�ned inner-product and vectorization function. We will

interpret a vectorization and devectorization function to be a function that takes a matrix or tensor and

produces a single column vector and vise-versa. In this way, a quadratic function can be linearized, or taken

from a non-linear problem to a linear one, as shown in Equation (2.17). Linearization is motivated in this

thesis because it enables calculating the expectation of a non-linear function and allows us to apply sparsity

seeking algorithms with modi�ed data regularization functions (expanded on in Chapter 2.4.2). If we would

like to study the asymptotic behavior of a quadratic function with respect to numerous measurements, we

can study the expectation in a linearized space. The utility of this ability is demonstrated at the end of

this section and applied to the problem of pulse characterization brie
y in Chapter 4.

hi = xT A i y� ; i = [1 ; 2; 3; :::; I � 1]

= hxyH ; A �
i i

=
X

i;j

A i [i; j ]x[i ]y� [j ]

= vec (A i )T vec (xyH ) (2.17)

A convenient result of Equation (2.17) is that the quadratic measurement matricesA i can be stacked

into a single matrix when vectorized to make a compact expression as shown in Equation (2.18).

h =

0

B
B
B
@

vec (A0)T

vec (A1)T

...
vec (A I � 1)T

1

C
C
C
A

vec (xyH ) (2.18)

Tensors will be constructed similarly, where a tensor of orderN and rank K is constructed from the

sum of K rank-one tensors each formed fromN vectors multiplied in a high-order outer product. Similarly,

a higher-order singular value decomposition (HOSVD) can recover orthogonal vectors whose fourth-order

outer product form each sub-tensor. With tensors, any polynomial problem can be formed into a linear

problem over polynomial cross-terms and still have a structured object with which to enforce rank

conditions. This will be expanded on in Chapter 2.4.2. Because nearly all signal matrices and tensors of

interest in this thesis are rank one and PSD, the SVD and HoSVD are appropriate to resolve signals

without concern that two non-orthogonal eigenvectors have been incorrectly combined.

19



2.3.1 Linearization Example

In this example, we consider a basic non-linear function shown in Equation (2.19) with signal dimension

N = 2 for convenient visualization.

hi = xT
0 ai x0 + bT

i x0; x0 2 R2 (2.19)

i = [0 ; 1; 2; :::; I � 1]

In this example, we would like to determine x uniquely from as few measurements as possible and we

know a priori the values ofai 2 R2� 2; bi 2 R2� 1. While we have access to the values ofai ; bi they are

drawn randomly, independently, and identically from the standard GaussianN (0; 1). To recover x, we will

apply gradient descent to a least-squared error cost function shown in Equation (2.20) with de�ned

gradient in Equation (2.21).

f (x) =
X

i

�
hi � (xT ai x + bi x)

� 2
(2.20)

r f (x) = � 2
X

i

(2ai x + bi ) (2.21)

One question we may have is the behavior of this cost function whenI is particularly large, a best case

scenario for our ability to solve for x. Studying this asymptotic landscape will inform us to ambiguities or

regions over which recovery is possible or impossible regardless of number of measurements. To determine

the asymptotic landscape, we will have to take an expectation Equation (2.20) with respect toai ; bi which

can be di�cult here because all variables are inside a non-linear function. To expose them for expectation,

we will need to linearize the cost function. First we expand the squared error term inside the sum as shown

in Equation (2.22).

�
hi � (xT ai x + bi x)

� 2
=

�
(xT

0 ai x0 + bi x0) � (xT ai x + bi x)
� 2

=
�
(hai ; x0xT

0 i + hbi ; x0i ) � (hai ; xx T i + hbi ; xi )
� 2

= � 1 + � 2 + � 3 (2.22)

� 1 = hai 
 ai ; x0 
 x0 
 x0 
 x0 + x 
 x 
 x 
 xi

� 2 = hai 
 bi + bi 
 ai ; x0 
 x0 
 x0 + x 
 x 
 x � x0 
 x0 
 x � x 
 x 
 x0i

� 3 = hbi 
 bi ; x0 
 x0 + x 
 x � x0 
 x � x 
 x0i

Here we recall that the multiplication of one inner product and another is equivalent to the inner

product of the outer product of their left and right terms; i.e. ha; bihc; di = ha 
 c; b
 di . At this stage we

can examine the moments of the multiplied random variables, remembering that we are inN = 2, we can

write all cross-terms without much e�ort in Equations (2.23) through (2.25).

20



E(ai 
 ai ) = E

0

B
B
@

ai [0; 0]ai [0; 0] ai [0; 0]ai [0; 1] ai [0; 0]ai [1; 0] ai [0; 0]ai [1; 1]
ai [0; 1]ai [0; 0] ai [0; 1]ai [0; 1] ai [0; 1]ai [1; 0] ai [0; 1]ai [1; 1]
ai [1; 0]ai [0; 0] ai [1; 0]ai [0; 1] ai [1; 0]ai [1; 0] ai [1; 0]ai [1; 1]
ai [1; 1]ai [0; 0] ai [1; 1]ai [0; 1] ai [1; 1]ai [1; 0] ai [1; 1]ai [1; 1]

1

C
C
A =

0

B
B
@

1 0 0 0
0 1 0 0
0 0 1 0
0 0 0 1

1

C
C
A

(2.23)

E(ai 
 bi ); E(bi 
 ai ) = E
�

ai [0; 0]bi [0] a[0; 1]bi [0] ai [1; 0]bi [0] ai [1; 1]b0[0]
ai [0; 0]bi [1] a[0; 1]bi [1] ai [1; 0]bi [1] ai [1; 1]b0[1]

�
=

�
0 0 0 0
0 0 0 0

�

(2.24)

E(bi 
 bi ) = E
�

bi [0]bi [0] bi [0]bi [1]
bi [1]bi [0] bi [1]bi [1]

�
=

�
1 0
0 1

�

(2.25)

Note that we are writing out the fourth-order tensor ai 
 ai unwrapped along the second and fourth index,

and we are writing out the third-order tensors ai 
 bi ; bi 
 ai unwrapped along their second and third

indices respectively. Note that most of the expectation here goes to zero, since we are primarily

multiplying independent zero-centered normal distributions. Finally, we can write the expectation over i of

our cost function in Equation (2.26).

Ef (x) = xT
0 x0xT

0 x0 + xT xx T x + xT
0 x0 + xT x � xT

0 x � xT x0

= jjx0jj2
2

�
1 + jjx0jj2

2

�
+ jjxjj2

2

�
1 + jjxjj2

2

�
� 2hx0; xi (2.26)

A plot of this function is shown in Figure 2.10. Note that the function here appears convex, but the

further analysis is required for proof. Demonstration of PSD Hessian and negative gradient everywhere

would be su�cient for this problem. This analysis is attempted for the problem of pulse characterization in

Chapter 4.

2.4 Underdetermined Inverse Problems

This section describes how a concept called sparsity can be deployed to solve underdetermined inverse

problems. A brief overview of sparsity, concepts and requirements, and algorithms is presented here to

motivate the use of iterative hard thresholding in this thesis.

Underdetermined inverse problems can have an in�nite number of valid answers to a given problem.

Here we discuss the use of structure to compensate for an underdetermined problem in both a linear and

matrix/tensor setting.

2.4.1 Linear Problems

A linear inverse problem solves for an estimate ofx0 with measurementsy related by a forward

operator (a matrix in this case) A as shown in Equation (2.27).

y = Ax 0; x0 2 CN ; A 2 CM � N (2.27)
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Figure 2.10 The cost function
P

i

�
(xT

0 ai x0 + bi x0) � (xT ai x + bi x)
�

has an expectation taken overi .
x0 = [1 ; 1] in this example. The behavior of this function is dominated by its quartic content, a feature
stemming from a least-squares cost function for a quadratic function.

Classic linear algebra determines the invertibility of A by means of the invertible matrix theorem [32].

While the many facets of the invertible matrix theorem are a bit numerous to list here, one feature of an

invertible matrix that will highlight the thinking in sparse processing is that the null space of an invertible

matrix contains only f 0g. This means that if we treat A as a mapping from one complex space to another,

the only subspace that maps tof 0g is f 0g. The primary complication of an underdetermined inverse

problem is the existence of a non-trivial null-space, i.e. an entire shifted vector-space that maps tof 0g.

Any answer x determined to satisfy y = Ax can have a vector from the right-hand null-space ofA added to

it and still satisfy measurement constraints. We will call this shifted vector-space the solution space.

To select a meaningfulx from the solution space, we need somea priori information about x. A

common approach at this stage is to place limitations on the size and structure ofx by placing limitations

on select norms ofx. Three norms of particular interest are the l2 (Euclidean norm), l1, and l0 norms that

are de�ned in Equations (2.28) through (2.30).
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jj xjj2 =

vu
u
t

N � 1X

i =0

x[i ]2 (2.28)

jjxjj1 =
N � 1X

i =0

jx[i ]j (2.29)

jjxjj0 =
N � 1X

i =0

jx[i ]j0 =
N � 1X

i =0

I j x [i ]j> 0 (2.30)

I b is the indicator function that takes the value of one if b is true and zero otherwise. Armed with these

norms, we can select unique values from the solution space of possible answers toy = Ax by selecting thex

that minimizes a selected norm. Intuitively this can be thought of as in
ating a \norm-ball" until it

contacts the solution space as shown in Figure 2.11.

Figure 2.11 A basic example of sparse recovery a vectorx0 = ( :5; 0)T is known a priori sparse and con�ned
to the x[0] direction. The measurement is dimension one in a two-dimensional space, so the measurement is
underdetermined and the measurement con�nes valid estimates ofx0 to a shifted spaceN (~a) spanned by
the vector (� 1; 2)T . A pseudo-inverse will return an estimate ofx0 that is of minimum l2 norm at ( :2; :4)T .
Knowledge that x0 lies on an axis however guides recovery for both minimuml0 (cross) and l1 (diamond)
norm constraints to the correct result.

One of the more common norm selections is thel2 norm penalty by means of the pseudo-inverse;

A+ = ( AH A) � 1AH . This pseudo-inverse computesx that satis�es Equation (2.31). This solution is useful

when a priori information tells us that x0 is as small as possible.

min
x

jj xjj2 (2.31)

s: t : y = Ax

(2.32)

A very powerful piece ofa priori information that can be exploited is the idea that x0 is sparse; de�ned

here to mean that only s (0 < s � N ) of its entries are non-zero. This implies that over many of the
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directions in which x0 could exist, most of them lie on a coordinate axis. The ideal norm to use for

exploiting this a priori is the l0 norm, as the norm-ball exists only on unit axes as shown in Figure 2.11.

However, computing against this norm is complicated because of its non-convex nature, it does not have a

well-de�ned gradient and requires that each potential subspace thatx0 could lie in be examined. This

process is combinatorically di�cult and impractical for most applications. However, as shown in

Figure 2.11, the l1 norm is the convex-relaxation of the l0 norm, a convex function that maintains the axis

extremities of the l0 norm-ball. In
ating this norm-ball has the tendency to contact the solution space on a

unit axis, selecting the correct x0 when x0 is known to mainly lie on unit axes. Deploying the a priori

knowledge of signal sparsity inx0 to solve for an underdetermined linear problem is collectively referred to

as compressed sensing [3{6].

Studying when this solution is unique and correct for a given measurement has several interpretations.

For recovery of an arbitrary vector x0 of sparsity s to be possible for a given forward operatorA, the

operator must satisfy the null space property for all vectors of sparsitys. The null space property [1] is

said to be satis�ed for an operator A and a sparsity levels if for any v 2 N (A) if:

jj vS jj1 � jj vSC jj1: (2.33)

In Equation (2.33), vS is the portion of the vector v in any subspaceS;dim(S) < = s, and vSC is the

portion of v in the complement of S. This condition requires that on axes where sparse answers are

expected to lie, the null space ofA is su�ciently shallow so as not to return an answer on another axis.

This is perhaps most easily seen in Figure 2.11, where sparse solutions in directionx[0] can be resolved,

but if a sparse answer existed on axisx[1], the l1 minimization would incorrectly return an answer on x[0].

The null space property is not typically solved for explicitly for a given matrix A due to the

computational complexity. Instead, surrogate properties are measured to ensure that the null space

property is su�ciently guaranteed. A common tool to determine the suitability of A is called the restricted

isometry property (RIP) shown in Equation (2.34), a measurement of how bounded any sub-matrices ofA

with s columns produce projections with boundedl2 norm.

(1 � � s(A)) jjxjj2
2 � jj Ax jj2

2 � (1 + � s(A)) jjxjj2
2; jj xjj0 � s (2.34)

Central to the RIP for a sparsity s is the restricted isometry constant (RIC) � S (A) which is de�ned in

Equation (2.35).

� s(A) = max
S

jjAH
S AS � I (s)jj2 (2.35)

Equation (2.35), operates over alls-columned sub-matrices ofA (labeled AS ) and returns the restricted

isometry constant (RIC) � s(A) as the largest eigenvalue of the di�erence betweenAH
S AS and the identity
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matrix. Note that for an orthonormal matrix B 2 RN � N , � s(B ) is zero for all s � N . A general A operator

will have � s(A) that is bounded between 0 and 1, with lower values being more favorable. In general, the

number of measurements required to recover ans-sparsex0 is strongly related to this � s and the algorithm

used to recover it. While computationally di�cult to solve for RIP requirements, it can typically be

demonstrated analytically for many matrices of interest in compressed sensing.

The sparsity of x0 allows it to be recovered from an underdetermined inverse problem using several

classes of algorithms. The generic classes of algorithms for recovering sparse vectors are optimization-based

approaches, greedy algorithms, and thresholding algorithms [1, 2]. More recently there have been new

additions with deep methods [33]. Typical RIC requirements for some of these methods are summarized

Table 2.1. Note that deep methods being some of the more recent approaches have more complicated RIP

that are not collected here [1].

Table 2.1 RIP for various algorithm to recover s sparse vector using measurements fromA 2 RM � N

Basis Pursuit � 2s < 1=3
IHT � 3s < 1=2
OMP � 13s < 1=6

While each of the algorithms described here has its own advantages and disadvantages, iterative

algorithms are primarily deployed in this thesis due to their simple implementation. Iterative approaches

can be programmed without the use of a speci�c optimization process and typically run faster than

algorithms that operate over convex programs. In addition, many convex solvers exist that interpret matrix

constrained problems (linear, conic, semi-de�nite problems, etc.) but there does not exist currently a

simple, freely available convex solver that allows for constraints and objectives to be speci�ed as tensors

and norms over tensors.

2.4.1.1 Optimization Approaches

Optimization approaches to solving for sparsel1 penalized inverse problems are quite numerous, so we

turn our attention here to a few common approaches and deployed solvers:

ˆ Basis Pursuit : minx jj xjj1; s: t : Ax = y, this approach is typically decomposed into a convex

second-order cone program and solved with a convex solver like CVX [34] which wraps several

methods that include interior-point solvers and simplex solvers.

ˆ Basis Pursuit Denoising: minx � jj xjj1 + jjAx � yjj2
2, this approach is a joint cost function that uses a

regularization parameter � as a sort of trade-o� variable. Formulations of this type are now

commonly solved with techniques like ADMM [35].
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ˆ LASSO: minx jjAx � yjj2 s: t : jj xjj < � , where � is externally de�ned.

ˆ Danzig selector: minx jj xjj1 s: t : jjAH (Ax � y)jj1 < � where � is an externally de�ned parameter.

This e�ectively constrains maximum back-projected error subject to a l1 constraint.

These methods create a variety of constrained and unconstrained convex problems. Despite their

e�ciency in recovering x0 estimates from low numbers of measurements, one drawback however is the

overhead associated with computing their result, making the subsequent algorithm approaches attractive.

2.4.1.2 Greedy Approaches

Greedy approaches typically solve for the support ofx (the entries over which x is non-zero) by starting

with an empty support and iteratively adding support by examining the largest values of back-projected

error. Orthogonal matching pursuit and compressive sampling matching pursuit (COSAMP) [1] are two

popular forms of greedy algorithms for sparse processing. These techniques can be very e�cient but are

typically useful for problems with known sparsity level where the support is unknown. Our approach in

this thesis is not necessarily interested in solving for sparse solutions so much as it is focused on using

known sparsity s as a constraint. Orthogonal matching pursuit is fairly straightforward and is documented

in Algorithm 3. Here, y; A; s represent measurements, forward operator, and sparsity level. Here,SC

represents the complement of the setS.

Algorithm 3: Orthogonal Matching Pursuit [1]
Data:
y; A; s
Result: x

1 S0 = f 0g
2 x0 = 0
3 for( i = 0 ; i < s; i + + ) f
4 j i = argmax

j
((AH (y � Ax i ))[ j ])

5 Si +1 = Si [ f j i g
6 x i +1 = argmax

x
(jjy � Ax jj2; x[Si +1

C ] = 0)

7 g

2.4.1.3 Iterative Thresholding

Iterative thresholding is one of the more basic approaches to exposing sparse solutions, and does so by

alternating backprojected error corrections and corrections for a �xed level of sparsity. For a linear

problem this process is shown in Algorithm 4 [1] wherey; A; s; Q represent measurements, forward

operator, suspected sparsity levels, and a user controlled max iteration integer respectively.
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Algorithm 4: Iterative Hard Thresholding
Data:
y; A; s
Parameters:
max-iterations = Q
Result: x

1 x0 = 0
2 for( i = 0 ; i < max-iterations; i + + ) f
3 x i +1 = H s(x i + AH (y � Ax i ))
4 g

Here H s is the thresholding operator, and in this case is the hard-thresholding operator.

Hard-thresholding leaves thes entries with largest magnitude untouched, and sets everything else to zero.

Though other thresholding operators exist, like soft-thresholding in algorithms like FISTA [1, 36], we focus

our attention here on hard thresholding because oura priori for problems in this thesis is very strong with

rank known in the problem de�nition.

2.4.1.4 Deep Approaches

The use of deep approaches in compressed sensing, using neural networks to aid and replace algorithms

for solving underdetermined inverse problems, is a growing and dense topic of literature well reviewed in

[33]. We present a short overview of general concepts in [33], but do not expand on the topic as deep

approaches are not the core study of this thesis. Deep approaches are a powerfully capable class of

techniques, but they are unused in this thesis because the structure exposed in the analytical expressions of

ICC/IIAC/IICC invites more direct algorithms like HoSVD and gradient descent.

Deep learning can be employed in compressed sensing in recovery algorithms by means of replacing

pieces of existing algorithms or by replacing algorithms entirely. When used to replace pieces of existing

algorithms, layers of a neural network are used to replace an iteration of a technique like iterative

thresholding or ADMM. Neural networks for end-to-end solutions to underdetermined inverse problems

have taken the form of auto-encoders, convolutional neural networks, recurrent neural networks, residual

networks, and generative adversarial networks [33]. Each of these methods has disadvantages and

advantages largely dependent on application.

2.4.2 Matrix and Tensor Problems

In the vector case, structure was expressed through the number of non-zero entries in a vector. In

general the lower the number of non-zero entries, the lower the number of measurements required to

successfully invert an underdetermined inverse problem. This same procedure caries over to matrix recovery

problems, where from a collection of measurements we hope to recover some unknown matrix. The same
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norms that were used to shape optimizations to recover sparse vectors are updated to operate on matrices.

The l2 norm in vectors has an analogy for matrices equivalent to the maximum singular value, while the

useful but non-convexl0 translates to matrix rank. The nuclear norm, or sum of singular values, is used to

express sparsity in the same manner as thel1 norm is for vectors. As before, several approaches exist for

solving for matrices that are known a priori to be low-rank, including a convex programming paradigm

called semi-de�nite programming and iterative hard thresholding.

Many problems motivate low-rank matrix recovery [37] including the Net
ix problem [38] and a phase

recovery problem called angular synchronization [39]. The Net
ix problem can be viewed as as a matrix

completion problem in which a hypothetical matrix stores the degree to which every single Net
ix user

(represented by row index) likes or dislikes every single Net
ix movie (represented by column index).

Because not all people have seen all movies, the matrix is largely incomplete. By asserting that the matrix

is low-rank, the missing entries of this matrix can be assumed by the entries that are �lled however [40].

The imposition of this low rank property typically groups related movies together into rough genres and

groups of related viewers into rough audiences. In angular synchronization, we want to learn the phase of a

complex vector x when only pairwise measurements from the matrixxx H are known. Both eigenvector

techniques and semi-de�nite programming have been demonstrated to be e�ective [39].

Building o� matrices that are structured by rank and de�niteness, we have a good starting point to talk

about structured tensors. Tensors made from a sum of vectors that are joined in tensor outer-product have

a clear de�nition of rank and PSD and can be solved for using the same techniques for recovering sparse

vectors and matrices. Speci�cally, we will employ iterative hard thresholding on tensor rank in this thesis

to invert non-linear problems using rank-one tensor conditions asa priori . A basic example of this process

similar to the one deployed later in this thesis is shown in the example in Chapter 2.4.2.1.

2.4.2.1 Quadratic Recovery from Low-Rank IHT

We present an example here that encodes a non-linear polynomial problem as a lifted linear problem

and exploits the known low-rank structure of the lifted model to recover a signal. This approach is a basic

example of precisely the same technique used for structured tensor initializers presented in Chapters 4

onward. We attempt to recover an unknown real vectorx0 2 RN ; N = 20. This vector is observed through

M random quadratic interaction modeled as shown in Equation (2.36). Note that without additional prior

information, it is impossible to separate the contributions to yi from the linear and quadratic components

which would allow us to solve forx0 from its linear interactions with bi . In this case, entries ofA i ; bi ; x0 are

known and drawn from the unit normal distribution.
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yi = xT
0 A i x0 + bT

i x0 (2.36)

A i 2 RN � N ; bi 2 RN ; i = [0 ; 1; :::; M � 1]

To solve this problem as a structured quadratic inverse problem, we �rst form our measurements into a

linear interaction between a structure that encodes our ground truth and a structure that encodes our

measurements. For a combination of quadratic and linear terms, we need to create a second-order structure

that is augmented to store linear terms. The encoding for this problem is achieved withX 0; � i de�ned in

Equation (2.37). For a single measurementyi , the structure X 0 interacts takes an inner product with

measurement structure� i . Note that X 0 is a rank-one matrix and is positive semi-de�nite.

X 0 = x0
�
xT

0 1
�

(2.37)

� i =
�
A i bi

�
(2.38)

yi = h� i ; X 0i (2.39)

y =

0

B
B
B
@

vec (� 0)T

vec (� 1)T

...
vec (� M � 1)T

1

C
C
C
A

vec (X 0) = A� (2.40)

Formally, we can write the sparse formulation of the solution of this problem in Equation (2.41). We

note that jjX 0jj � represents the nuclear norm ofX 0, and X 0 � 0 represents the constraint that X 0 is PSD.

min
X 0

jj y � A� jj2
2 + � jjX 0jj � (2.41)

s: t : � = vec (X 0); X 0 � 0 (2.42)

To solve, we vectorize our problem and apply our two iterative hard thresholding constraints, the

backprojection of measurement error and an SVD to enforce the singular rank structure ofX 0. Note that

for N = 20, the linearized problem shown in Equation (2.40) hasN � (N + 1) = 420 unknowns and would

typically require 420 linearly-independent measurements. However, because of the known rank structure of

X 0, 100 measurements is completely su�cient to solve forX 0 and therefore x0. The basic outline of the

IHT algorithm applied to this problem is shown in Algorithm 4. For this example the roles of A; x in

Algorithm 4 are A; � described here. We note that the thresholding operatorH s is given in Algorithm 5.

Again, we use Numpy notation here.

Note that the backprojection for this example was done with the matrix transpose scaled by

� = 8=jjAjj2
F to avoid over-shooting the optimal point. The output of this experiment is shown in

Figure 2.12.

29



Figure 2.12 A vector x0 is recovered from a set of quadratic measurements. There is not enough
measurements to recover all unique quadratic cross-terms ofx0 using pure linear inverses, but we create a
rank-one structure that enables us recover from less measurements with IHT. Note that error is the norm
of the forward projected error jjy � A� jj2=N.

Algorithm 5: SVD rank enforcement
Data: � in ; a PSD matrix
Result: � out ; a rank-one PSD matrix

1 U; S; VH = SV D(� in )
2 u; v = U[:; 0]; V [:; 0]
3 � out = uvH � S[0]

2.5 Phase Retrieval

Phase retrieval is an inverse problem focused on recovering the phase of a signal from measurements

that have been taken as an absolute value. The problem has a long history in optics because of the

problems use in di�ractive imaging like crystallography. Phase retrieval and its applications are at the

heart of coherent imaging research, and an overview of problem structure and solutions is needed to

understand current state of the art presented Chapter 3, as well as its extensions to higher-order phase

retrieval in Chapter 4 onward. Mathematically, PR solves for a vector x 2 CM given measurements of the

form y = jAx 0j; x0 2 CM that satis�es Equation (2.43).

�nd x (2.43)

s: t : y = jAx j
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A 2 CI � M is a forward operator matrix that encodes physics of a system including convolution with a

kernel, encoding with some modulation, and di�raction. y 2 RI is a strictly non-negative measurement set

of magnitudes resulting from the vector modulus operatorj � j . Occasionally in the literature (including this

work), it is not uncommon to see the magnitude constraint of Equation (2.43) written as a quadratic

constraint shown in Equation (2.44).

�nd x (2.44)

s: t : y = jAx j2

Here in Equation (2.44) the square is element-wise.

It is worth noting here that there will be a global phase ambiguity when solving for x, regardless of

approach. This means thatej� x is as viable a solution asx for any � becausey = jAx j = jej� Ax j and we

have no additional a priori information from which to infer global phase information. This ambiguity does

not typically present any practical problems in physical systems.

Each measurement in PRyi = jai x0j represents a constraint in the form of a hollow hyper-cylinder, and

our solution x is on the intersection of the collection of hyper-cylinders. These non-convex constraints

make PR non-convex, though relaxations exist to make a convex form of the problem. In general, there are

categorically six approaches to solving phase retrieval problems that we will discuss: projection algorithms,

convex lifted approaches, convex anchored approaches, gradient approaches, Bayesian approaches, and deep

approaches.

2.5.1 Projection Algorithms

Projection algorithms for PR are feasibility algorithms that project back and forth between R(AT ) and

the set of f x; y = jAx jg [41]. Projecting onto either of these sets from a pointx is written as PA (x) and

PB (x) respectively. Common projections [41] to use for the classic phase-retrieval problemy = jAx j are

given in Equation (2.45) and (2.46). Equation (2.45) guarantees thatx is comprised entirely of vectors

belonging to the column-span ofA. Equation (2.46) enforces the magnitude constraint, but allows phase to

vary for evolving guesses ofx; note the � here represents element-wise multiplication.

PA (x) = A+ Ax (2.45)

PB (x) = A+ (phase(Ax ) � y) (2.46)

Note that phase(x) = exp( j arctan(I (x); R(x))). Repeated iterations of the descentxk = PA (PB (xk � 1))

have been popular in phase-retrieval for nearly 50 years and is called the Gerchberg-Saxton Algorithm [42].

Fienup's [43] Hybrid Input-Output algorithm iterated similarly to Gerchberg-Saxton algorithm but added
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a parameter � to add a negative feedback mechanism [41]. This approach used the following update step:

xk = xk � 1 + PA ((1 + � )PB (xk � 1) � xk � 1) � �P B (xk � 1). Two more modern approaches include relaxed

re
ect re
ect (RRR) and relaxed averaged alternating re
ections (RAAR). Their advantages are listed

here, and expanded on in [31], [41], [30].

1. Relaxed Re
ect Re
ect (RRR): xk = xk � 1� (PA (2PB (xk � 1) � xk � 1) � PB (xk � 1))

2. Relaxed Averaged Alternating Re
ections (RAAR):

xk = � (xk � 1 + PA (2PB (xk � 1) � xk � 1)) + (1 � 2� )PB (xk � 1)

RAAR is used later in this thesis to accelerate a projection style algorithm for tensor rank IHT.

AltMinPhase presents a more recent approach to these algorithms but uses a resampling scheme to

analytically demonstrate geometric convergence [44].

2.5.2 Convex Lifted Approaches

Lifted methods like PhaseLift and similar [12] [45] \lift" the problem to an outer product space to form

a semi-de�nite problem, similar to the example presented in Chapter 2.4.2. This is done by forming the

non-linear constraint of y = jAx j into a quadratic problem that is linear with respect to quadratic

cross-terms as shown in Equation (2.47).

yi = jai xj

y2
i = ai xx H aH

i

y2
i = hai aH

i ; x � xT i

y2
i = h� i ; X � i (2.47)

(2.48)

Recovery now shifts away from solving forx toward a low-rank matrix recovery of a matrix X

representing the conjugate outer product ofxx H . PhaseLift solves the semi-de�nite program formed from

the altered phase retrieval constraints as shown in Equation (2.49). Note that the �nal line X � 0 requires

X be PSD. The semi-de�nite relaxation here replaces a non-convex rank minimization with a convex trace

minimization with PSD enforcement. When X is recovered, the desiredx can be recovered as the leading

singular vector.

min
X

trace (X ) (2.49)

s: t : trace ((ai aH
i X ) � y2[i ]) < �; 8i

X � 0 (2.50)
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� is a user controlled error threshold parameter similar to quadratically constrained basis pursuit [2].

This approach is typically considered to be slow because of the lifted dimension in which it is solved, but

provides the useful analogy that will be applied in a tensor setting later.

2.5.3 Convex Anchored Approaches

Convex anchored regression approaches [46] attempt to maximize the size of our estimatex against an

initial guess inside the convex polytope bounded by the PR hyper-cylinder constraints. Polytope methods

include PhaseMax and PhaseEqual [47] [48]. PhaseMax begins with a spectral initialization vector

described in Algorithm 6 called x̂. The PhaseMax paper [47] demonstrates that attempting to maximize a

vector inside the bounded PR polytope against ^x (shown in Equation (2.51)) provides a non-lifted and

convex approach to phase recovery.

max
x 2 C N

hx; x̂i R (2.51)

s: t : jhai ; xij � yi ; i = [1 ; 2; 3; :::m]

Like lifted techniques, this approach has gradually been outpaced by gradient approaches.

2.5.4 Gradient Approaches

Descent algorithms including Wirtinger Flow [49] [50] and its dozen or so variants typically work by an

initialization procedure and a descent procedure. The paper [13] contains an extensive overview of the

various variants and their di�erences and performance. In the initiation step, a spectral initialization [37]

(shown in Algorithm 6) is typically used to provide an initial guess for the unknown phase vectorx subject

to y = jAx j.

Algorithm 6: Phase-Retrieval Spectral Initializer
Data:
y = jAx 0j2 + � ,

A 2 CM � N =

0

B
B
B
@

a1

a2
...

am

1

C
C
C
A

Result: x 2 CN , an initial guess of x0

1 initialization
2 � 2 R
3 Y 2 CN � N

4 � =
q

N
P

i y iP
i jj a i jj 2

2

5 Y = 1=M
P M

i =1 yi ai aH
i

6 U; S; VH = svd(Y )
7 return x = �U [:; 0]
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Modi�cations in this approach typically look like culling values of y that are far larger than normal for

the data set, to reduce the in
uence on the result.

The second step of these algorithms uses a derivative of a cost function built on the Wirtinger

derivatives [49] (Chapter 2.2). A cost function is constructed from sum of squared di�erences in intensity,

or the squaredl2 error: jjy � j Ax j2jj2
2. Expanding terms as in Equation (2.52), we see mixed terms ofx; x � .

f (x) =
1

2M

MX

i =1

(yi � xH (ai aH
i )x)2

=
1

2M

MX

i =1

(yi � xT (ai aH
i )T x � )2

r f (x) =
�

@f
@x

� H

=
1

M

MX

i =1

(xH ai aH
i x � yi )(ai aH

i )x (2.52)

(2.53)

This gradient is used with a variable-step steepest descent style algorithm to converge onto a solution forx.

We extend this concept in this thesis beyond complex quadratic problems to single and two-variable

quartic problems (intensity of cross-correlation (ICC), integrated intensity of cross-correlation (IICC)). We

should note also that it is not uncommon to deploy an amplitude-based cost function instead of intensity,

but we have used intensity in this thesis for simplicity and because of the overlap in ICC and IICC

(Chapter 4 and Chapter 5) related through intensity.

2.5.5 Bayesian Approaches

Bayesian approaches to phase retrieval take the form of an generalized approximate message passing

(GAMP) algorithm [51]. This class of algorithms uses the factorization of a signal posterior probability

distribution p(xjy) into a collection of probability distributions for x and for y given the known forward

model. Belief propagation is a mechanism in which the distributions can reweight their contributions with

the aim of reducing the forward model error against measurements. This approach is highlighted in detail

in [51], but ultimately does not contribute to how phase retrieval is performed in this thesis.

2.5.6 Deep Approaches

A recent review [15] of phase retrieval and applications has an excellent overview of deep methods

available. This review categorizes deep methods primarily as a regularizing term in phase retrieval and

provides recent research insights into how regularization can be o�ered. The �rst regularization technique

overviewed in [15] is used to re�ne images that are noisy after recovery with a denoising network. The

second approach is to train a generative adversarial network to discourage solutions that are outside the
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typical results of phase retrieval. Finally, the use of deep image prior can be used to generate prior

knowledge of the recovered signal for Bayesian techniques. Overall, the use of neural networks in phase

retrieval is still ongoing research. Deep approaches are not deployed in this work because of the access this

work had to direct analytical expressions of signals of interest, but they may someday provide a valuable

regularizer or initializer.

2.6 Low-Rank Phase Retrieval

The work in this thesis is not the �rst attempt at solving higher-order non-linear phase retrieval

problems; i.e. yi = jf i (x)j where f i (x) is not a linear function. A brief review of low-rank phase retrieval

helps to contextualize the novelty of our contributions made here with respect to the signal processing

community, where the topic is relatively new. The problem of FROG in phase retrieval discussed in

Chapter 3.3 has been studied by the optimization community with recent success in gradient approaches

[52{54]. Chapter 4 makes use of gradient approaches in related problems, and additionally develops

tensor-based structured initializers.

A recently studied phase retrieval problem has been dubbed low-rank phase retrieval (LRPR [16]), and

is the recovery of a matrix X 0 known to be low-rank from a series of phaseless matrix inner products

shown in Equation (2.54).

yi = jhA i ; X �
0 ij (2.54)

X 0; A i 2 RN � R ; i = [0 ; 1; 2; :::; I � 1]

LRPR has been studied as a way to couple disjoint measurements from several phase retrieval problems

[16, 55], and has been studied in a more generic setting [56] with some theoretical analysis on recovery.

Chapter 4 shows that traditional pulse characterization is an example problem of LRPR, solvable with

tensor methods and gradient approaches and is distinct from previous LRPR theoretical study. We will

speci�cally refer to the LRPR in this thesis with even greater speci�city as quadratic phase retrieval, as our

PR functions are typically constructed from one or two variables from quadratic functions. While prior

research may lend some techniques that could be valuable in the setting studied in this thesis (like

anchored regression [56] in Chapter 4), work here was primarily focused on the uniquely exposed objective

variables that could be re�ned with gradient approaches and generalized tensor structures that could

encapsulate many pulse characterization paradigms.
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2.7 Waves, Di�raction, and Sensors

To understand the behavior of coherent optics that are prevalent in this paper, this section establishes

the scalar �eld theory basics that are required to understand propagation and di�raction. Additionally, the

integrating sensors used in optics behave di�erently than sensors in other electromagnetic settings like RF.

This section explores this sensor nuance and addresses its motivation for PR.

2.7.1 Introducing the Scalar Field

Physical optics studies electromagnetic wave propagation through space and materials and addresses

physical phenomena like di�raction, destructive and constructive interference, and polarization. In this

thesis, we will make simpli�cations to the full electromagnetic model, and work with a simpli�ed wave

approximation a called scalar waves [57].

The wave equations for electric and magnetic �elds in free space [57] are written shown in Equations

(2.55) and (2.56).

r 2 ~E �
n2

c2

@2 ~E
@t2

= 0 (2.55)

r 2 ~H �
n2

c2

@2 ~H
@t2

= 0 (2.56)

While these equations govern the time evolution of the entire vector �elds ~E; ~H , individual component

�elds Ex ; Ey ; Ez ; H x ; H y ; H z each independently obey Equations (2.55) and (2.56) provided that the

medium through which they travel is linear, isotropic, homogeneous and non-dispersive. This means that

without loss of generality, we can observe the evolution of a generic scalar �eld using simple updating

procedures. While the assumption of linear, non-dispersive, and isotropic medium is challenged later in this

thesis, the simpli�cation of a scalar �eld is useful for understanding key physical phenomena like di�raction

and interference. For our purposes we are aware that~E; ~H are time evolving vector �elds, but make

assumptions that they are separable and we are working primarily with a single polarization that can be

treated like a scalar �eld.

2.7.2 Sampling the Wave

We �rst make the assumption that the light we are observing in any scenario is of a �nite bandwidth.

Physically what we mean by this is that in space, there are no in�nite phase jumps, and that there exists a

spatial Nyquist rate that any wave could be sampled at and fully understood without aliasing. Even if a

wave that we are interested in contacts an object that occludes a section of the wave with in�nite position

bandwidth, it will only be resolved to the bandlimited resolution (as in Figure 2.5).
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A scalar waveE is fully described when sampled in all three spatial dimensions and in time, making it

a function of four variables: E [x; y; z; t ]. This extensive �eld understanding is typically not required

however, and arguments of symmetry or collumation are used to simplify sampling. Light in laser systems

is typically generated and transported linearly, where one spatial direction is understood to be the

direction of propagation. Rather than understand light at every step of this propagation, cross-sections of

light can be sampled at either end of stretches of linear, isotropic, homogeneous, non-dispersive media and

any desired intermediate cross-section can then be inferred from either end. Time dependence is typically

also waved away in monochromatic laser systems because the narrow-band nature of light in these systems

makes time, phase, and distance all intricately but predictably connected. In these narrow-band

monochromatic systems, it is typically su�cient to sample the cross-sectional wave to the spatial Nyquist

condition, meaning that there are no neighboring points in a pair of orthogonal directions where the phase

of the wavefront advances by more than� radians.

Sampling of the wave in cross-sections is of utmost interest in Fourier optics because of its use in

understanding far-�eld di�ractive imaging techniques like ptychography discussed in Chapter 3. We have

additional criteria for wave-sampling that is motivated in ultra-fast optics later. A practical example of

cross-sectional wave sampling is given in Figure 2.13. The need for higher sampling rate dependent on the

angle of the far-�eld being estimated has a direct analogy in optics called numerical aperture, discussed in

Chapter 2.7.4.

Figure 2.13 Sampling requirements change based on expected wave geometries. In this example, a dish is
illuminated from two di�erent directions, and we would like to calculate the expected gain in each direction
assuming uniform feed gain over the aperture. We will calculate the expected gain per direction using the
inner product of the sampled wave and the sampled cross-sectional area. In scenarioa, a plane wave
directly illuminating the aperture has no phase variation, and sampling over the face of the dish provides
no unique information, as long as the single sample representing the dish is scaled to represent the area of
the aperture. In scenariob however, the angular illumination on the dish varies the phase over the
aperture. In the direction that phase varies, a sample is required at least every half-wavelength to meet
Nyquist criteria for understanding angled illumination. To properly scale the energy contribution per
phase, the samples can either be scaled by cross-sectional area of the dish corresponding to a certain phase,
or can be divided in the non-varrying direction to encode dish area with a pixel approximation.
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2.7.3 Wave Propagation

With a de�ned two-dimensional complex wave sheet with vertices de�ned in a three-dimensional space,

we can predict the wave magnitude and phase at a another point in space by integrating the simpli�ed

Rayleigh-Sommer�eld [57] di�raction formula shown in Equation (2.57). This simpli�cation assumes that

distances between the generating surface and sampled surface are larger than a wavelength (r q;s � � ),

which is typical in di�raction applications discussed here.

E [q] =
1
j�

ZZ

�
E[s]

exp(jk jj r q;s jj2)
jj r q;s jj2

h~n; ~rq;s i ds (2.57)

Note that Equation (2.57) usess to represent a di�erential point of area from a surface � and q to

represent a point located in front of this surface. This equation describes mathematically a principal called

the Huygens-Fresnel principle which states that a propagating wave can be predicted if the wave that

precedes it is treated as a collection of radiating point sources. Several examples of this form of

propagation are shown in Figure 2.14. The physics described in Equation (2.57) is the corner stone of

generating forward operatorsA used in phase retrieval.

All the laser cross-sections we will be working with have an overarching Gaussian intensity pro�le,

which is a common mode for how lasers are produced and is the primary mode of a resonator with

spherical mirrors [57]. Laser resonance can take on additional forms, having eigenmodes that result in

lateral symmetries modeled by Hermite-Gaussians, and radial symmetries modeled by Laguerre-Gaussians

[57]. A set of polynomials that can accommodate modeling both the radial and transverse symmetries of

laser beams is called the Zernike polynomials, and have been used for modeling aberrations on laser beams

among other applications [58]. While we do not currently make use of the Hermite, Laguerre, or Zernike

structures for imaging or inference, their common use and study may make them excellent candidates for

structured inverse problems for laser beam pro�les. We will make the assumption that the transverse laser

pro�le of lasers used in this thesis are purely Gaussian.

2.7.4 Fresnel Number, the Di�raction Limit, and Spatial Bandwidth

A convenient physical description of an aperture or object and the shape of coherent �elds re-radiated

from this object is given by the Fresnel number [57] described in Equation (2.58). Herel is the size of the

object or aperture, � is the wavelength of light, and z is the distance away from the object in the transverse

direction. Several di�racted �eld images are shown as a function of Fresnel number in Figure 2.14.

F =
l=2
�z

(2.58)
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Figure 2.14 A coherent wave front propagates along thez axis, and starts with uniform phase, and
amplitude distribution as shown. As the wave moves forward, various di�raction regimes are passed
through, calculated via Rayleigh-Sommer�eld di�raction. Above each image is the distance and
corresponding Fresnel number for each imaging regime. Note that at very small Fresnel numbers, distance
acts mainly to scale the intensity distribution. At small Fresnel numbers, the di�raction pattern is almost
perfectly the two-dimensional Fourier transform. All distances in this image are given in wavelength.

For values of F that are on the order of 1 or above, di�raction is largely a spherical wave phenomenon.

As F decreases below 1, for scales that are large in comparison to the wavelength and the object involved,

two notable relaxations to Rayleigh-Sommer�eld are used: the Fresnel approximation and the Fraunhofer

approximations. The assumption for lower Fresnel number, Fraunhofer di�raction, is simpli�ed to the

expression shown in Equation (2.59) [57]. The valueq and s are assumed to lie inxy oriented planes with

s 2 � lying at z = 0 with q lying in a plane at z. Fraunhofer di�raction is also called the \far-�eld"

assumption.

E [q] =
ejkz + j k

2z (q2
x + q2

y )

j�z

ZZ

�
E[s] exp(� j

2�
�z

(qx sx + qy sy ))dsx dsy (2.59)

Fraunhofer di�raction makes the assumption that at the Fresnel conditions involved, waves intersecting

a plane appear more like planes and less like cross sections of spheres. This also means, and is apparent

from Equation (2.59), that waves in the far-�eld are related to �elds that created them from an aperture by

the Fourier transform. This Fourier relationship speci�cally relates the spatial distribution of �eld s to
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spatial frequency f x ; f y = qx
�z ; qy

�z .

Waves cannot be concentrated to inde�nitely small spaces in much the same way that a well-de�ned

frequency cannot be con�ned to an instant in time; the transform pair of spatial frequency and spatial

distribution cannot be compacted inde�nitely and are subject to the uncertainty principal. The minimal

compaction that light can undergo is primarily limited to two fundamental quantities, the wavelength of

the light in question and the range of angular space that the light propagation is distributed over. This

range over angular space that limits propagation is called the numerical aperture, and determines the

minimum size to which light can be focused called the di�raction limit. While many heuristic de�nitions of

the di�raction limit exist for various illumination pro�les of the aperture, they are all e�ectively on the

same order as the limit proposed in the Abbe di�raction limit shown in Equation (2.60). Note that

Equation (2.61) is the numerical aperture, � is the largest angle of light extending to or from a source, and

n is the refractive index of the medium of propagation, typically 1 throughout this work.

d =
�

2NA
(2.60)

NA = nsin (� ) (2.61)

Below this limit, objects do not structurally perturb a light wave and linearly-polarized light cannot be

focused smaller (though it has been experimentally demonstrated that radially polarized light can be

concentrated just a bit smaller with a minimum waist of :4� [59]). This is a similar limitation in antenna

theory, where the e�ciency of radiating dipoles falls drastically when the size of an electronic dipole falls

below �= 2 as the dipole no longer resonates over the full spatial scale of the wave [60].

The di�raction limit in Equation (2.60) is conversely applicable to the smallest resolvable object over

angular space when limited by the size of an aperture as is the case in astronomy and photography [8, 57].

In this case, resolution in angle is limited by the point spread function on the order of�=D , where D is the

diameter of the aperture. Antenna inclined readers may recognize this as the approximate beam width of a

dish antenna of diameterD [60]. Numerical aperture is limited in real systems like microscopes by the sizes

of lenses used, and serves as a limiting factor on the spatial beam-width of di�racted light that can be

studied from an illuminated and re-radiating sample.

The e�ect of a limited numerical aperture in imaging serves as a spatial bandwidth limit in imaging.

An object placed in front of a wave may have sharp edges upon interaction, but light focused after this

interaction has been limited by the numerical aperture of the focusing system. Any image made of this

interaction will have a spatial low-pass �lter applied to the image, whose bandwidth is directly

proportional to the numerical aperture.
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2.7.5 Sensors

Sensors in optics cannot sample a wave with IQ sampling as is typical in lower frequency RF

applications using coherent devices like antennas. Instead, quantized photons typically interact with

sensors via quantum e�ects like the photoelectric and photoconductive e�ect [61]. Semiconductor devices

like photo-diodes and photo-transistors become more conductive as incoming photons create hole-electron

pairs. The current generated or passed is directly proportional to the number of incoming photons and is

integrated over an interval to provide an intensity measurement. Charge coupled devices create a voltage

across two terminals over an interval whose value is directly proportional to the incoming photon rate.

Photo-multiplier tubes create a voltage spike when an incoming photon interacts with the system, and the

time between pulses or the number of pulses in a time interval is proportional to intensity. In all of these

sensors, intensity is directly related to the incoming photon count per unit time. This integration of photon

energy over an interval cannot record phase information from incoming photons and is the primary reason

that we must use phase retrieval to infer phase information from sensors that can only provide intensity

estimates. Categorically, these sensors will be referred to as square-law or intensity sensors, as they provide

reading proportional to the squared amplitude (intensity) of incoming waves.

One of the more interesting and increasingly adopted sensor modalities used in modern systems is the

concept of single-photon counting sensors [62]. These sensors are able to register single photon events and

provide counts with extremely high time resolution limited to the reset interval of the sensor used. These

time-correlated single-photon counting [63] sensors can be used to determine the 
uorescence lifetimes of

illuminated samples, and have been applied to several other modalities outside microscopy. Multiple

single-photon counting sensors can be muxxed together and their coincident photon counting statistics can

be measured to exploit known emission statistics of a sample for improved imaging [64]. This will be

discussed further in Chapter 3.1.3.

2.8 Ultrafast optics

Ultrafast optics is the primary physical motivation of mathematical techniques presented in this thesis

[7]; a brief overview of system de�nitions, unique physics, sampling, and applications are presented here.

2.8.1 Timescales and Systems

Ultrafast optics is the study of broadband optical pulses that are too ephemeral in time to be studied

with traditional sampling techniques like IQ sampling. Pulses in this paper are assumed to be

sub-picosecond (10� 12). These pulses are typically produced through a process called passive mode-locking,

where the various harmonics of a laser exist in a lasing cavity and are passively phase aligned to produce a
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pulse of broad spectral content and short duration. Commercial lasers like the one used in experiments in

this thesis are often produced using Kerr-lens mode locked (KLM) Ti:Sapphire lasers capable of producing

pulses whose full-width half-max power (FWHM) are on the order of several femtoseconds. Saturatable

absorbing devices like SESAM enable KLM by focusing and selectively lasing high-intensity pulses as a sort

of survivor bias [7] via intensity-dependent index of refraction.

These pulses are produced at a consistent pulse repetition interval (PRI) typically on the order of tens

or hundreds of nanoseconds, a much larger timescale than the one that pulses exist over. To address the

various time scales that events happen over, we will introduce the following language to identify the time

scale useful for a given description (illustrated in Figure 2.15):

ˆ Ultrafast-time (UT): This is the time scale that is on the order of picoseconds or less. This is the

time scale of ultra-fast physics that we are interested in observing, and the typical order of magnitude

of pulse duration in time. In a single picosecond light will only travel 300 microns, and no sampler

can achieve meaningful resolution [65].

ˆ Fast-time (FT): This is the time scale at which light moves non-negligible distances and we can

exercise meaningful electronic interaction with a system; typically on the order of 1 nanosecond to 1

microsecond. At this time scale, another pulse from an ultrafast laser is generated, a common

electronic sampler can produce voltage measurements, and light moves distances common to

laboratory experiment scales in the range of 30cm to 300m. Fast sensors typically integrate over this

timescale.

ˆ Slow-time (ST): This is the time scale at which we exercise modulation on a pulse, whether this

requires moving a mask or stage with a motor, or updating a frame on a spatial light modulator

(SLM). This is the timescale that mechanical objects like camera shutters and motor-stages can

operate at and is between .1 ms to 1 second. Longer sensor integration times operate at this time

scale.

For our purposes here, optical systems will consist of the following components:

ˆ Modulator: A pulse is generated and has been altered in some knowable way, either in a spatial or

spectral sense.

ˆ Sample object: This is the object we are trying to image in the case of imaging. We include object

here to di�erentiate this language from the signal processing use of the word sample.
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ˆ Sensor: This is the preconditioning (�lters), non-linear devices, and measurement devices that

produce data (diode, camera, photo-multiplier tube, etc). Non-linear devices here include SHG

crystals used in the majority of experiments in this thesis.

Figure 2.15 Illustration of logarithmic scales to visualize the time scales and power scale relevant to
understanding ultrafast optics. The colloquial time scales used in this paper (UT, FT, and ST) are
illustrated here. An important note is that the power of a pulse is con�ned to a very brief interval, and is
typically measured as peak power within the pulse.

2.8.2 Unique Physics, Applications, and Motivations

The processing done in this paper would not be possible without some of the unique physics presented

at UT and by ultrafast pulses in general.

Ultrafast pulses are extremely concentrated, with recent improvements making the peak �eld intensity

and pulse-power higher than ever before (visualized in Figure 2.15). At the time of this thesis, the highest

laser intensity produced was a 19.6 fs ultrafast laser with a peak intensity of 1:1 � 1023W=cm2 [66], and the

highest power pulse created was 10.2 PW [67]. Fields of this intensity are \ultra-relativistic", meaning that

their interactions with matter impart energy so high that material becomes a relativistic plasma where

modeling requires relativistic corrections and spontaneous generation of particles and anti-particles can

change the behavior of the plasma [68]. These �elds can create high-energy ion-beams and gamma-ray

Compton scattering sources, spontaneously produce particle and anti-particle pairs (electron, muon, and

pion), and may be used for next-generation particle acceleration and direct interaction with atomic nuclei

[69{71]. Ultrafast lasers have recently been used as the primary sources of ignition energy in the �rst ever

controlled energy net-positive fusion reaction [72].
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The large intensity of ultrafast pulses makes them particularly e�ective in observing non-linear optics,

speci�cally in utilizing an intensity dependent process called Second Harmonic Generation (SHG) produced

by special materials like � � BBO crystals [7, 9]. In SHG, two photons are simultaneously absorbed and

re-emitted as a single photon with double the frequency, and is a process that is intensity dependent and

therefore quite common for high-intensity ultrafast pulses [9]. An important note at this stage is the phase

coherence of the produced light from the incoming light: the doubled light will have the multiplied phase of

the two incoming photons. Mathematically speaking, this appears as though the electric �eld was

element-wise squared. When two pulses are introduced to an SHG simultaneously, photons taken from each

pulse can be e�ectively multiplied. After interacting with the SHG crystal, photons created from the

interaction of the two beams can be separated from the undoubled photons and photons generated from a

single pulse by selective �lters and angular selection. This SHG process enables a pulse to multiply another

pulse and be used as a time-variant �lter on the UT time scale. Because UT is faster than the ability to

exert active electronic control (shutters) and time modulation, SHG provides one of the only mechanisms

that exists to interact with a pulse in the UT time scale. This e�ectively means the only thing ephemeral

enough to measure a pulse is another pulse or itself. This thesis uses SHG crystals to create the

auto-convolution of modulated spectrum, and will be expanded on mathematically in the Chapters 4 and 5.

Beyond the utility of dense energy concentration for catalyzing unique physics, ultrafast pulses

represent a the ability to create a very fast \shutter" for high speed sensing [7]. Integrating sensors in

cameras operating in ST integrate energy over a time interval long enough to receive measurements from

multiple events, what would appear to us as motion blur in an image. With an ultrafast laser pulse, the

illumination of a pulse is so short that many physical processes, including those at the electro-molecular

and electro-nuclear level, appear static. This means that ultrafast lasers are a technique to capture and

measure very fast physical phenomena. In a pump-probe paradigm, a laser pulse is created as a pair with

one pulse following the other at a controllable distance. The �rst pulse, called the pump pulse, is used to

impart energy on the system under test, raising the energy state of materials and dies or imparting kinetic

energy on a particle. The following pulse, called the probe pulse, is then used to measure the e�ects of the

pump with a controllable time delay. This two pulse, controlled delay model is deployed in the Chapter 5

to demonstrate signal recovery from integrated intensity of auto-convolution (IIAC).

Finally, ultrafast pulses are unique additionally in that they represent broadband measurement

paradigms. A material that phase shifts and absorbs light di�erently across the spectrum is called

dispersive, and dispersion can be very unique to a particular material. Therefore, a pulse that is able to

illuminate a large swath of spectrum in a given material could potentially be useful in microscopy for

determining material composition. This ability comes with a caveat however: if a pulse is capable of
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interacting with dispersive materials, dispersive materials can shape the spectrum of the pulse. A pulse in

time has been maximally compressed, meaning it cannot be made more concentrated in time, if the phase

in the complex spectrum is purely linear [7]. This dispersive e�ect will typically add non-linear phase to

the pulse spectrum and act to spread the pulse in time, lowering the pulse peak intensity and overall utility

of the pulse. If however, the dispersion of a system is measured by deducing the complex spectrum of an

a�ected pulse, the dispersion can be corrected and pulse duration re-shortened. One of the fundamental

measurements of an optical pulse, called pulse-characterization, is the measurement of the complex

spectrum (or time pro�le) of a pulse and is the primary paradigm to which this thesis contributes.

We would do well to keep a few phase relationships in mind throughout the rest of this thesis. When a

pulse passes through an optical system, most dispersive elements act as LTI �lters on the spectrum of the

pulse.

Figure 2.16 The �rst row of images shows pulses with identical intensity in the frequency domain, each
with a unique phase pro�le. The time representation of this pulse on identical time scales is shown in the
second row. Constant phase is as temporally con�ned as a pulse can be made to be, linear phase shifts the
pulse in time, quadratic phase stretches the pulse in time, and cubic phase causes a ringing e�ect. Note
that the cubic phase pro�le here has some quadratic phase mixed in to accentuate the e�ect.
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If a �lter imparts linear phase, the shape of the pulse is unchanged and the pulse has simply been

delayed in time. If a �lter imparts a quadratic phase, the pulse is no longer maximally compressed and has

been stretched in time. Physically this means that wavelengths have been delayed unequally, and one end

of the pulse is \redder" or \bluer" than the other [10]. If a �lter imparts a cubic phase, the result is

typically more complicated but it is characterized by a \ringing in time". Some of these e�ects are

illustrated in Figure 2.16. Typically, once measured, pulses can be compensated with the use of spectral

pulse shaping [73]. The pulse modulation utility used in pulse shaping is exploited for pulse measurement

in this thesis. Broad spectrum also introduces complications to imaging modalities that are constructed on

di�raction, as our pulse contains many wavelengths and will di�ract di�erently across the spectrum. This

will be expanded on in di�ractive imaging techniques in Chapter 3.

2.8.3 Sampling the Pulse

Unlike monochromatic light, very little symmetry arguments can be made to simplify the structure

sampling requirements to characterize optical pulses. While pulses do change shape as a function of time

and space as they pass through a system, we will de�ne the process of spatiotemporal

pulse-characterization as the 3D characterization of a pulse at a speci�c reference location in an optical

system. From this de�nition and understanding, we can predict the pulse throughout the system. Because

time and distance along the pulse travel axis are essentially equivalent outside of a material, we will

consider three axes over which a pulse can be de�ned; two orthogonal cross-sectional distance axes, and the

time axis (or spectral axis) along which the two cross-section axes vary [18].

While an ideal measurement process would be able to fully-characterize a pulse in all three dimensions,

typical practice is to characterize the pulse in the spatial dimensions and the time dimensions separately.

In the time-dimension, time characterization is done on the spatial origin, or averaged over space [18]. This

separation in characterization is primarily due to complexity in experimental setup required for each

process. This thesis focuses on characterizing the pulse averaged over space, however derives the temporal

sampling requirements for the laser used for reference. Spatiotemporal coupling and pulse characterization

is covered brie
y in Chapter 3.3.3.

The laser used in this thesis was a THORLABS Yi-F HP The laser is linearly polarized with tunable

PRI, typical pulse width of 222fs FWHM, 3 micro-Joule pulse energy, and a 1 mm spatial radius. The

center wavelength of the laser is 1035 nm. Representing this pulse with discrete samples requires that

between any two orthogonal points in time or space, the phase variation is guaranteed to be limited to�

radians by Nyquist constraints.
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This thesis measures the time-domain of a pulse by recovering the frequency transform of the pulse

domain. This means that time domain units are primarily determined by two quantities, the bandwidth of

the pulse that is being characterized, and the number of samples that characterize the bandwidth. We

assume that a critical sample rate has been chosen such that the phase of the spectrum varies by less than

� radians between every sample of spectrum. From this resolution in frequency space, the inverse of a

frequency step represents the total time duration of a signal being resolved. The total number of samples

that span this frequency space then determine the number of time samples spread over the duration of the

signal. For a laser with complex baseband bandwidthB (roughly 1027nm to 1043 nm in this work), the

smallest bandlimited time interval over which a maximum baseband phase rotation of� can be expected is

given by 1=(2B ). This means that our laser's resulting time axis is Nyquist sampled with a sample spacing

of 200 fs, or 60 microns spatially.

Characterization of the spatial dimensions can require a vast number of samples especially if used for

imaging, ideally at a rate that meets or surpasses 2 samples per wavelength in orthogonal directions along

the beam. Several papers have performed spatiotemporal sampling with much fewer than this [74],

typically at the resolution of an imaging sensor [17]. Since full spatiotemporal characterization is not the

focus of techniques presented here, we tailor our study to on-axis/averaged complex spectral recovery.

2.8.4 Spatiotemporal Coupling

A laser pulse in our minds may now take shape in two spatial dimensions and in a time or spectral

dimension. A pulse is said to be spatiotemporally coupled if the pulse pro�le in three dimensions cannot

simply be written as an outer product of the time and spatial dimensions. This means that the wavefront

E [x; y; t ] 6= f (x; y) � g(t) [18], and is a more complicated function of time and space. Physically, this can

correspond with pulses that are shaped across time and space with tilts, radial delay, and sporadic

wavefront distortion.

The ultimate goal of techniques developed in this thesis is to eventually scale to spatiotemporal

characterization, however this thesis takes the approach of one-dimensional pulse characterization �rst out

of practicality. Demonstration of new one-dimensional techniques are typically less complicated and can be

transferred to multiple dimension techniques when we can su�ciently model the consequence of

modulations in multiple domains. Nonetheless, techniques for spatiotemporal pulse characterization are

brie
y overviewed in Chapter 3.3.3.
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CHAPTER 3

INVERSE PROBLEMS IN OPTICS

This chapter presents a progression of inverse problem applications in optics, what they solve for,

structure inherent to each problem, and what techniques are used in recovery. In each section, literature is

presented as well as recent developments from the signal processing and optics community. This section

serves to provide context for the primary contributions of this thesis.

This section is subdivided into topics that are separated primarily by the processing required to resolve

a desired signal of interest. Each of these problem formulations adds complications compared to the

previous form and their hierarchy is shown in Figure 3.1.

Figure 3.1 A progression of inversion problems in ultrafast optics is established based on complexity and
are written in their linearized form (a companion to the forms shown in the road-map Figure 1.1). Linear
imaging studies inversion of linear problems where measurements are related through an inner product to
desired signals. Di�ractive imaging studies inversion of measurements built from a linear inner product
over second-order cross-terms. A more di�cult problem in di�ractive imaging occurs at broad bandwidth,
where several di�ractive images can overlap due to the dependence di�raction has on wavelength. Finally,
pulse characterization studies inversion of measurements built from a linear inner product over fourth-order
cross-terms. An advancement in pulse characterization is built up to in this chapter, where inversion is
demonstrated from the energy of interfering pulses at the second harmonic, rather than the spectra.
Advancements made in pulse characterization are presented in Chapter 4 and advancements in energy
pulse characterization are presented in Chapter 5. Note that in this image, concatenated variables are
multiplied through an outer product (i.e. xx � = x 
 x � ).
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The �rst of these topics will be collectively labeled as incoherent imaging, which includes both direct

imaging and linear imaging. These techniques are well modeled by linear systems and can be solved with

linear algebra and basic sparse processing for well-posed problems. In its simplest form, linear imaging

encapsulates systems where no inversion is required such as photography. We will refer to this as direct

imaging to di�erentiate it from more general linear imaging. In this thesis, both problems will be treated

identically; direct imaging is linear imaging where mappings from the far-�eld the to sensor are ordered

and have consistent distortions constructed from convolution with immediate angular neighbors. These

topics are discussed in Chapter 3.1.

The second inverse problem category is coherent imaging; which includes both di�ractive imaging and

broadband di�ractive imaging. Imaging of this type is typically used in microscopy (though it has

applications in astronomy), illuminating objects with a coherent wave and attempting to resolve the

objective based on the di�racted far-�eld intensity. Di�ractive imaging resolves the sample object using

phase retrieval. In broad-band systems where di�raction is a dispersing phenomenon, di�ractive imaging is

a sum of phase retrieval forward problems. Broadband di�ractive imaging and narrowband di�ractive

imaging will be discussed under the same section, Chapter 3.2.

Third, we will consider the topic of pulse characterization. Modern pulse characterization in ultrafast

optics is a low-rank phase retrieval problem and has been solved historically with alternating minimization,

though several other techniques exist. These are all discussed in Chapter 3.3. This problem can be viewed

as a collection of coupled linear phase-retrieval problems over diagonals of an outer product matrix. Pulse

characterization is the primary topic to which this thesis contributes, and does so by adapting gradient and

structured tensor techniques to existing pulse characterization approaches (Chapter 4) as well as creating a

new approach extended from these techniques in Chapter 5. This approach condenses spectrographic pulse

characterization onto a single pixel and is therefore referred to generally as energy pulse characterization.

Finally, we brie
y discuss an extension to the primary content of this thesis; the ability to adapt

methods from this thesis to phaseless signal recovery to problems of arbitrary or mixed-order. This is

expanded upon in Chapter 3.4.

3.1 Linear Imaging

This section discusses the state of the art in linear imaging, and demonstrates a structured linear

imaging problem in ultrafast optics.

Linear computational imaging is a broad subject that extends from computer vision to more recent

advances in single pixel and lensless techniques [75]. Linear imaging in this context can also be referred to

as incoherent imaging, in the sense that illumination captured from single far-�eld direction is not spatially
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or temporally coherent with another. In its most recognizable form, incoherent imaging will have an array

of sensors densely packed in two dimensions, and incoming light will focus uniquely onto each of these

sensors. Over a ST interval called the exposure interval, many photons will be absorbed on each sub-sensor

to produce a measurement of intensityy. The resulting intensity pixel measurement set is linear with

respect to the intensity of far-�eld x and mathematically described in Equation (3.1).

y = Ax (3.1)

We note here that A is a matrix that represents the mapping and mixing of angular far-�eld intensity

to pixel location. This linear mapping is often designed to be as simple as possible to minimize processing

as in the case of cameras, where it is frequently just the identity matrix (y = x). However, linear mappings

can be produced as a measured or inferred model from complicated surfaces, as is done with lensless

cameras. Finally, incoherent imaging can be applied to single-sensor paradigms in ultrafast optics with the

use of spatial modulation functions that modulate the spatial pro�le of the pulse. This is detailed with

experimental data in Chapter 3.1.3.

3.1.1 Cameras

Cameras map two-dimensional angular projections of the far-�eld to a pixel array by means of a lens or

a pinhole. In traditional camera processing, objects in the scene are assigned to a homogeneous coordinate

system and projected into a camera. Points in a scene are transformed into the frame of the camera

through an extrinsic camera matrix V , then projected through a lens to a two-dimensional pixel array

through an intrinsic camera matrix K . This is shown in Equation (3.2) [76].

ycamera = KV x scene (3.2)

V = [ Rjt] (3.3)

K =

0

@
f x 0 cx

0 f y cy

0 0 1

1

A (3.4)

In Equation (3.3), R; t encode the scene to global rotation matrix and translation respectively. In Equation

(3.4), f x ; f y represent the focal lengths in thex; y directions, and cx ; cy represent the sensor origin. This

typical model is typical in machine vision applications but can be generalized to include camera system

e�ects.

While in general we are aware that imaging is a two-dimensional projection of three-dimensional

information, and indeed many new imaging paradigms are able to reconstruct three dimensional

information with intentional embedding of depth onto two-dimensional sensors, this thesis assumes the
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ultimate goal of imaging is to recover a two-dimensional far-�eld or spatial image. We assume in this

section that x represents a far-�eld angular or spatial mapping that is meaningfully indexed to provide an

image. Here, it has been rectilinearly sampled left-to-right, top-to-bottom.

Figure 3.2 For an ordered far-�eld and sensor array, an image can be made directly by measuring intensity
at each pixel with no linear algebra required to invert an image. At very dense scale, imperfections in the
system, as well as the physics of the aperture to far-�eld relationship will blur multiple measurementsx to
multiple sensorsy. Even for very complicated systems like Cassegrain dishes, mapping through the dish is
still ordered and produces an image directly from measurements.

In general, a matrix A relating angular far-�eld directions x to a collection of sensor pixelsy needs to

be measured or predicted to resolve an image. For direct imaging, this is done through simple models like

those illustrated in Figure 3.2. For ideal cameras and meaningfully chosen sensor indexing,A would be an

identity matrix. For su�ciently advanced optical systems however, the resolution of a camera is not limited

by the density of sensing elements, but rather by the physics of di�raction. Points in images will appear to

have a blur caused by the intensity point spread function (PSF) produced from a �nite aperture. This PSF

acts to dilute the main diagonal of A to spread far-�eld energy onto multiple pixels. This intensity PSF

convolves points with their angular neighbors to produce an angularly band-limited image (low-pass). For

typical circular apertures, this is the classic Airy pattern for which the Rayleigh limit is derived [8].

Imaging platforms with more complicated apertures have more complicated PSF as aperture spatial

illumination distribution and far-�eld PSF are related to each other by Fourier transform. This is well

observed on new images generated by the James Webb Space Telescope shown in Figure 3.3. In direct

imaging, this PSF is typically consistent across the entire image and is typically more succinct to describe

as an image and a convolution kernel as opposed to an image and a fullA matrix as done in more generic

linear imaging.

We see from Figure 3.2, that a sensor array need not be mapped to far-�eld through a lens, but can can

also be mapped via complex surfaces like a Cassegrain dish.
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Figure 3.3 a) An image made by the James Webb telescope of the planet Uranus, its moons, and
background celestial objects. Note that every object resolved in the scene is convolved with the point
spread function of the telescope. This PSF is largely dominated by the hexagonal shape of the aperture
shown in b). Image credit: [a) NASA,ESA,CSA,STScI, ID: 2023-150, accessed at:
https://webbtelescope.org , Public Domain], [b) NASA/Chris Gunn, accessed at:
https://webb.nasa.gov/ , Public Domain]

3.1.2 Lensless Cameras

Cameras typically utilize the projection of the far-�eld onto a sensor array with minimally distorting A

matrices because processing on the measurement set is desired to be minimal. In the case of the camera,

the measurement set produced is interpreted as the �nal product, and any attempt toward inversion ofA

falls into post-processing techniques like PSF deconvolution.

However, even complicated apertures like di�usors (or famously, plastic tape [77]) can be used to

produce images provided thatA is measured and calibrated. A particular bonus is that because the

encoding ofx through a complicated aperture is unique across depth, these lensless cameras can even

recover depth information. While an excellent example of encoding depth information into a

two-dimensional array, this process is still linear and can be solved for using structured inverse approaches.

For example, one such sparse approach minimizes the cost function in Equation (3.5). Note here thatD

represents a matrix dictionary of potentially sparsfying basis functions forx.

min
x

1
2

jjy � Ax jj2
2 + � jjDx jj1 (3.5)

s: t : x � 0
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Additional techniques for image inversion have been driven by neural networks with neural layers

behaving as single iterations in an unrolled ADMM style algorithm [75].

3.1.2.1 Example Image Inversion from Random Mask

Figure 3.4 The construction of an intensity relationship between the image plane and the sensor plane is
initially computed by compounded di�raction e�ects from the image to the di�usor to the sensor. The
intensity relationship is then given by the modulus square of the phased relationship.

This section gives a brief example of lensless image inversion, and presents the operations required to

understand the forward model theoretically. This section shows how to construct a di�raction based

forward model and demonstrates how the ability to resolve a signal of interest can be limited to the

complexity of this forward model. We examine a problem that is linear in intensity, where an image is

resolved through a di�use aperture not succinctly described by a recorded image and a simple convolution

kernel. The setup described is outlined in Figure 3.4. Our objective image is incoherent and comprised of

N = 32 � 32 pixels. Incoherence here means that for any given instance, the phase of a single sample of

far-�eld is i:i:d random, but the intensity has a well-de�ned mean representing the intensity of a given

direction. Light at a given instant radiates as point sources from the far-�eld to a complex random (but

known) modulation membrane of sizeM = 80 � 80 that is made from a uniform phase, uniform amplitude

([0; 1]) random distribution. Light from this membrane then radiates to the sensor that is size I = 80 � 80.

We note that the forward model is broken into two parts. The �rst we will denote as matrix B , which

relates the �eld information of the far-�eld to the di�usor. The second is a matrix � that relates the

di�usor to the sensor. These matrices are complex and of sizeB 2 CM � N , � 2 CI � M . These matrices

enforce point-wise relationships between samples in the modulation and measurement planes and are

point-to-point evaluations of Rayleigh-Sommer�eld di�raction given in Chapter 2.7. We note that the

e�ects of passing through the di�usor can be given by the matrix � = � B . This matrix � is the

compounded complex relationship between every sample of the image plane �eld and the complex output
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�eld at the sensor plane. However, because we cannot sample the complex wave using intensity sensors, we

instead derive the relationship between intensity at the sensor to intensity of the image plane through

matrix A: the element-wise multiplication between � and its conjugate � � .

Because it is often di�cult to model a random di�usor modulation pattern a priori , it is more typical to

measure a single column ofA by reading pixels array's intensity values from a bright point-light at a single

far-�eld angle. Each new collumn then represents another far-�eld location intensity mapping to the sensor

array.

We note that as we are imaging in the incoherent sense, we are integrating the results from many

randomly phased incoherent emitters in the far-�eld. This incoherent integration means that there is no

meaningful phased �eld to solve for in this problem, and we will instead useA to map measured intensity

at the sensor to the generating intensity distributions in the far-�eld. To simulate this, we generate an

intensity image that has a random phase pattern for a given instantzi , and compute its complex image

hi = � zi , before accumulating the intensity jhi j2 over Q instants. An example of this random phase

imaging for can be seen in Figure 3.5.

Figure 3.5 At a given instant, the phase of light leaving an image in the far-�eld (right-side) is incoherent
with each other, but will behave as coherent point sources to pass through the di�usor (center) to reach the
sensor (left-side). This means that at every instant, the phase value of a single image plane pixel is random
and i:i:d from its neighbors, but its intensity follows a consistent distribution with well-de�ned average.
Integrating intensity over time ( Q is the rough equivalent of exposure interval) produces the image we will
invert with A. Note that in this �gure, color is used to represent phase.

We note that this process is somewhat sensitive to noise, and that an improved estimate of true

intensity can be made by integrating over longer exposure interval. This is identical to the notion in

photography that low-light images are often noisier than high-light images; lower-shutter speeds are

required to image in low-light, all other conditions held equal. We compare images that were integrated

over 3000 and 30000 exposure intervals along with their inverted imagesx = A+ y (where A+ is the

pseudo-inverse ofA) in Figure 3.6 and Figure 3.7.
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Figure 3.6 An image is inverted with A+ integrated over 3000 intervals. The result is an measurement that
deviates substantially from the long term exposure result, but is still inverts to a noisy but visible image.

Figure 3.7 An image is inverted with A+ integrated over 30000 intervals. The result is an image that is
much clearer than the 3000 integration version. The measurement distribution before inverse much more
closely matches the steady-state.

Figure 3.8 The image produced here is unintelligible because the degrees of freedom in the lens object were
reduced, reducing the rank of the matrix that relates sensor to far-�eld. This loss of information prevents
the inversion of this image despite how well the intensity distribution measured matches the steady-state.
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A fascinating result at this point is to note that the rank of the matrix � is given by at most the

min(N; M; I ). This means that the complexity of the image and the number of measurement pixels both

play a roll in the ability to generate an image (this is expected), but so too does the complexity of the

aperture. We note that if the aperture were smaller, the ability to invert the matrix A becomes reduced,

forcing the complexity of the far-�eld image we are trying to invert to commensurately shrink. This has a

direct physical analogue given by the di�raction limit from Chapter 2.7.4, where the physical size of the

aperture determined the minimum resolvable far-�eld point. For example, attempting to invert an image

for this problem where N; M; I = 32 � 32; 16� 16; 80� 80 produces an unintelligible result shown in

Figure 3.8.

3.1.3 Linear Imaging in Ultrafast Optics

In this section, we brie
y overview linearly invertible processes in imaging for ultrafast optics. A brief

overview of current literature in the topic is presented and an example of structured imaging against data

collected by the Squier Group [78] is demonstrated as well.

Ultrafast optics provides unique imaging abilities because of the ability to reliably create light from

within a sample that is a di�erent wavelength that the light that illuminated it. This process is only

possible because of the immense intensities of light at the focus of an ultrafast laser and produces higher

energy light by means of several mechanisms [79]. Two-photon excitation 
uorescence occurs when a

molecule in the sample absorbs two incoming photons and then releases a single higher energy photon a

short time later. Coherent anti-Stokes Raman scattering (CARS) occurs when 3 lasers (pump, Stokes, and

probe) are used to probe the vibrational energy of a sample. The pump and Stokes laser raise and lower

the energy of a sample so its population has an excited vibration energy state. The probe laser is then

absorbed and re-emitted at a higher energy as the molecule imparts its vibrational energy. This increase in

energy translates to a lower wavelength which can be measured. SHG is the primary non-linear re-emission

process studied in this paper, which maintains the coherence of emitted light with incoming light.

Regardless of the non-linear mechanism that shifts the wavelength of light after interacting with a

sample, the process carries two distinct advantages over lower intensity imaging forms like continuous wave

lasers. The �rst advantage is that excited light generated in the sample is created in a well-known volume

at the pulse focus. Light emitted from this focus can scatter through the sample being imaged and still

provide a well resolved image. The second advantage is that the excited light emitted by this process is

very easy to separate from the illumination light by means of spectral �lters. This removal of illumination

energy allows for very sensitive measurements of weak 
uorescent or SHG signals coming from the sample

by means of a photo-multiplier tube or photo-diode. Pulses used to illuminate the sample can be shaped in
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the spatial dimensions to provide a variety of scanning functions to map the sample image to

measurements made at a single pixel sensor.

The most basic form of imaging scans a fully-focused ultrafast laser back-and-forth in two dimensions

over a sample. This approach is advantageous for its simplicity but can be time-intensive to collect; we will

refer to this approach as a scanned microscope. Other approaches will use spatial modulators like a mask to

shape the light before it contacts the sample. This process linearly modulates the intensity of the pulse and

can be used to create a linear inverse problem to recover the image. For this reason, we refer to this form

of imaging as linear, even though the interactions between light and the material may be non-linear. This

can be done in one or two dimensions. In one dimension, the pulse is no longer focused to a point, but to a

line that bears a modulation along its length. This one-dimensional line is then scanned over the transverse

direction. In two dimensions, a laser pulse is modulated in both spatial dimensions before passing through

the sample. This method typically requires no scanning. Techniques that use modulated wavefronts will be

referred to as 1D and 2D structured light techniques. Because of the ability to impart known structure to

the wavefront in these techniques, they are the primary consideration for structured inverse problems.

3.1.3.1 Structured Imaging Techniques

We start a brief literature review of structured imaging techniques with one-dimensional structured

light techniques that modulate a thin laser beam on sample using a spatial modulation or SPIFI (spatial

frequency modulation imaging) mask [80]. This mask rotates through a line beam and encodes to every

spatial position a unique frequency as shown in Figure 3.9.

Figure 3.9 An example of the standard SPIFI mask. A narrow Gaussian laser beam is focused on a section
of the mask and is spatially modulated.
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The modulated beam will pass through the sample and on to a single pixel integrating sensor. As the

mask spins, pulses will continue to pass through the system at FT and integrate at the sensor, producing a

ST time series of integrated intensity measurements. This time series embeds the spatial content of the line

of sample in the frequency content of this collected time series. This technique works on simple setups

resolving the absorption of light passing through the sample, but can be fully extended into multi-photon

and CARS setups as well [81, 82]. Various setups have deployed this same technique to rotated versions of

SPIFI to operate in two dimensions [83]. Formation of an image from this line scan is done by laterally

shifting the line scan.

Material information can be inferred from the intensity pattern collected, provided there is a mean to

retrieve encoded spectral content. CRiSPY e�ectively combines SPIFI with a very sensitive spectrometer

to determine Raman scattering in a material [84, 85]. The technique allows for e�ective study of chemical

composition and can produce a 2D image with spectral information like those described in Chapter 2.1.5.

SPIFI modulation methods have extended to three-dimensional methods by means of tomographic

reconstruction or techniques like CHIRPT [86, 87]. CHIRPT modi�es the traditional SPIFI interference

pattern to provide a spatiotemporal pattern that encodes depth in the imaging plane to a chirp on either

end of the SPIFI time signal. This e�ectively allows for phase of the image plane to be encoded. This

technique can be expanded to operate in a 3D environment where a linear relationships between a voxel

grid and sensors can reconstruct volume information [88].

Recent systems like computational saturated absorption [89] have begun deploying regularizers to

encourage sparsity, resulting in images that o�er superior resolution. In [89], a FISTA algorithm is used to

combine data-sources, denoise, and deconvolve PSFs quite e�ectively.

A survey of additional non-SPIFI based ultrafast linear imaging techniques is given in [90] and brie
y

summarized here. Serial time-encoded ampli�ed imaging/microscopy (STEAM [91]) encodes a spatial

dimension of an image in the spectrum of a pulse, then stretches and time-samples the pulse to form an

image. Sequentially timed all-optical mapping photography (STAMP [92]) is an ultra-high frame-rate

imaging paradigm that splits a pulse into several sequential sub-pulses indexed by wavelength. These pulses

then pass through a sample and are then mapped in parallel to a camera sensor. Single-shot multispectral

tomography (SMT [93]) uses angular dispersion to resolve a tomographic slice of an object using di�erent

wavelengths to provide di�erent angular projections which are collected by a spectrometer and 2D image

sensor. Fluorescence imaging by radio frequency tagged emission (FIRE [94]) uses an RF acousto-optic

de
ector to angularly modulate a wideband pulse before passing through a sample. When recorded, the

spatial pro�le is mapped in the frequency domain similar to SPIFI. Compressed ultrafast photography

(CUP [95]) uses a mirror array to encode a random spatial mask onto a pulse after it contacts a sample.
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This encoded light is then passed to a a streak camera, which sweeps photo-electrons ejected by the

incoming light to sweep as a function of time across a screen sensor. This allows for temporal structure of

an incoming pulse to be encoded on one sensor spatial axis while two spatial axes of the pulse are encoded

on the other sensor axis. This process is inverted using a compressive sensing iterative shrinkage operator.

One of the more fascinating approaches to linear imaging performed lately takes advantage of quantum

statistics of emitters and dies in a microscope sample [64]. Approaches like these e�ectively enforcea priori

that an emitter in the sample can only emit a single photon for a given illumination pulse, a property

called photon anti-bunching. The excitations from the sample are fed to a measurement apparatus

comprised of several photon counting detectors situated at the end of a cascade of beam-splitters. Each of

these sensors can make highly sensitive time-tagged measurements of an incoming photon. A distinct

advantage to this approach however is that because only a single photon can be emitted from any given

emitter in the sample, each of these sensors is guaranteed to be receiving information that the other sensors

did not receive. This means that cross-terms dominate the higher-order Glauber correlation functions and

can be measured by simultaneous detection at any combination of sensors. For a setup containing two

sensors, there will be three unique measurement channels: independent photon detection rate for sensor

one, independent photon detection rate for sensor two, and the photon detection rate for sensors one and

two simultaneously. These detection channels are unique from each other and o�er unique measurements

with which to perform image inversion. Perhaps more importantly, the higher the Glauber correlation

power, the higher the resolution of the resulting image. As the Glauber correlation power increases, the

joint PSF of multi-photon detection events concentrates as the single photon PSF raised to the Glauber

correlation power. Being raised to a power reduces the already decaying PSF envelope faster, con�ning the

PSF to a smaller region and produce sharper images. In [64], these various measurements are recombined

similarly to [89] using sparse deconvolution algorithms, though here a gradient approach is deployed to

reduce a joint cost of measurement �delity and sparsity.

Similar methods have been studied in astronomy settings [96], where incoming photons can be broken

into unique Hermite-Gaussian propagation modes and sensed by means of basis-function photon counting

in a specialized sensor like a multi-plane light conversion device [97] or mode coupled waveguide [98]. By

counting the detection statistics in each mode, parameter estimation on the far-�eld emitters can be

utilized to predict sub-Rayleigh separation between two emitters due to independent distribution

properties. To the outside mathematician, this separation of distributions based on non-Gaussian statistics

is reminiscent of independent component analysis [99].
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Figure 3.10 A simpli�ed MP-SPIFI imaging system. A pulse is modulated and refocused at the sample
where the multi-photon re-emission is a function of the incoming intensity. This re-emission is then
collected by a sensor. The mask rotates and produces new intensity patterns on the sample, and the
resulting ST time series encodes a row of the image in the frequency domain of the collected ST time
series. A full image is produced by scanning the SPIFI slit.

3.1.3.2 Structured SPIFI Recovery

In this example, we construct an impulse response (rows of the forward operator) for a linear imaging

technique called multi-photon SPIFI. This technique, while non-linear with respect to absorbing and

re-emitting photons, constitutes a linear inverse problem in intensity of applied pulses. We �rst construct

the rows of forward model by measuring a narrow slit over the �eld of view to estimate the impulse

response of the system. Because the slit scan is over an area smaller than the total �eld of view, we use

approximations to estimate the forward operator for the full �eld of view. Finally, we compare several

techniques and the images they generate: an FFT, a pseudo-inverse, and an IHT approach.

Data in this section was collected by the Squier group [78] and provided to us for experimentation in

imaging using linear inverse techniques. We note that the pulse used for imaging in this problem has been


attened to a narrow Gaussian cursor and we will use the term \vertical" and \horizontal" to refer to

directions aligned with the narrow and wide dimensions of the pulse respectively.

We start �rst with a brief overview of system design and calibration. A simpli�ed system diagram is

shown in Figure 3.10, and calibration mode is shown in Figure 3.11. A SPIFI mask, shown in Figure 3.9, is

placed at the modulation plane (or mask plane) and focused onto the sample objective plane. The spatially

modulated light passes through the sample and intensity is collected at the sensor. As the mask rotates,
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modulated pulses contact the sample and the multi-photon re-emission from the sample is collected at the

sensor. To generate an image, the laser beam is moved vertically along the sample plane and new image

rows are collected. To calibrate the system, a narrow passage is placed at the sample objective plane and

moved horizontally to collect the system impulse response as a function of position and mask rotation.

This calibration setup is shown in Figure 3.11.

Figure 3.11 A sample has been replaced with a slit that moves horizontally. As the slit moves, a full SPIFI
mask rotation is recorded to provide a calibration set of intensity over horizontal space and mask rotation
index.

Figure 3.12 SPIFI system calibration dataset. The vertical axis shows the movement of the slit across the
sample plane, the horizontal axis is the encoded frequency data. The top 20 dB of dynamic range of the
image is shown. Because the modulation mask is made from binary chirped sine waves, many harmonics
are present and may be accounted for in our forward model.
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The spatial frequency of the SPIFI mask encodes position to a frequency of the collected sensor ST

time series. Calibration data taken by moving a slit horizontally in the imaging plane was collected, and

the ST time series frequency transform is shown in Figure 3.12.

We see from Figure 3.12 that there is a solid line that moves in frequency as the slit scan moves

horizontally. Important to note from Figure 3.12 is the presence of a harmonic that moves across a broader

range of frequency than the primary center frequency; the amplitude of this harmonic however is

substantially lower. This harmonic is the result of a the scan mask being binary; the spatial bandwidth of

the mask is very high because of the sudden transitions from light-blocking to light-passing. The ST

intensity frequency space will therefore contain a high number of harmonics that decay toward higher

frequencies. The second harmonic (and higher) provide enhanced resolution (like an image zoom) with

lower SNR than the primary harmonic. When imaging a sample, this means that there are multiple copies

of an image to choose from; the lower resolution images will come through with more SNR than the higher

resolution images as shown in Figure 3.13.

Figure 3.13 Images of the sample are encoded throughout frequency space of the recorded ST time series.
This is the result of using a mask that is not bandlimited, and we aim to recombine these images in a
meaningful way.

While the FFT is an easy way to expose images, we would like to recombine this information with an

informed forward model inverse. While �tting the collected calibration data to the model that generated

the mask would be possible, it would neglect imperfections in mask center of rotation and mask blemishes.

We aim to make an arbitrary forward model for this measurement set that encapsulates the spatial

variation, the variation over the rotation of the mask, and the variation per harmonic. First, along the

main harmonic, a line (k; dk ) is �t to capture the evolution of ST frequency over space. Subsequent

harmonics m will be integer multiples of this line. To separate harmonic data, we use a Remez equiripple

�lter centered along each harmonic line for a total of four baseband datasets. At this stage, we enforce the

assumption that spatial phase and amplitude shifting is independent from temporal phase shift and

amplitude changes so we can estimate a model for each that we extrapolate outside the calibration range.
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To estimate the spatial amplitude and phase� m , the norm in the time direction and the angle of the norm

of the imaginary and real baseband time sequence are used respectively. These pro�les are shown in

Figure 3.14. Spatial pro�les are then used to phase and amplitude adjust the time-series by a global scale

and phase so that the average magnitude and phase of average imaginary and real times series can be

taken. This provides a temporal pro�le � m per harmonic that is shown in Figure 3.15. Evaluating the

forward model for a given spatial position y per mask position � is then computed by evaluating Equation

(3.6). The generation of calibration sets is summarized in Figure 3.16.

�( y; � ) = 2 R

 
4X

m =1

� m (y)� m (� ) exp(j�m (k + ydk ))

!

(3.6)

Figure 3.14 For the collected SPIFI calibration set, the behavior per harmonic in the spatial dimension was
nearly perfectly Gaussian, and so the �t model � m (y) (m is harmonic, y is spatial index) was selected as a
Gaussian per harmonic. The phase per harmonic over space was quite linear, and so a line was �t to each.

At this stage, we can use our model to create arbitrarily resampled forward models for a given dataset

and we compare results from various reconstruction processes. For FFT recovery, we will center image

reconstruction around the �rst harmonic. For pseudo-inverse images, we establish the same �eld of view,

and attempt to reconstruct as high a resolution image as possible, increasing the number of image rows

recovered until adding more rows degrades the image quality. This degradation is the result of a poor

conditioning on the pseudo-inverse. For IHT reconstructed images we use the Haar basis to represent

image columns, a basis that will sparsify the primarily binary testing targets. For IHT, we allow 25% of

the values of the Haar basis to be non-zero, and we iterate for 400 iterations using alternating

backprojection of error and sparsity enforcement. The results of this comparison are shown in Figure 3.17.

63



Figure 3.15 Averaging after spatial phase and magnitude corrections extracts the temporal, or mask
indexed, calibration data � m (� ) per harmonic. This data does not �t a function well, so these averages
were used without �tting each to a model. The \chunk" in the phase pro�le is believed to be a
manufacturing defect. Note also that the spatial magnitude plots have been plotted with their one
standard deviation bounds in each direction as well.

Figure 3.16 Models �t and averaged for the spatial and temporal pro�les per harmonic can be combined
via outer-product. These combined models are then remixed back up to their respective center frequencies,
added, and converted to real valued functions to approximate the forward model.
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Figure 3.17 Comparison of FFT, Pseudo-inverse (PINV), and iterative hard thresholding (IHT) image
inversion. The SPIFI encoded direction in these images is the vertical direction, the stepped direction is
horizontal
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Pseudo-inverse techniques show obvious improvement over FFT based approaches in Figure 3.17, not

only in the sense of improved resolution, but the more suitable inverse model substantially decreased the

vertical spread function. The IHT based images are another substantial improvement over the

pseudo-inverse images, as much of the noise chatter between objects like letters is substantially reduced

without sacri�cing image quality.

This example shows the strength of sparse linear imaging in ultrafast optics, and is a process notionally

similar to the one taken in [64] without quantum information. This process of constructing a forward

model for use in IHT is extremely similar to the one taken in both Chapter 4 and 5.

3.2 Di�ractive Techniques

As detailed in Chapter 2.7.3, the physics of coherent wave evolution is well understood and linear with

respect to a discretized initial wavefront. The study of the microscopic from the di�raction of coherent

oncoming light begins with the discovery of crystal X-ray di�raction in 1912 [100] and remains a dominant

mechanism for studying atomic structure of molecules more than 100 years later [101] [102]. Coherent light

is used for more than the imaging of crystal structure however, and an entire family of imaging techniques

has grown. This section brie
y details the problem of coherent di�ractive imaging (CDI) and related

problems like ptychography and crystallography and provides an overview of how these techniques are

being adapted to ultrafast optics. All of these techniques are constructed on the optimization technique

called phase retrieval (Chapter 2.5), a structured inverse problem where valid answers adhere to a modulus

transform constraint.

Before we begin detailed di�erentiation of CDI, ptychography, and crystallography it is crucial to

understand what these problems have in common. Each of these paradigms rely on spatial coherence of

illuminating light at the sample. This coherence provides thea priori structure that is required to invert

measured scattered far-�eld intensities to an image of the sample. In all of these disciplines, intensity of

scattered light represents they in a phase retrieval problem as described in Chapter 2.5. These problems

all attempt to solve for a scatterer from the absolute value of their own Fourier transform, the result of

square-law detectors measuring di�racted waves modeled by an appropriate approximation of

Rayleigh-Sommer�eld di�raction. An equivalent problem is the recovery of a signal from the

auto-correlation of a signal and its conjugate. This recovery of a signal from its own auto-correlation (or

even the magnitude of its auto-correlation) is a common theme in this thesis and the topic of Chapter 4.

Many of these methods make use of coherent light sources that we have familiarity with like continuous

wave laser sources. However, many of these techniques take advantage of several coherent wave sources not

previously mentioned. One economical example is the use of light-emitting-diodes (LED) which are not
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known for being spatially coherent and producing simple plane waves. However, LEDs which are

su�ciently small, have been passed through a small aperture, or are being observed at a distance at which

they appear as a point sources behave su�ciently like point sources (low Fresnel number) to the degree

that their wave at the sample is easy to model as a spherical or plane wave [103]. Additional sources for

di�ractive imaging come from beams of electrons, which behave di�erently than light because of their

interactions with controllable �elds, and their unique ability to control wavelength by imparting greater

momentum. This controllable wavelength is particularly attractive for reducing the di�raction limit

discussed in Chapter 2.7.4. Leading-edge pulsed lasers like the LCLS-II-HE at SLAC National Accelerator

Laboratory operate in hard x-ray and will have access to wavelengths down to 1 angstrom, pushing the

di�raction limit toward atomic scale [104].

A �nal note at this point is on two-dimensional versus three-dimensional imaging. It is typical in this

imaging modality to image a specimen that is a cross sectional cut or prepared microscope sample that is

two-dimensional for nearly all intents and purposes. This is primarily enforced because the ubiquity of

cross-sectional imaging in microscopy, but also because of the computational scale increase of imaging a

three-dimensional object. However, like lensless cameras discussed in the linear imaging section, it is

possible and useful to image three-dimensional objects and reconstruct them with the techniques discussed

here.

3.2.1 Narrowband Illumination

Image modalities presented in this section are typical for monochromatic systems with light of a single

wavelength where di�raction is a linear phenomenon prior to being measured at the sensor. This means

that light interacts with the sample only once, and light will not scatter multiple times like it would

throughout a dense volume sample. We further assume that the light in these systems is spatially coherent,

meaning that light illuminating the sample will continue to interact with itself predictably between the

sample and the sensor. Resolution of objects illuminated by coherent monochromatic light is achieved

through phase retrieval applied to intensity sensor measurements.

Coherent Di�ractive Imaging (CDI) [105] is a family of phase retrieval based imaging techniques to

reconstruct a sample objective from far-�eld intensities under the assumption of coherent illumination. In

CDI, pixels or voxels of a sample are discretely sampled and indexed, and their complex scaling to every

far-�eld measurement pixel is stored in a forward operator A. For every entry of A, the i th row and j th

column stores the evaluation the Rayleigh-Sommer�eld di�raction formula (or appropriate substitutions for

Fresnel or Fraunhofer di�raction depending on system Fresnel number) between thei th sensing element

and the j th pixel/voxel. An example of this generic setup is illustrated in Figure 3.18. In the event of
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three-dimensional imaging, multiple A matrices can be generated for every orientation of the sample and

sensor, and phase retrieval is applied to the concatenated forward model and measurements. Several

variations of geometry exist beyond the traditional transmission scattering setup and include mechanisms

for excluding the primary illumination beam, changing the shape of incoming light with pinholes or

modulation planes, or detection of scattering light from oblique geometries [106].

Figure 3.18 a) A system level example of coherent di�ractive imaging is shown. From left to right, coherent
light can be be shaped with an aperture (and moved in the case of ptychography) to illuminate a sample
(b) before being collected in the far-�eld (c). b). The objective sample re-radiates the incoming coherent
light according to Rayleigh-Sommer�eld di�raction (e�ectively behaving as a collection of dipoles). c) The
far-�eld sensor is a collection of intensity sensors. Note that the sample is typically discretized into complex
samples of �eld x; sampling is determined by di�raction limit given numerical aperture and wavelength.
The far-�eld pixels y are related to all input �elds x through a matrix A (y = jAx j) constructed by
Rayleigh-Sommer�eld di�raction formula between the i th �eld and j th pixel for the i; j row-column pair.

Of particular interest to the problem of phase retrieval is the ability to modulate the incoming wave

[107, 108], and therefore increase measurement variation. This approach has been popular because rather

than a single image of Fourier domain magnitude being used to attempt image reconstruction, several

encoded images are combined and exploita priori structure of the modulation pattern. Data driven

approaches have been demonstrated recently that use neural networks for 2D and 3D inverse imaging from

di�raction measurements [109, 110]. Physics disciplined inverse networks have recently provided

substantial speed up with the use of generative and physics-aware networks [111, 112].

The related technique of ptychography is a scanned approach to CDI, where an extended sample is

scanned with a structured aperture and a series of phase retrieval problems are patched together in

iterative processing [113{115]. Two major variations of ptychography are typically used: real-space

ptychography and Fourier ptychography. Both of these methods employ a pupil to restrict the spatial

domain imaged in CDI (shown in Figure 3.18). In real-space ptychography, pupils shape the illumination
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to contact a small region of the sample, and a full Fourier transform of this sample is collected. In Fourier

ptychography, angled waves di�ract through the sample and a pupil isolates a subsection of the Fourier

domain to image. Real-space ptychography is advantaged in the sense that the space over which the image

is generated is controllable. Fourier ptychography is advantaged because measurements of a large image

can be stitched together naturally in Fourier space leading to high resolution, high �eld of view images. As

with CDI, both forms of ptychography have been extended beyond 2D imaging to 3D imaging. Many

variations of processing, illumination, sensor setup, and physical assumptions have been made against the

ptychography problem, however the primary mechanism is still the same: decoupled phase retrieval

problems over subsections of an image in spatial or spatial frequency domains are combined to form an

image. Algorithms for inversion include many of the PR algorithms in Chapter 2.5; alternating

minimization approaches like Gerchberg-Saxton [42] and HIO [43], convex approaches, and various forms of

gradient descent algorithm [13, 116]. Naturally, this problem has seen its scope expanded to neural inverse

problems as well and an entire ecosystem of approaches is built on various network architectures [117{122].

These approaches enable higher throughput, and their wide �eld of regard and fast processing make neural

network approaches natural choices for real-time applications.

Crystallography has been called one of the most di�cult phase retrieval problems [101, 123], and is a

three-dimensional imaging paradigm for studying the structure of molecules that are suspended in a

repeating lattice. The di�culty in this problem arises in the periodic structure of the crystallography

far-�eld image [124]. Crystals are comprised of a repeated atom or molecule called the unit-cell in a 3D

lattice. The far-�eld scattering of a single unit-cell is coherent with the unit-cells around it, and so the

far-�eld intensity pattern is the product of the unit-cell Fourier transform and the lattice Fourier

transform. This typically results in an intensity pattern that is concentrated to narrow peaks, reducing the

usable far-�eld to areas where energy has concentrated [123]. Alternating approaches that iterate between

the Fourier and crystal spatial domain as well as algorithms that attempt to invert pairings in the crystal

unit-cell auto-correlation function are typical. State-of-the-art algorithms studied in [123] are typically

constructed from highly-specialized heuristic algorithms like the direct method [125{127], the Patterson

method [128], and charge-
ipping algorithm [129]. In depth analysis of these algorithms is outside the

scope of this work, and they largely deviate from typical phase retrieval approaches. As with all previously

mentioned approaches, a growing literature of neural-network approaches is being applied to

crystallography as well [130, 131].
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3.2.2 Adaptation for Broadband Illumination

Di�raction is a strongly wavelength dependent phenomenon; far-�eld patterns are unique for a given

wavelength and very wideband signals can complicate typical methods. Speci�cally, the far-�eld of a

wideband illumination di�raction pattern is the incoherent sum of the coherent di�raction illumination

pattern for each wavelength. While this acts to smear the di�raction pattern, several approaches have

successfully inverted wideband coherent di�raction images. A measurement of signal bandwidth we will

typically refer back to is de�ned as the full-width half-max (FWHM) of the wavelength range normalized

by center wavelength shown in Equation (3.7). Note that � lo is the lowest wavelength in spectrum where

intensity is half the value at peak, and � hi is the highest wavelength in spectrum where intensity is half of

the value at peak.

� � = 2
� hi � � lo

� hi + � lo
(3.7)

We will typically refer to the normalized spectral bandwidth, � �=� where � is the center wavelength.

Depending on the time-bandwidth product (TBP ) of the laser pulse employed in a system (we make the

assumption of Gaussian pulse shapes where time-bandwidth product is:4413 [7]), we can approximate

wavelength bandwidth from time duration � of a pulse to be [7] � �=� = T BP � �
�c .

Di�raction images will typically behave in the narrow-band sense, meaning that the di�raction pattern

of a pulse is roughly equivalent to that of a monochrome laser at the same center wavelength for

normalized spectral bandwidths below:01 [132]. This number however is dependent on the total size of the

di�racting sample object as well as the phase complexity of the sample. It is possible that normalized

bandwidths even less than:01 this can still experience multi-wavelength distortion for complicated setups.

Distortion caused by changes in wavelength in the Fraunhofer region is a scaling of the Fourier domain,

meaning that the patterns created at � lo and � hi will be identical (under uniform illumination

assumptions) with the exception that the � hi pattern will be a physically smaller scale than � lo . These

patterns will overlap each other for wideband continuous signals, producing a smearing e�ect that can

disrupt phase retrieval algorithms.

Many approaches in ultrafast optics are at wavelengths and spectral bandwidths that cause no

smearing. Recent experiments at soft X-ray wavelengths (32 nm) have used traditional CDI algorithms and

reconstructed single-shot images with pulses on the order of 20 to 25 fs [133, 134]. At lower frequencies in

the visible spectrum, complex wavelength-encoded multiplexing of signals onto a camera sensor were

successfully inverted and a high frame-rate image sequence was recorded using narrow-band algorithms for

pulses on the order of 8 ns [135]. Pulse widths on the order of nanoseconds make the system nearly

monochromatic with very small bandwidth compared to femtosecond pulses. Ultrafast lasers have been
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used for crystallography, [136] provides a primer to recent advances and techniques. These techniques are

typically deployed in the X-ray range for pulses in the duration range over several femtoseconds [137, 138],

and therefore also do not utilize spectral bandwidths that would cause far-�eld smearing.

As spectral bandwidth begins to increase, a non-negligible smearing is present over the intensity image

in di�ractive methods. Because of the incoherent accumulation over wavelength, the problem of inverting

broadband illumination in di�ractive imaging graduates from a simple phase retrieval problem to a linear

sum of several phase retrieval problems [139]. For a sample that behaves consistently over wavelength, the

recorded sensor intensity is given by Equation (3.8).

y =
X

�

jA[� ]xj2 (3.8)

Note that here, the forward operator is indexed discretely over� that has been sampled over the

bandwidth of illumination. Traditional phase retrieval approaches can be adapted to work here, except

that intensity constraints overlap and must be met over a range of forward operators. In a view that will

be expanded on in Chapter 5 for quartic problems, the formulation of phase retrieval provided by lifted

methods [12] can add these constraint equations directly. Recall that for lifted methods,jai xj2 is rewritten

as the inner product between two matriceshai aH
i ; x � xT i ; in the broadband case, the sum over� can be

included inside the inner product, i.e.
P

� jai [� ]xj2 = h
P

� ai [� ]aH
i [� ]; x � xT i . This approach of solving

several phase retrieval problems simultaneously has been adopted successfully by both CDI [135] and

ptychography [14] approaches. Another recent and novel approach [132] has used deconvolution of the

smearing function to \monochromatize" an image, making it well suited to phase-retrieval techniques for a

single wavelength. This approach has been demonstrated to improve images for normalized spectral

bandwidths of 12 %. This image correction over bandwidth may be further aided by calibration of known

spectral laser content and enforcing sparse constraints that promote sharp images.

The complication of overlap across multiple frequencies in broadband di�ractive imaging forces

adaptation in phase retrieval algorithms. Gradient approaches would have to optimizex over the sum of

collected phase information across various forward matricesA[� ]. Lifted approaches can combine these

constraints into a single forward operator because the problem can be made linear in with respect to

second-order cross-terms. This is precisely the same adaptation that is made between Chapters 4 and 5 of

this thesis, as spectral measurements for pulse characterization are condensed to a single overlapping

measurement. The same gradient and tensor approaches developed in Chapter 4 are applied to this

integrated measurement form and is detailed in Chapter 5.
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3.2.3 Example Recovery for Coded Di�ractive Imaging

This example showcases a structured inverse problem for di�ractive imaging called coded di�ractive

imaging [12], where a known spatial phase mask modulates the di�racted �elds of a sample before being

resampled by an imaging sensor [12]. The recovery of the original image is made substantially easier by the

introduction of an a priori known modulation mask. This mask can be a spatial light modulator, but for

this problem we assumed it was a known complex mask with random phasing. This problems dimensions

are summarized in Figure 3.19, with a scale rendering in Figure 3.20. We assume that the wavelength of

light in this problem is around 1 � m, making the sample features right around the di�ractive limit. This

sample has been discretized to 32� 32 samples, the modulation mask is discretized to 32� 32 samples, and

the far-�eld sensor is 120� 120 samples. This problem is operating under the narrow-band assumption.

Figure 3.19 An illustration of a setup for coded di�raction imaging. Here we modulate the phase of
di�racted light from a sample and resolve it in the far-�eld with a spatial sensor.

This example will use Wirtinger gradient descent covered in Chapter 2.2, very similar to the process

deployed in Chapters 4 and 5 to solve for pulse characterization problems. While this problem is encoded

as a quadratic interaction betweenx and sensor measurementsy (rather than quartic), the recovery

process is nearly identical.

This problem encodes the imagex at a large phase screen located behind the sample, and then

measures the scattered di�raction pattern at a sensor in the far-�eld. In this process, the matrix � encodes

the di�raction relationship between the image and the modulator, and the matrix B encodes the di�ractive

relationship between the modulator and the sensor. The act of modulation is an element-wise

multiplication on � x, but can also be viewed as a column multiply on the matrixB which we will enforce.

We summarize the linear relationship between the sample image and the sensor plane asA. The sensor will

then sample the valuey = jAx j2.
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Figure 3.20 Scale representation of the coded di�raction problem shows the massive di�erences in scale of
the various implements for this recovery.

For recovery, we �rst create an intensity-based cost. Several cost functions have been introduced in the

literature that improve recovery [13], but are not required for this setup. The cost used here is given by

Equation (3.9). Note that ai is the i th row of the matrix A � .

f (x) =
1
2

X

n

�
y[n] � xH ai aH

i x
� 2

(3.9)

We note that the Wirtinger gradient is a conjugate concatenation of derivatives with respect to a

variable and its conjugate, holding the other constant. We note however that the cost function is real, and

so each half of the gradient is just the conjugate of the other. For convenience, we di�erentiate with respect

to x � with the result shown in Equation (3.10).

r f �
x � (x) =

X

n

�
(xH ai aH

i x � y[n])aH
i xaH

i

�
(3.10)

We collect terms and produce the full Wirtinger derivative shown in Equation (3.11).

r f (x) =
�

r f x (x)
r f x � (x)

�
=

X

n

ei

�
(aH

i x)ai

(xH ai )a�
i

�
(3.11)

ei = ( y � xH ai aH
i x)
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Optimizing this cost results in the resolution of the image plane; results for this are shown in

Figure 3.21.

Figure 3.21 The sensor plane measurement, the intensity of the modulation plane, and the intensity of the
resulting image resolved for this problem.

3.3 Traditional Inverse Problems in Pulse Characterization

We turn our attention now to the problem of pulse characterization: determining the complex �eld

values of a ultrafast laser pulse. Following the interpretation of pulse sampling given in Chapter 2.8, the

goal of pulse characterization is to measure the �eld intensity and phase relationship across two transverse

spatial dimensions and one temporal or spectral dimension. For the majority of the history of ultrafast

optics, these characterizations have been treated as separate problems; recent research into the topic of

spatiotemporal characterization attempts to solve for the entire pulse pro�le as a single paradigm. Because

spatiotemporal characterization is a more recent research topic and there is a vast background of

techniques dedicated to temporal/spectral characterization only (simply called pulse characterization for

the remainder of the text), we separate discussion of these two characterization topics. Furthermore, this

thesis demonstrates that SHG spectrographic pulse characterization can be formulated as a collection of

phaseless quadratic inverse constraints, a treatment and formulation has not yet been expanded and

applied to spatiotemporal characterization.

3.3.1 Traditional Pulse Characterization

Pulse characterization is a well-documented problem in optics with dozens of variations that are used to

determine the complex time and spectral pro�le. The techniques mentioned here are thoroughly covered in

[10], and brie
y summarized in this section. Simple characterization of pulse spectral intensity using a

spectrograph or time intensity with an auto-correlator are popular techniques, but these are not complete
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descriptions of a pulse without phase information. Traditional techniques for complex pulse

characterization break down into three primary categories: interferometric, tomographic, and and

spectrographic. This section presents background on pulse characterization, descriptions of the traditional

approaches to pulse characterization, and factors driving the evolution of these techniques demonstrated in

Chapter 4.

Throughout this section, when a technique is referred to as spectrally or frequency resolved, a pulse has

been measured by passing it into a spectrometer, taking an intensity measurement over the discretely

sampled wavelength domain. When a technique is called time-resolved, it has been stretched in time with

the use of spectral dispersion and measured with a fast intensity sampler. While time-resolved techniques

are usable for some pulse durations, stretching a pulse still requires a fast sampler and aligning to a pulse

train in time. We typically focus on spectrally resolved techniques because of the ability to time integrate

and average over several pulses, improving SNR. A traditional requirement on the pulse characterization

process is the use of both a time invariant and time variant �lter pair [10] that when combined over several

measurements o�er enough information to determine the complex pro�le of the pulse. Time invariant

�lters can be controlled in ST but remain constant over the transit of the pulse; examples of time invariant

�lters are spectral or spatial modulation. Time variant �lters need to predictably interact with the pulse in

UT; examples of time variant �lters are a shutter or a non-linearity like SHG. Nearly all time variant �lters

are implemented with non-linear optical elements because mechanical or electronic devices controlled to

UT timescales are infeasible. Ultrafast pulses are the shortest duration sensing modality ever devised, and

interacting with them on the UT timescale necessitates the use of pulses to measure pulses. Non-linear

optics allows a pulse to elementwise modulate itself or another pulse, forming the foundation of several

techniques in this section and this thesis as a whole.

A pulse is typically considered fully resolved when its complex time or spectral pro�le has been

determined. An equivalent approach that several techniques in this section employ however is to use

measurements to ascertain the Wigner function de�ned in Equation (3.12) [10].

W [t; ! ] =
Z

(E(t + �=2)E � (t � �=2)) exp(j!� )d� (3.12)

The astute observer will recognize this as the two-dimensional Fourier transform of the beloved

cross-ambiguity function [140, 141] that forms the cornerstone of much of RF remote sensing. This

relationship of the Wigner function to correlation immediately motivates the relationship of this thesis to

correlation and convolution: traditional pulse characterization is conducted on paired pulses or a pulse and

itself using pairwise interference, correlation, and convolution. Characterization between a known reference
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pulse and an unknown pulse will be referred to as externally-referenced; characterization between an

unknown pulse and itself will be referred to as self-referenced. A crucial property of the Wigner function is

that a marginal integral over time or frequency produces the pulse intensity in frequency or time

respectively. This will be crucial to tomographic techniques discussed later.

We �rst examine the process of interferometric techniques for pulse characterization. Interferometric

techniques break down into four categories, based on their selection of two experimental parameters: time

resolved vs. frequency resolved, and externally referenced vs. self-referenced. Time-resolved approaches to

interferometry have several limiting functions that reduce their applicability in this work, and are not

expanded on greatly in [10]. Spectrally-resolved approaches are implemented with several di�erent

techniques. In the case of externally-referenced setups, Fourier-transform spectral interferometry (FTSI,

illustrated in Figure 3.22) is constructed between spectral interference of two pulses. When the reference

pulse is delayed with respect to the unknown pulse and added to it, modulation occurs in the intensity of

the spectrum. The transform of this spectral intensity is time auto-correlation of the added pulses. Time

windowing auto-correlation at the �rst nonzero peak provides a signal whose spectrum encodes the

unknown pulse spectral phase against a reference of known phase. In the event that a pulse is

self-referenced (self-referencing spectral interferometry, SSI), the same procedure is used but with a known

frequency shift instead of a time delay. The resulting lag correlation peak spectrum encodes �rst-order

di�erential phase of the pulse that can be numerically integrated to estimate phase.

Figure 3.22 Visualization of FTSI recovery. Spectral interference caused by time delay can be localized in
the time-transform domain and its spectral content contains complex pulse spectral content.

Of particular interest in the family of frequency-resolved self-referencing interferometric techniques is

the spectral phase interferometry for direct electric �eld reconstruction (SPIDER) method. This method of

reconstruction is nearly identical to SSI except that the input frequency shift is provided by a time

stretched version of the input pulse. This stretched pulse will appear nearly monochromatic over the time
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domain of a single pulse and provide a mixing frequency in a non-linear medium depending on where in the

stretched pulse the pulse under test is. For a pulse under test and a slightly delayed version of itself, pulses

will be mixed at di�erent frequencies and produce interference in spectrum that can be backed out via SSI

inversion. The frequency di�erence between the two pulses is controlled by the delay between the pulse

under test and its copy, combined with the known dispersion of the stretched pulse. This method is

convenient because the time alignment of pulses is well controlled due to all pulses being a copy of the

original input. These methods in general su�er because they cannot operate unambiguously on spectra

that have zero crossings, and they only solve for pulse phase. Pulse magnitude in these problems is

recovered with spectrometer.

Moving on, tomographic techniques characterize pulses by measuring projected marginals of an

unknown Wigner function, and then inverting combinations of these marginals to reconstruct the Wigner

function. For this to work, marginals need to be taken from several directions. The ability to arbitrarily

quadratically phase modulate the pulse under test in time and frequency domains would allow us to rotate

the Wigner function, using a spectrometer to take marginals of the rotated function. Integrated marginals

could restore the Wigner function by means of the Radon transform or other Fourier slice theorem

reconstruction techniques. Marginals can be taken with either spectrogram, or with fast samplers provided

that the pulse under test has been stretched with both spectral and time quadratic phase modulation.

Time stretching based o� of only spectral modulation has been used, but this serves to provide a shearing

of the Wigner function rather than a rotation. Temporal phase modulation can be di�cult, but has been

achieved experimentally by means of electro-optic modulation inside a waveguide, exploiting intensity

dependent index of refraction materials, and by non-linear medium multiplication with a temporally

chirped pulse.

Finally we arrive at spectrographic techniques, the primary focus of Chapter 4 and the basis of

techniques like FROG. Spectrographic techniques measure approximations of the Wigner function via

spectrograms and sonograms, and use techniques like deconvolution and phase retrieval to recover the

Wigner function. These techniques collect a two-dimensional datasetS(�; 
) by one of two methods; a

temporally gated pulse is collected at a spectrometer (spectrogram) shown in Equation (3.13), or a

spectrally �ltered pulse is collected with a fast integrator (sonogram) shown in Equation (3.14) [10]. Note

for brevity, ~E is used to represent the Fourier transform ofE .

S(�; 
) =

�
�
�
�

Z
(E (t)g(t � � ) exp(j 
 t)) dt

�
�
�
�

2

(3.13)

S(�; 
) =

�
�
�
�

Z �
~E(! )R(! � 
) exp( � j!� )

�
d!= (2� )

�
�
�
�

2

(3.14)
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In these equations,g(t) is a gating function that is multiplied by our pulse in time (typically another

pulse), and R(! ) is a spectral �lter applied to our pulse before measured in time. In both cases they are

directly related to the Wigner function as a convolution of the Wigner function of the pulse (W ) with the

Wigner function of the test function g or R (Z ) shown in Equation (3.15).

S(�; 
) =
ZZ

(W (t; ! )Z (t � �; 
 � ! ))
dtd!
2�

(3.15)

In the event that g or R is known, we can recoverE by means of phase retrieval. Collecting terms like

g; R and the complex exponential into a single variable, discretizing, and converting to vector notation

makes this apparent as shown in Equations (3.16) and (3.17).

S(�; 
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�
�
�
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�
�

2
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�
�
�
�
�

X

n
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�
�
�

2
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�aT
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�
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�
�
�
�

2

(3.17)

In lieu of phase retrieval techniques,W (t; ! ) can be solved for directly with deconvolution if the

structure of Z is known a priori .

A complication in this problem occurs when we adopt the form shown in Equation (3.13), and the

gating function is the unknown pulse itself (E1; E1 = E; g), or another unknown pulse (E1; E2 = E; g).

This is the case in FROG and blind FROG where each are a measurement of the intensity of

cross-correlation. One of the most popular techniques to invert data of this form involves a process called

principal components generalized projections algorithm (PCGPA) [142]. In PCGPA [142], an initial guess

for E1; E2 is forward projected into the measurement space without taking the absolute value. Intensity

known from measurements is then applied to the complex forward before back projecting to the space of

E1; E2. In this process however, the primary object for storingE1; E2 is their outer product; an additional

constraint is made in backprojection that this recovered matrix must be separable into component vectors

E1; E2. This process is visualized in Figure 3.23. Fascinatingly, this is an early form of low-rank matrix

minimization, and the problem was recently reformed as a low-rank phase retrieval problem in Chapter 4.
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Figure 3.23 The ubiquitous PCGPA algorithm for inverting FROG measurements. This algorithm is a
projective feasibility algorithm that alternates between two constraints. The �rst step transforms the
diagonals of a current guess matrix (zero-padded) to their frequency space and enforces that their
magnitude match FROG measurements. The second constraint enforces that the current matrix guess is
rank 1 via SVD. Upon successful iterations, the result ofE1; E2 is the left and right singular vectors of the
resulting matrix.

To match notation with the rest of the thesis, we �rst write our measurement S(�; 
) as an intensity

measurementh[i; k ], where lagk is a direct stand-in for � and measurement indexi is a stand-in for 
. We

then write h[i; k ] �rst as a quadratic problem in Equation (3.18), and then as a low-rank phase retrieval

problem in Equation (3.19). Direction of lag is also arbitrary, so we will change the sign ofk from � to

match later sections.

h[i; k ] =

�
�
�
�
�

X

n

E1[n]E2[n + k] exp(jin )

�
�
�
�
�

2

=
�
�E T

1 V[k]E2
�
�2

(3.18)

=
�
�hE1E T

2 ; V � [j ]i
�
�2

(3.19)

It is worth noting that we have stored the complications of lag in the structure of

V [k] = diag(exp( jin ); k) which stores the complex exponential modulation on a diagonal of a matrix such

that the diagonal selection encodes lag. The matrixE1E T
2 is obviously rank-one making it suitable for

low-rank phase retrieval techniques, and the fact that it bears an analytical expression formed from the

outer product of vectors makes it suitable for Wirtinger gradient optimization techniques shown in Chapter

4. FROG [143] is the �rst example we have found in the literature of a low-rank phase retrieval problem,

and it bears a structure unlike problems currently studied in low-rank phase retrieval literature [16, 55, 56].

While usable for FROG, the techniques of this thesis are modeled o� of a spectrographic paradigm that

is spectrally-resolved and spectrally modulated in the style of [144]. In this setup, a pulse is modulated in

the spectral domain inside a zero-dispersion compressor (Martinez compressor), then squared in time and
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integrated at a spectrometer. This approach gives us an identical expression forh[i; k ] but allows for

control of modulation rather than enforcing a complex exponential. This is explored in depth in Chapter 4.

3.3.2 Visualizing Pulse Characterization as a Tensor

The primary contributions of this thesis are gradient and tensor IHT techniques for pulse

characterization from traditional spectrographic measurements, as well as integrated energy measurements.

Integrated measurements have not been inverted in the literature before the paper that is presented as

Chapter 5. Here integrated measurements in this context are a traditional set of spectrographic

measurementsh[i; k ] integrated along the k (wavelength) axis.

While the gradient aspect of these techniques is somewhat self-explanatory in their own chapters, the

tensor approaches can be hard to visualize given their order. The papers that were published as Chapter 4

and 5 are standalone, but can be assisted with some visualization aides which we present here. This

visualization approach can help explain why IHT will work for recovering the unknown portions of the

signal tensor, the structure behind the measurement tensors, and the disjoint nature of lag in these

recovery problems.

To visualize both problems studied in this thesis, we establish that we want to recover two signals

x0 2 CM and y0 2 CN from a series of measurementshi [k] (intensity of cross-correlation, ICC) or h[i ]

(integrated intensity of cross-correlation, IICC) shown in Equation (3.20) and (3.21) respectively. We note

that both x0 and y0 can be separately element-wise modulated with a complex vector

ci ; di 2 CM ; CN ; i = [0 ; 1; 2; :::I � 1].

hi [k] =

�
�
�
�
�
�

u[k ]X

n = l [k ]

ci [n]d�
i [n + k]x0[n]y�

0 [n + k]

�
�
�
�
�
�

2

; k = [ � M + 1 ; :::; N � 1] (3.20)

h[i ] =
N � 1X

k= � M +1

�
�
�
�
�
�

u[k ]X

n = l [k ]

ci [n]d�
i [n + k]x0[n]y�

0 [n + k]

�
�
�
�
�
�

2

(3.21)

l [k] = max(0 ; � k)

u[k] = min( M; N � k) � 1

i = [0 ; 1; :::; I � 1]

There are variations of Equation (3.21) that are presented in Chapter 5 that are for a single variable

expression overx0, but the visualization presented here is without loss of generality. In Equations (3.20)

and (3.21), both hi [k] and h[i ] are polynomials or sums of polynomials that are of order four (expanded on

greatly in Chapters 4 and 5), i.e. every cross-term that is added is a quartic product of lagged and

unlagged values ofx0; x �
0; y0 and y�

0 . Because entire vector expressions are multiplied by each other, there is
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an equivalent formation of these problems that can be viewed as the inner product of lifted tensors, similar

to the example in Chapter 2.3.1. This reformation for the interior sum for ICC and IICC is shown in

Equations (3.22) and (3.23).

hi [k] =

�
�
�
�
�
�

u[k ]X

n = l [k ]

ci [n]d�
i [n + k]x0[n]y�

0 [n + k]

�
�
�
�
�
�

2

=
�
�hx0yH

0 ; diag(ci dH
i ; k) � i

�
�2

= hx0yH
0 ; diag(ci dH

i ; k) � ihx �
0yT

0 ; diag(ci dH
i ; k)i

= hx0 
 y�
0 
 x �

0 
 y0; diag(ci dH
i ; k) � 
 diag(ci dH

i ; k)i

= hX 0; Ck �
i i (3.22)

h[i ] = hX 0; C �
i i ; Ci =

N � 1X

� M +1

Ck
i (3.23)

Figure 3.24 Tensors in this thesis are often best visualized 
attened in the manner shown here. The signal
tensor can be 
attened as the outer product of the vectorized outer product matrix x0yH

0 , provided that
vectorization was done per diagonal.
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These expressions are both inner products between a fourth-order tensorX 0 and another fourth-order

modulation tensor Ck
i or integrated modulation tensor Ci . This formation is very powerful, and allows for

the creation of an initializer based o� of iterative hard thresholding that improves the performance of

gradient techniques. One di�culty however is visualizing these operators, and what portion of the

fourth-order tensor X 0 is actually operated on in the creation of ICC and IICC measurements. To

introduce this, we include several illustrations, and we de�ne an operator vec that converts a matrix to a

vector by reading along the diagonals from negative diagonals to positive. If we 
atten the tensor

X 0 = x0 
 y�
0 
 x �

0 
 y0 into a matrix vec ( x0yH
0 ) vec (x0yH

0 )H , we note that not only are all the cross terms

of the tensor X 0 included but they have been laid out in a two-dimensional matrix that shows block

diagonal structure. This is shown in Figure 3.24.

Figure 3.25 Visualization of the ICC measurement as the inner product between two fourth-order tensors.
Note that in this �gure the tensors have been 
attened into a two-dimensional representation. The sections
of the signal tensorX 0 that are not in the ICC/IICC null space are �lled in green, and the sections that
are non-zero inside the measurement tensorCk

i are �lled in blue (the rest are zero).
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We note that if the black matrix in Figure 3.24 represents all the entries of the fourth-order tensorX 0,

the entries that are involved in the sum of hi [k]; h[i ] are shown in red, white, and blue. We note that

hX 0; Ck �
i i = hdiag(x0yH

0 ; k) diag(x0yH
0 ; k)H ; Ck �

i i because of the zero entries in the tensor

Ck
i = diag( ci dH

i ; k) diag(ci dH
i ; k)H , where diag(ci dH

i ; k) is a matrix that is entirely zero except for the kth

diagonal. We can now visualize the fourth-order tensor inner products representing ICC and IICC as


attened inner products of two-dimensional matrices shown in Figure 3.25 and Figure 3.26 respectively.

Figure 3.26 Integrating the ICC dataset along the lag direction (wavelength, or time direction) condenses
the tensors representing modulation in ICC into a single tensor. The IICC measurement is the direct inner
product between the signal tensor and this condensed modulation tensor.

We note here that because the entries of the modulation tensors for ICC are disjoint, their integration

into a single tensor for IICC produces a block-diagonal tensor. This block-diagonal nature prevents the

modulation tensor from being low-rank and has some di�culty being examined with traditional

compressive sensing tensor techniques [145]. It is convenient to note that the sections of the recovered

tensor X 0 are block-diagonal but we knowa priori come from a rank one tensor; this is one of the reasons

that IHT is so easy to apply to this problem.

We note that at this stage it would be possible to apply IHT in the matrix sense as well. The matrix

representation of the measurement tensorX 0 in Figure 3.25 and Figure 3.26 is also low rank, we have

implemented this but pursued the tensor option instead. This is because the matrix low rank condition is

weaker than the tensor low rank condition; the tensor low rank condition applies low rank to every matrix

unfolding that the tensor has as opposed to a single matrix unfolding [146].
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3.3.3 Spatiotemporal Pulse Characterization

The larger problem of spatiotemoral pulse characterization is a growing �eld of research and techniques

that characterizes the pulse temporal or spectral pro�le over the spatial extent of the pulse. This section

provides a brief overview of techniques provided by recent review papers in the art [17, 18]. We brie
y

outline the categorical techniques outlined in [17], and attempt to contextualize where we hope to adapt

the techniques developed in this thesis. We focus our attention on techniques from [17] that are used for

complete spatiotemporal pulse characterization, rather than some subset or speci�c spatiotemporal

couplings. A common theme throughout this section is the di�cult task of recovering a three-dimensional

dataset from two or even one-dimensional datasets with the disadvantage that measurements are taken

with respect to the phaseless intensity. Techniques in spatiotemporal characterization are based primarily

o� of interferometric techniques discussed in the last section, and have been broken roughly into two

categories [18]: spatially-resolved spectral measurements and spectrally-resolved spatial measurements.

Spatially-resolved spectral techniques pair several previously used pulse characterization techniques

with additional information obtained by more sensor dimensions and scanning optics. Spectral

interferometry, or the observation of spectrum of two interfering pulses, and FTSI is extended to the

spatial domain with the use of two-dimensional sensors. On these sensors, one axis encodes the spectral

interference data between two pulses, and the other axis stores a spatial dimension. In circumstances where

a single spatial variable is measured, a scanning aperture can be used to step along the orthogonal

direction. Spectral interferometric techniques still rely on the use of a known phase reference, or passing a

pulse through a known dispersive material to apply a phasing function. A variation of SPIDER has been

adapted to this approach. Of particular interest in [18] is a FTSI technique called TERMITES where a

spatial portion of an unknown pulse is expanded to provide an approximately non-spatiotemporally coupled

wave to act as a reference. A camera collects interference patterns between the two pulses as a function of

relative delay between the two beams, storing an interference pattern with encoded spectral phase.

Variations of TERMITES with a imaging spectrometer have also been used for single-shot approaches.

Spectrally-resolved spatial measurements will typically employ combinations of spectral �lters,

wavefront sensors (Shack-Hartmann sensor shown in Figure 3.27, [147]), and multi-spectral cameras to

image subsections of spectrum. Wavefront sensors are a spatial grid of micro-lenses that concentrate points

of light onto a screen. When the wavefront incoming onto the sensor is tilted, or distributed in a particular

spatial shape, the dots on the imaging plane move to encode this tilt. These techniques allow for resolving

the spatial phase of the incoming light for a particular wavelength before combining these spatial pro�les

with a measurement like FROG that relates the phases of each of the spatial wavelength distributions. For
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techniques that do not employ wavefront reconstruction before spectral recombination, INSIGHT is a

particularly interesting technique. INSIGHT spatially resolves a pulse and itself interfering as a function of

delay and longitudinal position. Phase retrieval techniques like Gerchberg-Saxton are then used to

recapitulate the complex spatial �eld. An additional approach called STRIPED-FISH relies on a

characterized reference interacting with the pulse under test before being spectrally di�racted and �ltered

on a 2D screen. This screen resolves the spatially separated colors and the interference patterns between

the pulse and the reference to reconstruct the pulse.

Figure 3.27 Shack-Hartmann wavefront sensing uses an array of small lenses to discretely sample the
direction of propagation for a spatial wavefront. We see that a plane wave (shown in blue) will steer energy
to di�erent sensors than a) a tilted wave, b) a curved wave, and c) a more complicated wave surface.

These approaches use spatial and spectral �ltering and imaging to recreate pulses. They typically rely

on the combination of several techniques that are recombined rather than a single uniform encoding

technique that jointly solves for spatiotemporal pro�les. Many of these approaches and rationale are used

because of the di�culty of encoding the time or spectral axis. We believe that the IIAC approach

developed in Chapter 5 of this thesis may have the potential to enhance spatiotemporal pulse

characterization approaches by reducing the need to use a measurement dimension to capture spectrum.

Our approach uniquely encodes the complex spectral pro�le of a pulse into the total energy after SHG

interactions, a measurement that can be concentrated onto a single integrating sensor. The employment of

multiple spatial sensors like a camera array, or the use of spatial encoding combined with spectral encoding

may open up the door for a joint spectral and spatial optimization. We visualize these techniques as a

single optimization that could uniquely determine relative phase throughout the pulse from a single series

of encoded measurements.
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3.4 General Tensor Inverse Problems in Optics

This section addresses the point that there may exist higher-order structured inverse problems in

ultrafast optics besides the ones studied in this thesis.

The key contribution of this work is a discovery made in the study of spectral pulse characterization

from condensed measurement sets of spectrally-resolved cross-correlation, auto-correlation,

cross-convolution, and auto-convolution intensity. Chapter 5 creates a structured inverse problem where

this condensed measurement set relies on the structure of a fourth-order tensor combined with gradient

techniques to recover vectors from the energy of SHG pulses modulated pre-SHG in the spectral domain.

This discovery has a direct analogy to linear phase retrieval (y = jAx j) and its history. The earliest

solutions to the phase retrieval problem were demonstrated using alternating minimization techniques like

Gerchberg-Saxton. Eventually the problem was understood to be linear in a lifted quadratic domain

(PhaseLift, [12]), opening the door for a structured inverse problem where a rank-one matrix stored the

non-linear cross-components that contribute to intensity. Additional techniques would be developed that

could solve the phase retrieval inverse problem with Wirtinger gradient, a structured recovery where every

possible guess has a de�ned function that points to a better guess; iterative gradient steps guide the

current guess toward the correct inverse provided enough measurements are used. This work starts with a

quadratic phase retrieval problem; i.e. yi = jhA i ; x � yT ij and produces a lifted fourth-order tensor inverse

problem and a gradient descent problem. Furthermore it would be discovered that from a sum over several

measurements, that isyi =
P

n jhA i;n ; x � yT ij 2, inversion was still possible.

Problems constructed on the integrated energy of SHG light, a sum of quartic functions of fundamental

�eld, are made into structured inverse problems over the space of low-rank fourth-order tensors or with

gradient descent techniques applied to Wirtinger derivatives of analytical quartic expressions. It is

conceivable however that more complicated combinations of energy could retrieved from other non-linear

functions. For example, one could imagine the integrated output of a beam of light that passed through a

third-order harmonic generation (THG) crystal, the accompanying inverse problem would have a gradient

that was a function of three variables and a structured inverse problem built on a sixth-order tensor. One

could also imagine a scenario where energy from SHG and THG were combined at a single sensor, and an

augmented sixth-order tensor could store not only the cross-terms making up the sixth-order polynomial

but the quadratic terms as well. This augmentation would be similar to the example demonstrated in

Chapter 2.4.2.1. The example presented there was quadratic with a linear term, but this is easily

encapsulated in an augmented structure to store both linear and quadratic terms as shown in Equation

(3.24).
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Conveniently, this approach still encodes the desired result as a rank-one matrix, a property that can be

used to reduce the number of measurements required to resolvex. Similarly, cost functions of intensity

could have concatenated variables interacting with an augmented high-order tensor. This concatenation

approach is taken in the Appendices of Chapter 5 to derive gradient for a bivariate system.

In addition to resolving pulses from mixed harmonic energy, this framework may have the ability to

encode nuanced material information.

Take for example the experiment where a pulse travels through an unknown material; non-linear

interactions inside the material produce pulses at various optical harmonics exiting the material [9].

Filters, wave front analyzers, spectrometers, and various pulse characterization setups remarked on

previously could be used to measure each harmonic product separately in an attempt to understand and

measure the various orders of susceptibility of the material under test. However, encoded pulses or even

several encoded pulses could be used pass through the material and output energy could be recorded. For

example in a three-input pulse system, the various combinations of input pulses - �elds of a single pulse

being cubed, interactions between one pulse and a squared secondary pulse, and interactions between all

three pulses - could be encoded in a single probing tensor used to interact with the material.

While ultimately reaching a limit based on complexity of the tensor used to store various polynomial

interactions, non-linear optics o�ers a unique motivation to study structured tensor inverse problems as

well as Wirtinger gradients applied to analytical expressions of �eld. This remainder of this thesis is

dedicated the study of phaseless quadratic interactions.
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CHAPTER 4

BIVARIATE RETRIEVAL FROM INTENSITY OF CROSS-CORRELATION

Reproduced with permission from an article inSignal Processing[148]1

Dan Rosen2, Michael B. Wakin 3

Pulse characterization in ultra-fast optics presents a powerful motivation to study phase retrieval

problems of high-order. Frequency- and time-resolved techniques for pulse characterization both construct

measurements that depend on the intensity of the cross-correlation between two unknown signals

undergoing known modulations. The problem of recovering these signals has been traditionally studied and

solved with alternating minimization, but recently Wirtinger gradient techniques were demonstrated to

invert frequency-resolved measurements on a symmetric signal pair [S. Pinilla, T.Bendory, Y.C. Eldar, H.

Arguello, 2019, [52]]. In this paper, we construct a generalized Wirtinger gradient and Hessian to solve a

wide breadth of problems including signal recovery from time- and frequency-resolved measurements. We

further demonstrate that both measurement paradigms are special cases of low-rank phase retrieval but

with a special structure that disrupts spectral initializers. To combat this problem, we present a

tensor-based iterative hard thresholding initializer that, when paired with a Wirtinger gradient descent, is

capable of recovering unknown signals with fewer measurements than matrix-based alternating

minimization or spectral initialization methods. Finally, we employ Wirtinger gradient descent to recover

signals from real-world DSCAN [A.M. Wilhelm, D.D. Schmidt, D.E. Adams, C.G. Durfee, 2021, [144]]

measurements and compare results with the existing state-of-the-art.

4.1 Introduction

Recovering information from measurements that discard phase information is a broadly studied topic

that unites algorithms from the optimization community with powerful motivations from optics. Phase

retrieval in optics is widely employed to recover crystal structure and unit cell projections in

crystallography [101] and images in ptychographic and coded di�raction imaging [108].

Physical nuances in non-linear ultra-fast optics have created the need to recover information from more

complicated and intricate interactions between light and material|and even between light and itself.

Speci�cally, laser pulse characterization [149] de�es classical formulations of phase retrieval by recovering

unknown complex signals from phaselessquadratic measurements rather than phaselesslinear

1Details in Appendix B
2Primary author, author for correspondence, graduate student at Colorado School of Mines
3Professor of Electrical Engineering, Colorado School of Mines
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measurements. Pulse characterization presents a unique challenge because at the incredibly brief

time-duration of the pulses involved, direct in-phase and quadrature (IQ)-style heterodyne sampling is not

possible. Instead, measurements must be made in an integrated fashion, where the pulse interacts with

sensors that integrate intensity over time-scales much larger than the duration of a laser-pulse. This loss of

both phase and time information motivates the use of a probing function to temporally encode the pulse

under test. The probing function is typically another laser pulse, either one that is shorter in duration than

or a copy of the pulse under test. Depending on the speci�c optical setup, linear optical elements are used

for pulse modulation in spatial and temporal domains, while non-linear optics are used to multiply pulses

by other pulses or enact a non-linear function on a single pulse. Laser pulse characterization produces a

series of measurements wherein one or two unknown vectors multiply with modulation functions and each

other before they are integrated in intensity. The reader is referred to [7] for a complete treatment on

ultra-fast optics.

Recovering pulses from phaseless measurements of their interaction can be formulated as a higher-order

phase retrieval problem [54]. The matrix formed by the outer product of two signals contains all unique

products involved in cross-correlation of two signals, and we note that optical pulse characterization

measurements can be viewed as phaseless quadratic measurements of this rank-one outer product matrix.

This raises the possibility that algorithmic techniques for low-rank phase retrieval [16] may bring new

approaches to solve the pulse characterization problem. Among these, techniques like anchored regression

[56] have been demonstrated e�ective in low-rank phase retrieval and could present a convex optimization

approach to pulse characterization.

Meanwhile, many algorithmic techniques to solve the pulse characterization problem exist.

Frequency-resolved optical gating (FROG) [143] remains one of the most commonly studied measurement

paradigms for pulse characterization in the optics and optimization communities alike. Recovery techniques

from FROG measurements include various alternating minimization algorithms [53, 142, 143, 150] and

gradient descent methods [52]. Alternating minimization techniques typically rely on alternating between a

forward model that imposes magnitude constraints and a gating constraint that ensures the forward model

acts only on a rank-one matrix projection [142]. Gradient approaches typically seek to minimize a

least-squares cost function with descent following a Wirtinger gradient [52].

Recently developed time-resolved pulse characterization systems [151, 152] use less physically

complicated optical setups for collecting measurements compared to frequency-resolved systems. Whereas

FROG systems typically measure intensity of cross-correlation using a physical translation stage to move

one pulse in time against another, time-resolved systems use non-linear e�ects in a transform domain to

compute the intensity of cross-correlation for modulated spectra. Mathematically, the two approaches are
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very similar, with the di�erence being that the time-resolved systems aim to recover the complex spectrum

of a pulse, while frequency-resolved systems aim to recover its complex time-domain pro�le. Frequency-

and time-resolved systems are compared in Figure 4.1. Generally speaking, time-resolved techniques are

advantageous because of their simpli�ed optical setups and the control they o�er over spectral modulation.

This is expanded on in Chapter 4.2.

Figure 4.1 Comparison of frequency- and time-resolved pulse characterisation systems. a) Simpli�ed setup
of a frequency-resolved optical gating (FROG) system. Two pulses, or a single pulse that is split, are
physically time-delayed with respect to one another with the use of a physical delay path. The two pulses
are brought together in a non-linear medium, where their product is produced and measured at a
spectrometer. b) Simpli�ed setup of a time-resolved pulse characterisation system. A pulse enters a
pulse-shaper [73], which modulates the pulse in the wavelength domain. The pulse is then squared in the
time domain and measured in the wavelength domain at the spectrometer. When properly converted from
wavelength to frequency, the intensity of cross-correlation of the pulse's modulated frequency content is
measured at the spectrometer.

The similarities between classical measurement techniques like FROG and more recent time-resolved

techniques motivate a broader de�nition of the pulse characterization problem. In this paper, we formulate

the general problem of bivariate recovery from intensity of cross-correlation (ICC), and we present its

representations both as a low-rank phase retrieval problem and as a low-rank tensor recovery problem. We

demonstrate how these formulations motivate new algorithms and initializers. We present preliminary work

toward understanding theoretical convergence properties of the intensity cost function, as well as an

examination of the computational and memory complexity of several approaches. Finally, we demonstrate

the e�ectiveness of these algorithms on recovery from real measurements and compare results against a

recent inversion algorithm from the optics community [144].

In Chapter 4.2 we present the ICC problem and its matrix and tensor formulations. In Chapter 4.3, we

detail a least-squares cost function, its gradient, and its Hessian. In Chapter 4.4, we discuss a limitation of

spectral approaches for solving the ICC problem and demonstrate several e�ective alternating
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minimization approaches. In Chapter 4.5.1, we provide numerical experiments that demonstrate the

e�cacy and complexity of gradient and tensor approaches to this problem as well as numerical

investigations into cost function behavior and convergence. Finally, in Chapter 4.6, we demonstrate the

performance of algorithms in this paper on data taken from a physical system.

Notation: Many equations in this paper involve the manipulation of complex-valued vectors and matrices.

The superscript � represents elementwise complex conjugation of a scalar, vector, or matrix. The

superscript H represents the conjugate transpose of a vector or matrix, while the superscriptT represents

the non-conjugate transpose of a vector or matrix. Vectors bearingT or H are interpreted as row vectors.

The notation x � C (0; IN ) represents a complex Gaussian random vector with zero mean and identity

covariance in dimensionN .

4.2 Background and Problem De�nition

4.2.1 Intensity of Cross-Correlation

We consider the recovery of two vectorsx0 2 CM and y0 2 CN from a series ofI phaseless

cross-correlation intensity measurements of the form

hi [k] =

�
�
�
�
�
ci x0

O

k

di y0

�
�
�
�
�

2

+ � i [k] (4.1)

=

�
�
�
�
�
�

min( M;N � k ) � 1X

n =max(0 ;� k )

ci [n]d�
i [n + k]x0[n]y�

0 [n + k]

�
�
�
�
�
�

2

+ � i [k];

i 2 f 0; 1; : : : ; I � 1g;

k 2 f� M + 1 ; � M + 2 ; : : : ; N � 1g:

Here, f ci gI � 1
i =0 � CM and f di gI � 1

i =0 � CN are complex modulation vectors that are point-wise multiplied with

the target vectors x0 and y0. A second indexing variablek represents the lag shift in the cross-correlation

measurement. Presented vectors and sums are zero-based. Real-valued noise is denoted by� i [k]. We de�ne

signal-to-noise ratio (SNR) throughout this paper as

SNR =

P
i;k jhi [k]j22P
i;k j� i [k]j22

: (4.2)
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4.2.2 Blind FROG

Among several existing FROG measurement paradigms, one that matches the de�nition of ICC

presented in (4.1) is blind FROG [54]. In our notation, the measurements of pulsesx0 2 CM and y0 2 CN

in blind FROG can be expressed as

hi [k] =

�
�
�
�
�
�

min( M;N � k ) � 1X

n =max(0 ;� k )

e� 2�jin=M x0[n]y�
0 [n + k]

�
�
�
�
�
�

2

+ � i [k]: (4.3)

We see that (4.3) is an instance of (4.1) withci [n] = e� 2�jin=M and di [n] = 1.

An aspect of FROG that was explored in [54] was that the lagk may be larger in time than the spacing

between samples ofx0 and y0, which lowers the non-ambiguous bandwidth in the recovery ofx0 and y0.

This treatment is largely left out of this paper, where we focus primarily on time-resolved approaches. In

time-resolved approaches, the lag variable is controlled by sample density in a spectrometer rather than the

coarser physical spacing of a delay line.

4.2.3 Time-Resolved Techniques

Measurement systems such as SPARC [152] and DSCAN [144] belong to the family of time-resolved

pulse characterization techniques. In stark contrast with FROG, where the delay in ICC measurements is

produced by physically translating the path of one pulse with respect to the other, time-resolved

techniques compute ICC measurements by modulating and measuring in the spectral domain. This

di�erence is illustrated in Figure 4.1. A key advantage of time-resolved systems is the ability to control the

modulation applied in the spectral domain by the use of a mask. Masks are complex-valued and can

modulate both the amplitude and the phase of the pulse at various wavelengths. Upon returning to the

time domain at the exit of the compressor, the signal is passed through a doubling crystal. The crystal acts

to square (without conjugation) the pulse, rather than multiply it by another pulse. This results in the

measurement (at the spectrometer) of the intensity of the cross-convolution of the modulated frequency

spectrum of the pulse with itself, rather than a measurement of the intensity of cross-correlation.

In summary, time-resolved techniques take the form of the ICC measurements presented in (4.1) where

x0 represents the spectrum of the pulse to be measured,y0 = x �
0[:: � 1], where [::� 1] represents

time-reversal, and for all i , di = c�
i [:: � 1].
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DSCAN [144] provides a minimalist system for time-resolved pulse characterisation. DSCAN opts to

move the position of the second di�raction grating in the Martinez pulse compressor to impart a phase

pro�le on the spectrum of the pulse. Subsequent modulations are achieved at unique locations of the

grating. With DSCAN, the modulation ci [n] is given by

ci [n] = exp

0

@j
nL [i ]

c

s

1 �
�

2�c
nd

� sin(� [i ])
� 2

1

A : (4.4)

Here, L [i ] denotes the position (positive or negative) of the second grating of the pulse compressor away

from the nominal four focal length separation, � [i ] denotes the incident angle of the compressor's �rst

grating [144] typically held at the Littrow angle of the center-wavelength, and d represents the density of

the di�raction grating used. We will return to this measurement paradigm in Chapter 4.6 when we present

experiments using real data.

The generality of (4.1) and the adaptability of the algorithms presented here to various frequency- and

time-resolved pulse measurement systems suggest that we are not limited to using existing pulse correlation

and convolution systems. The requirements on the forward model (i.e., properties off ci g, f di g, and

measurement count (I )) to guarantee recovery are topics of future research.

4.2.4 Extension from Existing Phase Retrieval Problems

This problem extends naturally from that of linear phase retrieval where a complex vectorx 2 CN is

recovered from phaseless linear measurementsy = jAx j2, A 2 CM � N . This problem has been studied for

the better part of the last half-century and has yielded convex and non-convex techniques in a multitude of

varieties [12, 13, 42, 43, 47, 153{156].

The approaches that are studied in this paper draw direct analog to three phase-retrieval algorithms

applied to the higher-order phase retrieval problem raised by pulse characterization. The �rst of these

algorithms is the Gerchberg-Saxton algorithm [42] which iteratively constrains magnitude of Fourier

coe�cients against a transform domain constraint. Applied to pulse characterization, the most common

alternating minimization method is the PCGPA algorithm [150] that we generalize to two unknown pulses

in this paper. The second is Wirtinger Flow and its variants ([49],[13]), which is typically an initialization

procedure followed by a gradient descent cost minimization. This paper examines several initializations

followed by a gradient descent over intensity cost. The �nal extension is from PhaseLift [12], a lifted

technique that minimizes the trace of a larger \lifted" linear matrix recovery problem rather than solve a

non-linear vector recovery problem. In this paper we expand this concept to a linear tensor rank

minimization problem lifted from a higher-order low-rank phase retrieval problem.
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Current state-of-the-art in phase retrieval is dominated largely by alternating minimization approaches

like Gerchberg-Saxton and gradient descent techniques. Recent years have seen extensive study into

modi�cations and improvements of both forms of these algorithms, with particular attention from the

optimization community directed toward improved gradient techniques. In particular, advances in

initializers, transitioning to amplitude-based cost functions, and the use of reweighting and truncation per

iteration techniques have demonstrated signi�cant practical use [153, 154, 156]. A brief examination of an

amplitude-based approach is included in our numerical results.

Expanded capabilities in phase retrieval led to the more recent measurement paradigm of low-rank

phase retrieval [16, 55, 56]. Low-rank phase retrieval examines the recovery of a matrixX from a series of

phaseless matrix inner products of the formyi = jhX; A i ij 2. This problem is typically motivated by

simultaneously solving for a series of ordinary vector-based phase retrieval problems of the formyj = A j x j

with the caveat that the x j vary only in some low-rank fashion when concatenated into a matrix

X = [ x1; x2; :::] [16]. This formulation allows generalizes measurement matricesA that can extend over

multiple x j , and this joint information can e�ectively recover the matrix X and thereby [x1; x2; :::].

Low-rank phase retrieval is also motivated in blind deconvolution problems [56] where pairs of signals are

recovered from the Fourier magnitude of their convolution. The technique we share in this paper can be

viewed as a low-rank phase retrieval problem with distinct challenges which will be reviewed in 4.4.1, and

is distinct from these previous low-rank phase retrieval problems largely due to the structure of the

measurement matricesA i used in ICC.

4.2.5 Problem Formulations

At this point, our analysis will be made considerably easier and the motivation for our algorithms will

be made more clear by rewriting the problem in (4.1) in several forms. These formulations will share some

common notations:

ˆ l [k] = max(0 ; � k) and u[k] = min( M; N � k) � 1 are the lower and upper limits, respectively, for the

index of summation n in the cross-correlation at k lag appearing in (4.1).

ˆ For a matrix C, diag(C; k) is a matrix of all zeros, except thekth diagonal which is �lled with the

kth diagonal of C.

ˆ � i [k] = diag( ci dH
i ; k) represents anM � N matrix whose values are all zero except for thekth

diagonal, which is �lled with the lagged product of ci [n]d�
i [n + k].

ˆ L k
i = � i [k]� 
 � i [k] is the fourth-order tensor whose entries are zero except where �lled as

L k
i [q; r; s; t] = diag( ci dH

i ; k)[q; r]� diag(ci dH
i ; k)[s; t].
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ˆ X0 = x0 
 y�
0 
 x �

0 
 y0 is the fourth-order outer product tensor with non-zero entries indexed as

X [q; r; s; t] = x0[q]y�
0 [r ]x �

0[s]y0[t].

4.2.5.1 Quartic Bivariate Vector Formulation

The �rst formulation we construct is straightforward from (4.1). The ICC measurements (4.1) can be

expressed as a quartic function of the vectorsx0 and y0:

hi [k] =

�
�
�
�
�
�

u[k ]X

n = l [k ]

ci [n]d�
i [n + k]x0[n]y�

0 [n + k]

�
�
�
�
�
�

2

+ � i [k]

= jxT
0 diag(ci dH

i ; k)y�
0 j2 + � i [k]

= jxT
0 � i [k]y�

0 j2 + � i [k]

= xT
0 � i [k]y�

0xH
0 � �

i [k]y0 + � i [k]: (4.5)

This formulation will be useful for the construction of a Wirtinger gradient in Chapter 4.3.

4.2.5.2 Quadratic Low-Rank Matrix Formulation

Our second formulation highlights the fact that the ICC measurements (4.1) can also be expressed as

phaseless quadratic measurements of the rank-one matrixx0yH
0 formed by the outer product of the two

unknown vectors x0 and y0:

hi [k] = jxT
0 � i [k]y�

0 j2 + � i [k]

= jhx0yH
0 ; � i [k]ij 2 + � i [k]: (4.6)

Here, hA; B i = trace( AB H ) represents the Frobenius inner product between matricesA and B .

This formulation reveals that ICC falls into the category of low-rank phase retrieval problems [16].

Interestingly, in ICC the low-rank (in fact, rank-one) structure of x0yH
0 arises due to the lagged quadratic

relationship between measurements and variables; in other settings [16], low-rank structure connects

phaseless measurements spanning a time period over which a one-dimensional objective signal varies. An

important distinction in ICC is that matrices � �
i [k] = diag( ci dH

i ; k) � against which x0yH
0 is measured

in (4.6) are entry-wise sparse and disjoint across di�erentk. This structure di�ers from the global, often

low-rank measurement matrices that typically appear in the low-rank phase retrieval literature [16, 56].

This also has substantial implications for the e�cacy of spectral initializers as we discuss in Chapter 4.4.2.
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4.2.5.3 Linear Low-Rank Tensor Formulation

Finally, it is important to note that the ICC measurements (4.1) can also be expressed as linear

measurements of a rank-one fourth-order tensor formed byx0, y0, and their complex conjugates:

hi [k] = jhx0yH
0 ; � �

i [k]ij 2 + � i [k]

= hx0yH
0 ; � �

i [k]ihx �
0yT

0 ; � i [k]i + � i [k]

= hx0 
 y�
0 
 x �

0 
 y0; � �
i [k] 
 � i [k]i + � i [k]

= hX0; L k
i i + � i [k]: (4.7)

This linearity will be the foundation on which we base our iterative hard tensor thresholding approach for

inverting measurements as we discuss in Chapter 4.4.4.

4.3 Cost Function, Wirtinger Gradient, and Wirtinger Hessian

4.3.1 Wirtinger Calculus

Gradient-based optimization techniques for phase retrieval typically di�erentiate a cost function built

on the intensity or amplitude error between measurements generated from truth and the current

approximation. Starting from (4.5), we construct a least-squares cost function for pulse characterization

from ICC measurements that extends cost functions used in Wirtinger Flow for linear phase retrieval [49],

and we provide the gradient and Hessian of that cost function. Because the vectorsx0 and y0 are in

general complex-valued, we use the Wirtinger gradient and Hessian [13, 29, 49]. We also characterize the

ambiguities of this cost function as they align with current understandings of ICC ambiguities in the

literature [52].

Throughout this section, some notation will be condensed. Letx 2 CM and y 2 CN denote the

optimization variables with which we aim to recover x0 and y0 (up to some ambiguities to be discussed).

The modulated cross-correlation at lagk betweenci x and di y is represented bygi [k] = xT � i [k]y� . The

intensity of modulated cross-correlation for this choice ofx and y is then given by H i [k] = jgi [k]j2. Finally,

the error between the actual measurementshi [k] and those predicted byx and y is given by

ei [k] = hi [k] � H i [k].

The least-squares intensity error cost function for ICC is given by

f (x; y) =
1
2

I � 1X

i =0

N � 1X

k= � M +1

�
hi [k] � xT � i [k]y� xH � �

i [k]y
� 2

: (4.8)

This cost function adds the squared di�erences for all lags without any special weighting, and it operates

on the error in intensity as opposed to magnitude (the square root of intensity, amplitude is used

synonymously). Derivation of the Wirtinger gradient and Hessian is simpli�ed with the use of a
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concatenated variablez =
�
xT ; yT

� T
and corresponding cost function of this single variable. This

representation and the derivation of its Wirtinger gradient and Hessian are shown in the Appendix,

Chapter 4.8.2. Their adaptation to the ICC problem is presented here.

For the cost function (4.8), the generic Wirtinger gradient derived in (4.26) can be evaluated with the

substitutions made in (4.19) and (4.20) to arrive at the following expression for the ICC Wirtinger gradient:

r f (x; y) = �
I � 1X

i =0

N � 1X

k= � M +1

ei [k]

0

B
B
@

gi [k]� �
i [k]y

g�
i [k]� T

i [k]x
g�

i [k]� i [k]y�

gi [k]� H
i [k]x �

1

C
C
A : (4.9)

Note that at the ground truth (when x = x0 and y = y0) in a noiseless problem,ei [k] = 0 for all i; k , and so

the gradient r f (x; y) will be zero as expected. Also note that the gradient will also be zero ifx and y lie in

the null space of
P I � 1

i =0

P N � 1
k= � M +1 ei [k]g�

i [k]� T
i [k] and

P I � 1
i =0

P N � 1
k= � M +1 ei [k]gi [k]� �

i [k], respectively. A more

detailed discussion of convergence results to date will be discussed in 4.5.3.1.

Similarly, the generic Wirtinger Hessian derived in (4.36) can be evaluated with the substitutions made

in (4.19) and (4.20) to arrive at the following expression for the ICC Wirtinger Hessian:

r 2f (x; y) =
I � 1X

i =0

N � 1X

k= � M +1

v1vH
1 � ei [k]

�
v2vH

2 + v3vH
3 + V

�
; (4.10)

where

v1; v2; v3 =

0

B
B
@

gi [k]� �
i [k]y

g�
i [k]� T

i [k]x
g�

i [k]� i [k]y�

gi [k]� H
i [k]x �

1

C
C
A ;

0

B
B
@

� �
i [k]y
0
0

� H
i [k]x �

1

C
C
A ;

0

B
B
@

0
� T

i [k]x
� i [k]y�

0

1

C
C
A ;

and

V =

0

B
B
@

0 gi [k]� �
i [k] 0 0

g�
i [k]� T

i [k] 0 0 0
0 0 0 g�

i [k]� i [k]
0 0 gi [k]� H

i [k] 0

1

C
C
A :

Recall that at the ground truth (when x = x0 and y = y0) in a noiseless problem,ei [k] = 0 for all i; k . In

this case, the ICC Wirtinger Hessian in (4.10) reduces to a sum of outer products of the formv1vH
1 and is

therefore positive semi-de�nite. While this bodes well for local convergence properties, analysis away from

ground truth is more complicated and is discussed further in 4.5.3.1.
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4.3.2 Ambiguities

The cost function presented in (4.8) is invariant to certain transformations of the optimization

variables. In particular, for any x 2 CM and y 2 CN , f (x; y) = f (xa ; ya), where

xa [n] = ax[n]ej ( � x +  n )

ya [n] = a� 1y[n]ej ( � y +  n )
(4.11)

for any nonzeroa 2 R and for any � x ; � y ;  2 R. This fact is proved in the Appendix, Chapter 4.8.3.

We therefore see that certain ambiguities plague the recovery of any ground truth vectorsx0 and y0

from ICC measurements: (i ) a global amplitude scaling factor resulting from the correlation function, (ii ) a

global phase o�set resulting from phaseless measurements, and (iii ) a frequency o�set resulting from

phaseless correlations. These are very similar in form to the ambiguities that are discussed in FROG

recovery [52, 54]. In the noiseless case, we note that the Wirtinger gradient will again be zero and the

Wirtinger Hessian again positive semi-de�nite at any (xa ; ya) constructed by applying the

transformation (4.11) to the ground truth ( x0; y0).

4.3.3 Wirtinger Descent Algorithm

To minimize the cost function (4.8), we use the o�-the-shelf L-BFGS-B algorithm from Scipy's

optimization library [25]. This function operates on real variables. We adapt the Wirtinger gradient and

Hessian to functions of real variables in the Appendix, Chapter 4.8.4. In remaining sections, L-BFGS-B

applied to the cost function in 4.8 will be referred to as Wirtinger descent.

4.4 Initializer Algorithms Inspired by Low-rank Matrix and Tensor Formulations

In this section, we present several additional algorithms for estimating the vectorsx0 and y0 from ICC

measurements of the form (4.1). To complement the Wirtinger descent algorithm, which derives from the

quartic bivariate vector formulation of ICC outlined in Chapter 4.2.5.1, the algorithms in this section are

inspired by the quadratic low-rank matrix formulation outlined in Chapter 4.2.5.2 and the linear low-rank

tensor formulation outlined in Chapter 4.2.5.3. Each of these algorithms has the capacity to solve the ICC

problem, although they di�er in computational complexity, memory usage, convergence rate, and sample

complexity. Consequently, we have identi�ed that the algorithms introduced in this section are well suited

to the role of initializer for Wirtinger descent. Numerical comparisons of these initializers are provided in

Chapter 4.5.1.

Inspired by the quadratic low-rank matrix formulation of ICC, we present a modi�ed spectral initializer

that is specially adapted to the structure of ICC measurements. Additionally, we discuss the use of

alternating matrix projection algorithms for solving the ICC problem. These algorithms are capable of
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converging very quickly, but are typically inferior to Wirtinger descent as they require more measurements

to converge.

A common problem exists between traditional spectral initializers and alternating minimization

approaches for ICC in that disjoint measurements prevent information from separate lags ofhi [k] from

being combined e�ectively. To remedy this, we also lift the low-rank matrix problem into a low-rank tensor

recovery problem, which we solve using an iterative hard tensor thresholding algorithm. This algorithm is

capable of operating in a low measurement regime, but it is computationally intensive. For this reason, it is

better suited as a starting point for Wirtinger descent.

4.4.1 Di�erences from Classical Low-Rank Phase Retrieval

The formulation of ICC in (4.6) shows that recovery from ICC can be viewed as a low-rank phase

retrieval problem. However, several major di�erences exist between ICC and problems studied in the

low-rank phase retrieval literature [16, 55, 56].

The �rst di�erence is that the objective matrix x0yH
0 in (4.6) is not only low-rank, but known a priori

to be rank-one. While this is a powerful prior, a complication that exists in ICC is that the measurement

matrix � �
i [k] has a rank that is typically u[k] � l [k] (assuming the entries ofci ; di are non-zero). In contrast,

most low-rank phase retrieval problems involve interactions with low-rank measurement matrices [55, 56].

An additional complication is the disjoint nature of ICC measurements as a function ofk. For

k1; k2 2 f� M + 1 ; � M + 2 ; ::: ; N � 1g with k2 6= k1, we haveh� i [k1]; � i [k2]i = 0 for all i . We also note

that for a given k, � �
i [k] is only capable of operating on thekth diagonal of x0yH

0 and no \global" (i.e.,

multi-diagonal) measurements ofx0yH
0 exist. This leaves the rank-one structure ofx0yH

0 as the only

assumption that can combine information across diagonals.

Another way to view this stark contrast with existing low-rank phase retrieval works is to think of the

ICC recovery problem as a series ofM + N � 1 disjoint linear phase retrieval problems (y = jAx j2) that

each contribute a single diagonal of the matrixx0yH
0 as shown in Figure 4.2. Measurementshi [k] for a

�xed k are created using only thekth diagonal of the outer product matrix x0yH
0 . One could then attempt

to solve for each of the diagonals separately using any preferred phase retrieval algorithm, and collect their

results at the end to solve for the outer product matrix x0yH
0 . However, because phase retrieval algorithms

recover vectors only up to an ambiguous global phase o�set, all diagonals recovered separately will have a

unique global phase-o�set. This means that if one were to form theM + N � 1 phase retrieval problems

and solve for each diagonal ofx0yH
0 , each diagonal would be multiplied by an arbitrary unknown phase,

and the resulting matrix would in general have rank greater than one.
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Figure 4.2 ICC measurements from (4.1) representk diagonal-disjoint phase retrieval problems of a
rank-one matrix. Every measurementhi [k] represents the intensity of the inner product between a diagonal
of our objective and a diagonal of a rank-one measurement matrix:
hi [k] =

�
�hdiag(ci dH

i ; k); diag(x � yT ; k)i
�
�2

.

This lack of global measurements also prevents spectral decomposition from properly combining

information in spectral initializers like those employed in [37, 56]. For the ICC problem, the spectral

initializer is mostly easily constructed from the tensor formation shown in (4.7), where the ICC

measurements are the linear projection of the fourth-order tensorX = x0 
 y�
0 
 x �

0 
 y0 onto successive

fourth-order measurement tensorsL k
i = � �

i [k] 
 � i [k]. Letting vec (X ) denote a vectorization of X and Y

denote a vector containing the ICC measurementsf hi [k]gi;k , we may write Y = A vec (X ), where A is a

matrix whose rows are formed by the appropriate vectorizations offL k
i gi;k . A typical spectral initializer at

this stage would use the adjoint ofA to construct Z = A H Y, reshapeZ to form a matrix corresponding to

the unfolding of X ! vec (x0yH
0 )(vec (x0yH

0 ))H , and then take the leading eigenvector of this matrix as an

initial guess of vec (x0yH
0 ). We will refer to the matrix reshaping of Z as the spectral matrix. In typical

low-rank phase retrieval settings [56], measurement matrices are global and the spectral matrix has a

leading eigenvector that contains global information from the objective matrix. But here, hLk1
i ; L k2

j i = 0

when k1 6= k2, and the resulting spectral matrix will produce a block diagonal matrix as shown

in Figure 4.3. In particular, the spectral matrix produced for ICC measurements will have a block for every

diagonal of x0yH
0 , and taking the leading eigenvector will merely return a spectral estimate for the largest

energy diagonal ofx0yH
0 . Spectral decomposition could be used with the largestM + N � 1 eigenvectors of

the spectral matrix to recover estimates of all of the diagonals ofx0yH
0 , but these would again be

ambiguous up to phase rotations and the resulting estimate ofx0yH
0 would in general have rank greater

than one. A technique to align these diagonals is presented in Chapter 4.4.2.
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Figure 4.3 Usingx0 � C (0; I6) and y0 � C (0; I12), we construct a spectral matrix in the fashion of [56] from
1000 measurements of the formhi =

�
�hA i ; x �

0yT
0 i

�
�2

. For the purposes of illustration, the outer product
matrix x0yH

0 has been vectorized along its diagonals. Left: measurementshi correspond to global rank-one
measurements, where eachA i is the outer product of two vectors. Such measurements align with recent
research in low-rank phase retrieval [55, 56]. The leading eigenvector for the spectral matrix (which is not
visually apparent because the matrix also contains a multiple of the identity) can be reshaped into a 6� 12
matrix to provide a spectral initializer for x0yH

0 in low-rank phase retrieval. Right: measurementshi

depend on diagonals ofx0yH
0 , i.e., eachA i is a high-rank, diagonal matrix as one encounters in ICC. Each

eigenvector of this block-diagonal spectral matrix will only provide information about a single diagonal of
x0yH

0 .

Because vec (x0yH
0 )(vec (x0yH

0 ))H is inherently a rank-one matrix, one may consider low-rank matrix

completion techniques to augment the block diagonal estimates such as those in the right panel of

Figure 4.3. However, we consider an even more direct approach for exploiting low-rank structure. The

values ofZ can be reshaped into a tensor approximation ofX , and iterative hard thresholding on this

tensor forms the core principle of the initializer we present in Chapter 4.4.4.

4.4.2 Spectral Initializer for Disjoint Low-Rank Phase Retrieval

We present here a low-complexity approach to synchronize the phases across noisy estimates of the

diagonals of the rank-one matrix x0yH
0 . The aim of this technique is to resolve the phase mismatch

between diagonals recovered with spectral techniques to produce a rank-one matrix whose leading

eigenvector serves as a good estimate of vec (x0yH
0 ).

Our approach is based on an examination of local sub-matrix conditions in a properly phase

synchronized matrix. To illustrate local regularity condition we employ, for two vectors x 2 CM and

y 2 CN , consider an outer product matrix of the form xyH that has been multiplied by an arbitrary phase
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per diagonal � k . In any 2 � 2 sub-matrix with nonzero entries, notice that the product of two diagonal

entries divided by the product of the two anti-diagonal entries produces a ratio that is invariant to x and y

and depends only on a product of phase terms of the form� n � n � �
n � 1� �

n +1 , as shown in Figure 4.4. In a

rank-one matrix, this ratio must always be equal to 1; therefore this quantity gives a local regularity

condition that measures how well the phases are synchronized to give a rank-one matrix. Moreover, this

leads to a constructive procedure for synchronizing the phases. Computing the ratio for every 2� 2

sub-matrix, we obtain a series of cross terms that each depend on no less than 3 unique entries of� . This

leaves two elements of� as free parameters. For algorithms in this paper, we set� 0 = � 1 = 1 arbitrarily.

With this assumption in hand, � 2 can be solved for using the products� 1� 1� 0� �
2 = � �

2, and so on.

Figure 4.4 When xyH is multiplied by an arbitrary phase o�set � k on each diagonal, any 2� 2 submatrix
can be used to compute a ratio that depends only on the phase o�sets. Ensuring these ratios are equal to 1
ensures the phases are synchronized so the matrix can have rank 1.

More generally, this problem can be thought of as a phase synchronization problem [39] where we have

MN third-order cross-term measurements of three vectorsx; y; � . While it may thus be feasible to pose

another optimization at this stage, where the rank of the resulting misaligned outer product matrix is

minimized by varying diagonal phase o�sets, we select the local regularity approach because it is largely

algebraic and requires only simple assumptions. We note that the ambiguities discussed in Chapter 4.3.2

remain and cannot be resolved by any algorithm without additional assumptions. In particular, the

unknown phase o�set between� 0 and � 1 propagates across all values of� , which manifests as an unknown

frequency o�set in the recovery of x and y.

In practice, an estimate of x0yH
0 may contain both magnitude and phase errors. Algorithmically, we

align magnitude and phase in two di�erent steps. Magnitude errors in the entries of the misalignedxyH are

corrected iteratively because of the coupled nature of the ratio measurements, and the algorithm used for
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this process is detailed in Algorithm 7. Phase is solved for directly as detailed in Algorithm 8. We adopt

the following notation: � spec represents the collection of the largestM + N � 1 eigenvectors of the spectral

matrix collected as misaligned diagonals of an approximation ofx0yH
0 , � mag represents the local magnitude

aligned version of� spec , and � aligned represents the phase and magnitude aligned estimate ofx0yH
0 .

Algorithm 7: Iterative magnitude correction for diagonally disjoint recoveries (MagReg)
Data:
� spec 2 CM � N

Parameters:
maxIts = 1000
thresh = 1e � 4
Result: � mag 2 CM � N

1 �  � spec

2 for( ii = 0 ; 1; ::: ; maxIts � 1 ) f
// adjust = 1 2 RM � N ; dif f 2 R(M � 1) � (N � 1)

3 � old  �
4 adjust = 1

5 dif f =
�
�
� � [: � 1;1:] � [1: ;:� 1]

� [: � 1;:� 1]� [1: ;1:]

�
�
�
1=8

6 adjust [: � 1; : � 1]� = dif f
7 adjust [1 :; 1 :]� = dif f
8 adjust [: � 1; 1 :]= = dif f
9 adjust [1 :; : � 1]= = dif f

10 � = � � adjust
11 if jj � � � old jj2

2=jj � jj2
2 < thresh then

12 break
13 else if ii == maxIts then
14 break
15 g
16 � mag  �

Finally, we present a complete spectral initializer in Algorithm 9 that uses the magnitude and phase

alignment techniques described in Algorithms 7 and 8. Figure 4.5 shows results from spectral initializers

with and without magnitude and phase alignment as well as the result of a spectral initializer that uses the

single largest eigenvector [56]. The phase and magnitude alignment concentrates the eigenspectrum similar

to that of the ground truth, and produces a much �ner estimate of magnitude than the unaligned attempt.

The estimate of phase from the aligned version does appear noisy in comparison to the unaligned

initializer, however this is only in the region where the unaligned initializer produced estimates signi�cantly

larger than zero. Across the full signal width, the aligned estimate is more consistent. This higher

concentration of eigenspectrum in the aligned initializer aligns with a priori knowledge that the spectral

initializer here should be rank-one, and was chosen to initialize Wirtinger descent later. It should be noted

that the traditional approach (\spectral") of using only a single eigenvector from the spectral matrix fails

almost completely here, seemingly able only to estimate a single large value ofx.
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Algorithm 8: Iterative phase correction for diagonally disjoint recoveries (PhaseReg)
Data:
� mag 2 CM � N

Result: � aligned 2 CM � N

1 adjust = 1 2 CM � N

2 for( k = [ � M + 1 ; � M + 2 ; ::: ; N � 1 ) f

3 compare= exp
�

j \
�

� [: � 1;1:] � [1: ;:� 1]
� [: � 1;:� 1]� [1: ;1:]

��

4 if k < 0 then
5 diag(adjust; k )[: � 1]� = diag( compare; k+ 1)
6 else if k > 1 then
7 diag(adjust; k )[: � 1]� = diag( compare; k � 1)
8 g
9 for( k = [ � M + 1 ; � M + 2 ; ::: ; N � 1] ) f

10 if k < 0 then

11 diag(adjust; k )� = diag( adjust; k +1)[: � 1]2

diag( adjust; k +2)[: � 2]

12 else if k > 1 then

13 diag(adjust; k )� = diag( adjust; k � 1)[: � 1]2

diag( adjust; k � 2)[: � 2]

14 g
15 � aligned = � mag � exp(� j \ (adjust ))

Algorithm 9: Spectral initializer with iterative magnitude and phase correction
Data:
hi [k] = jci x0

N
k di y0j2 + � i [k] 2 RI � (M + N � 1)

Result: x 2 CM ; y 2 CN

1 � spec  0 2 CM � N

2 for( k = [ � M + 1 ; � M + 2 ; ::: ; N � 1 ) f
// Ak 2 CI � (u � l ) ; hk 2 RI , D 2 C(u � l ) � (u � l )

3 Ak =

0

B
B
B
@

diag(c0dH
0 ; k)

diag(c1dH
1 ; k)

...
diag(cI � 1dH

I � 1; k)

1

C
C
C
A

4 hk =

0

B
B
B
@

h0[k]
h1[k]

...
hI � 1[k]

1

C
C
C
A

5 D = AH
k diag(hk )Ak

6 u; s; vH = SV D(D)
7 diag(� spec ; k) = u[:; 0]

p
s[0]

8 g
9 � mag = MagReg(� spec)

10 � aligned = PhaseReg(� mag )
11 U; S; VH = SV D(� aligned )
12 x = U[:; 0]

p
S[0]

13 y = V [:; 0]
p

S[0]
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Figure 4.5 Several spectral initializer approaches are applied to anM; N; I = 32; 32; 1024 ICC measurement
set of a low-bandwidth signal with full-bandwidth complex Gaussian i.i.d. measurements. Here the
eigenvectors corresponding to thex recovery are shown. Selecting only the largest eigenvector, as is
common in the literature [56] produces the result labeled \spectral". Recovering every diagonal and
collecting them into a single matrix without diagonal phase alignment is labeled \unaligned". Finally,
applying the magnitude and phase alignment techniques discussed in this paper is shown under the label
\aligned". The concentration of eigenvalues for the aligned technique demonstrates the strengths of the
local regularity condition at correcting the unknown diagonal phase o�sets.

4.4.3 Matrix Projective Algorithms

PCGPA represented an early projective algorithm in the optics community [142] that alternated a

magnitude constraint with a rank-one enforcement to invert FROG measurements. For our approach, we

alternate an AltMinPhase step [44] that is outlined in Algorithm 10 and an SVD enforced rank-one

condition that is outlined in Algorithm 11. This technique is modeled after [16], with appropriate

substitutions made for known rank-one a priori. To distinguish this technique, we will identify it as Matrix

AltMin throughout the rest of the paper. This approach is extremely close in nature to PCGPA and is an

important baseline to compare against because of its common use. It is important to note that this

algorithm still has the identical phase misalignment problem that the spectral methods mentioned earlier

encounter. Here iterative applications of rank-one projections and AltMinPhase projections are applied to
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a null-initialized matrix until a stable result is produced. The complete alternating minimization algorithm

is detailed in Algorithm 12. Some additional notation useful here: � is the current guess of the

outer-product matrix x0yH
0 , � mag is the output of � when AltMinPhase is applied to every diagonal, and

� rank is the rank-one projection of � .

Algorithm 10: Matrix magnitude back-projection (MatrixMagProject)
Data:
� 2 CM � N

Ak ; forward operator for all k
A+

k ; pseudo-inverse of each forward operator
hi [k] = jci x0

N
k di y0j2 + � i [k] 2 RI � (M + N � 1)

hk = f h0[k]; h1[k]; ::: ; hI � 1[k]g
Result: � mag

1 for( k = [ � M + 1 ; � M + 2 ; ::: ; N � 1 ) f
2 forward = Ak diag(�; k )
3 phasedMag =

p
hk exp(j \ (forward))

4 diag(� mag ; k) = A+
k phasedMag

5 g

Algorithm 11: Single rank matrix projection (MatrixRankProject)
Data:
� 2 CM � N

Result: � rank

1 U; S; VH = SV D(� )
2 x = U[:; 0]

p
S[0]

3 y = V [:; 0]
p

S[0]
4 � rank = xyH

It should be noted here that in Algorithm 12, we use pseudo-inverse operators instead of adjoints for

our magnitude back-projection. Because our problem is disjoint per diagonal on the outer product ofxyH ,

we found that computing these pseudo-inverses added little time to computation and typically provided

faster convergence compared to using adjoints. Using the adjoint typically works well when properly

scaled, but takes more iterations to converge.
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Algorithm 12: Alternating Magnitude Backprojection and Rank Constrained Minimization (Ma-
trix AltMin)

Data:
hi [k] = jci x0

N
k di y0j2 + � i [k] 2 RI � (M + N � 1)

c 2 CI � M ; d 2 CI � N

Parameters:
thresh = 1e � 6
maxIts = 1000
Result: x 2 CM ; y 2 CN

1 �  0 2 CM � N

2 for( k = [ � M + 1 ; � M + 2 ; ::: ; N � 1 ) f
3 rows = l[k] : 1 : u[k]
4 cols = l[k] : 1 : u[k] + k
5 Ak = c[:; rows] � d� [:; cols] // Ak 2 CI � (u � l )

6 A+
k = pinv( Ak )

7 g
8 for( ii = 0 ; 1; ::: ; maxIts � 1 ) f
9 � old  �

10 � mag = MatrixMagProject( �; A k ; A+
k ; h)

11 � = MatrixRankProject( � mag )
12 if jj � � � old jj2

2=jj � jj2
2 < thresh then

13 break
14 else if ii == maxIts then
15 break
16 g
17 U; S; VH = SV D(� )
18 x = U[:; 0]

p
S[0]

19 y = V [:; 0]
p

S[0]

4.4.4 Tensor Projective Algorithms

As outlined in Chapter 4.2.5.3, ICC can be viewed as taking linear measurements of a rank-one,

fourth-order tensor X = x0 
 y�
0 
 x �

0 
 y0. As an alternative to matrix-based projective algorithms, which

still involve phase retrieval, one can attempt to directly estimate the tensor X and then factor this tensor

to obtain estimates of x0 and y0.

Tensor iterative hard thresholding [145, 157] is a two step protective algorithm that alternates between

back-projecting error and promoting low tensor rank. To promote low tensor rank, we use the Tucker

decomposition to reduce our tensor, then use only the top eigenvector to reconstruct a rank-one tensor as

shown in Algorithm 13. Measurements in the back-projection step are still disjoint overk, and therefore

this step can be broken intoM + N � 1 back-projections as shown in Algorithm 14; we again choose

pseudo-inverses over adjoints. The complete alternating minimization algorithm that employs both of these

projections is detailed in Algorithm 15. At low measurement counts, Algorithm 15 may converge to tensors

with smaller or larger norm magnitude if this algorithm is initiated at zero or randomly. For this reason,
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results are scaled by Algorithm 16 rather than by core tensor value, as it typically provides a better

estimate of scale. At higher measurement counts, when Algorithm 15 converges to a tighter estimate of

x; y, the scaling factor is typically identical to
p

c=2, wherec is the single value of the core tensor. Tensor

decompositions in this project were performed using the Python tensor decomposition package Tensorly

[158]. Conceptually, in the same way PhaseLift [12] lifts the non-linear inversion of linear phase retrieval to

linear low-rank matrix recovery, we have lifted the non-linear inversion of low-rank phase retrieval to linear

low-rank tensor recovery. Additional notation useful in this section includes: � is the current estimate of

x0 
 y�
0 
 x �

0 
 y0; � back is � added to the backprojection of its forward error, and � rank is the rank-one

projection of � .

Algorithm 13: Rank-one tensor projection (TensorRankProject)
Data:
� 2 CM � N � M � N

Result: � rank

1 v[0]; v[1]; v[2]; v[3] = tucker( �; rank = [1 ; 1; 1; 1])
2 � rank = v[0] 
 v[1] 
 v[0]� 
 v[1]�

Algorithm 14: Tensor error back-projection (TensorBackProject)
Data:
� 2 CM � N � M � N

Ak ; forward operator for all k
A+

k ; pseudo-inverse of each forward operator
hi [k] = jci x0

N
k di y0j2 + � i [k] 2 RI � (M + N � 1)

Result: � back ; e 2 R Frobenius error
1 e = 0
2 � back  0 2 CM � N � M � N

3 for( k = [ � M + 1 ; � M + 2 ; ::: ; N � 1 ) f
4 rows = l[k] : 1 : u[k]
5 ii = repeat( rows; u � l )
6 jj = tile( rows; u � l ) + k
7 kk = ii + k
8 ll = jj + k
9 
atKSection = � [ii; jj; kk; ll ]

10 error = hk � Ak 
atKSection
11 backProject = A+

k error
12 � back [ii; jj; kk; ll ] = � [ii; jj; kk; ll ] + backProject
13 e = e+ jjerrorjj2

F

14 g
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Algorithm 15: Iterative hard tensor thresholding (Tensor AltMin)
Data:
hi [k] = jci x0

N
k di y0j2 + � i [k] 2 RI � (M + N � 1)

c 2 CI � M ; d 2 CI � N

Parameters:
thresh = 1e � 6
maxIts = 1000
Result: x 2 CM ; y 2 CN

1 �  C (0; 1) 2 CM � N � M � N

2 for( k = [ � M + 1 ; � M + 2 ; ::: ; N � 1 ) f
3 rows = l[k] : 1 : u[k]
4 ii = repeat( rows; u � l )
5 jj = tile( rows; u � l ) + k
6 kk = ii + k
7 ll = jj + k
8 for( i = [ 0 ; 1; ::: ; I � 1] ) f
9 vk [i ] = diag( c[i; :]d[i; :]H ; k)

10 Ak [i; :] = 
atten( vk [i ] 
 vk [i ]� )

// Ak 2 CI � (u � l )2

11 g
12 A+

k = pinv( Ak )
13 g
14 for( ii = 0 ; 1; ::: ; maxIts � 1 ) f
15 � back ; e = TensorErrorProject( �; A k ; A+

k ; h)
16 � = TensorRankProject( � back )
17 if e < thresh then
18 break
19 else if ii == maxIts then
20 break
21 g
22 X; Y � ; X � ; Y = tucker( �; rank = [1 ; 1; 1; 1])
23 x; y = measurementScale(X; Y; h; c; d)

Algorithm 16: measurementScale
Data:
x 2 CM ; y 2 CN

c 2 CI � M ; d 2 CI � N

hi [k] = jci x0
N

k di y0j2 + � i [k] 2 RI � (M + N � 1)

Result: x; y correct relative scaling
1 H i [k] = jci x

N
k di yj2

2 ratio = mean( H i [k]=hi [k]8i; k )
3 scale = ratio1=4

4 x = x=scale
5 y = y=scale

109



4.4.5 Alternating Projections and Variants

Projective algorithms have been studied in the context of phase retrieval for many years, and variants

studied dating back to the early 2000's demonstrated superior rates of convergence. Relaxed Averaged

Alternating Re
ections (RAAR) [31] is one such algorithm and is widely used. We have adapted RAAR to

both the matrix and tensor projective algorithms in an attempt to improve rates. RAAR algorithms used

here assume there are two projection operatorsP1; P2, which for us are the functions MatrixRankProject

and MatrixMagProject for the matrix case, and TensorRankProject and TensorBackProject for the tensor

case. With P1; P2 so de�ned, RAAR variants of our matrix and tensor initializers are identical to their

alternating minimization counter-parts, with the exception of a new update step per iteration shown for

RAAR in Algorithm 17. This update step depends on two parameters�; � ; in numerical tests, we �nd that

setting � = 0 :9 and � = 0 :5 works well.

Algorithm 17: RAAR update for single iteration
Data:
� i current guess
Parameters:
� = :9
� = :5
Result: � i +1

/* At iteration i */
1 r 1 = 2P2(� i ) � � i

2 r 2 = 2P1(r 1) � P2(� i )
3 m1 = � (�r 2 + (1 � � )� i )
4 m2 = (1 � � )P2(� i )
5 � i +1 = m1 + m2

4.5 Performance Results

4.5.1 Numerical Testing

Initial results for numerical Monte-Carlo testing of algorithms are presented in this section. For the

purposes of testing,x0 � C (0; IM ), y0 � C (0; IN ), and eachci � C (0; IM ) and di � C (0; IN ) for all

i = [0 ; 1; :::; I � 1].

Figure 4.6 displays the resulting error of the initializers developed in Chapter 4.4 over several trials

with free variables M = N and I . Error in Figure 4.6 for a given estimate x; y of x0; y0 is calculated as

jjx0 � min �;� (�xe j�n )jj2=jjx0jj2 times jjy0 � min �;� (�ye j�n )jj2=jjy0jj2, the product of unambiguous,

normalized error in x and the unambiguous, normalized error iny. Figure 4.6 shows the percentage over

which this error product was below -3 dB over several experiments. Each initializer was allowed to iterate

maxIts = 1000 times and was required to terminate at a threshold condition ofthresh = 1e � 6. The
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maximum number of iterations was typically reached for low numbers of measurementsI , while the

threshold condition was typically reached in higher measurement regimes.

Figure 4.6 Various initializers are compared, and the resulting error in thex; y estimates are multiplied and
shown as a function ofM = N and I . With respect to problem size M; N , tensor methods require less
measurementsI than matrix methods. At the scales presented here, spectral methods do not show any
dramatic improvement over the random initializer. Trial spaces presented in black were not tested due to
prohibitive processing time.

Based on the output from experiments in Figure 4.6, we run L-BFGS-B Wirtinger descent initialized

with the result of the various initialization algorithms. The �nal product of unambiguous errors (after

Wirtinger descent) is shown in Figure 4.7. Figure 4.8 shows the median total runtime from initializer

through descent for the tests run in Figure 4.7.

From the numerical results presented here, tensor initializers allow convergence from a reduced number

of ICC measurements, but this comes at the expense of a much longer run time. Otherwise, there appears

to be no de�nite advantage in using an initializer before Wirtinger descent for this problem.
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Figure 4.7 Various initializers are followed with Wirtinger descent, and the resulting error in the x; y
estimates are multiplied and shown as a function ofM = N and I . Compared to random initialization,
there does not appear to be a strong improvement from the spectral initializer or the matrix alternating
minimization methods when followed by Wirtinger descent. Only the iterative hard tensor thresholding
initialization methods appear to place the Wirtinger descent in a more advantaged initial point than
random.

4.5.2 Complexity

As demonstrated in Figure 4.8, tensor methods typically take much longer to compute than matrix

alternating methods and randomly initialized gradient descent. This merits a discussion on the memory

and per iteration computational complexity of the presented methods, along with a discussion on their

scalability to practical problem sets. For the purposes of this discussion, we focus comparison to Matrix

AltMin, Tensor AltMin, and Wirtinger descent. RAAR per iteration complexity will be a constant multiple

more complex than alternating minimization methods, and spectral initializers are not discussed here

because of their ine�ectiveness demonstrated in Chapter 4.5.1. Common terms appear in both the

discussion of computational and memory complexity, which are listed and simpli�ed here.
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Figure 4.8 Various initializers are followed with Wirtinger Descent, and resulting runtimes are shown as a
function of M = N and I . Tensor methods take signi�cantly longer than other approaches studied.

ˆ Q = min( M; N ) � min(M; N � k) � min(0; k) bounds the length of each diagonal in the matrix

xyH .

ˆ P = max( M; N ).

ˆ SVD computational complexity for a matrix xyH 2 CM � N is O
�
P2Q + Q3

�
[159].

ˆ Tensor t-HOSVD computational complexity for a tensor xyH xH y 2 CM � N � M � N is O
�
P2Q2

�
[160].

ˆ K is used to simplify expressions whenQ; P are roughly the same value, e.g.Q � P � K .

4.5.2.1 Memory Complexity

Persistent memory storage between each iteration is presented in Table 4.1.

Matrix AltMin stores only two leading guess vectors (P; Q terms), a matrix that is their outer product

(QP terms), and the adjoint or pseudo-inverse matrices that relate measurements to diagonals

((P + Q � 1) � Q � I terms). The adjoint matrix dominates memory complexity and scales asO(IK 2).
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Tensor AltMin stores two leading guess vectors (P; Q terms), a tensor that represents the fourth-order

outer product terms (P2Q2 terms), and a collection of matrices that relate measurements to subsections of

the outer product tensor (P + Q � 1 matrices of I � Q2 terms). The tensor and measurement matrices

dominate here and scale asO(IK 3 + K 4).

Basic Wirtinger methods per iteration store current best guess and scale linearly asP + Q. However, to

achieve the computation complexity listed earlier, it is convenient to pre-compute outer products ofci ; di

and store them. This requires a memory structure with sizeIPQ ! O (IK 2). More complex algorithms

may store additional information like previous guesses or an estimate of Hessian, but are not presented here.

Table 4.1 Memory and Computational complexity per iterations of presented algorithms.

Algorithm Memory Compute
Matrix AltMin O

�
IK 2

�
O

�
IK 2 + K 3

�

Tensor AltMin O
�
IK 3 + K 4

�
O

�
IK 3 + K 4

�

Gradient O
�
IK 2

�
O

�
IK 2

�

4.5.2.2 Computational Complexity

Operations per iteration for each algorithm is presented in Table 4.1 in units of complex 
oats.

Matrix AltMin is a series of matrix multiplications back-projecting error from measurements to

diagonals (P + Q � 1 matrix multiplies of size I � Q) followed by an SVD (O
�
P2Q + Q3

�
listed above).

SVD and matrix multiplies both contribute similar complexity, and gathering terms yields O(IK 2 + K 3).

Tensor AltMin is a series of matrix multiplications back-projecting error from measurements to

sub-sections of a fourth-order tensor (P + Q � 1 matrix multiplications of size I � Q2) followed by a

HOSVD (O
�
P2Q2

�
from above). Matrix multiplication and HOSVD both contribute similar complexity,

and gathering terms yieldsO(IK 3 + K 4).

Gradient calculations produce an estimate ofgi [k] (2Q multiplies per i; k ), followed by a subtraction of

ei [k] = hi [k] � j gi [k]j2 (Q multiplies per i; k ). Weighting each diagonal � i [k] is a multiplication by ei and gi

(2Q multiplies per i; k ). This process is repeated four times for each subsection of the gradient to produce

a total of 20Q operations per i; k . Accounting for each diagonal and measurement, we arrive at a total of

16Q � (P + Q � 1) � I yielding a generic complexity ofO(IK 2).

4.5.2.3 Scalabliity

Based on the computational complexity and memory complexity per iteration, gradient techniques are

roughly as complex as Matrix AltMin, while tensor techniques require vastly more resources than gradient

descent and Matrix AltMin. In our own studies, the resource intensity of tensor problems quickly grew to
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be prohibitive as is visible in the cropping in Figure 4.7.

Note from Table 4.1 that each term depends onK or on both K and I . Based on the phase-transition

diagrams presented in Figure 4.7, we see that all algorithms converge whenI is on the order ofK (ignoring

log factors). Based on the assumption thatI � K , we see that Matrix AltMin and gradient techniques are

roughly equal in memory complexity and are both an order ofK less complex than tensor techniques.

For practical problems moving forward, gradient descent approaches o�er both an e�cient and scalable

technique for solving for signals from the intensity of cross-correlation with tensor initializers o�ering slight

bene�t only when the problem size is small enough that the computational expense can be spared.

Comparing to existing state-of-the-art algorithms built from Matrix Altmin, gradient methods are

equivalently complex in both memory and computation but appear to have superior recovery rates for

lower measurement count as shown in Figure 4.6 and Figure 4.7.

Using tensors to solve for low-dimensional approximations ofx; y may be an e�ective way to initialize

gradient descent while maintaining low computational cost, but remains a topic of future research.

4.5.3 Convergence

4.5.3.1 Toward Theoretical Bounds

The intensity-based cost function studied in ICC was selected in part because it is possible to take an

expectation value with respect to measurement vectorsc; d when these vectors are assumed to be

constructed using random distributions in phase and amplitude. For this discussion, as in the numerical

experiments in Chapter 4.5.1, we treatc; d as independent and identically distributed (i.i.d.) complex

Gaussian vectorsc; d � CN (0; IM ); CN(0; IN ). This practice is typical in phase retrieval studies because

complex Gaussian measurements provide a generic measurement type with known moments and because

recovery from Gaussian measurements has been demonstrated to be near optimal [161]. Expectations can

be calculated by lifting polynomial interactions in the cost function to appropriate tensor orders. Bounding

deviation from this asymptotic landscape is a straightforward approach to creating theoretical

requirements for the number of measurements required for convergence [29]. The gradient and Hessian of

the expected value of cost can provide insight into regions over which convergence could be expected,

impossible, or plagued by erroneous local minima.

Toward this end we have obtained derived the expectation of the cost function presented in 4.8, as well

as the gradient of the expectation. The results are constructed of tightly coupled terms ofx; y; x 0; y0 and

diagonals of the outer product ofxyH and x0yH
0 . This tight coupling is not surprising considering that the

Wirtinger gradient of cost for x; y is a linear function of y; x respectively modi�ed by cross terms ofx; y

contained in gi [k]. This dependence on cross-terms makes it di�cult to analyze the function, and further
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work is needed to determine the regions of convergence of the cost function. Our derivations are presented

in Appendices 4.8.5 and 4.8.6. We also present a brief numerical study of the convergence of gradient

descent in 4.5.3.2.

Outside of our studies of asymptotic cost function, we can make two comments on convergence based

on the Wirtinger gradient and Hessian shown in 4.9 and 4.10.

First, the point x = 0; y = 0 is a point of both zero gradient and zero Hessian. All terms in the gradient

and Hessian are either directly dependent onx; y or indirectly through gi [k]. This point has no gradient

and no curvature and is therefore unsuitable as a starting point for our descents, prompting random

initialization. This also implies that a global convergence guarantee cannot be established, though a local

guarantee may still be possible.

Second, the matrix U(x; y) =
P I � 1

i =0

P N � 1
k= � M +1 ei [k]gi [k]� �

i [k] contains signi�cant geometric information

of the cost function due to its ubiquity in the gradient and Hessian alike. Examining the gradient in 4.9, we

see that gradient will go to zero at points other than ambiguities of the ground truth if x; y are in the left

and right-hand null space of U(x; y) respectively. Were it not for the presence ofgi [k], this problem would

largely be solvable with statements about the relationship betweenx; y and c; d vectors; however thisgi [k]

term modi�es what would be an ordinary quadratic hdiag(ci ; dH
i ; k); x � yT i to a higher-order interaction.

We believe that understanding the behavior ofU(x; y) and its variations present in the Hessian is critical

to understanding the regions of convergence.

4.5.3.2 Numerical Convergence Analysis

By �tting models against the phase transition plots shown in Figure 4.7, we aim to provide some

estimate of the convergence rate of randomly initialized Wirtinger descent using the procedure outlined

below.

1. For eachM; N �t the phase transition plot for randomly initialized Wirtinger descent to a

generalized logistic function (GLF) as a function of I :

GLF (I; a; b; c) =
1

(1 + e� a� ( I � b) )1=c
: (4.12)

2. For every GLF function �t, determine where the GLF crosses the points .25, .5, and .75 to provide

estimates of the 25%, 50%, and 75% convergence rates of randomly initialized ICC problems

converging to a correct answer.

3. Fit a linear, square-root, and log-linear function to these crossings as a function ofM; N , and

determine which function �ts data with least mean-squared error.
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The GLF function was used here to approximate columns of the phase transition plot because of its low

complexity and generalizability for monotonic functions transitioning between 0 and 1. The linear,

square-root, and log-linear functions �t to resulting GLF crossings are outlined in 4.13, 4.14, and 4.15. All

variables that are not M are free variables.

f linear (M ) = aM + b (4.13)

f sqrt (M ) =
p

aM + b+ c (4.14)

f loglin (M ) = log( aM + b)(cM + d) (4.15)

Functions in 4.13, 4.14, and 4.15 were �t to the resulting GLF crossings and the residual mean squared

error is listed in Table 4.2. The log-linear function �ts the crossing data with least error consistently for

the 25%, 50%, and 75% convergence rate. The �ts extracted for the log-linear function are plotted over the

phase-transition diagram in Figure 4.9.

Figure 4.9 25%, 50%, and 75% log-linear functions plotted against the phase-transition plot. Note the
phase transition plot shows the average number of trials that converge to within 1% relative error of
ground truth.
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We suspect based o� these brief numerical experiments that the number of measurementsI required to

converge with constant success rate is approximately log-linear with respect to problem complexityM; N

with parameters listed in Table 4.3. Note that the additive parameter b in the log-linear expression

consistently solved to be insigni�cant and is not listed.

Table 4.2 Residual MSE for various �t functions vs. convergence rate

25% 50% 75 %
Linear 2.54 2.42 2.94

Square-root 1.06 1.43 2.91
Log-linear .76 .92 1.82

Table 4.3 Measurement count per convergence rate �t to log-linear function of problem complexity

I 25% log(:44M )( :035M + 3 :9)
I 50% log(:89M )( :041M + 3 :7)
I 75% log(2:3M )( :047M + 3 :3)

4.5.4 Amplitude Cost

Recent advances in gradient-based phase retrieval have studied nuanced intializers, reweighting and

truncation steps, and additional cost functions [153, 154]. Useful comparisons of existing reweighting,

truncation, and cost function variations have been studied in [156] and [13]. One of the more broadly

recognized improvements to gradient techniques has studied the transition to an amplitude cost function

like that in 4.17 as opposed to an intensity cost function like the one shown in 4.16.

l int (z) =
1

2M

MX

i =1

�
y[i ] � j A[i; :]zj2

� 2
(4.16)

lamp (z) =
1

2M

MX

i =1

� p
y[i ] � j A[i; :]zj

� 2
(4.17)

Despite performance improvements demonstrated in ordinary phase retrieval by amplitude techniques,

the research presented in this paper examines unweighted intensity-based approaches because the relative

simplicity of the intensity cost function seemed a more straightforward route toward theoretical guarantees

via geometric analysis. As demonstrated in Appendices 4.8.5 and 4.8.6, the intensity cost function can be

studied in the asymptotic landscape with expectations because its polynomial admits an expectation when

lifted to a tensor inner product. The amplitude construction cannot be made into a linear inner product by

lifting because it is not constructed from polynomials.
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While this paper primarily addresses the e�cacy of an intensity-based cost function presented in 4.8, it

is worth demonstrating that amplitude-based cost functions present a viable approach to the pulse

characterization problem. To demonstrate this, we devised a head-to-head comparison of the cost function

in 4.8 and a cost function formulated in 4.18.

f (x; y) =
1
2

I � 1X

i =0

N � 1X

k= � M +1

� p
hi [k] �

q
xT � i [k]y� xH � �

i [k]y
� 2

: (4.18)

We run an experiment on a �xed problem sizeM = 16 for varying measurement countsI and record the

error of their solutions as well as the run-time over many trials. Each experiment is initialized randomly

and ground truth and measurements are constructed from i.i.d. complex Gaussian random variables. Both

intensity and amplitude gradient descents are initialized from precisely the samex init ; yinit . To provide a

fair head-to-head for the intensity and amplitude cost functions, gradient is estimated numerically with

identical function parameters using the L-BFGS-B algorithm in the Scipy optimization library [25] as

equations for amplitude gradient have not yet been veri�ed and implemented. The measurements used in

this experiment are provided to each algorithm without noise.

Figure 4.10 Over 256 trials, amplitude and intensity-based cost functions solve for objective variables from
phaseless modulated cross-correlation measurements. The top plot shows the percentage of trials that meet
a minimum ground truth error requirement, and the bottom plot shows the average duration for each
gradient descent.
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Results of this experiment demonstrated in Figure 4.10 show that the amplitude-based cost does

marginally improve the percentage of trials that converge to ground truth over the intensity-based cost

function. Amplitude-based trials appear to converge on their solution at a faster rate, typically in about

two thirds the amount of time of the intensity approach in this experiment. This result encourages future

examination of amplitude-based cost functions applied to the pulse characterization problem.

4.6 DSCAN

DSCAN [144] is a simple time-resolved phaseless auto-convolution technique that modulates the

spectrum of a pulse with a known phase-pro�le. This pulse is squared in its time domain and the spectral

intensity is measured at a spectrometer, resulting in the intensity of modulated pulse spectrum

auto-convolution. Our technique is adapted to this problem wherex0 and y0 (and conversely,c; d) are

conjugate time reversals of each other.

4.6.1 Prior Art Comparison

Wilhelm et. al [144] introduce techniques in DSCAN to resolve multi-mode phase retrieval. Multi-mode

retrieval is a generalized problem to ICC in which multiple pulses exist in a pulse train (i.e, multiple

x0; x1; ::: and y0; y1; :::) and integrate in the same measurementshi [k]. Multi-mode may be possible with

techniques in this paper, for example by changing the rank solved for in iterative algorithms and

concatenating additional x; y as descent variables, but is not tested in this paper.

When applied to singular modes, as done in this paper, the technique presented in [144] is an

alternating minimization (referred to in this section as AltMin) that uses a forward and backward model to

iterate between applying an average in the pulse spectral domain and applying a magnitude constraint in

the measurement domain. With a minor adaptation, our algorithm can be compared directly with this

algorithm to determine its suitability for pulse retrieval.

Each algorithm was seeded identically, starting with a vector of1. Pulses of lengthN = 64 were

generated with a Gaussian magnitude envelope and random spline phase pro�le. Grating position bounds

on DSCAN generation were �xed to 1 mm in each scan direction. With �xed scan bounds, scan steps span

the measurement range uniformly with gradually increasing step counts between 20 and 100 grating

positions. Results presented here are conducted for the noiseless case. Results comparing error in retrieved

x0 are shown in Figure 4.11 against identical synthetic data. Results show that Wirtinger descent has more

consistent success at lower measurement count than AltMin. In Figure 4.11, some �nal errors displayed in

the histogram for AltMin are lower than Wirtinger descent di�erent because of the termination criteria

tuning. In this experiment, success rates for Wirtinger descent begin to decline for higher measurement
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count. It may be that decreasing distinction betweenci vectors by decreasing step size (DSCAN grating

boundaries are �xed) complicates convergence, but the cause is still under investigation.

Figure 4.11 Alternating minimization current state-of-the-art is compared with Wirtinger descent
presented in this paper. Final results of each algorithm are binned and displayed in the top �gure; failure
and success distributions are on either side of a chosen success threshold 2� 5. Over 64 trials, each
algorithm was seeded identically with identical data, and their ability to return a result below the
threshold is displayed against measurement countI in the two middle �gures. Their average (over the
vertical dimension of the middle �gures) is shown in the bottom two plots.

4.6.2 Evaluation on Real Data

Finally, we have applied Wirtinger descent to the single mode data-set used in [144]. The data set

represents a spectrometer intensity measurement at 500 positions of the grating screen in the DSCAN

system; these positions are symmetric about its zero position and stepped across 5mm in each direction.

Grating density d is 1400 lines/mm and angles in and out of the system were held at 34:05� . Spectral

density of the measurement permitted a recoverable pulse width ofM = 320 samples. The initial vector

state for both the Wirtinger descent and AltMin was held as a complex vector ofx = 1M . At convergence,

the recovered vector was able to regenerate the measured dataset to 4.3% Frobenius error, with input and

recreated data set presented in Figure 4.12. AltMin is able to regenerate measured dataset to 10.1%

Frobenius error.
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Figure 4.12 Following the practice of pulse recovery papers [52, 143, 144, 152], we show the measured
DSCAN dataset against the forward model for the DSCAN setup on our recovered spectrum. The two
results are nearly identical, and di�er in Frobenius norm by only 4.3%.

Figure 4.13 Two algorithms recover the spectral pro�le of a pulse from DSCAN measurements. The solid
blue line represents the spectrometer measurement of the intensity of the spectrum of the pulse, a direct
measurement of ground truth intensity for the spectrum. The solid orange line shows the recovery of
intensity made by the alternating minimization algorithm presented in [144]. The broken orange line is the
phase of the recovered pulse. The solid red line is the intensity pro�le recovered by Wirtinger descent
initialized with alternating minimization. The broken red line is the recovered pulse phase using Wirtinger
descent.
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When the ambiguous linear component of the spectral phase is subtracted o�, the recovered vector

highly resembles the AltMin recovery and accompanying spectrometer measurement shown in Figure 4.13.

The recovered trace comparison in shows the e�cacy of the Wirtinger descent techniques of this paper as a

drop in alternative to existing recovery algorithms.

4.7 Conclusion

In this chapter, we adapted the phase retrieval techniques of Wirtinger descent to a new intensity of

cross-correlation problem. We highlighted a key di�erence in this problem from existing low-rank phase

retrieval literature in the lack of phase-coherence between the recovered diagonals of the outer product

matrix xyH . This lack of coherence makes traditional spectral initializers fail and motivates techniques

that are able to combine this phase information coherently. We achieved this using a novel low-rank tensor

initializer based on iterative hard tensor thresholding. We demonstrated that when used as an initializer to

Wirtinger descent, low-rank tensor initialization is superior to matrix alternating minimization and adapted

spectral initializers with respect to measurement count at the expense of greater computational burden.

Wirtinger descent over intensity-based cost functions were demonstrated to out-perform state-of-the-art

matrix alternating-minimization by inverting ICC problems with fewer measurements for comparable

memory and computational cost. Finally we demonstrate the ability of our recovery algorithms to operate

on real data, recovering objective variables comparable to current state-of-the-art with little adaptation.

Further analysis of the forward operator is in progress, where examinations of the geometric landscape

of the Wirtinger objective function may lend insight into convergence properties of Wirtinger descent in

the style of [29].
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4.8.2 Cost, Gradient, Hessian with a Single Variable

Concatenating the variablesx and y into one vector z =
�
xT ; yT

� T
2 CM + N , we may rewrite the cost

function (4.8) simply as

f (z) =
1
2

X

i;k

�
hi [k] � zT � i [k]z� zH � �

i [k]z
� 2

=
1
2

X

i;k

ei [k]2; (4.19)

where

� i [k] =
�

0M � M � i [k]
0N � M 0N � N

�
: (4.20)

This new cost function is quartic with respect to the variable z and has a well-de�ned Wirtinger

gradient and Hessian. Similarly, we may expressgi [k] (de�ned above (4.8) asxT � i [k]y� ) in terms of z as

gi [k] = zT � i [k]z� .

Producing a Wirtinger gradient will proceed much in the same manner as [29]. The Wirtinger gradient

of f (z), with z complex-valued, is de�ned as

r f (z) =
� @f

@z
@f
@z�

� H
: (4.21)

Note that the partial derivatives in (4.21) are taken to be row vectors. Moreover, according to the

Wirtinger calculus, the partial derivative @f
@z is computed assumingz� (and zH ) is �xed, while the partial

derivative @f
@z� is computed assumingz (and zT ) is �xed [28].

Di�erentiating f (z) in (4.19) with respect to z yields

@f
@z

=
@
@z

1
2

X

i;k

ei [k]2 = ei [k]
@ei [k]

@z
; (4.22)

where

@ei [k]
@z

= � zT �
� i [k]z� zH � �

i [k] + � H
i [k]z� zH � T

i [k]
�

= �
�
gi [k]zH � �

i [k] + g�
i [k]zH � T

i [k]
�

: (4.23)
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Di�erentiating with respect to z� yields

@f
@z�

=
@

@z�
1
2

X

i;k

ei [k]2 = ei [k]
@ei [k]
@z�

; (4.24)

where

@ei [k]
@z�

= � zH �
� �

i [k]zzT � i [k] + � T
i [k]zzT � H

i [k]
�

= �
�
g�

i [k]zT � i [k] + gi [k]zT � H
i [k]

�
: (4.25)

Collecting terms, we arrive at the following expression for the Wirtinger gradient:

r f (z) =

 
@f
@z

H

@f
@z�

H

!

=
X

i;k

ei [k]

 
@ei [k ]

@z

H

@ei [k ]
@z�

H

!

; (4.26)

where

 
@ei [k ]

@z

H

@ei [k ]
@z�

H

!

= �
�

gi [k]� �
i [k]z + g�

i [k]� T
i [k]z

g�
i [k]� i [k]z� + gi [k]� H

i [k]z�

�
:

The Wirtinger Hessian of f (z), with z complex-valued, is de�ned as

r 2f (z) =

0

B
@

@
@z

�
@f
@z

� H
@

@z�

�
@f
@z

� H

@
@z

�
@f
@z�

� H
@

@z�

�
@f
@z�

� H

1

C
A (4.27)

Using (4.26), we have that the individual components of the Wirtinger Hessian are given by

@
@z

�
@f
@z

� H

=
X

i;k

@ei [k]
@z

H @ei [k]
@z

+ ei [k]
@
@z

@ei [k]
@z

H

; (4.28)

@
@z�

�
@f
@z

� H

=
X

i;k

@ei [k]
@z

H @ei [k]
@z�

+ ei [k]
@

@z�
@ei [k]

@z

H

; (4.29)

@
@z

�
@f
@z�

� H

=
X

i;k

@ei [k]
@z�

H @ei [k]
@z

+ ei [k]
@
@z

@ei [k]
@z�

H

; (4.30)

and

@
@z�

�
@f
@z�

� H

=
X

i;k

@ei [k]
@z�

H @ei [k]
@z�

+ ei [k]
@

@z�
@ei [k]
@z�

H

: (4.31)
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The partial derivatives of ei [k] with respect to z and z� appear in equations (4.28){(4.31) and have already

been computed in equations (4.23) and (4.25). Computing the remaining terms in equations (4.28){(4.31)

requires the following second derivatives:

@
@z

@ei [k]
@z

H

= � gi [k]� �
i [k] � g�

i [k]� T
i [k]

� � �
i [k]zzH � T

i [k] � � T
i [k]zzH � �

i [k]; (4.32)

@
@z

@ei [k]
@z�

H

= � � H
i [k]z� zH � T

i [k] � � i [k]z� zH � �
i [k]; (4.33)

@
@z�

@ei [k]
@z

H

= � � �
i [k]zzT � i [k] � � T

i [k]zzT � H
i [k]; (4.34)

@
@z�

@ei [k]
@z�

H

= � gi [k]� H
i [k] � g�

i [k]� i [k]

� � i [k]z� zT � H
i [k] � � H

i [k]z� zT � i [k]: (4.35)

Finally, it is very useful to decompose the Wirtinger Hessian into two sections based on their structure

within the sum. As shown below, one of these terms is a direct sum of outer products and the other is a

sum that contains several terms that decompose to an outer product. We have:

r 2f (z) = A1 + A2 (4.36)

where

A1 =
X

i;k

 
@ei [k ]

@z

H @ei [k ]
@z

@ei [k ]
@z

H @ei [k ]
@z�

@ei [k ]
@z�

H @ei [k ]
@z

@ei [k ]
@z�

H @ei [k ]
@z�

!

=
X

i;k

a1aH
1

with

a1 =

 
@ei [k ]

@z

H

@ei [k ]
@z�

H

!

= �
�

gi [k]� �
i [k]z + g�

i [k]� T
i [k]z

g�
i [k]� i [k]z� + gi [k]� H

i [k]z�

�
;

and

A2 =
X

i;k

ei [k]

 
@

@z
@ei [k ]

@z

H @
@z�

@ei [k ]
@z

H

@
@z

@ei [k ]
@z�

H @
@z�

@ei [k ]
@z�

H

!

= �
X

i;k

ei [k]
�
a2;1aH

2;1 + a2;2aH
2;2 + A2;3

�

with
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a2;1; a2;2 =
�

� �
i [k]z

� H
i [k]z�

�
;
�

� T
i [k]z

� i [k]z�

�

A2;3 =
�

� T
i [k]g�

i [k] + � �
i [k]gi [k] 0

0 � i [k]g�
i [k] + � H

i [k]gi [k]

�
:

4.8.3 Cost Function Ambiguities

Let xa and ya be as de�ned in (4.11), and note that to prove f (x; y) = f (xa ; ya) for f de�ned in (4.8),

it su�ces to prove that

xT � i [k]y� xH � �
i [k]y = xT

a � i [k]y�
axH

a � �
i [k]ya

for all i; k . To that end, write

xT
a � i [k]y�

axH
a � �

i [k]ya

=
u[k ]X

r = l [k ]

u [k ]X

s= l [k ]

xa [r ]ci [r ]y�
a [r + k]d�

i [r + k] � x �
a [s]c�

i [s]ya [s + k]di [s + k]

=
u[k ]X

r = l [k ]

u [k ]X

s= l [k ]

xa [r ]x �
a [s]ya [s + k]y�

a [r + k] � ci [r ]c�
i [s]di [s + k]d�

i [r + k]

=
u[k ]X

r = l [k ]

u [k ]X

s= l [k ]

jaj2

jaj2
x[r ]x � [s]y[s + k]y� [r + k]ej� � ci [r ]c�

i [s]di [s + k]d�
i [r + k]

=
u[k ]X

r = l [k ]

u [k ]X

s= l [k ]

x[r ]x � [s]y[s + k]y� [r + k] � ci [r ]c�
i [s]di [s + k]d�

i [r + k]

= xT � i [k]y� xH � �
i [k]y;

where the fourth equality follows because

� = � x � � x + � y � � y + s � s + r � r + k � k = 0 :

4.8.4 Adaptation to Real Solvers

For numerical experiments, expressions for gradient and Hessian were provided to Scipy's minimize

function [25]. Because the function does not optimize over complex variables, the following translations

from Wirtinger gradient and Hessian to real and imaginary portions of the gradient and Hessian are

provided in 4.37 and 4.38 for a generic complex functionf (z).

r f real;imag (z) =
�

r z f + r z � f
j (r z � f � r z f )

�
(4.37)
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r 2f real;imag (z) =
�

f 1 + f 2 + f 3 + f 4 j (f 2 + f 4 � f 1 � f 3)
j (f 1 + f 2 � f 3 � f 4) f 1 + f 4 � f 2 � f 3

�

f 1; f 2 =
@
@z

(r z f ) ;
@

@z�
(r z f )

f 3; f 4 =
@
@z

(r z � f ) ;
@

@z�
(r z � f )

(4.38)

Here, r z f; r z � f are the �rst and second half of the Wirtinger gradient r f , di�erentiated respectively

with respect to z; z� then conjugate-transposed.

4.8.5 Expectation of Intensity-Based Cost Function

Determining the expectation of the cost function presented in 4.8 is done by lifting the non-linear

function to a linear inner product between higher-order tensors. The linearity that allows this expectation

to be evaluated is demonstrated in the tensor notation shown in 4.2.5.3. Here we assumeci ; di are i.i.d. and

drawn from CN(0; I ). We start from the cost function and gradually replace terms in 4.39. To reduce reuse

of outer product operators, throughout this section we interpret concatenation of tensor objects to be a

tensor outer product. Recall here that X = x 
 y� 
 x � 
 y, X0 = x0 
 y�
0 
 x �

0 
 y0, and L k
i = � �

i [k] 
 � i [k].

f (x; y ) =
1

2

I � 1X

i =0

N � 1X

k = � M +1

�
h i [k] � xT � i [k]y � xH � �

i [k]y
� 2

=
1

2

I � 1X

i =0

N � 1X

k = � M +1

�
h X0 ; L k

i i � h X ; L k
i i

� 2

=
1

2

I � 1X

i =0

N � 1X

k = � M +1

hX0X0 + X X � X 0X � X X 0 ; L k
i L k

i ; i

=

*

X0X0 + X X � X 0X � X X 0 ;
1

2

I � 1X

i =0

N � 1X

k = � M +1

L k
i L k

i

+

(4.39)

E [f (x; y )] =

*

X0X0 + X X ; E

2

4 1

2

I � 1X

i =0

N � 1X

k = � M +1

L k
i L k

i

3

5

+

�

*

X0X + X X 0 ; E

2

4 1

2

I � 1X

i =0

N � 1X

k = � M +1

L k
i L k

i

3

5

+

= hX0X0 + X X � X 0X � X X 0 ; L i (4.40)

The expectation of this problem shown in 4.40 then solely revolves on the expectation of the

eighth-order tensor 1
2

P N � 1
k= � M +1 (L k

i L k
i ). While the tensor (L k

i L k
i ) has eight indexing variables, each

variable is coupled with another as a function ofk, meaning that the only non-zero entries of the tensor

can be written in 4.41.

(L k
i L k

i )[q; q; r; r; s; s; t; t ] = c�
i [q]di [q + k]ci [r ]d�

i [r + k]

� c�
i [s]di [s + k]ci [t ]d�

i [t + k] (4.41)

q; r; s; t = [ � min(0 ; k); :::; min( M; N � k) � 1]
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The uniform phase distribution of the complex random vectorsc; d gives an expectation of zero for any

collection of variables that are of odd conjugate matching. This leaves only three combinations ofq; r; s; t

in 4.41 that result in non-zero expectations:

1. q = r = s = t which producesA1 = E
�
jcqj4jdq+ k j4

�
when Ei

�
(L k

i 
 L k
i )[q; q; q; q; q; q; q; q]

�

2. q = r 6= s = t which producesA2 = E
�
jcqj2jcs j2jjdq+ k j2ds+ k j2

�
when Ei

�
(L k

i 
 L k
i )[q; q; q; q; s; s; s; s]

�

3. q = t 6= r = s which producesA2 = E
�
jcqj2jcr j2jjdq+ k j2dr + k j2

�
when Ei

�
(L k

i 
 L k
i )[q; q; r; r; r; r; q; q]

�

Under our assumption that c; d are drawn i.i.d. from CN(0; I ), A1; A2 = 4 ; 1. Note here that in the

expectation, the sum overi multiplies now just a multiplication by I . Collecting indicator terms, we arrive

at an expression forL in 4.42. Here, concatenatedei indexing terms are joined as an outer product.

L = I (L0 + L1 + L2 )

L0 =
A 1 � 2A 2

2

N � 1X

k = � M +1

min( M;N � k ) � 1X

q= � min(0 ;k )

eq eq+ k eq eq+ k eq eq+ k eq eq+ k

L1 =
A 2

2

N � 1X

k = � M +1

min( M;N � k ) � 1X

q= � min(0 ;k )

min( M;N � k ) � 1X

s= � min(0 ;k )

eq eq+ k eq eq+ k es es+ k es es+ k

L2 =
A 2

2

N � 1X

k = � M +1

min( M;N � k ) � 1X

q= � min(0 ;k )

min( M;N � k ) � 1X

r = � min(0 ;k )

eq eq+ k er er + k er er + k eq eq+ k

(4.42)

We note here that in 4.42,L0 donates a term to L1 and L2 to simplify the sums and avoid the use of

indicator expressions that preventq = s; q = r respectively. Evaluating 4.40 with A1; A2 = 4 ; 1 with the

expression for expectation in 4.42, we arrive at the following expectation of the intensity cost function in

4.43.

E[f (x; y)] = I jjj x0yH
0 j2 � j xyH j2jj2

F

+ I
N � 1X

k= � M +1

�
jj zk

0 jj4
2 + jjzk jj4

2 � jj zk
0 jj2

2jj zk jj2
2 � jh zk ; zk

0 ij 2�
(4.43)

The expression in 4.43 is dense with functions overzk = diag( xyH ; k); zk
0 = diag( x0yH

0 ; k) as well as

absolute values of point-wise multiplications betweenx; y; x 0; y0, a di�culty that carries on to the gradient

of this function.

4.8.6 Gradient of Expectation

Derivation of Wirtinger gradient of the expectation of ICC cost is shown in 4.44. Because the

expressions are not cleanly representable as vectors, partial derivativesFx ; Fy shown in 4.45 and 4.46 are

indexed by i; j respectively. Only Fx and Fy are presented here for brevity;Fx � and Fy � will be their

conjugate respectively as 4.40 is a real valued function. As a shorthand here, we use concatenation to

imply outer products (e.g. x 
 y� 
 x � 
 y ! xy � x � y).
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r E[f (x; y)] =

0

B
B
B
B
@

�
@
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[i ]�
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@yE[f (x; y)]
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Fx [i ]
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1

C
C
A (4.44)

i; j = [0 ; 1; :::; M � 1]; [0; 1; :::; N � 1]

where

Fx [i ] = hyxy � (x � yxy � � x �
0y0x0y�

0 ; L [i; :; :; :; :; :; :; :])i

+ h(x � yxy � � x �
0y0x0y�

0 )yxy � ; L [:; :; :; :; i; :; :; :]i

=2 I x [i ]
�
jx[i ]j2jj yjj4
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�
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N � i � 1X

k= � i

jy[i + k]j2
�
jj zk jj2

2 � jj zk
0 jj2

2

�

+ I x [i ]
N � i � 1X

k= � i

jy[i + k]j2jj zk jj2
2

� I x 0[i ]
N � i � 1X

k= � i
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0 [i + k](zkH

0 zk ) (4.45)

and

Fy [j ] = hx � yx(x � yxy � � x �
0y0x0y�

0 ; L [:; :; :; j; :; :; :; :])i

+ h(x � yxy � � x �
0y0x0y�

0 )x � yx; L[:; :; :; :; :; :; :; j ]i

=2 I y [j ]
�
jy[j ]j2jj xjj4

4 � j y0[j ]j2jj x0xjj2
2

�

+ I y [j ]
jX

k= j � M +1

jx[j � k]j2
�
jj zk jj2

2 � jj zk
0 jj2

2

�

+ I y [j ]
jX

k= j � M +1

jx[j � k]j2jj zk jj2
2

� I y 0[j ]
jX

k= j � M +1

x[j � k]x �
0[j � k](zkH zk

0 ): (4.46)

Determination of where these expressions are positive, negative, and zero relies on the relationship

betweenx; y; x 0; y0 as well as second-order cross terms stored inzk ; zk
0 .

130



CHAPTER 5

PHASE RETRIEVAL FROM INTEGRATED INTENSITY OF AUTO-CONVOLUTION

Reproduced with permission from an article inSignal Processing4 [162]

Dan Rosen5, Daniel Scarbrough6, Je� Squier7, Michael B. Wakin 8

Ultra-fast optical pulses are the most ephemeral sensing paradigm ever devised, examining events over

incredibly brief timescales with broadband illumination. A consequence of sensing at timescales lower than

a picosecond is that pulse characterization cannot be done with traditional analog-to-digital samplers and

must be ascertained from integrating intensity sensors. Techniques for pulse characterization have been

constructed using combinations of time-invariant and time-variant �lter responses to create non-linear but

invertible intensity datasets (Walmsley & Dorrer, 2009). In this paper, we develop a novel high-order phase

retrieval technique to perform pulse characterization from a single-pixel integrating sensor measuring

integrated intensity of auto-convolution (IIAC). We examine gradient descent's ability to recover signals as

a function of signal dimension and measurement count, and we demonstrate the e�ective use of iterative

hard tensor thresholding as an initializer. Finally, we demonstrate IIAC recovery in a laboratory setting to

recover the time pro�le of a complex laser pulse. We assert that the IIAC recovery solution demonstrated

here simultaneously provides the optics community with a pulse characterization technique that scales to

low-power microscopy systems and provides the optimization community with a physically motivated

high-order phase retrieval problem enhanced by low-rank tensor processing.

5.1 Introduction

Phase retrieval theory has long been motivated by problems in optics because the vast majority of

measurements that are available in optics are intensity-based. Traditionally, the techniques of phase

retrieval have been applied in crystallography [101], coded-di�raction imaging [108], and ptychographic

imaging [114], where dense far-�eld images measure the intensity of a scaled objective plane Fourier

transform. Phase retrieval of this form constrains recovery against the Fourier kernel and typically employs

known spatial modulation masks as a set of linear constraint equations to recover complex objective plane

images [163].

4Details in Appendix B
5Primary author, author for correspondence, graduate student at Colorado School of Mines
6Postdoctoral researcher, Department of Physics, Colorado School of Mines, Permission details in Appendix B
7Professor of Physics, Colorado School of Mines
8Professor of Electrical Engineering, Colorado School of Mines
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Ultra-fast optics is the study of laser pulses that have been concentrated in time to durations between

10� 12 and 10� 18 seconds [149], o�ering a mechanism to explore events at small time-scales. The narrow

time duration of these pulses also o�ers a broad frequency spectrum with which to study material

properties and composition. Attempting to recover the pulse's complex spectrum, called pulse

characterization, requires techniques that are more complicated than traditional phase retrieval. Extremely

high bandwidth and unique behavior of light at optical frequencies prevent traditional in-phase/quadrature

(IQ) sampling and motivate phase retrieval from measurements constructed from time-variant and

time-invariant �lter sets [10]. A popular technique for creating time-variant �lters at time scales matching

the pulse is to use non-linear optical elements: crystals that produce output pulses whose phase and

amplitude are non-linear functions of input pulses. These non-linear e�ects can operate on a single pulse or

multiple pulses and a commonly employed subset of e�ects, called second harmonic generating (SHG), are

frequently represented as intensity of auto- and cross- convolution or correlation [18]. In the optimization

community, FROG pulse characterization has recently been studied as a higher-order phase retrieval

problem [53]. This problem was generalized to recover signals from intensity of cross-correlation and

formulated as a low-rank phase retrieval [16, 56] problem which could reliably be solved with Wirtinger

gradient techniques and enhanced with low-rank structured tensor recovery in Chapter 4.

We view in-series spectrographic (frequency-resolved) pulse characterization in two categories: those

modulated in the time domain, and those modulated in the frequency (wavelength) domain.

Time-modulation techniques use a probing pulse, either a copy of the pulse-under-test or a time-locked

secondary pulse, to element-wise modulate the pulse-under-test in a non-linear medium before being

measured by a spectrometer. FROG is the most widely used paradigm of this type [143].

Frequency-modulation techniques transform the pulse into a spatial wavelength domain in a pulse

compressor where the pulse is modulated with a mask. The pulse continues out of the pulse compressor

and is element-wise-squared in a non-linear medium before being measured in a spectrometer. Techniques

that deploy this include SPARC and DSCAN [144, 152]. When the non-linear medium used is a

second-harmonic generating (SHG) medium, time-modulated systems produce intensity of cross-correlation

measurements and frequency-modulated systems produce intensity of auto-convolution measurements.

Time-modulated and frequency-modulated pulse-characterization physical setups are shown in Figure 5.1.

Time-modulated and frequency-modulated measurements both produce a two-dimensional dataset, one

dimension representing spectrum and the other representing modulation index. For the purposes of this

paper, we will interpret a two-dimensional dataset to mean that a measurement using one known

modulation produces a series of measurements at the spectrometer, rather than a single measurement.

Time-modulation systems take a series of spectra while physically changing pulse overlap. In this case,
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intensity of cross-correlation is stored in the axis corresponding to pulse shift, while the spectral axis varies

phasor modulation.

Figure 5.1 Three pulse characterization setups. a) A time-modulated setup that uses physical delay
manipulation of pulses to generate a two-dimensional dataset with a spectrometer. b) A
frequency-modulated setup that modulates pulses in the wavelength domain before SHG in a transform
domain, generating a two-dimensional dataset over modulation from the spectrometer. c) The proposed
physical setup which integrates the spectral measurement into a single one-dimensional measurement that
varies with modulation in the pulse compressor.

Frequency-modulated systems modulate a pulse in the wavelength domain before doubling

(element-wise square) in the time domain. This action produces an SHG spectrum representing the

intensity of auto-convolution of the modulated pulse spectrum. New modulations produce additional

auto-convolutions of modulated spectra. The two-axis dataset is spectrum on one axis and mask index on

the second.

For both time- and frequency- modulated systems, a dataset made from a �xed index in the

cross-correlation or auto-convolution dimension corresponds to a unique phase retrieval problem whose

ground-truth generating vector is a diagonal of the outer product between the pulse and the probe pulse or
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the pulse and itself, respectively. Collecting the results of phase retrieval over all lags of correlation or

convolution can recover the diagonals of the outer product of interest. Phase retrieval, however, produces

estimates of ground-truth that are globally phase-ambiguous, producing phase misalignment between the

diagonals of the target outer product matrix. This prevents eigen-decomposition from returning the signal

of interest and requires a broader optimization to combine diagonal information into a low-rank outer

product. The problem of recovering a signal from the intensity of auto-convolution (IAC) or more

generally, the intensity of cross-correlation (ICC), was studied using Wirtinger gradient descent and

iterative hard tensor thresholding (Chapter 4) and we expand on this framework.

While the ICC problem creates a fascinating connection between low-rank phase retrieval and time- and

frequency- modulated pulse characterization systems, study of the tensor structure of ICC reveals a closely

related problem whose solution may produce a new and powerful tool for optical pulse characterization.

We demonstrate that pulse characterization can be done on frequency-modulated datasets that have been

integrated along the spectral axis as shown in Figure 5.2.

Figure 5.2 The two-dimensional intensity datasets typical for frequency-modulated pulse characterization
(a) are indexed in one direction by modulation index i and another by spectrometer pixels around a center
k. Our technique is designed to recover the same unknown signal sought after by time-resolved pulse
characterization using a spectrally integrated form of these measurements shown in (b).
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Physically, this corresponds to a frequency-modulated system where the spectrometer is replaced with a

single square-law integrator like a photo-diode or photon-counter, shown in Figure 5.1(c). We refer to this

dataset as integrated intensity of auto-convolution (IIAC), and we brie
y discuss a broader de�nition of

the measurement that had not yet been matched to a physical analog (integrated intensity of

cross-correlation, IICC) in Appendix 5.11. Our e�orts have been concentrated on frequency-modulated

systems for two reasons. Firstly, known masks are used in the wavelength domain to modulate the pulse,

as opposed to a copy of a potentially unknown pulse in the time domain. Secondly, integration onto a

single sensor instead of a spectrometer only provides the integrated intensity of auto-correlation for

frequency-modulated systems, and would provide the integrated intensity of delayed element-wise

multiplication for time-modulated systems.

In current pulse characterization systems, it is not uncommon to employ spectrometers, cameras,

fast-time samplers, or other devices that create large redundant datasets leveraging relatively low amounts

of modulation a priori . Our proposed technique creates a single unique measurement from every

modulation and increases the information in that single measurement relative to ICC. Rather than the

typical use of dense or fast sensors, this approach allows the use of a slow single channel sensor.

Mathematically, the IIAC recovery problem presents a new structured high-order phase retrieval

problem distinct from both traditional and low-rank phase retrieval. We demonstrate that the problem is

e�ectively solved with Wirtinger gradient techniques, yet substantially improved with an iterative hard

thresholding initializer exploiting IIAC's linear fourth-order tensor structure. Tensors are an e�ective tool

to create \lifted" linear problems out of phaseless polynomial measurements that can leveragea priori

known low-rank of the solution tensor. This development draws parallels to the development of PhaseLift

[12] in traditional phase retrieval where a phaseless linear problem is lifted to a low-rank matrix retrieval

problem.

We summarize the contributions made in this paper as follows: a new pulse characterization technique

constructed from variation of frequency-modulated total SHG pulse energy, a gradient technique to invert

these measurements as well as an empirical estimate of required sampling for probable signal recovery, a

demonstration of an e�ective initializer technique based on iterative hard tensor thresholding, and an

experimentally demonstrated inversion from laboratory data. To our knowledge, we are the �rst to group

to perform pulse characterization with an integrated fourth-order total energy measurement and we present

it with connection to structured inverse problems and Wirtinger gradient optimization.

In Chapter 5.2 we present the IIAC recovery problem de�nition and describe the structure in vector,

matrix, and low-rank tensor forms. In Chapter 5.3 we examine a least-squares cost-function and examine

its Wirtinger gradient and Hessian. We also form the IIAC problem as a low-rank tensor recovery and
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develop an iterative hard tensor thresholding recovery process. In Chapter 5.4 we numerically model the

convergence rate of randomly initialized Wirtinger descents for generated IIAC datasets. We then compare

this random initialization to descents that were initialized from the iterative hard tensor thresholding

initializer developed in Chapter 5.3. We �nish Chapter 5.4 with a brief overview of problem complexity

and a brief study on the e�ects of i additive Gaussian noise. Finally, we demonstrate the IIAC recovery

technique in a laboratory setting in Chapter 5.6 to recover the time delay between two pulses.

5.2 Problem De�nition and Variations

In this section, we introduce notation and formulate the IIAC problem in several variations. These

variations serve di�erent functions, exposing single variables for ease of gradient derivation or formulating

the problem as a linear inner product between tensors to demonstrate the rationale behind tensor iterative

hard thresholding.

5.2.1 Notation

These are some common notations that will be used throughout the paper and is summarized below.

ˆ � T represents the transpose of a vector or a matrix.

ˆ � � represents the element-wise conjugate of a vector, matrix, or tensor.

ˆ � H represents the conjugate transpose of a vector or a matrix.

ˆ a � b represents the element-wise product ofa; b.

ˆ ha; bi represents the complex inner product betweena; b which can be vectors, matrices, or tensors.

This complex inner product is de�ned as the sum of the element-wise producta � b� . For vectors this

equates tobH a, for matrices trace (AB H ).

ˆ aaH represents the outer product of a column vectora with the row vector aH .

ˆ a 
 a� is equivalent to aaH , as 
 represents the outer product between two objects and can be used

to represent tensors likea 
 a 
 a� 
 a� , a fourth-order tensor made by the fourth-order outer

product of a single vector.

ˆ x0 2 CM is the ground-truth objective vector representing the sampled frequency pro�leE [! ] of a

laser pulse.

ˆ x 2 CM is current guess or best approximation ofx0.
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ˆ ci 2 CM is a known modulation variable indexed by i = [0 ; 1; :::; I � 1]. In time-modulated systems,

ci [n] is typically a complex exponential over n with advancing rate over i . In frequency-modulated

systems,ci is whatever modulation can be placed in the pulse compressor: typically an attenuating

modulation, but possibly a phase-rotation produced by a spatial light modulator, for example. Pulse

compressors can apply an attenuation mask at the modulation plane and then add phase modulation

by physically moving the second di�raction grating as done in [144].

ˆ Vi [k] = antidiag( ci cT
i ; k) represents anM � M matrix whose values are all zero except for thekth

anti-diagonal (where k = 0 is the main anti-diagonal, k = � 1 is toward the top-left of the matrix),

which is �lled with the lagged product of ci [n + k]ci [M � 1 � n]. We will refer to this matrix as the

modulation matrix, indexed by modulation index i and lag index k. This matrix linearly encodes the

action of modulated convolution when used as a quadratic operator acting onx0xT
0 , shown in

Chapter 5.2.3.

ˆ Vi =
P M � 1

k= � M +1 (V �
i [k] 
 Vi [k]) is the fourth-order tensor whose entries are zero except where �lled as

Vi [q; r; s; t] =
P M � 1

k= � M +1

�
antidiag(ci cT

i ; k) � [q; r] antidiag(ci cT
i ; k)[s; t]

�
. We will refer to this

operator as the modulation tensor, indexed by modulation indexi and lag index k. This tensor

encodes the action of accumulating the magnitude squared result ofci modulated convolution as a

linear operator acting the fourth-order outer product tensor x0 
 x0 
 x �
0 
 x �

0. This is shown in

Chapter 5.2.4.

ˆ X0 = x0 
 x0 
 x �
0 
 x �

0 is the fourth-order outer product tensor with non-zero entries indexed as

X0[q; r; s; t] = x0[q]x0[r ]x �
0[s]x �

0[t]. X has an identical construction but with x instead of x0.

ˆ () denotes the \if and only if" symbol to imply bidirectional equivalent statements.

5.2.2 IIAC Quartic Vector De�nition

To formulate the IIAC function, we �rst examine ICC adapted speci�cally for frequency-modulated

systems measuring intensity of auto-convolution (IAC) and then de�ne IIAC as the sum of IAC over the

wavelength (or k axis). In adapting the generalized ICC (Chapter 4) to IAC we adapt a forward function

ingesting two vectors (cross-correlation) into a forward function of a single variable (auto-convolution).

The adapted IAC de�nition is shown in Equation (5.1).
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hi [k] =

�
�
�
�
�
�

M � 1� max(0 ;k )X

n =max(0 ;� k )

ci [n + k]ci [M � 1 � n]x0[n + k]x0[M � 1 � n]

�
�
�
�
�
�

2

+ � i [k];

=
�
�xT

0 antidiag(ci cT
i ; k)x0

�
� + � i [k]

=
�
�xT

0 Vi [k]x0
�
�2

+ � i [k]

= xT
0 Vi [k]x0 xH

0 V �
i [k]x �

0 + � i [k] (5.1)

i 2 [0; 1; :::; I � 1]

Note that the equivalence of the �rst and second lines in Equation (5.1) stems from the multiple operations

encoded in the structure of the matrix antidiag(ci cT
i ; k). The anti-diagonal structure of the matrix encodes

the time reversal and lag shifting required betweenx0 and itself for convolution, and the matrix also carries

the element-wise modulations imparted with ci and a lag multiplied copy of ci . Now, a sum over thek or

wavelength axis yields the expression for IIAC measurementsh[i ] in Equation (5.2). This form of the IIAC

problem will be referred to as the vector form.

h[i ] =
M � 1X

k= � M +1

hi [k]

=
M � 1X

k= � M +1

�
xT

0 Vi [k]x0 xH
0 V �

i [k]x �
0 + � i [k]

�
;

=
M � 1X

k= � M +1

�
xT

0 Vi [k]x0 xH
0 V �

i [k]x �
0

�
+ � [i ]; (5.2)

i 2 f 0; 1; : : : ; I � 1g

We note that the relationship of � [i ] to � i [k] is a sum overk, i.e. � [i ] =
P

k � i [k]. This vector form is

particularly suited for computing the Wirtinger gradient, which is done in the Appendix, Chapter 5.9.

5.2.3 IIAC Quadratic Low-Rank Matrix De�nition

The de�nition of IIAC is very nearly a low-rank phase retrieval problem [56], however the sum over

wavelength or k prevents the problem from adhering to the low-rank phase retrieval structure. This is

shown in Equation (5.3) where IIAC is formed as a sum of intensities of inner products between a low-rank

matrix x0xT
0 and a sensing matrix indexed byi; k .

h[i ] =
M � 1X

k= � M +1

�
�xT

0 Vi [k]x0
�
�2

+ � [i ]

=
M � 1X

k= � M +1

�
�hx0xT

0 ; V �
i [k]i

�
�2

+ � [i ] (5.3)
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Were it not for the sum over k in Equation (5.3), the problem would �t the description of low-rank

phase retrieval as the ICC and IAC problems did. While the de�nition shown in Equation (5.3) is a sum

over wavelength, it is possible that the sum could be generalized to a weighted sum or even a mixing

matrix to account for dispersive integrators. This approach is not considered here for simplicity.

5.2.4 IIAC Linear Tensor De�nition

Although IIAC cannot be viewed as a low-rank phase retrieval problem, it can be viewed as a low-rank

tensor recovery problem. This owes to the fact that IIAC measurements can be written as linear inner

products between an objective tensor and a series of measurement tensors as shown in Equation (5.4).

h[i ] =
M � 1X

k= � M +1

�
�xT

0 Vi [k]x0
�
�2

+ � [i ]

=
M � 1X

k= � M +1

hx0xT
0 ; V �

i [k]ihx �
0xH

0 ; Vi [k]i + � [i ]

=
M � 1X

k= � M +1

hx0 
 x0 
 x �
0 
 x �

0; V �
i [k] 
 Vi [k]i + � [i ]

= hx0 
 x0 
 x �
0 
 x �

0;
M � 1X

k= � M +1

V �
i [k] 
 Vi [k]i + � [i ]

= hX0; Vi i + � [i ] (5.4)

This tensor formulation shows that IIAC is a structured linear problem, where measurements are taken

against an M � M � M � M tensor X0 that is known to be rank-one with outer product symmetry

a 
 a 
 a� 
 a� . This structure will be directly exploited later as a condition in an iterative hard tensor

thresholding algorithm.

5.2.5 IIAC Ambiguities

At best, IIAC measurements can be inverted to an estimatex of x0 with unknown, but trivial

ambiguities. Speci�cally, x may be o� by an unknown constant phase and frequency (linear phase) o�set.

Physically, absolute pulse phase is typically not useful and lost to all intensity-based measurements.

Frequency o�set when estimating the frequency domain of a pulse represents group delay, where unknown

group delay is a consequence of using an integrating sensor with non-linear optics to create time-variation

that cannot be externally synchronized like time gating. Mathematically, frequency and phase o�sets are

unknown in IIAC because of invariance of the IIAC measurement to these ambiguities, i.e.

jxT Vi [k]xj2 = jxT
a Vi [k]xa j2 where xa [n] = �x [n] exp(jn ) is an ambiguous estimate ofx as demonstrated in

Equation (5.5). Equation (5.5) demonstrates the invariance of IIAC measurements to arbitrary phase and

139



frequency o�sets �;  and setsci [n] = 1 without loss of generality. Note that the equivalence from the third

to fourth line in Equation (5.5) stems from the constant amplitude of a complex phase o�set � and lack of

interaction between the rate  complex exponential and the sum variablen.

jxT
a Vi [k]xa j2 =

�
�
�
�
�
�

M � 1� max(0 ;k )X

n =max(0 ;� k )

xa [n + k]xa [M � 1 � n]

�
�
�
�
�
�

2

=

�
�
�
�
�
�

M � 1� max(0 ;k )X

n =max(0 ;� k )

x[n + k]x[M � 1 � n]� 2 exp (j (k + M � 1))

�
�
�
�
�
�

2

=

�
�
�
�
�
�
� 2 exp (j (k + M � 1))

M � 1� max(0 ;k )X

n =max(0 ;� k )

x[n + k]x[M � 1 � n]

�
�
�
�
�
�

2

=

�
�
�
�
�
�

M � 1� max(0 ;k )X

n =max(0 ;� k )

x[n + k]x[M � 1 � n]

�
�
�
�
�
�

2

= jxT Vi [k]xj2 (5.5)

5.3 Approach

Approaches studied in this paper to recoverx0 from IIAC measurements fall into two categories:

Wirtinger gradient descent algorithms, and iterative hard tensor-based algorithms.

5.3.1 Wirtinger Gradient and Hessian

A least-squares intensity cost-function is shown in Equation (5.6). Gradient descent along the Wirtinger

derivative of this function forms this paper's primary tool for recovering x from IIAC measurements. The

Wirtinger gradient and Hessian de�nition and derivation are shown in the Appendix, Chapter 5.9 [28].

f (x) =
1
2

I � 1X

i =0

 

h[i ] �
M � 1X

k= � M +1

xT Vi [k]x x H V �
i [k]x �

! 2

(5.6)

=
1
2

I � 1X

i =0

e2
i

Here, ei = h[i ] �
P M � 1

k= � M +1 xT Vi [k]x x H V �
i [k]x � will be used represent the error between measurement

hi [k] and the synthesized measurement generated from the current approximationx.

The Wirtinger gradient of the cost-function in Equation (5.6) is shown in Equation (5.7).

r f (x) = � 2
X

i

ei

M � 1X

k= � M +1

�
(xT Vi [k]x) V �

i [k]x �

(xT Vi [k]x) � Vi [k]x

�
(5.7)
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We can see from the construction that when error is zero (ei = 0 ; 8i ), the gradient is zero. The

Wirtinger Hessian is shown in Equation (5.8).

r 2f (x) =
X

i

 

ai aH
i � ei

M � 1X

k= � M +1

A i;k

!

(5.8)

ai = � 2
M � 1X

k= � M +1

�
(xT Vi [k]x) V �

i [k]x �

(xH V �
i [k]x � ) Vi [k]x

�

A i;k =
�

4V �
i [k](xT Vi [k]x � ) 2V �

i [k](xT Vi [k]x)
2Vi [k](xH V �

i [k]x � ) 4Vi [k](xH V �
i [k]x)

�

From this expression we see that when error is zero, the Hessian is the sum of positive coe�cient outer

products, meaning that the matrix is positive semi-de�nite.

5.3.2 Tensor IHT

As shown in Equation (5.4), the IIAC measurement for every unique modulation indexi is the result of

a linear inner product between two structured fourth-order tensors. The objective tensorX0 is known a

priori to be rank-one positive semi-de�nite and therefore has structure that can be exposed using a

high-order singular value decomposition (HoSVD). Iterative hard tensor thresholding (IHT) is an iterative

two-step process [145, 157, 164]. The �rst step backprojects error between a measurement set and

measurements synthesized by the current approximation of ground-truth. The second step enforces a low

rank constraint on the current ground-truth tensor estimate. In IIAC, error backprojection will be

combined with the enforcement of rank-one tensor structure using HoSVD.

In this paper, we deploy two forms of this algorithm, IHT constructed with simple alternating

minimization (AltMinIIAC), and IHT constructed with relaxed averaged alternating re
ections

(RAARIIAC) [31]. RAAR has been shown to converge faster for alternating projection style algorithms

and was chosen to improve convergence due to the high processing time involved in IHT.

AltMinIIAC is outlined in Algorithm 18. Several supporting algorithms are outlined in the Appendix,

Chapter 5.10. Algorithm 18 takes as input IIAC measurementshi and the known modulation vectors ci . A

rigid index set (ii; jj; kk; ll ) is generated that organizes modulations into a linear forward operator along

with its pseudo inverse (A; A + ). A randomly initialized rank-one tensor � serves as our initial tensor

estimate. If the L 2 error between the forward projected approximation and the IIAC measurements falls

below a user determined error or if the maximum number of iterations has been reached, iteration

terminates and the lead eigenvectorx is returned as an approximation to x0.
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Algorithm 18: IIAC Alternating Minimization (AltMinIIAC)
Data:
c 2 CI � M

h[i ]; i = [0 ; 1; :::; I � 1], vectorized IIAC measurements
Parameters:
thresh = 1e � 3
maxIts = 4000
Result: x 2 CM

1 ii; jj; kk; ll  IIACIndex (M; N )
2 A  0 2 CI � Q ; Q =

P M � 1
k= � M +1 (M � j kj)2

3 for( i = [0 ; 1; :::; I � 1] ) f
4 A[i; :]  c[i; ii ] � c[i; jj ] � c� [i; kk ] � c� [i; ll ]
5 g
6 A+  pinv (A)
7 �  IIACStart (M; h [i ])

/* Main iteration loop */
8 for( ii = 0 ; 1; :::; maxIts � 1 ) f
9 � back ; error  Back � project (�; A; A + ; ii; jj; kk; ll; h [i ])

10 �  IIACRank (� back )
11 if error > thresh then
12 break
13 g
14 x; x; x � ; x � = tucker( �; rank = [1 ; 1; 1; 1])
15 x  ScaleIIAC (x; c; h)

Algorithm 19: AltMinIIAC vs. RAARIIAC update step comparison
Data:
� i , current iteration tensor
Parameters:
�; � = :9; :5
Result: � i +1 , next tensor iteration
// Alt Min Iteration:

1 � back ; error  Back � project (� i ; A; A + ; ii; jj; kk; ll; h [i ])
2 � i +1  IIACRank (� back )

// RAAR Iteration:
3 P2; error  Back � project (�; A; A + ; ii; jj; kk; ll; h [i ])
4 R1  2P2 � � i

5 P1  IIACRank (R1)
6 R2  2P1 � P2

7 � i +1  � (�R 2 + (1 � � )� i ) + (1 � � )P2
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RAARIIAC is nearly identical to the procedure that is outlined in Algorithm 18 with the exception

that the main iteration loop constructs re
ections and projections into each constraint set. This updated

main iteration loop update is compared with AltMinIIAC in Algorithm 19.

5.4 Performance

Wirtinger descent algorithms are the most e�ective and scalable tool for returning x from IIAC

measurements we have tested so far. This section examines randomly initialized and IHT initialized

Wirtinger descents and examines their error statistics as a function ofM; I . Both ci and x0 are generated

from a complex Gaussian distribution, shown in Algorithm 28 in Chapter 5.10.

Wirtinger gradient descent algorithms converge much faster than IHT methods primarily because of

decreased complexity. The per iteration memory and computational complexity of both algorithms are

discussed in Chapter 5.5.3. For ICC (Chapter 4), it was determined that though gradient methods were

more e�cient and faster to compute than tensor methods, tensor methods were able to improve the

performance of gradient methods acting as an initializer in low measurement count scenarios. To determine

the e�cacy of tensor methods as an initializer in IIAC we �rst determine an approximation of the number

of measurementsI required to return a correct solution for randomly initialized gradient descent as a

baseline oversampling requirement. We then run identical experiments comparing randomly initialized

versus IHT initialized Wirtinger descents to determine if either have an advantage.

The primary metric used to compare algorithms is the normalized error, speci�cally theL 2 norm of the

error divided by the L 2 norm of the ground truth, as shown in Equation (5.10). Before a di�erence can be

taken however, global phase and frequency ambiguity needs to be removed. This is achieved by minimizing

the di�erence between our estimatex and the ground truth x0 over all possible frequency and phase o�sets

(Equation (5.9)) before taking their di�erence. In practice, o�set correction is performed by dividing our

estimate by the ground truth, estimating frequency o�set as the median phase step over samples, then

estimating phase o�set as the angle of the frequency corrected inner product. This is detailed in Algorithm

27 in the Appendix, Chapter 5.10.

�; � = argmin
� 0;� 0

X

n

(exp(j (� 0n + � 0))x[n] � x0[n])2 (5.9)

xa [n] = exp( j (�n + � ))x[n]

error =
jjx0 � xa jj2

jj x0jj2
(5.10)

With this error metric, we can de�ne another metric employed in this paper: rate of convergence. For a

given problem dimensionM and measurement countI , we conduct N trials of a randomly initialized IIAC

143



problem set. If a single trial recovers a guess ofx0 that has a normalized error below a set threshold, the

trial is declared a success. We de�ne the convergence rate as the fraction of successful trials.

5.5 Randomly Initialized Sampling Requirements

To determine sampling requirements (I ) for recovering an arbitrary signal of dimensionM , we perform

a gradient descent convergence rate test over a grid ofM; I values. Each test begins with a randomly

initialized x0 and modulation set ci and an estimate ofx0 is produced from a randomly initialized

Wirtinger descent using only ci and the IIAC dataset hi generated fromx0 and ci . The results of this

experiment are shown in Figure 5.3. This experiment operates over 10 trials per pixel (I; M pair), with

Figure 5.3 showing the number of trials per pixel that converged in normalized error to less than .01. This

is summarized in Algorithm 20, and uses Scipy's [25] minimize function with \L-BFGS-B" solver,

f tol = 1e � 6, and a maximum of 1000 iterations.

Figure 5.3 10 trials of IIAC Wirtinger descent over measurement countI and signal dimensionM . Pixels
are shaded by percent of trials that converged in relative error to below .01. The black lines are three �t
quadratic functions representing the 25%, 50%, and 75% convergence rates.
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5.5.1 Convergence Rate Curve-Fitting

Figure 5.3 shows a quadratic curve that serves as the 25%, 50%, and 75 % convergence rate lines forI

as a function of M for randomly initialized inversion of IIAC measurements using Wirtinger gradient

descent. To determine this curve, and to determine the function that best suits the growth of

measurements required to recover a signal reliably, we established the following procedure:

1. For a singleM over a range ofI , we �t a generalized logistic function:

f (I jM ) = (1 + exp(� a � (I � b))) � 1=c. This function is monotonic with three parameters to estimate

the gradual transition from low rate of convergence to high rate of convergence. Note the ratea,

center b, and in
ection c are functions of M .

2. To determine the number of samples required for a desired convergence ratep we solve

I M = f � 1(pjM ).

3. For a given p, we solve forI M over all grid M values and �t various functions f p(M ) to the resulting

M; I M set.

The process of �tting convergence rate data to GLF curves and determiningf � 1(:5jM ) is shown for

M = [10; 20; 30] in Figure 5.4.

Two candidate functions were considered to determine growth requirements ofI as a function of M : a

quadratic function to determine polynomial �t in Equation (5.11) and an exponential in Equation (5.12).

Variables a; b; c; dare free variables to adjust �t.

f p(M ) = a � M 2 + b� M + c (5.11)

f p(M ) = c � exp(a � M + b) + d (5.12)

Determining �t quality was judged with mean least-squares error (MLE) between measuredI M values and

�t I M values forp = [25%; 50%; 75%]. MLE for Equation (5.11) and Equation (5.12) are shown in Table 5.1.

Both functions �t the dataset well; however, the polynomial �t had a small advantage. The values of

a; b; cper convergence rate �t are given in Table 5.2. From Table 5.2, we see that the quadratic factor

grows fairly consistently for increasing convergence rates.
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Table 5.1 MLE comparison between measured values ofI M and �t values for functions at
p = 25%; 50%; 75%

Function p = 25% 50% 75%
Polynomial (Equation (5.11)) 17.91 16.23 53.13
Exponential (Equation (5.12)) 18.85 16.88 53.2

Table 5.2 Function parameters (a � M 2 + b� M + c) for polynomial growth �t to 25%, 50%, and 75%
convergence rate lines

p a b c
25 % .0753 2.13 -5.90
50 % .0966 3.15 -3.75
75 % .1178 4.73 -6.33

Figure 5.4 Convergence rates for variousM are �t to GLF curves p = f (I jM ). I M estimates for a desired
rate p are determined by solvingI M = f � 1(pjM ). This has been done in the lower plot with the �t GLF
curves for the valuep = :5.
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5.5.1.1 Comparison with State-of-the-Art

Pulse characterization from one-dimensional IIAC measurements (indexed only by modulation indexi )

has no direct comparison with techniques in the literature that rely on two-dimensional datasets. We can,

however, compare the technique in this paper to the analogous tensor IHT and gradient formulations

applied to traditional two-dimensional pulse characterization datasets. In Chapter 4, we demonstrated that

gradient and tensor IHT techniques outperformed state-of-the-art alternating minimization techniques in

frequency-modulated, frequency-resolved pulse characterization; gradient techniques produced correct

results with fewer measurements (measurement e�ciency) than alternating minimization. In this section,

we compare the measurement e�ciency of IIAC to the state-of-the-art technique of ICC. The 50% expected

convergence rate lines for IIAC and ICC are listed below and plotted in Figure 5.5.

Figure 5.5 Comparison of IIAC and ICC median convergence ratef :5(M ) in terms of unique modulations
and measurements. Here a unique modulation is a new mask at the modulation plane, and a unique
measurements is an independent element of the data sethi ; hi [k] for IIAC and ICC respectively.
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ˆ IIAC: I M = :0966M 2 + 3 :15M � 3:75

ˆ ICC (Two variable): I M = ( :041M + 3 :7) log(:89M )

From Figure 5.5, we see that ICC can recover signals with a higher modulation e�ciency than IIAC. At

this point it is important to remember that while ICC requires fewer modulations I than IIAC, each

modulation in ICC generates 2M � 1 measurements. If we compare the total number of measurements,

IIAC requires fewer total measurements than ICC. We then see a trade-o� between the two system types.

If modulations are typically di�cult to generate or calibrate, ICC o�ers a technique that is more e�cient in

returning signals from fewer modulations. If modulations are easy to generate, IIAC o�ers a smaller scale

optimization than ICC to solve for signals of equivalent sizeM . We therefore assert that ICC is more

information dense per modulation, and IIAC is more information dense per measurement. An important

improvement from ICC to IIAC to reiterate is the simpli�ed system setup, as IIAC requires only an

integrator instead of a spectrometer. This not only decreases the complexity of the system, but the

required power to generate measurements.

5.5.2 Tensor Initialization

Testing fourth-order tensor iterative solvers of the type outlined in Algorithm 18 is very costly in time

and compute resources. Instead of a broadI; m investigation, we aimed to demonstrate whether or not the

technique was e�ective at increasing convergence rate for gradient solvers at a small selection ofI; M

points. Speci�cally, for identically generated ground-truth and measurement sets, a randomly initialized

gradient descent and a tensor initialized gradient descent would run over selectM for I corresponding to

the hypothetical 25%; 50%; 75% convergence rates determined in Chapter 5.5.1. This process is outlined in

Algorithm 21 in Chapter 5.10. For this experiment, M = [6 ; 9; 12; 15; 18; 21; 24; 27]. Results of this

experiment are shown in Figure 5.6.

Figure 5.6 demonstrates that the convergence rates for descents initialized with iterative hard tensor

thresholding out-perform randomly initialized descents for identical datasets over 64 trials. The advantage

appears to only be noticeable forI; M pairs where randomly initialized Wirtinger descent would achieve

50% or greater convergence rates. While expensive to compute and dense in memory, tensor intializers

appear to contribute information complementary to gradient descent. From Figure 5.6 it appears that the

tensor initializer for the 50% and 75% convergence rates appears to become less e�ective asM increases.

We believe this is because the termination conditionthresh in Algorithm 18 compares absolute error in the

forward projection, rather than error that is normalized by I .
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Figure 5.6 Tensor initializers (solid lines) are compared to randomly initialized (dashed lines) Wirtinger
gradient descents for the IIAC problem. An experiment is conducted for variousM at I corresponding to
empirically measured 25%; 50%; 75% convergence rates corresponding the the red, green, and blue sets
respectively. Nominal rates are depicted as dotted lines. Wirtinger descents that are initialized with
iterative hard tensor thresholding have a consistently higher convergence rate than their randomly
initialized counter-parts, with exception of the 25% convergence rate remaining about equal.

While IHT appears to increase the rate of convergence for gradient-based recovery from IIAC

measurements, we do not yet have a comprehensive set of theoretical performance guarantees. Previous

approaches to providing convergence guarantees [145] have relied on sub-Gaussian and Fourier

measurement tensors, which are not as structured as the ones we face in this paper. Measurement tensors

Vi described in this paper are structured in such a way that much of the signal matrixX0 is in the null

space ofVi . This sparse structure prevents much of the signal tensor from being encoded uniquely in

measurements and complicates guarantees of uniqueness with unwieldy second and fourth-order cross-term

conditions on x0. Attempts to prove recovery uniqueness and stability in future works might start from an

analysis and bounding of tensor restricted isometry (TRIP) for the given measurement vectors [145, 165].

As a step in that direction, we provide some relevant insight below.
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The null space of the IIAC operator is con�ned to any measurement over whichx0 and ci have a

non-overlapping support; i.e. circumstances under whichx0 � ci is zero everywhere. To conclude this, we

consider Equation (5.3) in the noiseless case and assert that becauseh[i ] is the sum of sub-terms that are

nonnegative,h[i ] is zero when all sub-terms are zero; i.e.h[i ] = 0 ()
�
�hx0xT

0 ; V �
i [k]i

�
�2

= 0 ; 8k. Trivially,

this implies that each term inside the absolute value is also zero;
�
�hx0xT

0 ; V �
i [k]i

�
�2

= 0 ; 8k () h x0xT
0 ; V �

i [k]i = 0 ; 8k. The term hx0xT
0 ; V �

i [k]i is the modulated vector

ci � x0 convolved with itself and evaluated at the k lag. Since this convolution must equal zero everywhere,

we note that the squared Fourier transform of ci � x0 must also be zero everywhere;

hx0xT
0 ; V �

i [k]i = 0 ; 8k () F (ci � x0)2[! ] = 0 ; 8! . This implies that the Fourier transform of ci � x0 is

also zero;F (ci � x0)2[! ] = 0 ; 8! () F (ci � x0)[! ] = 0 ; 8! . Finally, a Fourier transform that is zero

everywhere implies a signal that is zero everywhere:F (ci � x0)[! ] = 0 ; 8! () (ci � x0)[n] = 08n. We

conclude that hi [0] = 0 and ci [n]x0[n] = 0 ; 8n are equivalent statements that imply each other. Note that

this condition is more aggressive than mere orthogonality ofci and x0, which does not guarantee a zero

measurement alone.

One interesting property is that, despite the nonlinearity of IIAC measurements, perturbations of x0

con�ned to the null space of IIAC do not change the measurementh[i ]. If we label the IIAC operator as

A i (x0) =
P M � 1

k= � M +1

�
�hx0xT

0 ; V �
i [k]i

�
�2

, we summarize this fact as:A i (x0 + xa) = A i (x0) if

(xa � ci )[n] = 08n.

Because the null space of the IIAC operator for measurementi is con�ned to indices n where ci [n] = 0,

constraining ci [n] 6= 0 ; 8n; i will eliminate the non-trivial null space of the IIAC forward operator.

5.5.3 Complexity

Complexity in this problem breaks down very similarly to the ICC problem for both the gradient and

tensor-based approach in Chapter 4. Memory storage and compute cost per gradient step and alternating

minimization iteration are summarized in Table 5.3.

Table 5.3 Order of magnitude compute operations and memory storage requirements for gradient and
tensor-based approaches to the IIAC problem.

Algorithm Memory Compute
Gradient O(IM 2) O(IM 2)
Tensor O(IM 3 + M 4) O(IM 3 + M 4)

Memory requirements for the gradient method are very light, bene�ting from storing the outer product

of modulation vectors to have Vi [k] precomputed. This amounts to O(IM 2) stored complex 
oats. Per

iteration of gradient descent, a series ofI quadratic functions are used to weight the diagonals of added
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matrices that will be used to multiply a vector, resulting in O(IM 2) complex multiply-adds per gradient

calculation.

Memory requirements for the tensor methods are fairly robust, requiringO(IM 3) values to store the

forward and backward operator, andM 4 complex 
oats to store the structured tensor � . Computationally,

back-projection of a vector with a matrix of size I � M 3 will require O(IM 3) operations while the HoSVD

requires O(M 4) [160] with our rank known a priori .

Ultimately, the gradient techniques are much more scalable than tensor techniques because of their

low-resource requirements. Tensor techniques, however, may provide a performance boost for

low-measurement scenarios with low signal dimension at the expense of high memory and compute

requirements.

5.5.4 Robustness to Noise

The experiments in this section were conducted in a noiseless setting, and so a brief examination of the

e�ects of noise is presented here. Choices of noise models for phase retrieval problems are typically

speci�ed as Gaussian or Poisson [166{168]; we focus on Gaussian noise as a starting point for studying

IIAC inversion. In this experiment, we draw � [i ] from i.i.d. real Gaussian noise over several noise powers

and test the e�ects of noise on estimate error and rate of convergence. We select two �xed values forM

(M = 10; 16), and allow I to vary ( I 2 [4; 150]) over 64 trials for SNR values of 20; 30; 40; 50; 60; 70; 80 dB.

We de�ne SNR for this problem in Equation (5.13). We note that the values of SNR were con�ned above

20 dB to maintain the validity of the added Gaussian noise model. Noise powers much higher than this

introduce the chance of a negative IIAC value and would require additional constraints or a separate noise

model.

SNR = 10 log10

�
jj x0jj2

2

jj � jj2
2

�
(5.13)

For each experiment, the resulting normalized squared error is presented in Figure 5.7 and Figure 5.8.

Note that for each SNR, there is a bimodal distribution of results. We consider the distribution with lower

normalized error to be trials that have successfully converged, while the distribution with higher

normalized error to be trials that have failed. As Figure 5.11 and Figure 5.12 show below, the successful

trials generally correspond to those with higher numbers of measurementsI , and the failed trials generally

correspond to lowerI . For lower SNR scenarios, it is clear that these distributions begin to merge. We

note that the normalized squared error (in dB) for successful trials appears to be linear with the SNR of

the signal against additive noise. Another note is that because the experiments were performed for

separate signal dimensionM values over identical I measurement count, the distribution of successful trials
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to unsuccessful trials is di�erent for each experiment but the location of their concentration is consistent.

Figure 5.7 SNR is varied over measurement countI for a problem dimensionM = 10. These histograms
show the binned normalized squared error for all trials acrossI for each SNR level.

Figure 5.8 SNR is varied over measurement countI for a problem dimensionM = 16. These histograms
show the binned normalized squared error for all trials acrossI for each SNR level.
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For each SNR, we study the e�ect of increasing noise power on the rate of convergence, �tting GLF

curves to distributions as a function of I and SNR. These results are presented in Figure 5.9 and

Figure 5.10. We note that the threshold selected for all trials to be considered successful is a normalized

squared error of -10dB, selected because of its consistent separation between distributions shown in

Figure 5.7 and Figure 5.8. We see that the GLF functions �t to the results show that the shape of the rate

of convergence does not appear to change until approximately 20dB SNR, at which point the rate of

convergence beings to skew toward more measurements.

Figure 5.9 Curves for estimated rate of convergence linesp = f (I jM ) are given as a function of SNR for
M = 10.

Figure 5.10 Curves for estimated rate of convergence linesp = f (I jM ) are given as a function of SNR for
M = 16.

153



Finally, we present the value of normalized error (geometric mean over trials) as a function ofI and

SNR. These results are in Figure 5.11 and Figure 5.12. We note that for all values of SNR, normalized

recovery error is inversely related to the number of measurements.

Figure 5.11 Normalized error decreases for all SNR as the number of measurements goes up atM = 10.

Figure 5.12 Normalized error decreases for all SNR as the number of measurements goes up atM = 16.

In summary, we observe that normalized squared error is inversely related to the SNR of the input

measurements as well as to the number of measurementsI . Results for convergence rate estimates match

the noiseless cases presented throughout the section for SNRs higher than 30dB.
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5.6 Experiment

We constructed a laboratory experiment to determine if a complex pulse spectrum could indeed be

recovered from IIAC measurements. The physical setup of the experiment, calibration process, and results

are described in this section along with potential improvements. The generating mask and measurements,

along with results in both wavelength and time for a synthetic dataset are shown in Figure 5.13 and

Figure 5.14, respectively. The mask used in these experiments is a spatial frequency modulated imaging

(SPIFI) mask [80, 81, 83], a binary continuous cosine basis mask with a radial chirp pro�le. SPIFI masks

are particularly useful for encoding position intensity to a frequency in collected data when the mask is

spun and sampled at a constant rate. The mask is well known in the optics community, and used here

because of its utility in physically aligning the system. Compared to complex Gaussian modulation masks,

SPIFI masks may demonstrate slightly degraded performance, but represent an easily realizable laboratory

setup. This purely attenuating mask will be combined with a pure phase mask that results from moving the

second grating in the pulse compressor with a linear actuator (DSCAN [144]). While this SPIFI/DSCAN

combination produces an IIAC measurement set that is convenient to visualize in two dimensions, it is not

a two-dimensional measurement like ICC where every modulation produces a cross-correlation.

Figure 5.13 Synthetic measurement sets were generated to test the feasibility of Wirtinger gradient descent
recoveries from IIAC data. The top �gure here shows IIAC data generated for two modulators, an
alternator referred to as a SPIFI mask and a phase modulation called DSCAN caused by physically
translating the pulse compressor's second phase screen. The lower image shows the SPIFI mask pro�le.
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Figure 5.14 Recovered pulses in red compare to generating pulses in blue in both time and frequency from
the synthetic dataset. Frequency measurements have slight variation, but are barely notable in the time
domain. Phase in both �gures is represented with a dashed line.

5.6.1 Physical Setup

The experimental pulse characterization system is comprised of several subsections or \arms": spectral

modulation arm, delay control arm, calibration arm, and IIAC measurement arm. A diagram of the system

is shown in Figure 5.15. The source, a ThorLabs FSL1030X1 ytterbium femtosecond �ber laser, produces

pulses with a maximum initial pulse duration of 250 fs and a center wavelength of 1030 nm. Flip mirrors

(labelled as FM in Figure 5.15) are used to select which arms of the system are used without requiring a

rebuild and realignment of the system. The �rst 
ip mirror can be left up (re
ecting) to send the pulses to

the spectral modulation subsystem, or down to the delay control arm to generate a copied pair of pulses

with a variable time delay. Relative time delay is controlled with a Mach-Zender interferometer consisting

of two 50/50 beamsplitters, mirrors, and a linear stage motor (Newport LTA-HS) with a controller

(Newport ESP301). This arrangement changes the total path length of one arm of the interferometer to

produce a pair of pulses with controlled relative delay.
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Figure 5.15 Diagram of the experimental system. The �rst 
ip mirror (FM1) controls whether or not the
delay control arm is bypassed for calibration. Passing to the delay control arm creates a duplicate pulse for
testing IIAC recovery, bypassing passes a single pulse. The delay line is a Mach-Zender interferometer with
one arm on a motorized stage to move the two mirrors axially, changing the path length to delay a copy of
the input pulse. After passing through or bypassing the delay control arm, the pulse travels through the
pulse compressor wavelength modulation arm. The SPIFI mask is used to attenuate pulse spectrum and
linear stepping of the second pulse compressor grating (GR2) creates a complex phase modulation. The
second 
ip mirror (FM2) directs a pulse to either a calibration spectrometer or the IIAC measurement arm.
The spectrometer is used to \image" where the laser pulse is modulated by the SPIFI mask as a function
of motor index. M: mirror, FM: 
ip mirror, BS: 50/50 beam splitter, GR: grating, AC: achromat, FC: �ber
coupler, SPEC: spectrometer, CR: crystal (SHG), CO: collection optics, F: �lter, PD: photodiode.

With or without the use of the delay control arm, the beam goes into the SPIFI modulation arm which

is based on a grating and lens pair Martinez pulse compressor [169] consisting of two 1000 lines/mm

gratings (Lightsmyth T-1000-1040-31.8x24.8-94) rotated to the Littrow angle for the center wavelength of

the laser (31 degrees) such that the �rst di�racted order has the maximum intensity. The �rst di�racted
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order of the center wavelength is coaxial with the lens pair consisting of two 100 mm focal length

achromatic lenses with an appropriate anti-re
ective coating (ThorLabs AC508-100-B-ML). The use of

achromatic lenses is important here due to the broad spectrum of the laser: the doublet lenses have lower

chromatic aberrations and produce a more consistent focus through the spectrum. At the focal plane

between the two lenses, an image of the spectrum of the laser is produced. At this plane, a SPIFI [83] mask

mounted on a stepper motor (Trinamic QSH2818) is placed to modulate the spectrum for characterization.

The second grating of the pulse compressor is translated along the pulse compressor axis with a linear

stage motor and controller (Newport LTS-HS, Newport ESP301) to provide a complex phase modulation

to the pulse along with the attenuation provided by the SPIFI mask.

The second 
ip mirror is then used to select between two di�erent measurement systems: the

calibration arm, and the frequency doubling IIAC measurement arm. With the 
ip mirror down pulses are

directed with an achromatic lens through a �ber coupler to a �ber spectrometer (Ocean Optics HR4 series)

for calibration mapping of the SPIFI mask indices to particular wavelengths. The IIAC measurement arm

uses an achromatic lens to focus pulses into a beta barium borate (BBO) crystal for second harmonic

generation (Type I phase matching), converting two photons at 1030 nm to one photon at 515 nm.

Collection optics with a �lter to block the fundamental 1030 nm light passes the SHG pulse onto a

photodiode. The integrated time intensities are digitized using a Digilent Analog Discovery Pro

(ADP3450) connected via USB to a PC. Python scripts are used to collect data from the ADP3450 and

HR4 spectrometer while synchronizing acquisition with the motor steps of the mask stepper motor.

5.6.2 Calibration

The modulation mask in the spectral modulation arm needs to be mapped to a measurement index in

the collected IIAC dataset. To do this, the spectrometer in the calibration arm takes an image of the

modulation plane for a given motor index which maps the attenuation of the SPIFI mask to wavelength.

The phase pro�le imparted by DSCAN [144] scanning of the second grating mirror does not change the

attenuation pro�le of the SPIFI mask over wavelength. As a function of wavelength, the DSCAN imparted

phase pro�le is known analytically and shown in Equation (5.14). Equation (5.14) denotesL [i ] as the

position of the the reconstructing grating away from the lens focus.� [i ] is held at the Littrow angle, and d

is the density of the di�raction grating (1000 lines per mm). To disambiguate, c on the right hand of

Equation (5.14) is the speed of light. These modulations are element-wise multiplied with the attenuation

masks produced by the SPIFI mask.

ci [n] = exp

0

@j
nL [i ]

c

s

1 �
�

2�c
nd

� sin(� [i ])
� 2

1

A : (5.14)
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To produce the attenuation pro�le from calibration spectrometer measurements, we remove the pulse

wavelength amplitude pro�le. This 
attens attenuation and pass band response so we can measure new

spectrum amplitude pro�les. The overall calibration procedure is described here:

1. Isolate the spectrum illuminated by seeking the left and right bounds at 5% the intensity peak.

2. Take the per-element max over the motor index direction and divide the spectra by this set to remove

the pulse spectral pro�le.

3. Interpolate the wavelength domain values to a frequency domain set, evenly spaced and set by the

user for signal dimensionM .

4. For each motor mask set, create a set of complex pro�les imparted by DSCAN.

This produces a three-dimensional calibration set that isM wide, and has two modulation axes

including a motor position and a DSCAN position. Vectorizing the motor/DSCAN axes into a single set

produces the collection ofci required to invert hi IIAC measurements.

5.6.3 Recovery

A calibration set was taken for the system described in Chapter 5.6.1 bypassing the delay control arm.

This baseline was used to generate aci set with the procedure outlined in Chapter 5.6.2. An IIAC dataset

was then collected for a pair of pulses spaced 600 fs from each other using the delay control arm.

SPIFI mask motor indices were con�ned to 400 to 750, shown in Figure 5.16, and values of the DSCAN

motor shift were [� 8; � 6; � 4; � 2; 0; 2; 4; 6; 8] mm. This provides a IIAC measurement set with 3150

measurements, more than six times the measurements needed to expect 50% convergence forM = 64 with

complex Gaussian measurements(I M =64 jp=50% = 594). This oversampling was selected in part because of

the unknown behavior that would result from not using complex Gaussianci . For two separate

optimizations, M was set to 32; 64 and their results are shown in Figure 5.17 and Figure 5.18, respectively.

The agreement between the two experiments is very encouraging, and the resulting time domain pro�le

shows two pulses uniquely resolved. The two optimizations were initialized randomly and provide a

consistent result over di�erent random initializations. The resulting distance between the pulse peaks is

approximately 528.8 fs, low possibly because of interference between the two pulses or due to some

experimental error. The path delay error corresponds to a path di�erence of 21 um. At least 15 fs of error

can be attributed to the delay stage motor mount, which lists typical position accuracy at 2.2 � m [170] (4.4

� m total).
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Figure 5.16 The top left image is the measurements taken from the diode as a function of DSCAN motor
position and SPIFI mask motor index. The right hand picture is taken from the spectrometer at a 0
DSCAN o�set and is interpolated to show the mask attenuation as a function of frequency. Note that this
has been divided by the max of the pro�le over the motor index axis to remove the pulse pro�le. In the
bottom left, the unwrapped IIAC dataset from above is compared to the dataset that is generated by
synthesizing measurements from the recovered pulse.

Figure 5.17 Double pulse recovered from calibrated setup.M = 32 for this recovery. Note that in both the
top and the bottom image, the solid blue line represents the intensity of the waveform, while the dashed
green line represents the phase.
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Figure 5.18 Double pulse recovered from calibrated setup.M = 64 for this recovery. Markers for pulse
peaks have been removed for clarity. Note that in both the top and the bottom image, the solid blue line
represents the intensity of the waveform, while the dashed green line represents the phase.

5.6.4 Limitations and Future Research

From the numerical performance and physical experiments demonstrated in this paper it is clear that

while this technique presents a novel approach to pulse characterization, it is not without its limitations.

With respect to required measurements for probable inversion, we demonstrate that the number of required

measurementsI is likely quadratic with respect to M . This implies a limited utility to problems that are

substantially larger than the scale tested in this paper. While error in estimates ofx0 is inversely related to

SNR, it was also demonstrated that estimate error is inversely related to the number of measurements;

thus, the estimate error is limited only by the number of measurementsI . Further research would be

required to establish a robust rate of convergence that models the e�ects of SNR. While tensor approaches

may improve the ability for a structured recovery, allow for a domain to enforce sparsity conditions, and

allow for recovery from fewer measurements, the complexity of such techniques scales as the fourth-order of

the problem dimension and is extremely limiting for larger problems.

Limitations may exist experimentally at low laser power and/or at low nonlinear signal intensities.

Lower levels of signal light following the SHG conversion may be a limitation should the detected intensity

be below the noise 
oor of the detector being used. Attempts to adapt this to lower power experiments will

dependent on the detector's sensitivity, quiescent current, background illumination, and sensor noise.
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The �nal limitation we face is sensitivity of inversion to the quality of a priori information regarding

modulation patterns, as well as potential sensitivity to the modulation basis chosen. Not all SPIFI motor

indexes were able to produce stable responses for di�erent random initializations andM . SPIFI motor

indices could vary between 0 and 800, and represented fading between the high frequency end of the mask

and the low frequency end of the mask. Toward the low frequency end, the measurements produced by the

largely open sections of mask were much larger in energy than those toward the mid-indices and therefore

dominated the least-squares descent. Below about 400, the calibration started to perform poorly as the

spectrometer used is a band-limited �ber that could not pass the full harmonic content of the mask at the

higher spatial frequencies. The usable range of the SPIFI motor indices then was con�ned to about 400 to

750. Improved spectrometers for calibration in the future, or aligning the pulse in the spectral modulation

arm to be locked to a known mask feature may improve this issue. The motor rotating the SPIFI mask

may have also contributed to some error, as even small error in the angular control of the motor toward the

higher frequencies of the SPIFI mask would contribute mask phase error. The manufacture lists the step

angle accuracy maximum to be 5% [171], making phase error at higher spatial frequencies probable.

In future work we aim to re�ne the masks used to include a broader set of modulations to more closely

mimic the complex Gaussian modulation paradigm for use in a microscopy experiment. We also aim to

create a mask that is stable over the directions we expect actuator error to produce a more consistent

behavior over modulation indexing.

5.7 Conclusion

In this paper, we demonstrate that Wirtinger descent and iterative hard tensor thresholding are

e�ective solutions to signal recovery from integrated intensity of auto-convolution. This problem represents

a previously unstudied approach to pulse characterization in optics and a new higher-order phase retrieval

problem motivating both gradient and structured tensor techniques. Wirtinger descent in particular has

demonstrated itself to be a scalable solution to recovering complex laser pulse spectra in a laboratory

setting, and the technique may o�er a path to pulse characterization in microscopy for the optics

community. We provide algorithmic documentation to both the IIAC problem and related IICC problem

with the stark belief that new interpretations of non-linear optics sensing paradigms will be solvable with

Wirtinger gradient and lifted tensor approaches. We provide theoretical examination of null space

conditions of the forward operator and numerical analysis of the technique's performance across problem

dimension, measurement count, and SNR. This technique was demonstrated in the laboratory to recover

complex pulse time pro�les with reasonable accuracy, and plans to improve the technique for use in

microscopy are underway. New techniques in spatiotemporal pulse characterization [18] may also be
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possible with similar gradient techniques allowing for imaging and pulse characterization to happen

simultaneously in a calibrated system.
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5.9 Derivation of Wirtinger Gradient, Hessian

To derive the Wirtinger gradient and Hessian, we start at their generic de�nitions [28, 29] in 5.15 and

5.16 and gradually substitute for expressions.
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We now substitute f (x) for a sum over error from Equation (5.6) and can rewrite each sub-expression

in Equation (5.15) and Equation (5.16) as functions of error in Equation (5.17) through Equation (5.22).
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The six unique expressions di�erentiating error are broken out and de�ned in Equation (5.23) through

Equation (5.28).
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Collecting terms we arrive at the same terms of gradient and Hessian presented in Equation (5.7) and

Equation (5.8).
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5.10 Collected Algorithms, IIAC

Presented in this section are helper algorithms used to construct the larger algorithms throughout the

paper.

5.10.1 Randomly Initialized Wirtinger Descent Experiment

Algorithm 20 details an I vs. M experiment over multiple trials to determine an estimate of

convergence rate for randomly initialized IIAC experiments.

Algorithm 20: I � M convergence tests for randomly initialized Wirtinger Descent
Data:
I , measurement count
M , signal dimension
Result: success, True if error is less than .01
// Generate measurements

1 x0; c; h = generateComplexGaussianIIAC (M; I )
2 x init = random(M ) + 1 j random (M )
3 x init = x init =norm(x init ; 2)
4 x = min x (Equationf (x); gradient = r f (x); init = x init )
5 x = disambiguateIIAC (x; x 0)
6 error = norm(x � x0; 2)=norm(x0; 2)
7 success= error < : 01
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5.10.2 Comparing Randomly Initialized Versus Tensor Initialized Wirtinger Descent

Algorithm 21 shows the experimental setup to determine if tensor initializers showed any advantage

over random initializers for Wirtinger descent against IIAC measurements.

Algorithm 21: I � M convergence tests comparing randomly initialized and tensor initialized
Wirtinger Descent

Data:
I , measurement count
M , signal dimension
Result: successrandom ; successtensor , True if error random ; error tensor is less than .01 respectively
// Generate measurements

1 x0; c; h = generateComplexGaussianIIAC (M; I )
// Randomly Initialized Wirtinger Descent

2 x init = random(M ) + 1 j random (M )
3 x init = x init =norm(x init ; 2)
4 x random = min x (f (x); gradient = r f (x); init = x init )
5 x random = disambiguateIIAC (x random ; x0)
6 error random = norm(x random � x0; 2)=norm(x0; 2)

// Tensor Initialized Wirtinger Descent
7 x init = RAARIIAC (c; h)
8 x tensor = min x (f (x); gradient = r f (x); init = x init )
9 x tensor = disambiguateIIAC (x tensor ; x0)

10 error tensor = norm(x tensor � x0; 2)=norm(x0; 2)
// Threshold

11 successrandom = error random < : 01
12 successtensor = error tensor < : 01

5.10.3 IIACRank

Algorithm 22 accepts a mixed-rank fourth-order tensor and returns a rank-one tensor built from a

single fourth-order outer product. Tucker decomposition is used for the decomposition step.

Algorithm 22: IIAC Rank-one tensor projection (IIACRank)
Data:
� 2 CM � M � M � M

Result: � rank

1 X; X 2; X �
3 ; X �

4 = tucker( �; rank = [1 ; 1; 1; 1])
2 � rank = X 
 X 
 X � 
 X �
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5.10.4 Back-Project

Algorithm 23 accepts a fourth-order tensor, forward and backward operators, and an indexing set to

back-project error from measurements onto the generating fourth-order tensor.

Algorithm 23: Error back-projection (Back-project)
Data:
� 2 CM � N � M � N ; CM � M � M � M

A; forward operator
B; backward operator
ii; jj; kk; ll , indexing set
h[i ], vectorized measurements
Result: � back ; e 2 R Frobenius error

1 � back  0
2 error = h � A � [ii; jj; kk; ll ]
3 � back [ii; jj; kk; ll ] = � [ii; jj; kk; ll ] + B error
4 e = jjerrorjj2

2

5.10.5 IIACIndex

Algorithm 24 accepts signal dimensionM , and produces the index setii; jj; kk; ll that is used to

organize the IIAC forward operator, and provides the four index set for the fourth-order guess tensor�

that the forward operator acts on.

Algorithm 24: IIAC Fourth-order index generation (IIACIndex)
Data:
M
Result: ii; jj; kk; ll , Non-zero indices in IIAC measurement tensors

1 ii; jj; kk; ll  [ ]; [ ]; [ ]; [ ]
2 for( k = [ � M + 1 ; � M + 2 ; ::: ; M � 1 ) f
3 lk = max(0 ; � k)
4 uk = min( M; N � k) � 1
5 colk = k + [ lk : 1 : uk ]
6 rowk = M � 1 � [lk : 1 : uk ]
7 ii = [ ii; repeat (rowk ; len(colk ))]
8 jj = [ jj; repeat (colk ; len(rowk ))]
9 kk = [ kk; tile (rowk ; len(colk ))]

10 ll = [ ll; tile (colk ; len(rowk ))]
11 g
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5.10.6 ScaleIIAC

Algorithm 25 accepts an arbitrary guessx of ground-truth x0 and produces a scaledx that produces

the measurementsh[i ] 2 RI from c 2 CM � I that have the same normL 2 norm as h[i ].

Algorithm 25: Scale IIAC (ScaleIIAC)
Data:
x 2 CM

c 2 CM � I

h[i ], vectorized IIAC measurements
Result: X scaled to produce measurementsh� [i ] s.t. jhj2 = jh� j2

1 h� [i ] = 0
2 for( i = [0 ; 1; :::; I � 1 ) f

// Written to match Numpy convolve
3 gi = convolve(x � c[i; :]; x � c[i; :]; mode= ` full 0)
4 h� [i ] = sum(jgi j2)
5 g
6 scale= mean(h� =h)1=4

7 x= = scale

5.10.7 IIACStart

To initialize an alternating minimization algorithm, Algorithm 26 provides a properly scaled rank-one

fourth-order tensor. This tensor is constructed from a randomly generatedx 2 CM that is scaled to create

measurements with the same norm as those generated byx0 and then passed through a structured

fourth-order outer product.

Algorithm 26: Random Rank-one IIAC tensor, scaled (IIACStart)
Data:
M
h[i ], vectorized IIAC measurements
Result: � 2 CM � M � M � M rank-one tensor to initialize
iterative algorithms that produce measurements on the same scale ash[i ]

1 x = random(M ) + j � random(M )
2 c = random(I; M ) + j � random(I; M )
3 x = ScaleIIAC (x; c; h)
4 � = x 
 x 
 x � 
 x �

5.10.8 DisambiguateIIAC

Algorithm 27 aligns phase and frequency o�sets between an estimatex and ground-truth x0 so that

di�erence can be estimated without the phase and frequency ambiguity inherent to IIAC. Frequency o�set

is estimated as the median phase step between samples. Resulting phase o�set is the phase of the inner

product between the demixed estimate and ground-truth.
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Algorithm 27: IIAC estimate disambiguation (disambiguateIIAC)
Data:
x, estimate of ground-truth
x0, ground-truth
Result: x, phase and frequency aligned estimate of ground-truth
// Functions match typical Numpy format and arguments

1 of fset f req = median( dif f ( unwrap( angle( x=x0 ))))
2 x = x � exp(� j of fset f req � arange(len(x)))
3 of fset phase = angle(xH x0)
4 x = x � exp(j � of fset phase )

5.10.9 GenerateComplexGaussianIIAC

Algorithm 28 generates a starting ground-truth and measurement set, in addition to creating the initial

set of measurements.

Algorithm 28: Ground-truth and measurement set generation (generateComplexGaussianIIAC)
Data:
M , signal dimension
I , measurement count
Result: x0; c; h[i ], a ground-truth signal, complex Gaussian measurement set, and IIAC

measurements
1 x0 = random(M ) + j � random(M )
2 x0= = norm(x0; 2)
3 c = random(I; M ) + j � random(I; M )
4 h[i ] = 0I

5 for( i = [0 ; 1; :::; I � 1 ) f
// Written to match Numpy convolve

6 gi = convolve(x � c[i; :]; x � c[i; :]; mode= ` full 0)
7 h[i ] = sum(jgi j2)
8 g

5.11 Integrated Intensity of Cross-Correlation

The de�nition of ICC in Equation (5.2) is constructed from a modi�ed form of the intensity of

cross-correlation problem, where a technique designed to recover two vectors is modi�ed to recover a single

vector. This adaptation stems from the fact that in time-resolved systems, a pulse is multiplied by itself in

a transform domain rather than being probed with another pulse as is the case in frequency resolved

systems. As such, IIAC is a system that recovers a single unknown vector.

Currently, a physical system that uses integrated intensity measurements to recovery two vectors has

not been designed and therefore a technique to recover two vectors from the integrated intensity of

cross-correlation (IICC) has not been physically motivated. However, it stands to reason that if IIAC

recovery techniques are successful in optical pulse characterization, future research may bene�t from
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having some established techniques for recovery from IICC as well as IIAC. This section de�nes the IICC

problem, and outlines modi�ed algorithms for the recovery of two signals from IICC measurements.

5.11.1 Formulations

The IICC measurement is de�ned in quartic vector form for two ground-truth vectors

x0 2 CM ; y0 2 CN in Equation (5.29). Here we assume that each vector can receiveI independent

modulations ci ; di respectively.

h[i ] =
N � 1X

k= � M +1

�
�xT

0 diag(ci dH
i ; k)y�

0

�
�2

+ � [i ]

=
N � 1X

k= � M +1

�
�xT

0 � i [k]y�
0

�
�2

+ � [i ]

=
N � 1X

k= � M +1

xT
0 � i [k]y�

0 xH
0 � �

i [k]y0 + � [i ] (5.29)

We will continue to use the notation that � i [k] = diag( ci dH
i ; k). This de�nition can also be viewied as the

sum of phaseless quadratic matrix inner products as shown in Equation (5.30).

h[i ] =
N � 1X

k= � M +1

�
�xT

0 � i [k]y�
0

�
�2

+ � [i ]

=
N � 1X

k= � M +1

�
�hx0yH

0 ; � �
i [i ]i

�
�2

+ � [i ] (5.30)

Finally, IICC can be shown to be the linear inner product between a series of modulation fourth-order

tensors and a ground-truth fourth-order tensor Z = x0 
 y�
0 
 x �

0 
 y0. This adaptation is shown in

Equation (5.31).

h[i ] =
N � 1X

k= � M +1

�
�xT

0 � i [k]y�
0

�
�2

+ � [i ]

=
N � 1X

k= � M +1

hx0yH
0 ; � �

i [k]ihx �
0yT

0 ; � i [k]i + � [i ]

=
N � 1X

k= � M +1

hx0 
 y�
0 
 x �

0 
 y0; � �
i [k] 
 � i [k]i + � [i ]

= hx0 
 y�
0 
 x �

0 
 y0;
N � 1X

k= � M +1

� �
i [k] 
 � i [k]i + � [i ]

= hZ; L i i + � [i ] (5.31)
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5.11.2 Cost-Function, Gradient, Hessian

With the de�nition of IICC given in Equation (5.29), we construct a least-squares cost-function in

Equation (5.32) for estimates of ground-truth x; y.

f (x; y) =
1
2

I � 1X

i =0

 

h[i ] �
N � 1X

k= � M +1

xT � i [k]y� xH � �
i [k]y

! 2

: (5.32)

=
1
2

I � 1X

i =0

e2
i

Because our cost-function is a function of two variables, we construct a concatenated vectorz = [ xT ; yT ]T ,

form the cost-function as a function of z, take the Wirtinger gradient and Hessian in identical fashion to

Appendix 5.9, and replacez with x; y constituents. We have omitted this derivation for sake of brevity, and

we present the results for Wirtinger gradient in Equation (5.33) and Wirtinger Hessian in Equation (5.35).

Note the shorthand for modulated cross-correlation at lag variablek is denotedgi [k] = xT � i [k]y� . or in

sum form asgi [k] =
P min( M;N � k ) � 1

n =max(0 ;� k ) ci [n]d�
i [n + k]x[n]y� [n + k].

r f (x; y) = �
I � 1X

i =0

0

B
B
@ei

N � 1X

k= � M +1

0

B
B
@

gi [k]� �
i [k]y

g�
i [k]� T

i [k]x
g�

i [k]� i [k]y�

gi [k]� H
i [k]x �

1

C
C
A

1

C
C
A (5.33)

=
I � 1X

i =0

ei ai (5.34)

r 2f (x; y) =
I � 1X

i =0

 

ai aH
i � ei

N � 1X

k= � M +1

�
bi;k bH

i;k + ci;k cH
i;k + D i;k

�
!

(5.35)

bi;k ; ci;k =

0

B
B
@

� �
i [k]y
0
0

� H
i [k]x �

1

C
C
A ;

0

B
B
@

0
� T

i [k]x
� i [k]y�

0

1

C
C
A

D i;k =

0

B
B
@

0 gi [k]� �
i [k] 0; 0

g�
i [k]� T

i [k] 0 0; 0
0 0 0 g�

i [k]� i [k]
0 0 gi [k]� H

i [k] 0

1

C
C
A

5.11.3 Additional Ambiguity

Only one additional ambiguity exists for the IICC problem that is not present for the IIAC problem,

ambiguous scaling betweenx; y. Because the IICC measurement is a integrated intensity of

cross-correlation, no measurements are made without coupling betweenx0; y0. This means that the true

energy of each cannot be determined, only the energy of their cross-correlation thus making the scale of
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x; y ambiguous to one another.

5.11.4 Algorithm Variation

The tensor alternating minimization algorithm AltMinIIAC can be modi�ed to initialize the IICC

problem, and the resulting AltMinIICC is shown in Algorithm 29. Helper algorithms IICCStart,

ScaleIICC, IICCRank, and IICCIndex are presented in Algorithms 30, 31, 32, and 33 respectively.

Algorithm 29: IICC Alternating Minimization (AltMinIICC)
Data:
c 2 CI � M

d 2 CI � N

h[i ]; i = [0 ; 1; :::; I � 1], vectorized IICC measurements
Parameters:
thresh = 1e � 6
maxIts = 1000
Result: x 2 CM ; y 2 CN

1 ii; jj; kk; ll  IICCIndex (M; N )
2 A  0 2 CI � Q ; Q =

P N � 1
k= � M +1 (min( M; N � k) � max(0; � k))2

3 for( i = [0 ; 1; :::; I � 1] ) f
4 A[i; :]  c[i; ii ] � d� [i; jj ] � c� [i; kk ] � d[i; ll ]
5 g
6 A+  pinv (A)
7 �  IICCStart (M; N; h [i ])
8 for( ii = 0 ; 1; :::; maxIts � 1 ) f
9 � back ; error  Backproject (�; A; A + ; ii; jj; kk; ll; h [i ])

10 �  IICCRank (� back )
11 if error > thresh then
12 break
13 g
14 x; y � ; x � ; y = tucker( �; rank = [1 ; 1; 1; 1])
15 x; y  ScaleIICC (x; y; c; d; h[i ])

Algorithm 30: Random Rank-one IICC tensor, scaled (IICCStart)
Data:
M; N
h[i ], vectorized IICC measurements
Result: � 2 CM � N � M � N rank-one tensor to initialize
iterative algorithms that produce measuremetns on the same scale ash[i ]

1 x = random(M ) + 1 j � random(M )
2 y = random(N ) + 1 j � random(N )
3 c = random(I; M ) + 1 j � random(I; M )
4 d = random(I; N ) + 1 j � random(I; N )
5 x; y = ScaleIICC (x; y; c; d)
6 � = x 
 y� 
 x � 
 y
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Algorithm 31: Scale IICC (ScaleIICC)
Data:
X; Y 2 CM ; CN

c; d 2 CM � I ; CN � I

h[i ], vectorized IICC measurments
Result: X; Y scaled to produce measurements on same scale ash[i ]

1 htmp [i ] = 0
2 for( i = [0 ; 1; :::; I � 1 ) f

// Written to match Numpy correlate
3 htmp [i ] = sum(jcorrelate(y � d[i; :]; x � c[i; :]; mode= 0 full 0)j2)
4 g
5 scale= mean(htmp =h)1=4

6 X= = scale
7 Y== scale

Algorithm 32: IICC Rank-one tensor projection (IICCRank)
Data:
� 2 CM � N � M � N

Result: � rank

1 X; Y � ; X 2; Y2 = tucker( �; rank = [1 ; 1; 1; 1])
2 � rank = X 
 Y � 
 X � 
 Y

Algorithm 33: IICC Fourth-order index generation (IICCIndex)
Data:
M; N
Result: ii; jj; kk; ll , Non-zero indices in IICC measurement tensors

1 ii; jj; kk; ll  [ ]; [ ]; [ ]; [ ]
2 for( k = [ � M + 1 ; � M + 2 ; ::: ; N � 1 ) f
3 lk = max(0 ; � k)
4 uk = min( M; N � k) � 1
5 rowk = [ lk : 1 : uk ]
6 repeatedk = repeat(rowsk ; len(rowsk ))
7 tiled k = tile (rowsk ; len(rowsk )
8 ii = [ ii; repeatedk ]
9 jj = [ jj; repeated k + k]

10 kk = [ kk; tiled k ]
11 ll = [ ll; tiled k + k]
12 g
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CHAPTER 6

CONCLUSION

6.1 Contributions

This thesis has extended structured inverse techniques to the non-linear problem of pulse

characterization in ultrafast optics. This work demonstrates that both low-rank fourth-order tensor inverse

formulations as well as Wirtinger gradient approaches are capable of resolving complex pulse spectral

pro�les from traditional and condensed datasets in frequency-modulated, frequency-resolved pulse

characterization paradigms. We utilize the analytic quartic structure inherent to pulse characterization

problems to reconstruct time information beyond the reach of any electronic sensor using only spectral

modulator a priori information. The contributions made in this thesis are made possible by the unique

physics of non-linear optics and the ability to produce quadratic interactions between ultrafast laser pulse

�elds.

Chapter 2 provided a common foundation for the problems presented throughout this thesis and serves

as a review for any researchers that may have interest in pursuing topics at the intersection of optimization

and ultrafast optics. In Chapter 3, connections between compressive sensing literature and ultrafast optics

created a hierarchy of mathematical formulations from which various structured inverse techniques could

be applied. Chapter 3 demonstrates the evolving role of structured inverse problems in linear intensity

imaging, �rst-order linear phase retrieval in di�ractive imaging, and second-order quadratic phase retrieval

in pulse characterization. The chapter leaves an open question as to the future of further polynomial

interactions in ultrafast optics being characterized with techniques presented in this thesis.

The formation of pulse characterization in the spectral domain allows us to both imposea priori

information through spectral modulation and construct an analytic formulation of the intensity of

cross-correlation and the integrated intensity of auto-convolution (and cross-correlation) in Chapters 4 and

5 respectively. For each of these problem domains, a Wirtinger gradient solution and an IHT tensor

initializer was developed. These techniques have been demonstrated numerically to outperform existing

projective algorithms in pulse characterization and address shortcomings of spectral initializers deployed in

the phase retrieval literature. Limitations of these algorithms and heuristic sampling requirements were

established. Each of these techniques was tested against laboratory data and returned results consistent

with the state-of-the-art.

Future research stemming from results and techniques studied in this thesis is already in progress and is

detailed in Appendix A, where the intent is to construct a fully pulse characterized scanning microscope.
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Additional directions of future work are reviewed here.

6.2 Future Work

Ultrafast optics motivates several new topics in compressed sensing as demonstrated in Chapters 3, 4,

and 5. Interesting future research may lie in adapting these techniques to broader scale characterization

with more sophisticated optimization techniques.

Condensed spatiotemporal characterization: Pulse characterization has seen many advancements in

recent years as full spatiotemporal characterization [17, 19, 74] has made use of multi-dimensional

measurements. Many of these techniques su�er from the drawback that measuring three dimensions of an

ultrafast pulse with what amounts to two-dimensional intensity sensors is quite limiting. We believe that

the techniques demonstrated in Chapter 5 have the ability to condense the temporal dimension of

spatiotemporal characterization problems to a single pixel, allowing for dense packing of temporal sensors.

Beyond the use of integrated intensity of auto-convolution however, we believe that structured analytic

expressions through non-linear polynomial interactions can be ported to the structure and form presented

in this thesis and bene�t from similar techniques.

Beyond second harmonic non-linearities: Wirtinger gradients have made themselves useful in phase

retrieval and pulse characterization alike and may even be applicable to even more complicated non-linear

functions inherent to ultrafast optics. In addition, it is likely that higher-order non-linearities like

third-order harmonic generation [9] and multi-photon sum-frequency generation can also be modeled with

structured tensors to provide robust IHT-based solutions for these problems as well. Problems of

mixed-order, where various harmonics combine on a single sensor, may also be modeled under assumptions

presented here.

Domain sparsity optimization: This thesis creates structured inverse problems where high-dimensional

lifted representations of our signal are resolved from underdetermined systems by enforcing known tensor

rank to solve for quartic polynomial cross-terms. A useful addition to this research is applying sparsity and

data regularization constraints to the recovered signals themselves [1, 172]. Many of the signals in pulse

characterization and ultrafast optics are well structured, and therefore could be recovered more e�ectively

with various regularization penalties. For example, the coupling that exists between space and time

(spatiotemporal couplings) have a structure that is intertwined with known physics [18]. Laser beam

cross-sectional pro�les take on known shapes well modeled by the Zernike, Laguar, and Hemite polynomials

[57, 58]. The condensed nature of time domain energy in ultrafast optics allows us to make assumptions

about a bandlimited spectral domain; penalties like total variation may provide valuable regularizers for

pulse characterization. Finally, known materials typically have well-understood dispersion pro�les over
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frequency. Their known structure may make an e�ective shortcut for imaging where species density

imaging is of primary interest.
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APPENDIX A

TOWARD A PULSE-CHARACTERIZED MICROSCOPE

The purpose of this appendix is to present ongoing unpublished work from the laboratory with new

system improvements to the setup used in Chapter 5. Data collected and lab work done in the section was

performed by our collaborator Daniel Scarbrough in the Squier Lab [78], and is as of writing unpublished.

The success of IIAC in a laboratory setting in Chapter 5 was encouraging but could potentially see

substantial improvement by addressing complications in mask design. The new mask design incorporates

several features useful for both experimental setup and for calibration. This mask was installed in the

modulation plane of the system shown in Figure 5.15 and is described at length along with the problems it

aims to address in Chapter A.1.

At this stage, the mask has been produced and installed in the system. Intermediate results look

promising despite some initial inconsistencies. These results are presented in Chapter A.2.

A.1 Mask Design

A.1.1 Required Mask Improvements

The mask used in Chapter 5 was a standard SPIFI mask, a circular mask that is designed to encode a

chirp across a slit that passes through the mask. The mask spins and measurements taken over the motion

of the mask have the attenuation pro�le of the objective sample encoded to di�erent frequencies. This

mask type is very useful for imaging and was used primarily because of its availability and use in system

diagnostics. Masks of this style introduced several challenges that will need to be addressed for improved

IIAC recovery performance.

A.1.1.1 Calibration

The �rst and likely most in
uential problem encountered was the need for calibration. The mask used

lacked any features with which we could align the incoming laser slit in the spectral-modulation arm. This

means that any a priori information we did have regarding the mask features over the rotation of the mask

would need to be matched in a calibration procedure. Additionally, the unknown relationship between

mask motor position and mask angle, the potential o�-axis mounting of the mask on the motor axle, and

the unknown position of the slit relative to the mask in both radial position and in-plane rotation added

further ambiguity that would need to be measured prior to e�ective mask use. Some of these ambiguities

are shown in Figure A.1. In order to make assumptions about the pro�le of the mask, a calibration dataset

is required.
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Figure A.1 Some real world e�ects that can make working with the SPIFI mask di�cult. a) shows that the
mask can be mounted on a motor with a small o�set in the center, this can cause unknown shifting and
makesa priori assumptions about mask pro�le more di�cult. b) shows that the mask can have a rotated
in-plane position with respect to where it contacts the laser pulse pro�le. c) shows that for higher
frequencies on the mask especially, there is phase shift over the size of the Gaussian laser pulse pro�le. One
non-ideality that is di�cult to show here is the sensitivity to motor rotation noise, where a mask angle may
have an unknown perturbation. This is particularly damaging at higher mask frequencies.

To provide calibration, the pulse per motor position was diverted to a spectrometer to e�ectively image

the modulation plane of the spectral-modulation arm. The spectrometer would allow us to generate a map

over the mask rotation indices that could be interpolated from to determine arbitrary attenuation pro�les.

One problem we had with this approach was that the spectrometer used was of a �xed spectral resolution,

meaning that the resolution of each mask could only be known to a certain degree. Furthermore, the

spectrometer used may not have been able to capture the full frequency content of the image at the

modulation plane inside the spectral-modulation arm due to constraints on numerical aperture to the

spectrometer.

A more preferred approach would be to provide a mechanism on the mask with which we could align to

the system so that we have an understanding of modulation in the pulse-compressor without the need for a

calibration set. This approach provides alignment utilities and pushes the physical system to align to oura

priori information, rather than the experimenter having to extract and align modulation information after

the fact.

A.1.1.2 Modulation Cells

The SPIFI mask used varied continuously relative to the scale of the pulse slit used. This means that

over the pro�le of the slit was variation of the mask pattern underlying it, likely causing issues at the

higher frequencies of the mask. We aim to avoid the complication of spatiotemporal modulation for the

time being, and so seek to avoid variation in pulse modulation along the narrow dimension of the slit. To
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address this issue, we will introduce cells that apply a consistent modulation over the narrow dimension of

the slit. This is to say that the modulation does not change over the narrow dimension of the pulse and is

reminiscent of making a stair stepping function rather than a continuous slope. This di�erence is shown in

Figure A.2.

Figure A.2 Di�erence from previously used mask and redesigned mask layout. The rectilinear layout is
divided into cells that do not vary in the vertical axis.

One additional problem we hope to solve is the problem of error introduced from motor repeatability.

Motors used for stepping or linear positioning have a repeatability error which translates to unknown

perturbations of the mask. If the mask is consistent in one axis on a scale that is slightly larger than the

pulse, we can have positioning error that is inconsequential. We believe that this motor error introduced

phase error on the SPIFI mask at higher spatial frequencies and contributed to the erratic behavior of

optimizations applied to data taken from this section of the mask.

A.1.1.3 Phase Modulation

One key feature that is missing from the SPIFI mask and supplemented by the DSCAN grating motion

is the ability to apply arbitrary complex modulations to the pulse, as opposed to purely real or attenuating

modulations. The ability to encode phase modulations at the modulation plane directly would remove the

need to control phase modulation with a moving grating mask, simplifying the spectral-modulation arm

considerably. Purely phase modulated masks do not intentionally remove energy via attenuation and

produce a usable modulation mask that on average generates IIAC measurements of higher relative

amplitude, improving SNR. Some masks can be manufactured that provide both attenuation and known

phase responses, but these masks have not been considered in this mask revision.
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A.1.1.4 Band-Limiting Modulation

One problem we face with binary masks is the fast spatial transition from fully attenuated sections of

the mask to fully unattenuated sections of the mask. This fast transition represents an extremely high

spatial bandwidth in the far-�eld which cannot entirely be recovered with the optics of the

pulse-compressor. The result is a low-bandwidth (lowpass �ltered) representation of the mask without a

complete understanding of how many spatial harmonics made it through the system. Worse still is the

possibility of a mask like SPIFI that has advancing spatial frequencies, and therefore has a variable number

of spatial far-�eld angular harmonics that make it through the system for two di�erent mask frequencies.

We also face the problem of representation: since the mask has extremely high spatial bandwidth, there

exists no reasonable spatial sample frequency that could adequately sample the mask without some degree

of aliasing.

Figure A.3 Three variations of binarizing a continuous signal are shown along with their frequency content.
Various binarization techniques will propagate higher spatial harmonics than intended. The �rst example
is the second row of this image, rounding, which produces a stream of higher odd order harmonics. The
second example in the third row is an error di�usion dither [173], and while it produces variations
according to the local continuous value, it struggles with high frequency artifacts. Finally, random
dithering sets indices to 1 using the original continuous function as a generating distribution. The high
frequency energy is much more dispersed, and aliasing via downsampling will only add e�ectively
decorrelated energy, preserving the fundamental frequency without coherent folded artifacts.
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We have decided to use pattern dithering to control the highest spatial harmonic that passes through

the system. While high frequency content will always exist in a modulation scheme where binary

transitions are the only available change in modulation level, some dithering techniques can decorrelate the

higher harmonic energy to reduce their coherent aliased presence in low-bandwidth representations.

Dithering is the technique of using spatial variation in a binary pattern to give the illusion, especially in a

low-frequency representation, of continuous variation. An example of dithering in a single dimension is

shown in Figure A.3. For the purposes of this mask, we will use random dithering, where a pattern

provides a probability distribution from which a pixel's value is sampled. A comparison of various dither

techniques is shown in Figure A.3.

A.1.2 Mask Selection and Features

Based on the improvements we aim to make to the system, the ideal mask might be a spatial light

modulator (SLM). These masks can be controlled by a computer and new masks can be generated at will

and applied with full discrete phase control at the modulation plane. In addition, the absence of moving

parts would reduce the possibility of things like motor drift over the course of measurements. While this

may be the preferred approach someday, the cost of these SLM can make their use prohibitive in the

current setup.

Instead, we have produced a mask that will be positioned with the use of a two-dimensional precision

motor translation stage. The elongated Gaussian pro�le of the beam at the modulation plane motivates

several columns of modulations that contain many rows of modulation cells. This overall structure is

illustrated in Figure A.4 and contains several modulation schemes and utilities for alignment.

Several assumptions used in the mask design are stated in Table A.1, with their corresponding value

illustrated in Figure A.5. Note that each cell is typically out�tted with guard pixels, fully attenuating

regions at the edge of a cell to distance one modulation pattern from another. This reduces the typical

usable size of a cell, but makes inspection of alignment easier and guarantees the cell will be well separated

from other patterns.

The following sections dissect the mask and describe speci�c features and collections of patterns. Note

that we have generally attempted to designate that a single column of cells contains a full modulation set,

or more than a full modulation set. For convenience, we will reserve terms like horizontal for directions

corresponding to the wide direction of a cell, and vertical for directions along the narrow direction of a cell.
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