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ABSTRACT

Distributed solar energy resources (DSERs) in smart grid systems are rapidly increasing due to the
steep decline in solar module prices. Smart cities, utilities, and government agencies are having pressure
on managing stochastic power generation with this distributed solar energy penetration, such as predicting
and reacting to the variation in the smart grid. Recently, there is a rising interest in solar energy analytics
to improve the efficiency of DSERs management. Unfortunately, DSERs management is still suffering from
low efficiency and low fairness. For instance, DSERs performance models are not very accurate and cannot
detect damage or degradation conditions accurately. The energy sharing among DSERs is suffering low
efficiency and low fairness.

To address these problems, this dissertation presents data-driven cyber-physical energy systems that
leverage data analytics techniques to improve the efficiency of DSERs management. My insight is that the
smart grid ecosystem produces large volumes of data, which can be analyzed to improve DSERs management
and CPS system sustainability. Building on this insight, I make the following contributions:

DSERs Identi cation Using Big Satellite Imagery Data. 1 design a new approach that can
automatically detect distributed solar arrays in a given geospatial region (such as location and radius,
zip code, or county name) without any extra cost. Rather than using Very High Resolution(VHR) aerial
images, I leverage regular or low-resolution imagery datasets. I designed a two-step identification method to
combine the benefits from both machine learning modelings and deep learning approaches. This dissertation
shows that my SolarFinder can detect distributed solar arrays accurately. However, prior DSER detection
approaches, including SolarFinder, are still suffering low accuracy due to insufficient sample and feature
learning. To further improve the detection performance, I design a new automatic system that can accurately
detect and profile distributed solar photovoltaic arrays in a given region without any extra cost. I leverage
multiple data augmentation techniques (e.g., CycleGAN, latent diffusion models, and Generative Adversarial
networks) to build a large rooftop satellite imagery dataset (RSID) to learn more samples and features. This
dissertation shows that my SolarDetector can accurately and reliably report multi-panel solar deployments.

Peer-to-Peer Solar Energy Sharing and Trading. To mitigate the impact of the intermittent
DSERs while also benefiting from distributed generation for more reliable and profitable grid management,
I design a new solar energy trading system that can enable unsupervised, distributed, scalable, and long-
term fair solar energy trading in residential Virtual Power Plants(VPPs). I leverage a new multi-agent
reinforcement learning approach that enables peer-to-peer solar energy trading among different DSERs to
ensure that both the DSER users and the VPPs maximize benefit. The dissertation shows that SolarTrader
is capable of enabling its users to trade solar energy with their neighbors more efficiently to achieve optimal
monetary benefits while empowering the VPP with reliable, online, distributed DSERs management.

DSERs Pro ling and Evaluation. Homeowners may have to spend up to $375 to diagnose their
damaged rooftop solar PV system. To help inspect potential damage on solar PV arrays automatically and
passively, I design a new system that automatically detects and profiles damages on rooftop solar PV arrays
using their rooftop images at a lower cost. The dissertation shows that SolarDiagnostics can detect damaged
solar PV arrays accurately.

For DSERs identification, I plan to expand to solar farms and smart and connected communities. For
peer-to-peer energy trading, I plan to deploy a prototype of SolarTrader in two community-shared solar PV
systems. I also plan to design new policies and expand the current DSER agent definition to abstract and

integrate more DSERs into SolarTrader, such as EVs, utility battery banks, and wind-generated energy.
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CHAPTER 1

INTRODUCTION

The number of distributed solar-powered homes is rapidly increasing due to the decrease in the cost of
solar module prices. Ultilities, third parties, and government agencies are having challenges in managing
this intermittent solar generated energy. To address this issue, | design data-driven experimental computer
systems that leverage satellite imagery and smart meter datasets to improve the e ciency of distributed
solar energy resources management.

1.1 Distributed Solar Energy Resources (DSERS) Penetration is Increasing

Cyber-Physical Systems integrate digital and physical systems in various industries for enhanced
e ciency and performance, including manufacturing, healthcare, and transportation. As a critical part of
CPS, the smart grid is a networked system that consists of more than 500 million sensors, advanced smart
meters, and actuators. It is the foundation of modern society and one of the largest Internet of Things
(IoT) deployments in the world [10]. In the smart grid, the number of solar-powered homes is rapidly
increasing due to a steep decline in solar module prices. In the rst quarter of 2019, over 70% of solar
deployments in the U.S. were continuously small-scale photovoltaic (PV) arrays from residential rooftops.
With DSERSs increasingly deployed and integrated, new challenges emerge.

Smart grid is having challenges in managing and controlling this intermittent solar generated energy.
For instance, the increasing penetration of rooftop solar PV arrays is decreasing the accuracy of net load
predictions for utilities. Meanwhile, utilities are losing revenue from homeowners generating their own
solar power during the day, but still maintaining the same generating capacity to provide these
homeowners electricity when their solar PV arrays are not able to generate power. As a result, government
agencies (e.g., Massachusetts Applications for Cap Allocation) usually place limit on the amount of solar
PV arrays that can be installed in a geospatial region. The current process relies on accurate statistics of
solar deployment generation capacity within a region. Thus, recently, there is a strong interest from
utilities, third-parties, and government agencies in passively identify and characterize rooftop solar PV
arrays in the electric grid at scale and learn their con guration information, such as size, orientation and
shading, which is critical and valuable for solar forecasting and operation management in smart grid.

Traditional approaches such as online assessment and utilities interconnection lings are
time-consuming and costly [11]. In addition, they are typically limited in some geospatial resolution (the
town, county, city, or state level) and thus do not actually scale up to all the locations. Signi cant recent
work [63, 62, 60, 61, 89, 35, 101, 44, 36] focuses on using aerial imagery to train machine learning or deep
learning models to automatically detect solar deployments. The key insight of this work is that solar arrays
are visually identi able. Broadly, these techniques all require training data that includes very high
resolution (VHR) images (0.3 0.8m per pixel) and human handcrafted image templates to calibrate their
models. Unfortunately, these data are very costly (may cost ass15 perkm? [85]) and not available at
every location, and thus new techniques are necessary.

This solar penetration has also prompted utilities to employ DSERs management for load reduction
and has given rise to Independent System Operators (ISO) for wholesale market bidding participation. As
a result, U.S. utilities have demonstrated an interest in deploying virtual power plants (VPPSs) to confront
and adapt to these changes. VPPs enable the individual DSER owners to have access and visibility across
the entire energy market and bene t from the market to maximize their revenue potential [75]. A key goal
in the management of VPPs is enabling a solar-generated energy trading platform that achieves the above



Figure 1.1: The overview of the virtual power plants (VPPs).

bene ts for both VPPs and DSER users. Unfortunately, the existing solar energy sharing approaches are
not able to extract maximum bene t from the DSERs such as rooftop solar PV arrays, CSSA [23, 19], and
other solar energy storage systems. Thus new trading approaches are necessary.

Another problem with the smart grid is that solar owners may spend up to $375 per year on the
services to maintain their \degraded" rooftop solar PV systems, including damaged solar PV panel
inspection, wiring damage, annual inspection, damage localization, and solar PV array cleaning, which
typically are not covered in their purchase warranty. Thus, recently, there has been a rising interest in
inspecting potential damage on rooftop solar PV arrays automatically and passively with a lower cost.
Traditional approaches [66, 84, 27] relied on |-V curve and P-V characteristic monitoring of the target
rooftop solar PV system in nominal and faulty conditions and had the accuracy as 60%. These
approaches require user expertise in measuring model parameters and hardware installation, such as
cameras and solar radiation sensors to collect training data. Thus, signi cant recent work focuses on
data-driven approaches [78, 45, 32, 56, 106, 41, 74] that leverage machine learning techniques to train
accurate classi ers to identify damages. These approaches require a signi cant amount of historical pure
solar generation data, which may not be available due to the new solar sites becoming online, to calibrate
their models, and also can not accurately distinguish solar PV array damage from other degradation, such
as shading, dust, snow, cloudy, and so on. Thus, new techniques are necessary.

1.2 Thesis Contributions

To address these problems mentioned above, | leverage data-driven approaches to build experimental
computer systems to improve the e ciency of DSERs management.
1.2.1 ML and DL based DSER Detection and Management.

There is a rising interest to identify solar PV arrays automatically and passively. Traditional
approaches such as online assessment and utilities interconnection lings are time-consuming and costly,
and limited in geospatial resolution, and thus do not scale up to every location. Signi cant recent work
focuses on using aerial imagery to train machine learning or deep learning models to automatically detect
solar PV arrays. Unfortunately, these approaches typically require Very High Resolution (VHR) images
and human handcrafted solar PV array templates for training, which have a minimum cost of$15 per km?
and are not always available at every location. To address the problem, | design a new
system|SolarFinder that can automatically detect distributed solar PV arrays in a given geospatial region



without any extra cost. SolarFinder rst automatically fetches regular-resolution satellite images within

the region using publicly-available imagery APIs. Then, SolarFinder leverages multi-dimensional K-means
algorithm to automatically segment solar arrays on rooftop images. Eventually, SolarFinder employs a
hybrid linear regression approach that integrates support vector machine (SVM) modeling with a deep
convolutional neural networks (CNNs) approach to accurately identify solar PV arrays and characterize
each solar deployment.

1.2.2 DSERs ldenti cation Using Big Satellite Imagery

Most recent solar array identi cation work is still su ering low detection accuracy due to insu cient
sample and feature learning when building their models and the separation of rooftop object segmentation
and identi cation during their detection process. Also, they cannot report accurate multi-deployment
results. To address these problems, | design a new approach-SolarDetector, which can automatically and
accurately detect, and pro le distributed solar PV arrays without any extra cost. SolarDetector rst
leverages multiple data augmentation techniques (e.g., CycleGAN, latent di usion models, and Generative
Adversarial networks), to build a large rooftop satellite imagery dataset (RSID). Then, SolarDetector
employs Mask R-CNN algorithm to accurately identify rooftop solar PV arrays and learn the detailed
installation information for each solar PV array simultaneously.

1.2.3 Peer-to-Peer Solar Energy Sharing and Trading

The DSERSs penetration has prompted utilities to balance the real-time supply and demand of
electricity proactively. A direct consequence of this isvirtual power plants (VPPs) that enable solar
generated energy trading to mitigate the impact of the intermittent DSERs while also bene ting from
distributed generation for more reliable and pro table grid management. However, existing energy trading
approaches in residential VPPs do not actually allow DSER users to trade their surplus solar energy
independently and concurrently to maximize bene t potential; they typically require a trusted third-party
to play the role of an online middleman. Furthermore, due to a lack of fair trading algorithms, these
approaches do not necessarily result in \fair" solar energy saving among all the VPP users in the long term.

| design SolarTrader, a new solar energy trading system that enables unsupervised, distributed, and
long term fair solar energy trading in residential VPPs. In essence, SolarTrader leverages a new
multi-agent deep reinforcement learning approach that enablegpeer-to-peersolar energy trading among
di erent DSERS to ensure that both the DSERs users and the VPPs maximize bene t.

1.2.4 DSERs Pro ling and Evaluation.

Homeowners may have to spend up to $375 to diagnose their damaged rooftop solar PV system.
Thus, recently, there is a rising interest to inspect potential damage on solar PV arrays automatically and
passively. Unfortunately, recent approaches that leverage machine learning techniques have the limitation
of distinguishing solar PV array damages from other solar degradation (e.g., shading, dust, snow). To
address this problem, | design a new system|SolarDiagnostics that can automatically detect and pro le
damages on rooftop solar PV arrays using their rooftop images with a lower cost. In essence,
SolarDiagnostics rst leverages an K-Means algorithm to isolate rooftop objects to extract solar panel
residing contours. Then, SolarDiagnostics employs a Convolutional Neural Networks to accurately identify
and characterize the damage on each solar panel residing contour. | evaluate SolarDiagnostics by building
a lower cost prototype and using 60,000 damaged solar PV array images generated by Deep Convolutional
Generative Adversarial Networks.



1.3 Dissertation Overview

| organize the rest of the dissertation as follows. Chapter 2 provides the necessary background on
data-driven DSERs management systems. In Chapter 3, | present and evaluate the two-step distributed
solar arrays identi cation approaches. Chapter 4 describes the design, implementation, and evaluation of
SolarDetector: automatic solar PV Array Identi cation using big satellite imagery data. Chapter 5 details
the design and implementation of SolarTrader, which enables distributed solar energy trading in residential
virtual power plants. Chapter 6 presents and evaluates the solar damage detection technique {
SolarDiagnostics, which can automatically detect and pro le damages on rooftop solar PV arrays. Finally,
Chapter 7 concludes the completed work and future work.



CHAPTER 2

BACKGROUND

The number of solar-powered homes is rapidly increasing due to a steep decline in solar module prices.
This solar penetration has prompted utilities to employ DSERs management for load reduction. As a
result, U.S. utilities have demonstrated an interest in deploying virtual power plants (VPPs) to confront
and adapt to these changes. A VPP is an aggregation of di erent types of power generation sources,
including traditional energy sources and DSERs. Typical DSERs in residential VPPs can be comprised of
small-scale rooftop residential solar photovoltaic (PV) deployments, community shared solar arrays
(CSSA) [23, 19], solar farms, and solar energy storage systems (e.g., electric vehicles (EVs), battery storage
arrays). However, even with VPPs, the DSERs management is still not e cient and not su cient. Thus,
Researchers have designed di erent approaches to help manage DSERSs. In this chapter, | will introduce
the background and related work of the four approaches mentioned in the introduction.

2.1 ML and DL based DSERs Detection and Management.

Problem statement : Given a geospatial region, | rst want to build a new approach that can
automatically search and extract rooftop images from publicly-available low or regular resolution satellite
imagery. | then present a new approach that can accurately segment objects in each rooftop image. |
further seek to build a new model to accurately identify the solar arrays among all the objects from each
the rooftop imagery. Moreover, for each of the detected rooftop solar arrays, | want to learn the size,
orientation and shading situation, and other physical characteristics that are critical to predict solar
generation capacity per solar site. By doing these, | can perform statistical learning for solar installations
within the given region, such as how many homes have solar arrays installed on their rooftop, and how
many solar arrays are setup towards south and north and so on. Formally, given a target geospatial region
a;, | need to segment all the rooftop images; of all the buildings by with region a;. And for each rooftop
ri, | then need to segment all the objectsly (1<=i<N) into small \contours" ¢;. Eventually, | will identify
eachg; that is solar array and report its estimated size, orientation and shading situation. Further, using
these information, | need to predict solar generation capacity for all the buildingsly with region a;.

In this section, | outline the design alternatives for detecting distributed rooftop solar PV arrays using
satellite images, including machine learning based approach, and deep convolutional neural networks
(CNNs) based approaches. In doing so, | review a wide range of the most recent sophisticated solar array
detection approaches based on logical regression (LR), support vector machines (SVMs) and random forest
(RF) [63, 60, 62], and convolutional neural networks (CNNs) [35, 61, 89].

Table 2.1 quanti es the e ectiveness of the three approaches by showing the percentage of the
approaches yield true positives (TP: detect solar array and the rooftop does have one), true negatives (TN:
detects no solar array and the rooftop does not have one), false positives (FP: detect solar array but the
rooftop does not have one), false negatives (FN: detect no solar array but the rooftop does have one). The
accuracy is then the sum of the true positive and true negative percentages. | also report the Matthews
Correlation Coe cient (MCC) metric for each approach, a standard measure of a binary classi er's
performance, where its values are in the range of -1.0 and 1.0, with 1.0 being a perfect solar array
detection, 0.0 being random solar array prediction, and -1.0 indicating an always wrong detection.

2.1.1 Machine Learning Approach

Prior research in [63, 60] leverages machine learning models to identify solar arrays from very high

resolution (VHR) rooftop satellite images that have a resolution of 0.3 meter per pixel and 8-bit in each
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(d) shade (e) ridge () trees
Figure 2.1: The objects that may exist on rooftop images.

Model TP FN TN FP MCC
Logical Regression | 74.06% | 25.94% | 74.54% | 25.46% | 0.15
SVMs (linear) 75.77% | 24.23% | 75.37% | 24.62% | 0.16
Random Forest 94.88% | 5.11% | 84.51% | 12.38% | 0.11
VGGnet-based CNNs | 54.49% | 45.51% | 89.11% | 10.89% | 0.18

Table 2.1: The comparison of detection accuracy when employing dierent prior solar array detection
approaches.

RGB color channel. The idea of these machine learning approaches is that solar array has some unique
physical shape features that allow us to train a machine learning classi er to predict the existence of solar
arrays in the VHR images. The major challenge of these approaches is to empirically identify unique shape
features from those VHR images that can be used to train the classi ers. The researchers in work [63] use
100 manually selected VHR images, with 50 images having solar arrays installed and the other 50 images
having no solar arrays deployed on their building rooftops. The features extracted empirically include:
prescreened con dence in foreground color, color histogram of background pixels, the ratio @afrea to
perimeters?, and the mean, variance and Kurtosis of the grayscale pixels per region. Then, the researchers
construct a training dataset that includes all the above shape features and has 18 dimensions. Eventually,
a support vector machine (SVM) classi er is employed to perform the binary classi cation. A later work
in [60] demonstrates a detection approach based on the similar insight as in work [63], but uses more
features and leverages random forest (RF) classier to train their classi cation model.
Observation : Our results in Table 2.1 show that the prior machine learning approach based on kernel of
logical regression (LR), support vector machines (SVMs) and random forest (RF) yields a MCC of 0.15,
0.11 and 0.16, respectively. The accuracy of these machine learning based solar array detection approaches
are slightly worse than the convolutional neural networks (CNNs) that typically yield a MMC of 0.18. But,
the machine learning based approaches are reporting better True Positives (TP) than the CNNs
approaches. This is mainly due to the fact that physical color and shape features are very e ective when
describing solar arrays.
2.1.2 Deep Learning Approach

Signi cant recent research focuses on leveraging visual geometry group networks (VGGNets) based
deep convolutional neural networks (CNNSs) techniques [35, 61] to automatically detect rooftop solar arrays
using satellite images. CNN is an important class of learnable representations applicable to numerous
computer vision problems. CNNSs, in particular, consist of an input and an output layer, as well as multiple
hidden layers that involves linear as well as non-linear operators, that are learned jointly, in an end-to-end



manner, to solve a particular computer vision task. CNNs are now the dominant approaches that
signi cantly improve many object detection and image segmentation problems.

The VGGNet architecture [88] is designed to signi cantly increase the depth of the existing
architectures of CNNs with 16 19 layers using very small 3 3 convolution lters. Since VGGNet is
substantially deeper than the other CNN models, the VGGNet is more susceptible to the vanishing
gradient problem and applicable to other image recognition datasets [17, 35, 61]. Broadly, these techniques
all require a signi cant amount of training data including very high resolution (VHR) imagery
(0.3 0.8m/pixel) and human handcrafted image templates to train their models.

For instance, the authors in [35] proposed a ve layers CNN that includes three convolutional layers
and two fully connected layers. The inputs are 3,347 three-channel satellite images with the size of
200 200 pixels. The training data of their CNN model is a well balanced dataset with a sample ratio of
1,643 positive samples to 1,704 negative samples. The rst convolutional layer is comprised of neurons that
connect to the subregions of the input images and has 96 maps and each map contains @#% neurons.

The second convolutional layer contains 256 feature maps with 1717 neurons on each map. The third
convolutional layer has 120 feature maps with the size of 1313 neurons per map. The major problem with
this approach is that the input rooftop satellite images have many \outliers" rather than solar arrays, and
the CNN model is not be able to reliably identify them.

The work in [61] is an improvement to the approach in [35]. The authors presented a CNN architecture
that is inspired by the designers of the visual geometry group (VGG) at Oxford [88]. Their architecture
has two di erent modules, including VGG( x) modules, and fully connected neuron FC{) modules. The
CNN is comprised of two consecutive convolutional networks, and each has lters that are 3 3 pixels in
size. And each convolutional layer is followed by a recti ed liner unit (ReLU) activation. The last part of
the CNN model is a 3 3 pixels max-pooling layer, with a stride of 2 pixels. The training dataset
encompasses 138m? of surface and has 2,794 PV array annotations. All the training data and
groundtruth data are labeled by human annotators. The work in [61] has better accuracy to identify solar
arrays due to two reasons: 1). The CNN model is trained using very high resolution (VHR) images that
has spatial resolution of 0.3 meter per pixel; 2). The solar arrays in the groundtruth data are handcrafted
by human annotators, and this signi cantly helps the CNN model to identify solar arrays and distinguish
solar arrays from other objects that exist on the same rooftop images. Another work [62] is a variant of the
CNN model in the work in [61] and employs Random Forest modeling to benchmark the performance of
the proposed CNN model.

Observation : The results show that VGGnet-based CNN approach yields a MCC of 0.18 which is the

best one among all the approaches reported in Table 2.1. However, the CNN approach is reporting the
True Positives percentage of 54.49% which is 40% worse than the machine learning approach using random
forest (RF) classi er, yielding at a True Positives percentage of 94.88%. This is mainly due to the CNN
approach may not able to reliably distinguish solar arrays from the other rooftop objects (e.g. shading
generated by nearby tall buildings and trees) that have similar foreground or background grayscale as solar
arrays'. Another signi cant drawback is the general CNN approach requires very high resolution (VHR)
satellite images that are not available at every location.

2.2 DSERs ldenti cation Using Big Satellite Imagery Data

I Outline the design alternatives for detecting distributed rooftop solar PV arrays using big satellite
imagery data, including machine learning (ML)-based approaches, deep learning (DL)-based approaches,
and a hybrid approach which combines the bene ts from both ML-based and DL-based approaches. In



Model TP TN FP FN MCC
SVMs 95.49% | 55.50% | 44.50% | 4.50% 0.42
Logistic Regression| 99.55% | 31.12% | 68.80% | 0.45% 0.29
Random Forest 99.55% | 31.20% | 68.80% | 0.45% 0.29
CNNs 14.41% | 96.98% | 3.02 % | 85.59% | 0.21
SolarFinder 90.09 % | 80.77% | 19.23% | 9.91% 0.61

Table 2.2: The comparison of detection accuracy when employing dierent prior solar array detection
approaches using big satellite imagery data.

doing so, | review a wide range of the most recent sophisticated solar array detection approaches based on
logical regression (LR), support vector machines (SVMs) and random forest (RF) [63, 60, 62],

convolutional neural networks (CNNSs) [35, 61, 89], and hybrid approach [52]. Table 2.2 quanti es the

e ectiveness of the ve approaches by showing the percentage of the approaches that yield true positives
(detect solar array and the rooftop does have one), true negatives (detects no solar array and the rooftop
does not have one), false positives (detect solar array but the rooftop does not have one), false negatives
(detect no solar array but the rooftop does have one). | also report the Matthews Correlation Coe cient
(MCC) metric for each approach, a standard measure of a binary classi er's performance, where its values
are in the range of -1.0 and 1.0, with 1.0 being a perfect solar array detection, 0.0 being random solar array
prediction, and -1.0 indicating an always wrong solar array detection. To report Table 2.2, | used a dataset
that has 3,430 satellite images using Google Maps APIs [40]. | use the same dataset to benchmark the ve
di erent solar array detection approaches. Also, | trained all the models with a 70 30% split of training
dataset to testing dataset. In doing so, Table 2.2 shows the solar array detection accuracy comparison of 5
di erent recent approaches in a \hold-out" manner.

The most notable prior approach research|SolarFinder [52] leveraged a linear regression model to
combine the bene ts from both ML-based and DL-based approaches. The key insight of this \hybrid"
approach is that ML-based approaches are more accurate when identifying solar PV arrays, while,
DL-based approaches are performing better to detect other rooftop outliers. In particular, this hybrid
approach requires two-step operations to identify solar PV arrays, including rooftop image object
segmentation and contour level solar PV array detection. SolarFinder's detection accuracy is highly limited
by the accuracy of the KMeans-based rooftop object segmentation process. SolarFinder also assurkes 5
clustering is working for all the rooftops. As show in Figure 2.2 (a) and (b), some shadow generated by
near trees is recognized as solar PV array by mistake. In addition, Figure 2.2 (c) and (d) show that both of
shades and ridges are wrongly classi ed as solar PV arrays in the \clustering" process. This is mainly due
to the fact that the RGB grayscales and shapes of solar PV arrays, shades, and trees are quite similar and
thus KMeans-based segmentation cannot accurately and reliably segment the rooftop objects. To make the
detection performance even worse, rooftop object segmentation removes the relationships between di erent
objects and the rooftop. For example, people typically cannot deploy solar PV arrays on the edges of a
rooftop. In contrast, shades generated by trees are more likely aligning well with the rooftop edges. The
nal linear regression model is not able to pick up these critical missing information at contour level to
detect solar PV arrays. Also, as shown in Figure 4.1, since this hybrid approach detects solar PV array in
the separated contours, it is extremely di cult to accurately report multiple solar PV arrays on one
rooftop.

Observation : The results show that the hybrid approach|SolarFinder [52] yields a MCC of 0.61 as
reported in Table 2.2, which is 2 times better than the most recent DL-based approach yielding at a
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Figure 2.2: lllustration of inaccurate Rooftop segmentation when applying the most noble approach|
SolarFinder [52]. Each color represents one cluster.

MCC of 0.21. However, this hybrid approach still shows very low detection accuracy. This is mainly due to
the fact that the separation of rooftop object segmentation and detection processes in SolarFinder has
resulted in the missing of rooftop contextual information, which is critical when detecting solar PV arrays.
In addition, this hybrid approach cannot accurately report multiple solar PV arrays cases since its nal
linear regression detection is fully performed at image contours.

2.3 Peer-to-Peer Solar Energy Sharing and Trading.

2.3.1 Problem Statement

Implementing an e cient residential VPP involves addressing multiple goals. First is a new approach
that can automatically gather and abstract all the distributed solar energy resources (DSERS) such that
each DSER can be abstracted as an agent in the collaborative VPP environment. Next is a set of new solar
energy trading algorithms for the agents to trade their surplus energy in a distributed and P2P manner. In
addition, | need to learn trading algorithm performance, including user monetary bene ts, long term
fairness, and VPP management bene ts, when applying each energy trading approach. | outline the
speci ¢ approach for achieving each of these goals below.

Formally, given a VPP V;, | abstract each DSERDSER; in V; as an agenta such that all the DSERs
can trade their surplus energy concurrently in the multi-agent VPP system V;. The objective is to nd the
minimum energy cost of its operations over timeT in the entire VPP environment, which can be de ned as
follows,

o ks [Egrid K (|) Pgrid K (t) Etrade K (t) Ptrade K (t) (2.1)

Efeedback K (t) Pfeedback K (t))]

L
N

where Egrid (), Etrade (1), and Efeedback (1), represent the electricity that the agent k draws from the
grid, trades with its neighbors, and feeds back to the grid, respectively, at moment. Pyade  (t), Pgrid , (1),
and Preedback , (t) denote the electricity cost in $ per kWh when the agentk draws from the grid, trades
with its neighbors, and feeds back to the grid, respectively.



Figure 2.3: (a) The overview of a residential DSER, and (b) the operation pipeline of a dedicated solar PV
array system.

(a) Aggregated Consumption (b) Monthly Energy Saving (c) Fairness in GC

Figure 2.4: Comparison of di erent solar energy trading approaches based on (a) the amount of monthly
aggregated energy consumption, (b) monthly electricity bill saving, and (c) the Gini Coe cients.

2.3.2 System Model and Pricing Model

System Model . A general DSER in residential VPPs is a residential rooftop solar PV system that is
typically comprised of solar PV arrays, a smart hybrid inverter, and battery arrays. Figure 2.3 (a)

illustrates the system overview of a rooftop solar PV system in daytime when solar generation is available,
and Figure 2.3 (b) shows a dedicated (hon-sharing) solar PV system operation pipeline. As | had discussed
in the introduction, instead of feeding excess solar generated energy back to grid, sharing surplus solar
energy with neighbors can o er greater monetary bene t for DSER owners and also help VPPs better
manage grid operation. By enabling solar generated energy trading in a VPP when excess solar energy is
available, selling solar generated energy to homes that have de cit of energy becomes possible. | discuss
the details of this approach in Section Design.

Pricing Model . | assume that all the DSERSs use regular retail electricity pricing schemes. The utilities
purchase net-metered electricity at wholesale prices and sell it to VPP residents at retail prices [3, 2].
Instead of purchasing electricity from utilities at retail prices, SolarTrader enables VPP users to purchase
electricity from neighbors that have surplus electricity at a price that is higher than the utilities' wholesale
price but signi cantly lower than the utilities' retail price. | also assume VPP users have a billing
agreement among all the DSERs to determine the costs of energy borrowed or lent. Finally, the
micro-payments necessary for purchasing electricity can be executed using third-party payment systems
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such as PayPal [4], Venmo [7], etc.
2.3.3 Comparing Current Approaches

| examine alternatives for solar generated energy trading approaches, including the dedicated
(non-trading) approach, the pure always sharing approach, the rst-come- rst-service (FCFS) sharing
approach, and the round-robin (RR) sharing approach. In doing so, | am able to review a wide range of
the most recent sophisticated solar energy sharing or trading
approaches [57, 58, 12, 83, 73, 18, 8, 96, 103, 110] in micro-grids and community shared solar PV systems
that may be adapted in VPP solar energy trading systems.

Figure 2.4 quanti es the e ectiveness of three approaches by comparing the amount of electricity drawn
from the grid, the reduction in their monthly electricity bills, and the Gini Coe cient (a.k.a. Gini Index)
of four di erent VPPs from New York, California, Colorado and Austin, respectively. | report the Gini
coe cient (GC) [1], which is a measure of statistical dispersion intended to measure the degree of
inequality in a solar energy trading outcome in residential VPPs. GCs range from 0 to 1, where 0 indicates
a perfect equality, i.e., each VPP user is receiving an equal electricity saving from solar energy trading, and
1 indicates the worst equality, i.e., only a small group of VPP users are receiving the entire energy saving
benets. GC is discussed further in the evaluation. To generate Figure 2.4, | use smart meter data from 119
residential DSERs which | downloaded from PecanStreet Dataport [5]. Speci cally, the dataset contains
6-month data for 25 homes from New York, 5-year data for 23 homes from California, 1-year data for 46
homes from Colorado, and 1-year data for 25 homes from Austin. | pre-process the smart meter data into
1 hour granularity to benchmark the performance of the three di erent approaches as shown in Figure 2.4.
Pure Sharing . In this case, a DSER rst consumes solar generated electricity locally and then stores
surplus solar generated energy into its battery for future use. After the local battery is already fully
charged, it starts to sell its excess solar energy to its neighbors who have de cit energy. Thus, the DSER
only sends the surplus solar energy after trading with its neighbors back to the grid. | assume that all
selling and buying requests are matched perfectly. In doing so, | simulate the maximum monetary bene ts
that users can receive from solar energy trading.
First-Come-First-Sharing (FCFS) . Similar to pure sharing, FCFS consumes solar generated energy in
the sequence of meeting load demand, charging battery, trading with neighbors, and feeding back to the
grid. Each DSER selling energy to its neighbors maintains a demand queue. All trading requests are
enqueued and met according to their arriving order.
Round-Robin (RR) Sharing . The major di erence between RR and FCFS is how a DSER maintains
its service request queue. RR enables DSERs to trade with their neighbors with de cit energy using a xed
amount of excess solar generated energy divided into equal portions (quanta) assigned to neighbors
arranged in round-robin order. This approach handles trading requests without considering their arriving
seguence.
Observation : The results show that the aggregated electricity drawn from the grid per DSER per month
in 4 di erent VPPs has signi cantly dropped after applying the 3 trading approaches, including pure
sharing, RR, and FCFS approaches. Specially, as shown in Figure 2.4 (a), pure sharing approach reports
21.39%, 6.89%, and 12.28% (with the average of 13.52%) net demand reduction in the VPP communities of
New York, California, and Austin, respectively. In addition, by leveraging more e cient solar surplus
energy trading approaches of RR and FCFS, DSERs can reduce the aggregated grid demand per DSER
per month by the average of 94.66% and 97.28% in the 4 regions, respectively. Figure 2.4 (b) also shows
that users can receive 3%, 88.53%, and 92.16% average savings in their monthly electricity bills per
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Figure 2.5: The system overview of the distributed trading approach in SolarTrader.

household when applying pure sharing approach, RR, and FCFS in the four VPPs. In addition, | also
observe that RR and FCFS help VPP users to achieve more fair monetary bene ts. Compared to pure
sharing, RR and FCFS decrease their average GC by 71.04% and 66.92% over 12 months in the 4 VPPs as
shown in Figure 2.4 (c). Thus, these native trading approaches can help mitigate bias in solar energy
trading systems.
Insights from the Above Approaches . The above results and observations shed the following
important insights. First, the most recent trading approaches in the related areas of micro-grid and
community-shared solar may have signi cant potential for net energy savings. Enabling the trading of
surplus solar generated energy with DSER neighbors in VPPs has the potential to provide users additional
monetary bene ts. Second, enabling solar generated energy trading with neighbors can also mitigate
unfairness in long-term energy saving outcomes observed in traditional non-sharing and pure sharing
approaches. RR is the most stable approach to benchmark a trading algorithm's fairness. These valuable
insights will guide the development of our proposed techniqueSolarTrader.
2.4 DSERs Proling and Evaluation
2.4.1 Problem statement

Given a solar-powered home, | rst want to build a new approach that can automatically fetch its
rooftop image. | then present a new approach that can accurately segment rooftop objects and focus on
solar panel residing contours in each image. | further seek to build a deep learning classi er to accurately
identify the damage on each solar PV array. For each reported solar PV array, | also want to learn its
pro ling information, such as damage location, damage level and manufacture brand, which can be used to
assist solar owners to repair or replace their solar PV arrays promptly. Formally, given a solar PV
array-powered homesS;, | rst need to segment its rooftop objects O;(1 <= i< = N) on rooftop image I;
into small \contours"| C;, whereN is the number of objects. Then, | will identify the contours that have
damaged solar PV panels and report their damage level, damage location, and brand information.
2.4.2 Related Work

Traditional approaches [66, 84, 27] focusing on engineering methods to detect faults of solar PV arrays
can be classi ed into the following categories: (1) statistical signal processing based approaches [25, 14]; (2)
I-V characteristics analysis [95, 48, 31]; (3) power loss function-based analysis [59, 79, 108]; and (4) voltage
and current measurement based approaches [104, 49, 107]. The prior approaches [84, 27] leverage these
electrical methods to monitor the rooftop solar PV system in nominal and faulty conditions, respectively.
However, these approaches all require hardware installation such as cameras, and solar radiation sensors to
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collect training data, and also user expertise in measuring model parameters when building classi ers.

In contrast, signi cant recent work focuses on data-driven approaches [78, 45, 32, 56, 106, 41, 74] that
leverage machine learning and deep learning techniques to train accurate machine learning or deep learning
classi ers. The major issue is that these approaches typically require signi cant amount of historical pure
solar generation data to calibrate their models, which may not be available due to the new solar sites
become online, and also have the di culty to distinguish solar PV array damage from other degradation,
e.g., shading, dust, snow, and cloudy. Thus, new techniques are necessary.

2.4.3 Observation

As | had discussed in this section, the prior approaches that leverage electrical engineering methods
typically require hardware installation to monitor and model the faulty and normal conditions. While,
recent machine learning and deep learning based data analytics methods require signi cant amount of
training data which is not always available.

2.5 Summary

In summary, for DSERs identi cation, prior ML-based approaches [63, 60, 62] show high True Positives
which indicate the potential to identify solar PV arrays, while, prior DL-based approaches [35, 61, 89]
demonstrate high True Negatives, which illustrate their \promises" in detecting other rooftop objects
rather solar PV arrays. In addition, prior ML-based and DL-based approaches are usually trained using
VHR images which are costly and not available at every location. Thus, both of ML-based and DL-based
approaches cannot scale up in real practice. The hybrid approach which aims at combining the bene ts
from both ML-based and DL-based approaches yields the highest MCC, which demonstrates the best solar
PV array detection performance. However, the ML and DL based DSERs detection process of the hybrid
approach has limited its detection performance. Specially, the separation of rooftop object segmentation
and detection processes has caused the missing of rooftop contextual information, which is critical for nal
solar PV arrays detection. Thus, this hybrid approach is still su ering low detection accuracy. Also, since
most prior ML-based, DL-based and hybrid approaches are detecting solar PV arrays at the image contour
level, none of them can accurately and reliably report multi-panel solar deployments. These valuable
insights will guide our design of SolarDetector and SolarDiagnostics. For peer-to-peer energy trading, we
observe that enabling the trading of surplus solar generated energy with DSER neighbors in VPPs has the
potential to provide users additional monetary bene ts. Second, enabling solar generated energy trading
with neighbors can also mitigate unfairness in long-term energy saving outcomes observed in traditional
non-sharing and pure sharing approaches. RR is the most stable approach to benchmark a trading
algorithm's fairness. These valuable insights will guide the development of the techniqueSolarTrader.
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CHAPTER 3

ML AND DL-BASED DSERS DETECTION AND MANAGEMENT

Smart cities, utilities, third-parties, and government agencies are having pressure on managing
stochastic power generation from distributed rooftop solar photovoltaic arrays, such as predicting and
reacting to the variations in the electric grid. In this chapter, | will introduce SolarFinder which can
automatically detect distributed solar PV arrays in a given geospatial region without any extra cost.

3.1 Introduction

The number of solar-powered homes is rapidly increasing due to a steep decline in solar module prices.

To illustrate, the cost of solar energy in $W dropped an estimated 80% from 2010 to 2018, resulting in a

700% increase in solar energy capacity in the United States over the same period [30]. Solar power prices
have now fallen below retail electricity rates in many areas, further increasing the incentive for homeowners
to install solar modules [100]. In 2018 and and the rst quarter of 2019, over 70% of solar deployments in
U.S. are continuously small-scale photovoltaic (PV) arrays from residential rooftops. These distributed
rooftop solar arrays are grid-tied deployments that are feeding excess solar power generated back into the
electric grid. Recently, there is a strong interest in collecting pro ling information from rooftop solar sites
from utilities, third-parties, and government agencies. Such information in a given region could include: i)
the quantity of solar deployments, ii) physical characteristics for each solar deployment, i. e., size,
orientation, inverter ine ciency, etc.

Currently, utilities plan \dispatch" schedules for generators based on predictions of future electricity
load. Unfortunately, the increasing penetration of grid-tied rooftop solar arrays is decreasing the accuracy
of net load predictions for utilities. Solar-powered homeowners use solar generation to o set their
electricity load from electric grid when the sunshine is available. While, utilities have to compensate for
the solar variations in electricity demands when solar generation is not available, e.g., under cloudy
weather conditions, at night, and over the winter. Thus, utilities are interested in collecting installation
information from residential solar arrays, including orientation, size, inverter ine ciency and so on, to
improve the accuracy of their load predictions.

Meanwhile, utilities are losing revenue from homeowners generating their own solar power during the
day, but still maintaining the same generating capacity to provide these homeowners electricity when their
solar arrays are not able to generate power. As a result, government agencies (e.g., Massachusetts
Applications for Cap Allocation [64]) usually place limit on the amount of grid-tied solar arrays that can be
installed in a geospatial region. The current process replies on accurate statistics of solar array generation
capacity within a region. Thus, for governments related agencies, it is critical to collect solar installation
details for solar deployments for a region, such as quantity, locations, and physical characteristics, which
are necessary to estimate solar generation capacity to better inform their decision makings.

Traditional approaches such as online assessment and utilities interconnection lings are time
consuming and costly [11] . In addition, they are typically limited in some geospatial resolution (the town,
county, city, or state level) and thus do not actually scale up to all the locations. Signi cant recent work
[63, 62, 60, 61, 89, 35, 101, 44, 36] focuses on using aerial imagery to train machine learning or deep
learning models to automatically detect solar deployments. The key insight of these work is that solar
arrays are visually identi able, as shown in Figure 3.1. Broadly, these techniques all require training data
that includes very high resolution (VHR) images (0.3 0.8m per pixel) and human handcrafted image
templates to calibrate their models. Unfortunately, these data are very costly (may cost aspl5 per
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km? [85]) and not available at every location, and thus new techniques are necessary.

To address the problem, | compare the accuracy of prior machine learning and deep learning
approaches. Then, | design a new approach|SolarFinder that can automatically detect distributed solar
arrays in a given geospatial region (such as location and radius, zip-code, or county name) without any
extra cost. Our hypothesis is that a new hybrid approach | SolarFinder is capable of detecting rooftop
solar PV arrays more accurately when it combining the bene ts from both of machine learning modelings
and deep learning approaches. In evaluating our hypothesis, this chapter makes the following contributions.
Pure Approaches Comparison . As reference points for solar PV arrays detection, | rst discuss both
of the prior pure machine learning based solar arrays detection approaches and the most recent pure deep
learning based approaches. We nd that machine learning based approaches typically report better true
positives, while, the deep learning based approaches usually report better true negatives.

Detection Challenge . | highlight numerous challenges to detect solar arrays automatically from low and
regular resolution satellite imagery data. Rooftop solar array identi cation is a ected by numerous
unknown variables, including the physical characteristics of a home's rooftop solar array, e.g., shading
generated by nearby tall buildings and trees, size, orientation, topography, and other outliers on rooftop,
e.g., window, chimney, etc.

SolarFinder Design . | design a hybrid approach | SolarFinder, which detects solar arrays in a given
region by integrating machine learning modeling and deep convolutional neural network (CNN) approach.
SolarFinder rst automatically fetches satellite images within each region using publicly-available maps
APIs. Then, SolarFinder applies K-means to automatically segment rooftop images into contours. Finally,
SolarFinder integrates SVM-RBF classi er with CNN model to accurately identify solar arrays on each
contour, and also learn the detailed installation information for each solar deployment simultaneously.
Implementation and Evaluation . I implement and evaluate SolarFinder using 41,683 publicly-available
satellite images that include 180,833 contours from 11 geospatial regions in the U.S. | nd that supervised
SolarFinder is able to detect solar arrays with the Matthews Correlation Coe cient (MCC) | 0.31, which

is 2 times better than the most recent CNN approach yielding at a MCC of 0.17. Interestingly, pre-trained
(or unsupervised) SolarFinder yields a MCC of 0.17, which is 3 times better than the most recent
pre-trained CNN approach and is the same as a supervised CNN approach. Thus, SolarFinder achieves
similar accuracy without access to any training data from testing sites as a fully supervised approach with
complete access to such training data. | evaluate the new approach{SolarFinder using multiple ways:

(1) | compare SolarFinder's results with the groundtruth labeled data for 41,183 sites and show that it
can accurately detect rooftop solar installations and also learn the local physical characteristics for each
solar site.

(2) | validate SolarFinder's detection results using the groundtruth data for 500 sites from a
government agency | Massachusetts Applications for Cap Allocation (MassACA) [64].

(3) I validate SolarFinder's accuracy for pro ling local physical characteristics for 10 solar sites by
integrating with most recent solar generation capacity prediction work [20, 21], and the evaluation shows
that SolarFinder is able to help utilities leverage existing solar forecasting models to better predict solar
generation in the grid.

3.2 Detection Challenges

In this section, | describe the solar array detection challenges and system design for our new

approach|SolarFinder that accurately detects distributed solar arrays in a target geospatial region.
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Figure 3.1: Solar arrays are visually identi ed in Google satellite imagery.

Figure 3.2: Pipeline of operations SolarFinder uses to identify solar arrays within a target region.

3.2.1 Detection challenges

Below | describe the major challenges to detect solar arrays using publicly-available satellite images.
Low resolution satellite images . Unlike prior approaches [35, 61, 17, 35, 61] that have access to VHR
satellite images for a target geospatial region, SolarFinder only uses the publicly-available satellite images
are typically in low ore regular resolution. Thus, the shapes features that are exacted empirically using
VHR satellite images may not be able to accurately describe the characteristics of solar arrays on these low
or regular resolution satellite images.
Automatic building rooftop segmentation . Prior approaches [35, 61, 17, 35, 61] relies on human
annotators to segment rooftop images in a region. However, this segmentation approach only can apply on
solar array detections in small regions and it can not scale up to every location in the world. It is
impractical for SolarFinder to employ human annotators or Amazon Mechanical Turk to handcraft the
building rooftop images due to the arbitrary searching region and its area.
Objects segmentation . Deep learning approaches require handcrafted solar array image templates to
train their models. While, within a small region that has area of 78.54km? and the ratio of solar-powered
homes to regular homes as 0.57, the total amount of satellite images that SolarFinder has to preprocess
can be as many as 41,995. That says, SolarFinder has to automatically segment rooftop objects on each
rooftop imagery.
Inaccurate shape and color features . In addition to solar panels, many other objects may exist on the
rooftops. As show in Figure 6.3, these could include ridges, structures, trees, and shades. Especially, the
physical shape features for ridge, structures and shades have signi cant overlaps on their statistical
characteristics, e.g., mean, variance, range, standard deviation, etc. We will discuss more in our shape
features extracting section later.
Highly imbalanced data . The prior work all prepares their dataset using a 5:5 ratio which indicates a
well-balanced dataset such that 50% of the dataset are positives samples (have solar arrays) and the other
50% satellite images have no solar arrays included. However, in the actual \searching" of solar arrays
within an arbitrary region, there is no such a way to guarantee the dataset is balanced. Instead, as shown
in our evaluation section, most of the satellite image datasets are highly imbalanced. Prior research [46]
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Figure 3.3: The overview of the OSM le that includes building tag, nodes, and location for each node for
a two-story private house in Massachusetts.

(a) Gray Mean (b) Gray Standard Deviation (c) Blue Mean (d) Blue Standard Deviation

(e) Size (f) Square Similarity (in) (g) Width/Height Ratio (h) Area Ratio

() Number of Curves (j) Number of Corners (k) Corners less than 90 (I) Corners less than 70
Figure 3.4: The statistical analysis of 12 features of solar arrays.

has shown that the regular accuracy metrics may not be able to re ect the actual classi cation results
when applying on highly imbalanced data.
3.3 SolarFinder Design

In addressing these issues, | design a new system approach|SolarFinder that accurately detects
distributed solar array automatically without any extra cost. SolarFinder works by rst automatically
segment satellite images to rooftop images. After identifying the building rooftops from satellite images,
SolarFinder leverages K-means [47] to automatically segment rooftop images into object contours. Then,
SolarFinder employs a hybrid approach that integrates the SVM-RBF with the CNN to detect solar panel
installation in each contour. Finally, SolarFinder applies solar array size, orientation and other
characteristics estimators to further pro le each solar installation. Figure 3.2 shows the SolarFinder's
pipeline of operations.
3.3.1 Preprocessing Satellite Images
3.3.1.1 Segmenting Building Satellite Images

Given a set of target regions, instead of fetching OSM le by OpenStreetMap API, | download the
whole United States of America OSMit can also be the whole planet le and save on the local server, | can
update the dataset in a certain time. | am doing this due to three reasons. Fetching OSM le by API has
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Figure 3.5: The relationship between K and square errors for K-means clustering.

limitations. When | have mass requests, the OpenStreetMap server has restrictions. Also the covered area
has to be within 0.5s degree by 0.5s degree. | change to save data to local server, when given the area, for
example the latitude and longitude, | get the zip code of the region, then | can leverage Osmium library to
extract the OSM le from the United Stated of America OSM le.

As | have discussed in 3.2.1, it is impractical to leverage human annotators or Amazon Mechanical
Turk to handcraft building rooftop images for SolarFinders. To address this problem, instead of focusing
on segmenting building images directly from satellite images, | present a reversed image fetching approach
that leverages publicly-available maps APIs, e.g., Google Maps [40], OpenStreetMap [68], etc. The input of
the approach is a region and output is the segmented rooftop satellite images. Given a set of target regions
ri, where O<i<n +1, SolarFinder rst collects all the building b rooftop polygons' information using
OpenStreetMap API. The return of OpenStreetMap API is the OSM le that contains the pro ling
information for all the objects. Here, | only focus on buildings. Thus, SolarFinder lters out those
\outliers” that are not buildings. By doing this, as shown in Figure 3.3, SolarFinder fetch all the nodes’
locations for each building. Eventually, SolarFinder recovers rooftop polygons using those nodes
information, and then feeds them into the Google Maps API that returns the satellite imagery r; when a
region is speci ed in its API requests.
3.3.1.2 Segmenting Rooftop Satellite Images

After segmentation of building satellite images, | now have all the rooftop images. SolarFinder then
leverages unsupervised multi-dimensional k-Means algorithm [47] to automatically segment each rooftop
imager; into a set of contoursc; such at objects on the rooftopr; are isolated. K-means clustering nds
the best centroids by alternating between assigning grayscale data point per pixel to clusters using current
centroids or selecting the centroids using current assignment of grayscale data point per pixel to clusters.
Thus, given a rooftop imager;, my goal is to assign each pixel based on its grayscale value into the best
cluster. The key to apply K-means clustering is to determine the optimalK . | leverage elbow method [29]
to determine the optimal number of clusters | K. The elbow method is using within-cluster sum of square
(WCSS) as the metric to benchmark each possible K. As show in Figure 3.5, I nd that when choosing
K =5, the K-means algorithm can yield at the minimum WCSS. SolarFinder leverages unsupervised
K-means clustering approach to automatically segment the objects on a rooftop. The outputs of this
segment process are the contours that potentially have all the rooftop objects reside.
3.3.2 Detecting Rooftop Solar Arrays

SolarFinder leverages a hybrid approach that integrates machine learning modeling with deep learning
modeling to accurately identify solar arrays in each contour, and thus achieve the bene ts from both.
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Below, | rst introduce the process that | determine the principle features and machine learning classi ers.
After that, | discuss the design of the deep learning modeling. Eventually, | introduce the design of my
hybrid approach.

To extract and identify principle features to model solar arrays, as shown in Figure 3.4, | rst build a
large solar array satellite image dataset that has 41,183 solar rooftop images and then physically examine
12 features based on shape, RGB channels, and grayscale in all the contours of solar arrays, including the
mean and standard deviation of grayscale, mean and standard deviation of blue channels, size, square
similarity, ratio of width to height, area ratio, number of edges, number of corners, and corner degrees. For
each feature in Figure 3.4, | report two statistical analysis results, the left one shows the results when |
analyzing on non-solar-panel resident contours, and the right one shows the results when | use solar panel
resident contours. Thus, for a sensitive feature that contributes to identifying solar arrays, it is expected
that the feature can show a signi cantly di erent pattern between the statistical analysis results in the
subgraph. For example, the results in Figure 3.4 show that greyscale mean (Figure 3.4(a)) and blue
channel mean (Figure 3.4(c)) are sensitive metrics that can be used to identify solar arrays in a contour.
Interestingly, as shown in Figure 3.4(j), the feature | the number of corners is not a very sensitive metric
to identify solar arrays since | can observe there is not a signi cant change on this value for solar panel
resident contours and non-solar panel resident contours. Similarly, another feature | the number of edges
(shown in Figure 3.4(j)) has 100% overlap in statistical analytics results using the contours from two
di erent categories.

However, it is di cult to empirically extract the principle features for machine learning classi ers
directly from this statistical analysis. Thus, | plot a scatter grid in Figure 3.8 that shows the correlations
between each feature with all other features. As shown in Figure 3.8, some features may highly correlate
with other features, although they may show signi cant sensitivity in statistical reporting results as shown
in Figure 3.4. For instance, the shape feature | shape factor (a.k.a, Square Similarity in Figure 3.4) that
indicates as to the shape of the object. It can be de ned as follows,

4 g

pi2

where a; denotes the area of thei  th contour, and p; indicates the perimeter of thei  th contour.
Circles have the greatest area to perimeter ratio and this feature will approach a value of 1 for a perfect
circle. Squares like solar panels are around 0.78. A thin thread-like object would have the lowest shape
factor approaching 0. As we can see from Figure 3.8, this shape factor (Figure 3.4(f)) highly correlates
with other features, such as the ratio of width to height (Figure 3.4(g)) and area ratio (Figure 3.4(h)) for a
contour. However, | am not able to simply choose these features since they may over t our machine
learning models. To address this problem, | leverage principal component analysis (PCA) which simpli es
the complexity in high-dimensional data while retaining trends and patterns. In addition, PCA provides
dimensionality reduction that has been used to optimize the training time and solve part of the over tting
problem. | employ PCA to automatically learn the principle features for sola PV arrays detection. When
applying PCA on our dataset, the input is the whole dataset ignoring the binary class labels. PCA
computes the covariance matrix, and eigenvectors and corresponding eigenvalues. Eventually, | transform
samples onto the new subspace. | nd that starting from 8 components, the PCA's variance is closing to
1.0. That says, our approach is able to reduce dimensions from 17 to 8. | use the 8 principle components
as the inputs for machine learning model which is discussed next.

(3.1)
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(a) The comparison of detection accuracy when use di erent ML models and kernels.

(b) The comparison of detection accuracy when use di erent hybrid approaches.

Figure 3.6: The detection accuracy comparison of di erent machine learning models and kernels.

3.3.2.1 Training Machine Learning Classi er

I nd the principle features in section 3.3.2. Next, | focus on selecting the optimal machine learning
classi er that has the best accuracy for solar arrays detection. | investigate the most widely used machine
learning models in prior solar detection work, including logical regression, support vector machines
(SVMs), and random forest. In particular, | also benchmark the di erent kernels for SVMs, including
linear, linear passive-aggressive, linear ridge, polynomial with 110 degrees, and radial basis function
(RBF). The results in Figure 3.6 show that the SVMs classi er with RBF kernel yields the best MCC as
0.25, which is 2 times better than the random forest classi er. Note that, the prior research in [60] replied
on random forest model to identify solar PV arrays. This is mainly due to their observation is based on a
very limited size of image dataset. Thus, by intergrading my approach which is built based on a
signi cantly larger dataset, the prior work [63, 60, 62] may achieve better accuracy.
3.3.2.2 Training Deep Learning Classi er

As | already discussed, | nd that machine learning approaches are typically reporting better true
positives percentages, while, deep learning approaches are usually reporting slightly better true negatives
percentages. Based on this observation, in addition to the machine learning approach | SVMs classi er
with RBF kernel, | also design a CNNs based deep learning approach to detect the solar PV arrays from
their satellite images. Below, | describe the design of my CNNs architecture which is inspired by the most
notable prior CNN research | VGGnet[99]. As shown in Figure 3.7, my CNN architecture is comprised of
input, convolutional layers (ReLU), max pooling, fully-connected layers (with and without ReLU) and
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Figure 3.7: The overview of the CNNs architecture design.

output. The inputs are 150x150 contour images, and the rst two layers are convolutional layers that have
150x150 neurons with a recti ed linear unit (ReLU). Then, | have another two convolutional layers that
have 75x75 neurons with ReLUs. After these, | employ another 4 convolutional layers with ReLUs, and
these layers all have 18x18 neurons. Finally, | leverage 4 convolutional layers with ReLUs, and these layers
all have 9x9 neurons. Among the di erent groups of convolutional layers, | have 2x2 max pooling which is
used to down-sample the input images and reduce its dimensionality. In addition, two fully-connected
layers with ReLU and another fully-connected layer (without ReLU) are added to process the outputs.
3.3.2.3 Building Hybrid Approach

My key insight is that SolarFinder can get the bene ts from both of machine learning approaches and
deep learning approaches. To do so, | design SolarFinder as a hybrid approach that integrates SVM-RBF
classi er and CNNs model. Below, | describe the design of this hybrid approach. To build this hybrid
model, | study the three approaches, including voting, SVMs, and Linear Regression (LR), which have
been widely used in many prior approaches for binary classi cations. The inputs of the hybrid approach
modeling are the outputs from the pure SVMs-RBF predictions and pure CNN approach predictions. The
comparison results that | use di erent models to build SolarFinder's hybrid approach are shown in
Figure 3.6. The results indicate that LR yields at the best MCC as 0.24. There, by leveraging LR to
combine the SVMs-RBF modeling and CNN modeling, | achieve a better MCC and thus can more
accurately identify solar array from each image than prior pure SVMs and pure CNN approaches. the
details of the LR modeling is described as follows,

Y (i) =0:6443 Ycnns (1) +1:6638 Ysyms (i)  1:4677 3.2)

where Y (i) denotes the nal output of SolarFinder for contour i, Ycnns (i) indicates the prediction result
using pure CNNs approach, andYsy vs (i) denotes the prediction result using pure SVMs-RBF approach.
3.3.3 Proling Rooftop Solar Arrays

In addition to detecting solar PV arrays, SolarFinder can also pro le each reported solar array. The
pro ling information may include size, orientation, shade, window, chimney, etc. For instance, to report
the size, SolarFinder examines the number of pixels that are included in the identi ed solar arrays. Since
each pixel denotes an area with a size d8 km?, where S can be derived based the image zoom level | 20
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Figure 3.8: The scatter grid plot that shows the correlations between shape and color features using 125,672
rooftop contours.

and its location. SolarFinder rst simply multiply the pixel size by the number of pixels in a solar array
resident contour. Then, SolarFinder performs a union operation to add up all the contours for the same
rooftop to report the solar array size. Similarity, SolarFinder may also be able to learn the size of shade
generated by nearby tall trees or buildings. To learn the orientation for a rooftop solar deployment,
SolarFinder measures the angle di erence between the minimum bounding rectangle (MBR) rectangle and
the minimum area rectangle for contour. Then, SolarFinder reports the orientation by simply comparing
the orientation di erence between contour and rooftop.
3.4 Implementation

| implement SolarFinder in Python using widely available open-source frameworks, including
Pandas [70], OpenCV [67], Scikit-learn [87] and PyCUDA [76, 24]. SolarFinder leverages a number of
Maps APIs, e.g., Google Maps API [40], and OpenStreetMap API [68]. My current implementation fetches
satellite images (800x800 pixels) within a target region as described in the design. | use OpenCV, NumPy
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and Pandas for grayscale and RGB channel image data processing. | use the Scikit-learn [87] machine
learning library in python to build our pure machine learning approaches. The library supports multiple
techniques including Support Vector Machines (SVMs) with di erent kernel functions, multiple linear
regression models and principal component analysis (PCA). In particular, to report the results in Table??,
| implement the pure machine learning-based models as speci ed in prior work [63, 60, 62] using the same
input features, dependent output variable, and the same kernels. However, for the results in Table 2.1 and
all other comparison and evaluation results in gures, | use my own extracted features that are identi ed
and extracted by applying PCA. For the CNNs approach, | implement based on the framework from
VGGnet [99] and p. For the hybrid approaches that SolarFinder is using, | use scikit-learn, OpenCV and
VGGnet. Finally, | schedule the batch jobs on the GPU servers to compare the MCC accuracy of 8
di erent approaches using CUDA. The server that | use to get all the benchmarking and evaluation results
has resources as follows: 1) CPU: 2x Intel(R) Xeon(R) CPU E5-2620 v4 @ 2.10GHz, 2) GPU: nVidia
TITAN X (Pascal) (x8), 3) RAM: 128GB, 4) OS: Linux CentOS 7 (RedHat Enterprise 7 compatible)
3.5 Experiment Evaluation

Below, | describe the dataset, experimental setup, metrics used to evaluate our approach, and
evaluation results.
3.5.1 Datasets
Dataset 1 . | collect publicly-available satellite images using Google Maps API [40] and OpenStreetMap
API [68] from 10 regions of 9 di erent states in U.S., including Colorado, Wisconsin, California,
Massachusetts, Minnesota, Arizona, Maryland, and Washington. Table 3.1 shows the detailed pro ling
information for each region. The regions are sorted by the quantity ratio of solar-powered homes to
non-solar-powered homes.
Dataset 2 . | download 500 private houses satellite images using Google Maps API [40] and
OpenStreetMap API [68] based on the locations and groundtruth data that are provided on the website of
a government agency | Massachusetts Applications for Cap Allocation (MassACA) [64]. Given a
solar-powered home listed in this dataset, O can access to its street address, solar generation capacity and
installation details (if available).
Dataset 3 . | also download 1-minute level solar generation capacity data for 1 year from the dataset which
is released by the most recent solar forecasting work [20, 21]. This dataset has three dimensions including
timestamps, groundtruth solar generation, predicted solar generation using the models in work [20, 21].
3.5.2 Experimental Setup

| implement and compare two di erent categories | supervised and unsupervised of solar PV arrays
detection approaches. To better understand and analyze the bene ts of di erent approaches, | also
implement a naive thresholding approach, which leverages the insight | some statistical features allow us
to distinguish solar arrays from other outliers on rooftops from Figure 3.4. For the pure SVM approach, |
employ the best performance kernel | the Radial Basis Function (RBF) that is evaluated in Figure 3.6.
For the pure CNN approach, | use the VGGnet [99] based CNN architecture which is shown in Figure 3.7.
Finally, for the hybrid approach which SolarFinder employs, | leverage the Linear Regression (LR) model
that is designed in Equation 3.2. Thus, | have 4 di erent solar PV array detecting approaches per category.
Supervised Approaches . In this case, all of the naive thresholding, pure SVMs, pure CNNs, and hybrid
approaches can access to the solar array satellite images from their testing sites. For the pure CNNs and
hybrid approaches, | also ne-tune the VGGnet using the information from the testing sites. By doing this,
| benchmark the best performance of the 4 di erent approaches.
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Regions | State | Centroid Location Radius (km) Houses | Solar-power Houses Ratio
#1 Wi 43.084961,-88.317162 5 12 0 0.00%
#2 WA 47.313595,-121.99985 5 2110 11 0.52%
#3 MN 44.926191,-93.213728 5 6655 37 0.56%
#4 CA 37.438949,-122.18969 5 8339 473 0.57%
#5 MD 39.371454,-76.738717| 5 7158 84 1.17%
#6 AZ 33.322122,-111.94023 5 526 7 1.33%
#7 CA 36.764751,-119.80308 5 305 8 2.62%
#8 CcoO 39.881184,-104.96045 5 3063 88 2.87%
#9 MA 42.250448,-72.676531 5 6296 380 6.00%
#10 CA 37.309364,-122.06914 5 7021 852 12.13%

Table 3.1: The pro ling information for 10 di erent regions in 8 dierent states of U.S. we use in the
evaluations.

Unsupervised Approaches . In contrast, in this case, all of the naive thresholding, pure SVMs, pure
CNNs, and hybrid approaches can not access to the solar array satellite images from their testing sites. For
the pure CNNs and hybrid approaches, | do not ne-tune the VGGnet using the information from the
testing sites. In doing this, | benchmark the practical performance of the 4 di erent approaches. In the
real applications, SolarFinder works in this unsupervised way such thatno groundtruth data is required
from testing rooftops in a new region to detecting distributed solar PV arrays.
3.5.3 Evaluating Metrics
Blow | describes the metrics that | use to evaluate SolarFinder and other related approaches.

Matthews Correlation Coe cient (MCC) . To quantify the accuracy of di erent solar PV arrays
detection approaches, note that the standard evaluating metrics, e.g, accuracy, F1, would not work well on
our highly imbalanced data. And this observation has been studied by researches in work [9, 72]. Based on
the recommendation from prior work [9, 72], | use the Matthews Correlation Coe cient (MCC) [65], a
standard measure of a binary classi er's performance, where values are in the rangel:0 to 1:0, with 1:0
being perfect solar PV arrays detection, 00 being random solar PV arrays prediction, and 1:0 indicating
solar PV arrays detection is always wrong. The expression for computing MCC is below, where TP is the
fraction of true positives, FP is the fraction of false positives, TN is the fraction of true negatives, and FN
is the fraction of false negatives, such that TP+FP+TN+FN= 1.

. TP TN FP FN

" (TP+FP)(TP+ FN)(TN + FP)(TN + FN)

Jaccard Similarity Index (JSI) . To quantify the accuracy of SolarFinder to predict size for solar PV
arrays, | use Jaccard Similarity Index (JSI) which is widely used in prior work to measure the similarly
between detected regions and groundtruth regions. As a measure of similarity for the two sets of pixel
data, with a range from 0% to 100%. The higher the percentage, the more precise predictions that
SolarFinder can do. It can be de ned as follows,

(3.3)

Jsi = Xsle (3.4)
fa TIg
wherery denotes the detected region for a solar PV array, andy indicates the groundtruh region for a
solar array.
Mean Orientation Error (MOE) . To quantify the accuracy of SolarFinder to predict orientations for

solar PV arrays, | employ the mean orientation error (MOE) that is introduced in a recent work [51]. The
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MOE captures the per-pixel error between the predicted and the actual azimuth angle. It is de ned as
follows,

P . .
MOE = 1 X i i Azimuths _differ (oi;0))
c ti

(3.5)

where C is the total number of classes (i.e., azimuths),0; and g is the azimuth angles, andp; indicates
the number of pixels of azimuthj reported as azimuthi, and t; is the total number of pixels in classi. In
addtion, Azimuths _differ is a function that return the di erence between two azimuth angles. The MOE
should return a value between 0 (perfect estimation) and 180 (opposite estimation).

Mean Absolute Percentage Error (MAPE) . To quantify the accuracy of SolarFinder-assisted solar
forecasting models, | compute the Mean Absolute Percentage Error (MAPE), as follows, between the
ground truth solar energy and the solar energy that SolarFinder-assisted infers over all time intervalg. A
lower MAPE indicates higher accuracy with a 0% MAPE being perfectly accurate solar PV array detecting
and pro ling.

(3.6)
t=0

where n describes the duration of the solar prediction,S; denotes the actual solar generation capacity, and
P: indicates the predicted solar generation capacity at the momentt.
3.5.4 Experimental Results
3.5.4.1 Comparing Supervised Approaches

| rst compare SolarFinder to fully supervised pure SVM and pure CNN approaches that have access to
satellite images from testing sites. In this case, the three approaches split the dataset into training and
testing dataset using a ratio of 7:3 after cross-validation. Unsurprisingly, as shown in Table 3.2,
SolarFinder (hybrid approach) yields the best MCC | 0.31, and is the best performing and the most
sophisticated solar arrays from rooftop images. | can also see that the pure CNN approach and the pure
SVM approach yields a MCC of 0.17 and 0.25, respectively . However, the pure SVM approach reports
signi cant better True Positives percentages than that of pure CNN approach. Interestingly, although
naive thresholding approach yields the worst MCC, it does yield the best True Negatives percentage. That
says, | can leverage the naive thresholding approach to label groundtruth satellite images, and it will
signi cantly reduce the time that human annotators spend to collect groundtruth data.
Results : Comparing with the supervised machine learning and deep learning approaches, SolarFinder is
the best performing approach and it yields the best MCC as 0.31, which is 5 times better than pure
thresholding approach and 2 times better than pure CNN approaches
3.5.4.2 Comparing Unsupervised Approaches

| then compare the accuracy of unsupervised pure SVM, pure CNN and hybrid approaches that do not
have access to any satellite images from testing sites. In this case, the three approaches split the dataset
into training dataset and testing dataset using a ratio of 7:3 without cross-validation between the two
datasets. Note that, the pure CNN approach does not use any information from testing sites to ne-tune
the CNN at this time. As shown in Table 3.2, as | expected, SolarFinder (hybrid approach) yields the best
MCC | 0.17, which is 3 times better than prior pure CNN approach, yielding at a MCC of 0.06. Similar
to the comparison results of supervised approaches, naive thresholding approach still yields the worst
MCC. Again, both of the pure CNN approach and pure SVM approach have the similar MCC. However,
the pure SVM approach reports signi cant ( 31.52%) better True Positives percentages than that of pure
CNN approach. Interestingly, naive thresholding still yields the best True Negatives percentage.
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Model TP TN FP FN MCC

Pure thresholding (supervised) 15.47% | 94.62% | 5.38% | 84.53% | 0.06
Pure SVMs (supervised) 84.87% | 84.51% | 15.49% | 15.13% | 0.25
Pure CNNs (supervised) 54.49% | 89.11% | 10.89% | 45.51% | 0.17
Hybrid (supervised) 79.41% | 91.01% | 8.99% | 20.59% | 0.31

Pure thresholding (unsupervised) | 23.37% | 94.84% | 5.16% | 76.63% | 0.06
Pure SVMs (unsupervised) 84.78% | 76.29% | 23.71% | 15.22% | 0.11
Pure CNNs (unsupervised) 53.26% | 78.33% | 21.67% | 46.74% | 0.06
Hybrid (unsupervised) 71.74% | 91.98% | 8.02% | 28.26% | 0.17

Table 3.2: The comparison of detection accuracy when employing naive thresholding, pure SVMs, pure
CNNs and hybrid approaches.

Figure 3.9: Higher ratios of solar-powered homes to non-solar-powered homes results in higher accuracy.
SolarFinder performs the best accuracy across 10 di erent locations.

Results : Comparing with the unsupervised machine learning-based and deep learning-based approaches,
SolarFinder is the best performing approach and it yields the best MCC as 0.17, which is 3 times better
than both of the pure thresholding approach and the pure CNN approach
3.5.4.3 Unsupervised VS Supervised Approaches

Table 3.2 shows that the unsupervised hybrid approach yields the same MCC (0.17) as a supervised
pure CNN approach. In addition, the MCC reported by the unsupervised CNN approach is signi cantly
worse than that of the supervised CNN approach, decreasing by 3x (from 0.18 to 0.06). This is mainly due
to the fact that the unsupervised CNN approach can not leverage any information from testing satellite
images to ne-tune its neural network. Interestingly, the unsupervised CNNs approach performs
signi cantly worse and yields exactly the same MCC as a naive thresholding approach.
Results : Comparing with both of the supervised and unsupervised machine learning and deep learning
approaches, SolarFinder is the best unsupervised performing approach and it yields the best MCC as 0.17,
which is the same as supervised pure CNNs approach
3.5.4.4 Quantifying SolarFinder's Accuracy

| next evaluate the detection e ect on pre-trained or unsupervised SolarFinder using di erent regions
that have di erent ratios of solar-powered homes to non-solar installed homes. By doing this, | can
examine SolarFinder's accuracy when searching over the regions having imbalanced satellite images data.
As shown in Figure 3.10, The MMC curves reported by all the solar array detection approaches including
our SolarFinder are having similar pattern as the curve of the ratios of solar-powered buildings to
non-solar-powered buildings. This is mainly because when the ratio goes up, | have more solar arrays
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Figure 3.10: The comparison of receiver operating characteristic (ROC) curves when applying supervised
(top )and unsupervised (bottom) classi ers, including the pure SVM approach, the pure CNN approach and
SolarFinder.

satellite images in the dataset, thus SolarFinder is able to yield a better MCC. In addition, SolarFinder's
MCC is always the top pf all other approaches' MMC curves. Thus, the highly imbalanced satellite image
datasets do not a ect SolarFinder's accuracy.
Results : Higher ratios of solar-powered homes to non-solar-powered homes results in higher accuracy.
SolarFinder consistently achieves the best accuracy across 10 locations with di erent ratios

| then plot the receiver operating characteristic (ROC) curves for the pure SVM, the pure CNN, and
the SolarFinder approaches. The goal of this examination is to evaluate the output quality for these 3
di erent approaches. ROC curves typically feature true positives rate on the Y-axis, and false positives
rate on the X-axis. Thus, that says, the top left corner of the plot is the \ideal" | a false positive rate of
zero, and a true positive charge of one. In addition, a larger area under the curve (AUC) is typically
better. As shown in Figure 3.10, for the supervised comparison (top), our new approach|SolarFinder
stays at the top left corner and overlaps with the pure SVMs approach. While, in the unsupervised
comparison (bottom), SolarFinder is the only one that stays at the top left corner quickly and stably yields
a true positives rate as 1.0. In addition, the AUC under the SolarFinder curve has the largest area.
Therefore, among all the approaches examined in Figure 3.10, SolarFinder is the best binary classier when
detecting solar PV arrays using satellite images.
Results : SolarFinder's ROC curve stays on the top of the left corner and has the largest AUC. Thus,
comparing with prior machine learning and deep learning approaches, SolarFinder is the best binary
classier for solar PV arrays detection
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Figure 3.11: The comparison of solar generation prediction before and after integrating with SolarFinder.

3.5.4.5 Proling Detected Solar Arrays

In these evaluations, | examine the accuracy of SolarFinder when predicting solar array size and
orientation using Dataset 2 as discussed previously. SolarFinder rst fetches the 500 homes rooftop images
and then segments them into contours. SolarFinder then apply the unsupervised hybrid approach over
those contours to identify solar panels and learning the physical characteristics, e.g., size, orientation,
shade, etc.
Predicting the sizes of solar PV arrays . | employ the metric | Jaccard Similarity Index (JSI
introduced in Metrics to report the accuracy. As discussed in the Design, to report the size of solar arrays,
SolarFinder rst examines the number of pixels that are included in the identi ed solar array contours.
Then, SolarFinder performs a union operation to add up all the contours for the same rooftop to report
the solar array size. | nd that SolarFinder is able to report a JSI as 63.5% using only low resolution
satellite imagery.
Predicting the orientations of solar PV arrays . | employ the metric | the mean orientation error
(MOE) explained in Metrics to quantify the accuracy for SolarFinder to predict orientations for solar PV
arrays. SolarFinder learns the orientation by analyzing the di erence in degrees between the minimum
bounding rectangle (MBR) rectangle and the minimum area rectangle for a counter and its rooftop. | nd
that SolarFinder yields a MOE as 3.72 .
Results : In addition to accurately detect solar PV arrays, SolarFinder is able to report accurate physical
characteristics, e.g., size, orientation, shade, etc. simultaneously
3.5.4.6 Integrating with Solar Forecasting

Eventually, | integrate SolarFinder's output with the most recent solar generation capacity prediction
work [20, 21]. In this case, lapply the SolarFinder-assisted solar predicting modeling on Dataset 3 as
discussed in prior Dataset. Figure 3.11 shows the MAPEs of 10 homes solar generation prediction before
and after calibrating forecasting models using SolarFinder's results. As | can see from Figure 3.11, with
ne-tuning using SolarFinder's results, the solar generation prediction models in [20, 21] is able to report
small MAPEs over all the 10 solar-powered homes. This is because SolarFinder learns accurate solar
installation characteristics using the hybrid approach from satellite images as shown in the prior section,
and these characteristics (parameters) are helping to improve the calibration of solar generation prediction
models.
Results : SolarFinder-assisted solar generation prediction models have smaller MAPE, and yields better
solar generation prediction accuracy
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3.6  Summary

| design a hybrid approach | SolarFinder to automatically detect solar PV arrays using low or regular
resolution satellite images without any extra cost. Given a region, SolarFinder works by rst automatically
segment satellite images to rooftop images using a reserved maps API fetching approach. Second,
SolarFinder leverages K-means [47] to automatically segment rooftop images into object contours. Then,
SolarFinder employs a linear regression hybrid approach that integrates the SVM-RBF with the CNN to
detect solar panel installation in each contour. Finally, SolarFinder applies solar array size, orientation and
other characteristics estimators to further pro le each solar rooftop deployment. | evaluate SolarFinder
using 41,683 public satellite images that include 180,833 contours from 11 geospatial regions in the U.S. |
nd that SolarFinder achieves similar accuracy without access to any training data from testing sites as a
fully supervised approach with complete access to such training data. | also quantify SolarFinder's
accuracy by varying the ratios of solar-powered homes to non-solar-powered homes, and | nd that
SolarFinder consistently achieves the best accuracy across 10 locations comparing with the most recent
approaches. In addition, | also feed SolarFinder's solar deployment pro ling information to 10
solar-powered homes, and | show that SolarFinder-assisted solar generation prediction models have smaller
MAPE, and yields better solar generation prediction accuracy. SolarFinder is a perfect toolkit for utilities,
third-parties and government agencies to collect the solar generation capacity physical characteristics of
solar arrays in regions.
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CHAPTER 4

DSERS IDENTIFICATION USING BIG SATELLITE IMAGERY

SolarFinder can combine the bene ts of both machine learning and deep learning when detecting
distributed solar PV arrays. However, SolarFinder's performance is still inaccurate due to insu cient
sample learning and unreliable segmentation. In this chapter, | will introduce my new design -
SolarDetector, which can automatically detect and pro le distributed solar PV arrays in a given geospatial
region.

4.1 Introduction

Smart Grid, as a networked system that consists of more than 500 million sensors, advanced smart
meters, and actuators, is the foundation of modern society and one of the largest Internet of Things (loT)
deployments in the world [10]. However, with electricity demand and variable renewable energy|solar
generated energy adoption increasing across the U.S., the current smart grid is being stretched to its
capacity to provide reliable transmission and distribution of power [105]. To help manage the increasing
penetration of solar energy generation while maintaining reliability, the grid could be updated to a \smart
grid", a modernization which has accurate distributed solar generation resources to help automate and
control the complex electricity needs of the 21st Century.

Due to the intermittent nature of solar energy, it has been increasingly challenging for utilities, third
parties, and government agencies to integrate distributed energy resources generated by rooftop solar
photovoltaic (PV) arrays into smart grids. In addition, the number of solar-powered homes in the U.S. is
rapidly increasing due to a steep decline in solar module prices. The U.S. installed 4.6 gigawatts (GWdc)
of solar PV capacity in Q2 2022 to reach 130.9 GWdc of total installed capacity, enough to power 23
million American homes. And the U.S. o cially surpassed 3 million installations across all market
segments. In particular, over 70% of solar deployments in the U.S. are continuously small-scale
photovoltaic (PV) arrays from residential rooftops. For instance, government agencies (e.g., Massachusetts
Applications for Cap Allocation [64]) started to place limits on the amount of solar PV arrays that can be
installed in a geospatial region. The current management process highly relies on accurate regional
statistics of solar deployment generation capacity. Thus, recently, there is a rising interest in automatically
collecting solar installation information in an area, including the quantity and locations of solar PV
deployments, and their pro ling information.

Most recent work [63, 62, 60, 61, 89, 35, 101, 44, 36] focuses on using big aerial or satellite imagery data
to train machine learning or deep learning models to automatically detect solar PV arrays. The rooftop
satellite and aerial images in publicly accessible maps APIs are taken by sensors and cameras in visible
wavelengths on satellites and aircraft, which collect each image at a speci ¢ date and time. However, these
prior approaches typically require a signi cant amount of very high resolution (VHR) images (0.3 0.8 per
pixel) and human handcrafted solar PV array templates to train a reasonably accurate model. But, this
kind of VHR data may cost as $15 perkm?, and is not available at every location in the U.S. To mitigate
these issues, recent work [52] proposed a hybrid approach that can automatically detect solar PV arrays
using only regular satellite imagery data. However, the two-step detection process of the hybrid approach
has limited its detection performance. The process is built on top of insu cient samples and thus cannot
capture all the features when building its models. Especially, the separation of rooftop object segmentation
and detection processes has caused the missing of rooftop contextual information, which is critical for nal
solar PV arrays detection. Thus, this hybrid approach is still su ering low detection accuracy. Since most
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recent approaches [63, 62, 60, 61, 89, 35, 101, 44, 36, 52] are detecting solar arrays at contour level, none of
them can accurately and reliably identify multi-panel solar deployments.

To address the problem, | design a new automatic system|SolarDetector that can accurately detect
and pro le distributed solar photovoltaic arrays in a given region without any extra cost. Specially,
SolarDetector can integrate with large-scale data processing engine|Apache Spark, and leverage graphics
processing units (GPUSs) to further improve (re)training cost of detecting models. My hypothesis is that
the new system|SolarDetector, has the capability to detect rooftop solar PV arrays with higher accuracy
and e ciency. SolarDetector leverages the advantages of data augmentation techniques such as CycleGAN,
DCGANSs, and the latent di usion model, as well as instance segmentation approaches such as Mask
R-CNN. In addition, SolarDetector can bene t from large-scale data processing engines to further improve
its system performance. In evaluating my hypothesis, | make the following contributions.

Identifying Gaps in the State-of-the-art . As reference points for the detection of solar PV arrays, |
examine prior approaches. |1 nd that prior ML-based and DL-based approaches are usually trained using
VHR images which are costly and not available at every location, and thus cannot scale up. The
separation of rooftop object segmentation and detection processes in hybrid approaches has caused the
missing of rooftop contextual information, which is critical for nal solar PV array detection. Also, since
most prior ML-based, DL-based and hybrid approaches are detecting solar PV arrays at image contour
level, none of them can accurately and reliably report multi-panel solar deployments.

Detection Challenge . I highlight the major challenges we encountered when designing our
SolarDetector that can automatically detect and pro le. Current approaches are su ering low detection
accuracy and low (re)training performance mainly due to the challenges from insu cient feature learning,
inaccurate multiple-panel detection, the separation of segmentation and detection, and non-integrated data
processing engines.

SolarDetector Design . | design a solar PV array detection framework|SolarDetector that can
automatically detect and pro le distributed solar PV arrays in a given geospatial region with low
(re)training costs. First, SolarDetector leverages Google Maps APl and OpenStreet Maps API to
download and preprocess the rooftop solar PV arrays in a given region. Second, SolarDetector leverages
data augmentation techniques, such as CycleGAN [109], latent di usion model, and Generative adversarial
networks (GANSs), to build a large rooftop satellite imagery dataset that can enable us to learn the features
and parameters of solar PV array detection models more accurately. Then, SolarDetector employs Mask
R-CNN-based algorithm to accurately identify and learn the detailed installation information for each
rooftop solar panel deployment simultaneously. Eventually, SolarDetector integrates its deep learning
models with data processing engines|Apache Spark and GPU to further optimize detection and
(re)training performance.

Implementation and Evaluation . | implement SolarDetector in Python using widely available
open-source frameworks, including OpenCV, Scikit-learn, PyCUDA, TensorFlow and PyTorch. | evaluate
my new approach{SolarDetector using multiple ways: (1) | compare SolarDetector's results with the
groundtruth data from 260,000 sites and show that it can accurately detect rooftop solar installations and
also learn installation characteristics of each solar site; (2) | validate SolarDetector's detection results using
our new large dataset|RSID, which has ground truth data of 272,989 publicly-available solar PV array
rooftop images; (3) | validate SolarDetector's accuracy for pro ling local physical characteristics for 4,000
solar sites by examining the accuracy of rooftop object pro ling (e.g., the size and orientation of solar
panels, the size of shadows on rooftops, and multi-panel deployment); (4) | compare SolarDetector's model
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Figure 4.1: An example of multiple panels on a rooftop.

(a) original (b) KMeans

(c) original (d) KMeans

Figure 4.2: lllustration of inaccurate rooftop segmentation when applying the most notable approach|
SolarFinder [52]. Each color represents one cluster.

training costs using Spark and multiple GPUs acceleration. | nd that pre-trained SolarDetector yields an
average MCC of 0.862, which is 50% better than the most notable approach|SolarFinder [52].
Releasing Datasets and Code . | release all the datasets that are comprised of over 272,989 satellite
images and the source code of SolarDetector on the website [91] so that researchers can use SolarDetector
to benchmark their future work. In addition to bene ting utilities and their third parities, SolarDetector
can also provide supplemental more up-to-date information for solar installers, smart city managers, and
other third parties who do not directly have the access to electric gird smart meter data.
4.2 Challenges

In this section, | describe the major challenges that | met when designing for the new
approach|SolarDetector that can automatically detect and pro le distributed solar photovoltaic (PV)
arrays in a given region without any additional cost.
Insu cient features learning . Prior work mainly developed ML/DL/hybrid classi ers using unbalanced
and insu cient rooftop satellite image samples. Thus, these ML-based, DL-based and hybrid approaches
cannot observe and identify all the principal features when training their models. In particular, as shown
in Figure 4.2, SolarFinder [52] and other prior approaches that rely on K-Means clustering algorithm to
segment rooftop objects cannot reliably distinguish solar panels from shady roofs and ridges. This is due to
the fact that the extracted features of solar panels and other roof objects are quite similar at RGB

32



gray-scale levels. Also, the shape and RGB gray-scale characteristics of rooftop solar PV arrays may vary
from di erent manufacturers. To address this issue, SolarDetector leverages multiple data augmentation
techniques, including CycleGAN, latent di usion models (LDMs), and Generative Adversarial networks
(GANS), to build a big balanced rooftop satellite image dataset, which can help to extract more signi cant
features and learn more accurate classi ers.
Multiple panel detection . Another challenge is to report the multi-panel solar PV array deployment, as
shown in Figure 4.1. Since recent approaches performed their solar PV array detection on contours rather
than images, they cannot (accurately) report multi-panel solar PV array deployments. However, the
pro ling information of multi-panel solar PV deployments has become more and more critical for
government agencies and utilities to accurately manage the solar PV installation cap in a given region. To
address this issue, SolarDetector leverages Mask R-CNN based approaches, which can report multiple solar
PV array instances simultaneously, to accurately report multi-panel solar PV array deployments. More
details can be found in our evaluation section.
Separation of segmentation and detection. Most recent ML-based and DL-based approaches rely on
rooftop object segmentation as their rst step to detect rooftop solar PV arrays. However, as shown in
Figure 4.2, this segmentation process is not reliable. The outputs of this rooftop object segmentation
process are contours, which are the small pieces of rooftop images. The second step of these approaches are
typically examining each contour to see if its features are similar to the previously identi ed principal
features. The ultimate solar PV array detection process is built on top of the rooftop object segmentation
errors. In addition, the separation of rooftop object segmentation and detection processes has resulted in
the missing of rooftop contextual information (e.g., distance from an object to roof edges), which is also
critical to detect solar PV arrays. To address this issue, SolarDetector performs rooftop object
segmentation and solar PV array detection at image level simultaneously to reserve the rooftop contextual
information. More details can be found in our design section.
Non-integrated data processing engines. Most recent approaches are still su ering low performance
on their ML/DL model (re)training. To address this issue, SolarDetector integrates with large-scale data
processing engine|Apache Spark and leverages graphics processing units (GPUs) to further improve the
(re)training cost of ML/DL models.
4.3 Design

In addressing the above-mentioned challenges, | design a new system approach|SolarDetector that can
accurately detect distributed solar arrays automatically in a given geospatial region without any extra cost.
Figure 4.3 shows the pipeline of SolarDetector's operations. In essence, | rst leverage multiple data
augmentation techniques (e.g., CycleGAN, latent di usion models (LDMs), and Generative Adversarial
networks (GANS)), to build a large rooftop satellite imagery dataset (RSID). Then, SolarDetector employs
Mask R-CNN algorithm to accurately identify rooftop solar arrays and learn the detailed installation
information for each solar array simultaneously. In addition, SolarDetector could also integrate with
large-scale data processing engine|Apache Spark, and graphics processing units (GPUSs) to further
improve its training cost and detection performance.
4.3.1 Extracting Rooftop Satellite Images

As shown in Figure 4.4, some houses and trees are predicted as solar arrays. Thus, | may not be able to
accurately distinguish solar PV arrays from other objects directly from the unprocessed regional satellite
image using empirically extracted features. This is due to the fact that the extracted features of solar
arrays, trees, and houses are quite similar at RGB gray-scale levels. Also, the shapes of houses are similar
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