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ABSTRACT

Lagrangian particle tracking schemes allow a wide range of flow and transport processes to be

simulated accurately, but a major challenge is numerically implementing the inter-particle interactions in

an efficient manner. Such methods were originally derived from a probabilistic or first-principles

perspective and have previously lacked a more rigorous derivation arising directly from the underlying

advection-diffusion-reaction equation (ADRE). Herein, we provide a rigorous derivation of the MTPT

method as a Lagrangian approximation of solutions to the ADRE. Numerically, this research describes the

development of multi-dimensional, parallelized domain decomposition (DDC) strategies for mass-transfer

particle tracking (MTPT) methods in which particles exchange mass dynamically. We show that this

method can be efficiently parallelized by employing large numbers of CPU cores to accelerate run times.

We first validate the approach and our theoretical predictions by focusing our efforts on a well known

benchmark problem with pure diffusion, where analytical solutions in any number of dimensions are well

established. We are then able to extend these studies to more complex systems where analytic solutions

may not exist. In particular, the MTPT methods we use can simulate systems with highly heterogeneous

velocity fields and non-constant hydrodynamic dispersion. This combination of capabilities allows us to

validate and expand on the existing lamella theory that describes concentration evolution via kinematic

stretching, which is currently limited to a constant-dispersion assumption. Given the capability of our

particle tracking methods to simultaneously simulate mixing and spreading via a velocity-dependent,

hydrodynamic dispersion tensor, this research explores the existing assumptions of lamella theory and

exhibits expanded high performance computing (HPC) techniques for load balancing and computationally

efficiency.
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CHAPTER 1

INTRODUCTION

Numerical models are used to represent physical problems that may be di�cult to observe directly (such as

groundwater 
ow), or that may be tedious, expensive or even impossible to currently study via other

methods. In the context of groundwater 
ow, for example, these models allow us to portray transport in

heterogeneous media and bio-chemical species interaction, which are imperative to understanding a

hydrologic system's development (e.g., [1{8]). Since geological problems frequently require attention to

many separate, yet simultaneous processes and corresponding physical properties, such as local mean

velocity (advection), velocity variability (dispersion), mixing (e.g., dilution), and chemical reaction, we

must apply rigorous methods to ensure proper simulation of these processes. Recent studies (e.g., [9{11])

have compared classical Eulerian (e.g., �nite-di�erence or �nite-element) solvers to newer Lagrangian

methods and shown the relative advantages of the latter. Therefore, in this manuscript we explore several

approaches to parallelize a Lagrangian method that facilitate the simulation of the complex nature of these

problems. Given that all of the complex processes noted above must ultimately be incorporated and that

this is the �rst rigorous study of this kind, we focus on well-established and relatively simple benchmark

problems with analytical solutions to derive a rigorous approach to this parallelization.

Lagrangian methods for simulating reactive transport continue to evolve, providing both increased

accuracy and accelerated e�ciency over their Eulerian counterparts by eliminating numerical dispersion

(see [12]) and allowing direct simulation of all subgrid processes [9, 13]. Simulation of advection and

dispersion (without reaction) in hydrogeological problems began with the Lagrangian random walk particle

tracking (RWPT) algorithm that subjects an ensemble of particles to a combination of velocity and

di�usion processes [12, 14]. Initially, chemical reactions were added in any numerical time step by mapping

particle masses to concentrations via averaging over Eulerian volumes, then applying reaction rate

equations, and �nally mapping concentrations back to particle masses for RWPT [15]. This method clearly

assumes perfect mixing within each Eulerian volume because subgrid mass and concentration perturbations

are smoothed (averaged) prior to reaction. The subsequent over-mixing was recognized to induce a

scale-dependent apparent reaction rate that depended on the Eulerian discretization [1, 16], thus

eliminating some of the primary bene�ts of the Lagrangian approach. In response, a method that would

allow reactions directly between particles was devised and implemented [17].

Early e�orts to directly simulate bimolecular reactions with RWPT algorithms [17, 18] were originally

founded on a birth-death process that calculated two probabilities: one for particle-particle collocation and
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a second for reaction and potential transformation or removal given collocation (i.e. particles that do not

collocate cannot react, thus preserving incomplete mixing). The next generation of these methods featured

a newer particle-number-conserving reaction scheme. This concept, introduced by [10], and later

generalized [19{21], employs kernel-weighted transfers for moving mass between particles, where the

weights are equivalent to the above-mentioned collision probabilities under certain modeling choices. These

algorithms preserve the total particle count, and we refer to them as mass transfer particle tracking

(MTPT) schemes. These particle-conserving schemes address low-concentration resolution issues that arise

spatially when using particle-killing techniques [9, 22]. Furthermore, MTPT algorithms provide a realistic

representation of solute transport with their ability to separate mixing and spreading processes [23].

Speci�cally, spreading processes due to small-scale di�erential advection may be simulated with standard

random walk techniques [14], and true mixing-type di�usive processes may be simulated by mass transfers

between particles. This capability provides yet another advantage over Eulerian techniques, which cannot

capture both of these physically-meaningful phenomena with a single representation of the di�usion

coe�cient. MTPT techniques are also ideally suited to and provide increased accuracy for complex systems

with multiple reactions [6, 19, 24, 25], but they are computationally expensive because nearby particles

must communicate. The work of this dissertation provides a rigorous study, both numerical and analytical,

to expand the understanding of these methods' capabilities, applications, and, in general, their parallelized

implementation.

In Chapter 2, we investigate the numerical costs associated with the MTPT algorithm and how to

alleviate these costs with HPC techniques. The system we test implements weighted mass transfers to

simulate di�usive mixing and random walks to simulate di�usive spreading. The goal of this project is to

show that HPC techniques can be applied to large-scale simulations of this type to reduce large run times

and memory usage. Previous to this work, only a 1-d version of this method had been tested for parallel

speedup, and the corresponding ad hoc theories for speedup behavior were provided. In particular, the

trade o� between communication amongst CPU cores and on-core work for this method had not been

thoroughly studied|certainly for a 2-d system. We propose two methods for spatially decomposing a 2-d

domain for parallel computing, and, after identifying an obvious best candidate, provide appropriate

speedup analysis and performance prediction for potential users. Using the chosen decomposition method

for the MTPT algorithm, we achieve large-scale speedup compared to a simulation run in serial (on 1 CPU

core), and we unlock the ability to run much larger simulations that are not feasible in serial due to

memory constraints.

In Chapter 3, we introduce heterogeneous velocity into the simulations to compare the e�ects of

hydrodynamic dispersion on mixing with an existing method that assumes constant dispersion. Current
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particle methods do not simulate dispersion in the way the MTPT does. In particular, the MTPT method

can simultaneously simulate dispersion in two ways through random walks and weighted mass transfers.

The ability to split the representation of dispersion allows the MTPT method to accurately depict local,

small-scale 
uctuations in the dispersive behavior according to the local velocity. We believe that this

capability provides added �delity to the system that other methods do not currently possess. This project

compares late-time mixing behavior of the MTPT method to a colloquially-accepted method in order to

ensure that our method is mixing correctly and to validate the existing method's performance, given its

assumptions. In addition to this scaling analysis, we highlight a newly-implemented HPC tool to address

challenges in parallelization (from previous static grids) due to spatial variability.

In Chapter 4, we provide rigorous proof that the MTPT method, indeed, solves the advection-di�usion

equation (ADE) in the manner that we claim. Prior to this work, only numerical results supported this

claim and, though they were convincing, needed further analytical work to prove our method performs as

intended. This project derives the MTPT method for the ADE system and shows convergence of the

numerical solution to the exact solution. Further, we analyze the e�ects of parameter choice on accuracy,

convergence properties, and mass conservation for the method.

As a whole, this thesis serves as a culmination of all contributions made to the evolution of the MTPT

method and to the understanding of Lagrangian particle methods' capabilities in general. Though the

notation is mostly standardized between each chapter, we note that some di�erences may exist. However,

all variables and relevant notation will be explicitly de�ned within each section, as each chapter can be

read as standalone manuscripts.
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CHAPTER 2

PARALLELIZED DOMAIN DECOMPOSITION FOR MULTI-DIMENSIONAL LAGRANGIAN

RANDOM WALK, MASS-TRANSFER PARTICLE TRACKING SCHEMES

Modi�ed from a paper published in Geoscienti�c Model Development1

Lucas Schauer2, Stephen D. Pankavich2; , David A. Benson3, Michael J. Schmidt4, Diogo Bolster5, Nicholas

B. Engdahl6

2.1 Introduction

The objective of this study is to develop e�cient, multi-dimensional parallelization schemes for

MTPT-based reactive transport schemes. We conduct formal analyses to provide cost benchmarks and to

predict computational speedup for the MTPT algorithm, both of which to date were only loosely explored

in the 1-d case [26]. Herein, we focus on an implementation that uses a multi-CPU environment that sends

information between CPUs via Message Passing Interface (MPI) directives within FORTRAN code. In

particular, we focus on the relative computational costs of the inter-particle mass transfer versus message

passing algorithms, because the relative costs of either depend upon the manner in which the

computational domain is split among cores. These mass-transfer methods may be directly compared to

smoothed-particle hydrodynamics (SPH) methods, and are equivalent when a Gaussian kernel is chosen to

govern the mass transfers [21]. Speci�cally, this work shares similarities with previous investigations of

parallelized smoothed particle hydrodynamics (SPH) methods [27{30], but is novel as it tackles nuances

that arise speci�cally for MTPT approaches. A substantial di�erence within this work is that the kernels

are based on the local physics of di�usion, rather than a user-de�ned function chosen for attractive

numerical qualities like compact support or controllable smoothness. This adherence to local physics allows

for increased modeling �delity, including the simulation of di�usion across material discontinuities or

between immobile (solid) and mobile (
uid) species [20, 31]. In general, the parallelization of particle

methods depends on assigning groups of particles to di�erent processing units. Multi-dimensional domains

present many options on how best to decompose the entire computational domain in an attempt to

e�ciently use available computing resources. Some tools exist for domain decomposition in general [32{37],

but we choose to expand on a simpler decomposition style from our previous work. Though, we note that

1Co-author and journal permissions provided in Appendix C
2Department of Applied Mathematics and Statistics, Colorado School of Mines
3Hydrologic Science and Engineering Program, Department of Geology and Geological Engineering, Colorado School of Mines
4Center for Computing Research, Sandia National Laboratories
5Department of Civil and Environmental Engineering and Earth Sciences, University of Notre Dame
6Department of Civil and Environmental Engineering, Washington State University
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systems with complex velocity �elds will necessitate a more robust tool. Along these lines, this work

compares two di�erent domain decomposition (DDC) approaches. In the one-dimensional case [26], the

speci�ed domain is partitioned into smaller subdomains so that each core is only responsible for updating

the particles' information inside of a �xed region, though information from particles in nearby subdomains

must be used. Hence, the �rst two-dimensional method we consider is a naive extension from the existing

one-dimensional technique [26] that decomposes the domain into vertical slices along thex-axis of the

xy-plane. This method is attractive for its computational simplicity but limits speedup for large numbers

of cores (see Section 2.10). Our second method decomposes the domain into a \checkerboard" consisting of

subdomains that are as close to squares (or cubes) as is possible given the number of cores available.

RWPT simulations without mixing often require virtually no communication across subdomain boundaries

because all particles act independently in the model. However, MTPT techniques require constant

communication along local subdomain boundaries at each time step, which leads to challenges in how best

to accelerate these simulations without compromising the quality of solutions. This novel,

multi-dimensional extension of parallelized DDC techniques for the MTPT algorithm will now allow for

simulation of realistic, computationally-expensive systems in seconds to minutes rather than hours to days.

Further, based on given simulation parameters, we provide formal run time prediction analysis that was

only hypothesized in previous work and will allow future users to optimize parallelization prior to

executing simulations. This manuscript rigorously explores the bene�ts of our parallelized DDC method

while providing guidelines and cautions for e�cient use of the algorithm.

2.2 Model Description

An equation for a chemically-conservative, single component system experiencing local mean velocity

and Fickian di�usion-like dispersion is

@C
@t

+ r � (vC) = r � (D r C); x 2 
 � Rd; t > 0; (2.1)

where C(x; t) [mol L � d] is the concentration of a quantity of interest, v (x; t) [LT � 1] is a velocity �eld, and

D (v) [L 2T � 1] is a given di�usion tensor. Advection-di�usion equations of this form arise within a variety

of applied disciplines relating to 
uid dynamics [38{43]. Depending on the physical application under

study, various forms of the di�usion tensor may result. Often, it can be separated into two di�ering

components, with one representing mixing between nearby regions of di�ering concentrations and the other

representing spreading from the underlying 
ow [23, 39, 40]. This decomposition provides a general

splitting of the tensor into

D = D mix (v) + D spread (v): (2.2)
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Lagrangian numerical methods, such as those developed herein, can then be used to separate the

simulation of these processes into mass transfer algorithms that capture the mixing inherent to the system

and random walk methods that represent the spreading component (see, e.g., [13, 23]). As our focus here is

mainly driven by the novel implementation of di�usive processes in MTPT algorithms, we will for now

assume a purely di�usive system so thatv (x) = 0. This assumption results in an isotropic di�usion tensor

that reduces to

D = DId; (2.3)

where Id is the d � d identity matrix. The remaining scalar di�usion coe�cient can also be separated into

mixing and spreading components, according to

D = Dmix + D spread : (2.4)

Despite the assumption of zero advection, we simulate spreading via random walks as an eventual necessity

for moving particles within our DDC scheme. Stationary particles do not provide computational

complexity for the mass transfer algorithm as distances between particles remain constant.

2.3 Initial Conditions and Analytic Solution

We de�ne a general and well-established benchmark test problem to facilitate the analysis of speedup

and computational e�ciency. Based on the chosen tiling method, the global domain is subdivided into

equisized subdomains, and each core knows its own local, non-overlapping domain limits. The particles are

then load balanced between the cores and randomly scattered within the local domain limits. To represent

the initial mass distribution, we use a Heaviside function in anL d-sized domain, which assigns all particles

with position x � L=2 with mass M = 1 and assigns no mass to particles with positionx < L= 2 (i.e. a

heaviside step function initial condition). This initial condition will allow us to assess the accuracy of

simulations as, for an in�nite domain (simulated processes occur away from boundaries for all time), it

admits an exact analytical solution

C(x; t ) =
1
2

erfc [� (x � x0)=4Dt ] ; (2.5)

where x0 = L=2 and t is the elapsed time of the simulation. The existence of an analytical solution is

bene�cial to our ability to rigorously test our proposed schemes. We compare simulated results to this

solution using the root-mean-squared error (RMSE). Note that all dimensioned quantities are unitless for

the analysis we conduct and all references to run times are measured in CPU wall clock time.
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2.4 Simulation Parameters

Unless otherwise stated, all 2-d simulations will be conducted with the following computational

parameters: theL � L domain is �xed with L = 1000; the time step is �xed to � t = 0 :1; the number of

particles is N = 107; and the di�usion constant is chosen to beD = 1. The total time to be simulated is

�xed as T = 10, which results in 100 time steps during each simulation. We choose parameters in an

Figure 2.1 The top �gure displays the computed particle masses at �nal simulation time T = 10, and the bottom
�gure provides a computed vs. analytical solution comparison at the corresponding time. The parameters for this
run are N = 10 7 , � t = 0 :1, and D = 1.

attempt to construct computationally-intense problems that do not exceed available memory. A Roo
ine

Analysis plot [44{47] is provided in Appendix A to demonstrate that an optimised baseline was used for

the speedup results we present. Further, we intend to retain similar computational cost across

dimensionality. Hence, all 3-d simulations will be conducted with the same di�usion constant and time step

size, but they will be in an L 3 domain with L = 100 and with a number of particles N = 5 � 106 . In

general, we will always use a �t that satis�es the optimality condition

min f � tg �

�
L

dp N

� 2

1
� 2D

; (2.6)

formulated in [48], in which � is a kernel bandwidth parameter described in Section 2.6.

2.5 Hardware Con�guration

The simulations in this paper were performed on a heterogeneous High Performance Computing

(HPC) cluster called Mio, which is housed at Colorado School of Mines. Each node in the cluster contains

8-24 cores, with clock speeds ranging from 2.50-GHz to 3.06-GHz and memory capacity ranging from 24GB
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to 64GB. Mio uses a network of In�niband switches to prevent performance degradation in multinode

simulations. We use the compilergfortran with optimization level 3, and the results we present are

averaged over an ensemble of 5 simulations to reduce noise that is largely attributable to the heterogeneous

computing architecture.

2.6 Mass Transfer Particle Tracking Algorithm

The MTPT method simulates di�usion by weighted transfers of mass between nearby particles. These

weights are de�ned by the relative proximity of particles that is determined by constructing and searching

a K-D tree [49]. Based on these weights, a sparse transfer matrix is created that governs the mass updates

for each particle at a given time step. As previously noted [50], PT methods allow the dispersive process to

be simulated in two distinct ways by allocating a speci�c proportion to mass transfer and the remaining

portion to random walks. Given the di�usion coe�cient D , we introduce � 2 [0; 1] such that

DRW = D spread = �D (2.7)

and

DMT = Dmix = (1 � � )D: (2.8)

We choose� = 0 :5 to give equal weight to the mixing and spreading in simulations. Within each time step,

the particles �rst take a random walk in a radial direction, the size of which is based on the value ofDRW :

Thus, we update the particle positions via the �rst-order expansion

X i (t + � t) = X i (t) + � i

p
2DRW � t; (2.9)

where � i [TL � 1] is a standard normal Gaussian random variable. We enforce zero-
ux boundary

conditions, implemented as a perfect elastic collision/re
ection when particles random walk outside of the

domain. We de�ne a search radius, , that is used in the K-D tree algorithm given by

 = �

r
1
�

2DMT � t; (2.10)

where
p

� � 12DMT � t is the standard deviation of the mass-transfer kernel, � t is the size of the time step,

DMT is the mass-transfer portion of the di�usion coe�cient, and � is a user-de�ned parameter that

determines the radius of the search. We choose a commonly-employed value of� = 6, as this will capture

more than 99.9% of the relevant particle interactions; however, using smaller values of� can marginally

decrease run time at the expense of accuracy. Using the neighbor list provided by the K-D tree, a sparse

weight matrix is constructed that will transfer mass amongst particles based on their proximity. Since

particles are moving via random walks, the neighbor list and corresponding separation distances will

change at each time step, requiring a new K-D tree structure and sparse weight matrix within each
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subdomain. The mass transfer kernel we use is given by

K (x i ; x j ) =
1

p
(4�� � 1� t)d det(D MT )

exp
�

�
(x i � x j )T D � 1

MT (x i � x j )
4� � 1� t

�
: (2.11)

Here, � > 0 is a tuning parameter that encodes the mass transfer kernel bandwidthh =
q

1
� 2 det(D MT )� t,

and we choose� = 1 hereafter. Recalling D MT = DMT I and substituting for the kernel bandwidth

h =
p

2DMT � t , we can simplify the formula in Equation (3.10) to arrive at

K (x i ; x j ) =
1

(2�h 2)
d
2

exp
�

�
kx i � x j k2

2h2

�
: (2.12)

Next, we denote

K ij = K (x i ; x j )

for each i; j = 1 ; :::; N and normalize the MT kernel to ensure conservation of mass [21, 51, 52]. This

produces the weight matrix W with entries

Wij =
K ij

1
2

� P N
i =1 K ij +

P N
j =1 K ij

� ; (2.13)

that is used in the mass transfer step (3.14). The algorithm updates particle masses,M i (t), via the

�rst-order approximation

M i (t + � t) = M i (t) + � i ; (2.14)

where

� i =
NX

j =1

� (M j (t) � M i (t))Wij (2.15)

is the change in mass for a particular particle during a time step. This can also be represented as a

matrix-vector formulation by computing

� = W M ; (2.16)

where M is the vector of particle masses, and then updating the particle masses at the next time step via

the vector addition

M (t + � t) = M (t) + � : (2.17)

In practice, imposing the cut-o� distance  from Equation (3.9) further implies that W is sparse and

allows us to use a sparse forward matrix solver to e�ciently compute the change in mass. Finally, the

algorithm can convert masses into concentrations for comparison with the analytic solution using

C (t) =
N M (t)

L d (2.18)
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in d dimensions with an L d-sized simulation domain.

2.7 Domain Decomposition

With the foundation of the algorithm established, we focus on comparing alternative tiling strategies

within the domain decomposition method and their subsequent performance.

2.7.1 Slices Method

The �rst approach extends the 1-d technique by slicing the 2-d domain along a single dimension,

depending on how many cores are available for use. For example, depending on the number of

computational cores allocated for a simulation, we de�ne the width of each region as

� x =
L

N 

; (2.19)

where N 
 is the number of subdomains. In addition, we impose the condition thatN 
 is equal to the

number of allocated computational cores. So, the region of responsibility corresponding to the �rst core

will consist of all particles with x-values in the range [xmin ; � x), and the next core will be responsible for

all particles with x-values in the interval [� x; 2� x). This pattern continues through the domain with the

�nal core covering the last region of [(N 
 � 1)� x; x max ]. Each of these slices covers the entirety of the

domain in the y-direction, so that each core's domain becomes thinner as the number of cores increases. A

graphical example of the slices method decomposition is shown in Figure Figure 2.2(a).

2.7.2 Checkerboard Method

In addition to the slices method, we consider decomposing the domain in a tiled or \checkerboard"

manner. Given aW � H domain (without loss of generality, we assumeW � H ), we de�ne A = W=H to be

the aspect ratio. Then, choosingN 
 subdomains (cores) we determine a pair of integer factors,f 1; f 2 2 N

with f 1 � f 2, whose ratio most closely resembles that of the full domain, i.e.f 1f 2 = N 
 such that

jf 2=f 1 � Aj � j g2=g1 � Aj (2.20)

for any other pair g1; g2 2 N. Then, we decompose the domain by creating rectangular boxes in the

horizontal and vertical directions to most closely resemble squares in 2-d or cubes in 3-d. If the full domain

is taller than it is wide, then f 2 is selected as the number of boxes in the vertical direction. Alternatively, if

the domain is wider than it is tall, we choosef 1 for the vertical decomposition. If we assume thatW � H

as above, then the grid box dimensions are selected to be

� x =
xmax � xmin

f 2
; (2.21)
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(a) Decomposing the domain with 25 Cores using the Slices Method. Figure Figure 2.4(a)
displays an enlarged slices domain with a description of ghost particle movement, as well.

(b) Decomposing the domain with 25 Cores using the Checkerboard Method. Figure
Figure 2.4(b) displays an enlarged checkerboard domain with a description of ghost particle
movement, as well.

Figure 2.2 General schematics of (a) slices and (b) checkerboard domain decompositions.
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and

� y =
ymax � ymin

f 1
: (2.22)

With this, we have de�ned a grid of subregions that cover the domain, spanningf 2 boxes wide andf 1

boxes tall to use all of the allocated computational resources. AssumingN 
 is not a prime number, this

method results in a tiling decomposition as in Figure Figure 2.2(b). Note that using a prime number of

cores reverts the checkerboard method to the slices method.

2.8 Ghost Particles

Figure 2.3 The algorithm does not incur noteworthy changes in error, as a function of N 
 for the 2-d checkerboard
DDC method considered here, nor in any of the simulations that were performed.

In MTPT algorithms, nearby particles must interact with each other. Speci�cally, a particle will

exchange mass with all nearby particles within the search radius in Equation (3.9). Our method of

applying domain decomposition results in subdomains that do not share memory with neighboring regions.

If a particle is near a local subdomain boundary, it will require information from particles that are near

that same boundary in neighboring subdomains. Thus, each core requires information from particles in a

bu�er region just outside the core's boundaries, and because of random walks, the particles that lie within

this bu�er region must be determined at each time step. The size of this bu�er zone is de�ned by the

search distance in Eq. (3.9). The particles inside these bu�ers are called \ghost" particles and their

information is sent to neighboring subdomains' memory using MPI. Because each local subdomain receives

all particle masses within a  -sized surrounding bu�er of the boundary at each time step, the method is

equivalent to the N 
 = 1 case after constructing the K-D tree on each subdomain, resulting in

indistinguishable nearest-neighbor lists. Although ghost particles contribute to mass transfer
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computations, the masses of the original particles, to which the ghost particles correspond, are not altered

via computations on domains in which they do not reside. Thus, we ensure an accurate, explicit solve for

only the particles residing within each local subdomain during each time step.

The process we describe here di�ers depending on the decomposition method. For example, the slices

method gives nearby neighbors only to the left and to the right (Figure Figure 2.4(a)). On the other hand,

the checkerboard method gives nearby neighbors in 8 directions. The communication portion of the

(a) (b)

Figure 2.4 All particles within a bu�er width of  from the boundary of a subdomain (blue) are sent to the left and
to the right for reaction in the slices method (a), whereas they are sent to 8 neighboring regions in the checkerboard
method (b). Note that the red lines depict subdomain boundaries, and the black arrows indicate the outward send
of ghost particles to neighbors. As well, note that the tails of the black arrows begin within the blue bu�er region.
Ghost pad size is exaggerated for demonstration.

algorithm becomes more complicated as spatial dimensions increase. In 3-d, we decompose the domain

using a similar method to prescribe a tiling as in 2-d, but the extra sends and receives to nearby cores

signi�cantly increase. For example, the 2-d algorithm must pass information to 8 nearby cores, whereas the

3-d algorithm must pass information to 26 nearby cores|8 neighboring cores on the current plane and 9

neighboring cores on the planes above and below.

2.9 Cost Analysis

2.9.1 Mass-transfer Cost

In this section, we characterize and predict the amount of work being performed within each of

portion of the algorithm. The general discussion of work and cost here refer to the run times required

within distinct steps of the algorithm. We pro�le the code that implements the MTPT algorithm using the

built-in, Unix-based pro�ling tool gprof [53] that returns core-averaged run times for all parent and child

routines. The two main steps upon which we focus are the communication step and the Mass Transfer

(MT) step. For each subdomain, the communication step determines which particles need to be sent (and
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Figure 2.5 The red band represents all particles that will be received by the local subdomain (yellow) from
neighboring regions for mass transfer. The number NS quanti�es the number of particles that are involved in the
MT step of the algorithm, which is the combination of all particles whose positions are in either the red or yellow
region.

where they should be sent) and then broadcasts them to their correct nearby neighbors. The MT step

carries out the interaction process described in Section 2.6 using all of the particles in a subdomain and the

associated ghost particles, the latter of which are not updated within this process. As these two processes

are the most expensive components of the algorithm, they will allow us to project work expectations onto

problems with di�erent dimensions and parameters.

We begin with an analysis of the MT work. First, in the interest of tractability, we will consider only

regular domains, namely a square domain with sides of lengthL so that 
 x = 
 y = L in 2-d and a cubic

domain with 
 x = 
 y = 
 z = L in 3-d. Hence, the area and volume of these domains areA = L 2 and

V = L 3, respectively. Also, we de�ne the total number of utilized cores to beP and take P = N 
 so that

each subdomain is represented by a single core. Assuming thatP is a perfect dth power and the domain

size has the formL d for dimension d, this implies that there are P1=d subdivisions (or \tiles" from earlier)

in each dimension. Further, we de�ne the density of particles to be� d = N=L d in d-dimensions whereN is

the total number of particles. Finally, recall that the pad distance, which de�nes the length used to

determine ghost particles, is de�ned by  = 6
p

2DMT � t . With this, we let NS represent the number of

particles that will be involved in the mass transfer process on each core, and this can be expressed as

NS = � d

�
L

P1=d
+ 2  

� d

= N
�

1
P1=d

+
2 
L

� d

; d = 1 ; 2; 3; (2.23)

which is an approximation of the number of particles in an augmented area or volume of each local

subdomain, accounting for the particles sent by other cores. Figure Figure 2.5 illustratesNS as the number
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of particles inside the union of the yellow region (the local subdomain's particles) and the red region

(particles sent from other cores). As previously mentioned, we construct and search a K-D tree to �nd a

particles' nearby neighbors. Constructing the tree structure within each subdomain is computationally

inexpensive, and searching the tree is signi�cantly faster than a dense subtraction to �nd a particle's

nearby neighbors: forN particles in memory, the dense subtraction isO(N ) expensive for a single particle,

while the K-D tree search is onlyO(log10(N )) : Based on the results fromgprof , searching the K-D tree is

consistently the most dominant cost in the MT routine. As a result, the time spent in the mass transfer

routine will be roughly proportional to the speed of searching the K-D tree. This approximation results in

the MT costs scaling according to [54]:

TS = � dNS log(NS ); (2.24)

where � d is a scaling coe�cient re
ecting the relative average speed of the calculations per particle for

d = 2 ; 3. Note that � 3 > � 2, as dimension directly impacts the cost of the K-D tree construction. We are

able to corroborate this scaling for both 2-d and 3-d problems by curve �tting to compare NS log(NS ) for

each method of DDC to the amount of time spent in the MT subroutine. In particular, we analyzed the

empirical run time for the K-D tree construction and search in an ensemble of 2-d simulations with the

theoretical cost given by (2.24). Figure Figure 2.6 displays the run times plotted against our predictive

curves for the MT portion of the algorithm, exhibiting a coe�cient of determination ( r 2) close to 1.

Note that changing the total number of particles within a simulation should not change the scaling

relationship as Equation (2.24) only depends on the value ofNS . This relationship implies that a

simulation with a greater number of particles and using a greater number of cores can achieve the same

value of NS as a simulation with fewer total particles and cores. When the values ofNS coincide across

these combinations of particles and cores, we expect the time spent in the MT subroutine to be the same

(Figure 2.7 and Figure 2.8). We see that our predictions for the MT subroutine, based on proportionality

to the K-D tree search, provide a reliable run time estimate in both the 2-d and 3-d cases. We also observe

an overlay in the curves asN increases, which directly increases the amount of work for the MT portion of

the algorithm. For instance, if we consider a range of particle numbers in both dimensions (Figure 2.7 and

Figure 2.8), we see the respective curves exhibit similar run time behavior asNS decreases.

The plots of MT run time display an approximately linear decrease asNS decreases, which would

seem to indicate continued performance gains with the addition of more cores. However, one must

remember that adding cores is an action of diminishing returns because the local core areas or volumes

tend to zero as more are added, andNS tends to a constant given by the size of the surrounding ghost

particle area (see Figure 2.5). For example, Figure 2.6(a) shows that MT run time only decreases by
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(a)

(b)

Figure 2.6 Plots of run time in the MT portion of benchmark runs. Note the similar behavior in both 2- d (a) and
3-d (b) for predicting MT subroutine run time, based on our theoretical run time scaling in Equation (2.24). Using
this prediction function achieves values of r 2 = 0 :9780 in 2-d and r 2 = 0 :9491 in 3-d. Axis bounds are chosen for
ease of comparison to results in Figures Figure 2.7, Figure 2.8, and Figure 2.10(a).
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(a)

(b)

Figure 2.7 Varying the total particle number N directly in
uences the value of NS , as the right-most side of
Equation (2.23) re
ects. Simulations across these di�erent values of N in 2-d exhibit common behavior with respect
to MT run time as NS decreases, as shown in (a). Figure (b) shows the strong scaling behavior for the 10M particle
simulation for comparison to a common scaling metric. Axis limits are chosen for comparison with Figure 2.10(a).
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(a)

(b)

Figure 2.8 Varying the total particle number N directly in
uences the value of NS , as the right-most side of
Equation (2.23) re
ects. Simulations across these di�erent values of N in 3-d exhibit common behavior with respect
to MT run time as NS decreases, as shown in (a). Figure (b) shows the strong scaling behavior for the 10M particle
simulation for comparison to a common scaling metric. Axis limits are chosen for comparison with Figure 2.10(a).
The scaling is strongly similar to the 2- d example.
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around half of a second from adding nearly 1500 cores. Figure 2.7 and Figure 2.8 display (a) weak-like

scaling plots and (b) strong scaling plots for the MT portion of the algorithm. Predictions concerning this

trade o� are made in Section 2.10.

2.9.2 Ghost Particle Communication Cost Analysis

The halo exchange depicted in Section 2.8 is implemented via a distributed-memory, MPI-based

subroutine. Each core in the simulation carries out the communication protocol regardless of on-node or

inter-node relationship to its neighboring cores, as shown in Figure 2.4(b). These explicit, MPI exchange

instructions ensure that this communication occurs in a similar fashion between all cores, regardless of

node relationship. This claim is substantiated by the single-node scaling seen in Figure 2.9, reinforcing that

our speedup results are not skewed by redundant or \accelerated" shared-memory communication. The

Figure 2.9 We observe expected wall time scaling for the on-node communication shown here, demonstrating that
the MPI function calls do, in fact, incur communication costs between cores within a shared-memory space.

communication portion of the algorithm includes three processes on each core: evaluating logical

statements to determine which particles to send to each neighboring core, sending the particles to the

neighboring cores, and receiving particles from all neighboring cores. The total wall time for these three

processes makes up the \MPI Time (s)" in Figure 2.9 and Figure 2.10. By nature of these tiled, halo

exchanges, we encounter the issue of load balancing, namely the process of distributing tra�c so that cores

with less work to do will not need to wait on those cores with more work. Hence, we only need to focus our

predictions on the cores that will perform the greatest amount of work. These cores (in both dimensions)

are the \interior" subdomains, or the subdomains with neighbors on all sides. In 2-d these subdomains will

receive particles from 8 neighboring domains, with 4 neighbors sharing edges and 4 on adjacent corners. In

3-d, particles are shared among 26 neighboring subdomains. Similar to the MT analysis, we observe that
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both the 2-d and 3-d data in Figure 2.10(a) exhibit similar curves across varying particle numbers,

respectively, as the number of cores becomes large (i.e., asNS becomes small). This eventual constant cost

is to be expected in view of the asymptotic behavior ofNS as P grows large. Note also that the 3-d MPI

simulation times are consistently around 5 to 10 times greater than 2-d because of the increased number of

neighboring cores involved in the ghost particle information transfer.

(a)

(b)

Figure 2.10 As NS decreases, we observe similar trends in the MPI subroutine run time in both 2- d and 3-d,
respectively. Given that necessary communication takes places between 26 neighboring regions in 3-d rather than
only 8 neighboring regions in 2-d, the 3-d MPI times are, in general, 5 to 10 times slower than similar runs in 2- d.
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2.10 Speedup Results

In this section, we discuss the advantages and limitations of each method by evaluating the manner in

which the decomposition strategies accelerate run times. We employ the quantity \speedup" in order to

compare the results of our numerical experiments. The speedup of a parallelized process is commonly

formulated as

SP =
T1

TP
; (2.25)

where TP is the run time using P cores andT1 is the serial run time. We also use the notion of e�ciency

that relates the speedup to the number of cores, and is typically formulated as

EP =
SP

P
: (2.26)

If the parallelization is perfectly e�cient, then P cores will yield a P times speedup from the serial run,

producing a value ofEP = 1. Hence, we compare speedup performance to establish a method that best

suits multi-dimensional simulations.

We may also construct a theoretical prediction of the expected speedup due to the run-time analysis of

the preceding section. First, assume that the subdomains are ideally con�gured as squares in 2-d or cubes

on 3-d. In this case, the MT run times always exceed the MPI times. For smaller values ofNS , the MT run

times are approximately 10 to 100 times larger than those of the MPI step. Furthermore, the larger MT

times are approximately linear with NS over a large range, regardless of total particle numbers and

dimension. Therefore, we may assume that the run times are approximately linear withNS and compare

run times for di�erent values of P. Speci�cally, for a single core, all of the particles contribute to the MT

run time, so the speedup can be calculated using equation (2.23) in the denominator:

SP =
N
NS

=
N

N
�

1
P 1=d + 2 

L

� d =
1

�
1

P 1=d + 2 
L

� d : (2.27)

Now, letting E 2 (0; 1) represent a desired e�ciency threshold, we can identify the maximum number of

cores that will deliver an e�ciency of E based on the sizeL of the domain, the physics of the problem, and

the optimal timestep � t that de�nes the size of the ghost region (given in terms of the pad distance ). In

particular, using the above e�ciency formula, we want

E � EP =
SP

P
=

1

P
�

1
P 1=d + 2 

L

� d : (2.28)

A rearrangement then gives the inequality

P �
1
E

�
(1 � E 1=d)L

2 

� d

; (2.29)
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which provides an upper bound on the suggested number of cores to use once is �xed and a desired

minimum e�ciency is chosen.

This gives the user a couple of options before running a simulation. The �rst option is to choose a

desired minimum e�ciency and obtain a suggested number of cores to use based on the inequality in

(2.29). This option is ideal for users who request or pay for the allocation of computational resources and

must know the quantity of resources to employ in the simulation. The second option is to choose a value

for the number of cores and apply the inequality (2.28) to obtain an estimated e�ciency level for that

number of cores. This second case may correspond to users who have free or unrestricted access to large

amounts of computing resources and may be less concerned about loss of e�ciency.

Using Equation (2.27), we can predict speedup performance for any simulation once the parameters

are chosen. The speedup prediction inequalities from above depend only on the domain size and the search

distance  . From these inequalities, the e�ects of dimensionality while implementing DDC can be

conceptualized in two ways. First, if the hypervolume is held constant as dimension changes, particle

density also remains constant, which should generally not induce memory issues moving to higher

dimensions. This requires choosing a desired hypervolumeV and then determining a length scale along a

single dimension with L = V1=d: Figure 2.11(a) displays speedup predictions for 1-d, 2-d, and 3-d

simulations in domains with equal hypervolumes and �xed D = 1 and � t = 0 :1. Keeping hypervolume

constant shows the cost of complexity with increasing dimensions, which reduces e�ciency at larger

amounts of cores. Conversely, a physical problem may have �xed size on the order ofL 3, and a user may

wish to perform upscaled simulations in 1-d and 2-d before running full 3-d simulations. Figure 2.11(b)

shows the opposite e�ect: for a �xed length scaleL , the lower-dimension simulations su�er degraded

e�ciency for lower number of cores.

The 2-d and 3-d benchmark simulations used in previous sections allow us to calculate both the

empirical (observed) and theoretical speedups, and the overlays in Figure 2.12 and Figure 2.13 show

reasonably accurate predictions over a large range of core numbers. The observed run times were averaged

over an ensemble of 5 simulations in order to decrease noise. If the checkerboard method is used to

decompose the domain, signi�cantly more cores can be used before the inequality (2.29) is violated for a

chosen e�ciency. In particular, if we choose a sequence of perfect square core numbers for the a 1000� 1000

domain, nearly linear speed up is observed for over 1000 cores, and a maximum of 1906 times speedup at

2700 cores, the largest number of CPU cores to which we had access. For reference, the 1906 times speedup

performs a 5-hour serial run in 8 seconds, representing around 0:04% of the original computational time.

Finally, we brie
y consider the slices method, as it has drastic limitations in 2-d and 3-d. Increasing

the number of cores used in a simulation while remains �xed causes the ghost regions (as pictured in

22



(a)

(b)

Figure 2.11 The prediction curves give the user a concrete guideline to determine how many cores to allocate for a
simulation before performance degrades. The curves in (a) are generated for the de�ned search distance in a
domain with a constant respective hypervolume V, which implies that each dimension's length scale is L = V1=d .
The curves in (b) are generated for the same search distance but with L d -sized domains for �xed length L .
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Figure 2.12 Observed (diamonds) and theoretical speedup for 2-d simulations. Each chosen number of cores is a
perfect square so that the checkerboard method gives square subdomains. With the chosen parameters
L = 1000; D = 1 ; � t = 0 :1 and a desired e�ciency of 0.75, the upper bound given by the inequality (2.29) is not
violated for the checkerboard method until around 1700 cores.

Figure 2.13 Observed (diamonds) and theoretical speedup for 3-d simulations. Each chosen number of cores is a
perfect cube so that the checkerboard method gives cubic subdomains. With the chosen parameters
L = 100; D = 1 ; � t = 0 :1 and a desired e�ciency of 0.5, the upper bound given by the inequality (2.29) is not
violated for the checkerboard method until around 320 cores.
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Figure 2.4(a)) to comprise a larger ratio of each local subdomain's area. Indeed, if each subdomain sends

the majority of its particles, we begin to observe decreased bene�ts of the parallelization. An inspection of

Figure 2.4(a) suggests that the slices method in 2-d will scale approximately like a 1-d system, because the

expression forNS (Equation (2.23)) is proportional to the 1- d expression. Indeed, the slices method

speedup is reasonably well predicted by the theoretical model for a 1-d model (Figure 2.14). Furthermore,

because the slices method only decomposes the domain along a single dimension, it violates the condition

given in (2.29) at lesser numbers of cores than for the checkerboard method. In fact, using too many cores

with the slices method can cease necessary communication altogether once a single bu�er becomes larger

than the subdomain width. For the given parameter values, this phenomenon occurs at 500 cores with the

slices method, so we do not include simulations beyond that number of cores. The speedup for the slices

method up to 500 cores is shown in Figure 2.14. Although the algorithm is accurate up to 500 cores, we see

that performance deteriorates quite rapidly after around 100 cores, which motivated the investigation of

the checkerboard decomposition.

Figure 2.14 Speedup for the slices method plateaus quickly, as the ghost regions increase in proportion to the local
subdomain's area.

2.11 Non-Square Tilings and Checkerboard Cautions

Given some �xed number of cores (hence subdomains), it is clear that using a subdomain tiling that is

as close as possible to a perfect square (or cube) maximizes e�ciency. This occurs when the factors for

subdivisions in each dimension are chosen to most closely resemble the aspect ratio of the entire domain

(shown in 2-d in (2.20)). Square or cubic subdomains are the most e�cient shape to use, and result in

improved speedup that extends to larger numbers of cores. The converse of this principle means that a

poor choice of cores (say, a prime number) will force a poor tiling, and so certain choices for increased core
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numbers can signi�cantly degrade e�ciency. Figure 2.15 depicts results in 2-d for core numbers ofP = 698

(with nearest integer factors of 2 and 349) andP = 1322 (with nearest integer factors of 2 and 661) along

with well-chosen numbers of cores, namely the perfect squaresP = 400 and P = 1600. It is clear from the

speedup plot that simulations with poorly chosen numbers of cores do not yield e�cient runs relative to

other choices that are much closer to the ideal linear speedup. In particular, we note that the speedup in

the case of nearly prime numbers of cores is much closer to the anticipated 1-d speedup. This occurs due to

the subdomain aspect ratio being heavily skewed and therefore better resembling a 1-d subdomain rather

than a regular (i.e., square) 2-d region.

Figure 2.15 Poorly-chosen core numbers may result in severely non-square tilings that can degrade speedup
performance, despite employing more computational resources.

2.12 Non-Serial Speedup Reference Point

We can loosely describe the standard de�nition of speedup as the quantitative advantage a simulation

performed with P cores displays over a simulation running with just a single core. However, a serial run

does not require particles to be sent to neighboring regions. Hence, a simulation on a single core does not

even enter the MPI subroutine necessary for sending ghost particles, omitting a signi�cant cost. This

implies that multi-core simulations have extra cost associated with communication that the serial baseline

does not, which is, of course, the reason that linear speedup is di�cult to achieve. Unlike the traditional,

serial speedup comparison shown in Figure 2.12, it's possible to compare speedup results to a 100-core

baseline to observe how computational time decreases by adding cores to an already-parallelized

simulation. This may be a non-standard metric, but it provides a di�erent vantage point to measure how

well an HPC algorithm performs. Further, a metric like this is useful in memory-bound conditions that
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cannot be conducted on less than 100 cores. Examples of such speedup plots that compare all simulation

times to their respective 100-core run times are given in Figure 2.16 and Figure 2.17. More speci�cally,

these �gures display the speedup ratio given by

SP100 =
T100

TP
; (2.30)

where TP is the run time on P cores andT100 is the run time on 100 cores. For example, with 2500 cores,

perfect speedup would be 25 times faster than the 100 core run.

Figure 2.16 A speedup reference point ofT100 results in super-linear speedup across multiple particle numbers.

Figure 2.17 Speedup reference points ofT125 (and T216 for the 15M run) result in super-linear speedup for only the
N = 5 M case, further exemplifying the disparity between 2-d and 3-d.

The performance in Figure 2.16 displays super-linear speedup for up to 2700 cores, which shows that

memory-restricted simulations using very large particle numbers (i.e., the 15M and 20M particle data) can

be e�ectively parallelized to much greater numbers of cores. However, Figure 2.17 further shows the e�ect

of dimensionality on this comparison, as only those simulations with smaller particle numbers in 3-d

achieve super-linear speedup.
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2.13 Conclusions and Final Remarks

The checkerboard decomposition for the parallelized DDC algorithm provides signi�cant speedup to

Lagrangian MTPT simulations in multiple dimensions. For a range of simulations, we �nd that the mass

transfer step is the dominant cost in terms of run time. The approximate linearity of run time with NS

(de�ned as total number of native particles and external ghost particles on a single core/subdomain for

mass transfer) allows us to calculate a theoretical speedup that matches empirical results from

well-designed DDC domains. The theoretical predictions also allow one to choose an e�ciency and

calculate the optimal number of cores to use, based on the physics of the problem (speci�cally, in the

context of the benchmarks, we explore domain sizeL , di�usion coe�cient D , and time step � t). As noted

in Section 2.10, these predictions provide users with a range of needs and resources necessary forecasting

ability that is required before running a large-scale HPC simulation.

Given that we assume a purely-di�usive, non-reactive system in this paper, a necessary extension of

this will be an investigation of the performance of these DDC techniques upon adding advection, reactions,

or both to the system. The benchmarks we establish in this work provide accurate expectations for

properly load-balanced problems as we begin to add these complexities into the simulations. In particular,

in future e�orts we expect to handle variable velocity �elds with an adaptable, moving DDC strategy

similar to the technique that we implement in this manuscript. This initial study is an essential

prerequisite before other such advances can even begin. Further, using local averaging and interpolation of

the corresponding velocity-dependent dispersion tensors, we retain accurate representation of small-scale

spreading and mixing despite the subdivided simulation domain. We expect that adequately load balanced,

advective-reactive simulations in the future will exhibit as good as or even better scaling than we have

observed in these current benchmarks. Moving particles via advection is a naturally parallel computation

and will only incur minor computational cost as particles move across subdomain boundaries. Moreover,

since the general form of our algorithm simulates complex chemical reactions on particles after mass

transfer takes place for all species, we change the most computationally expensive process (the reactions)

into a naturally parallel process. Simulating these extra physical phenomena strictly increases

computational complexity, but it will be in addition to the computations we carry out here. Given that we

are building on these computations, we fully intend to preserve the predictive ability in more complex

simulations moving forward. Finally, another natural extension could address various computational

questions by exploring how parallelized MTPT techniques might be employed using shared-memory

parallelism, such as OpenMP, CUDA, or architecture-portable parallel programming models like Kokkos,

RAJA, or YAKL [55{59]. As we have noted, sending and receiving particles during each time step is a
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large cost in these simulations, second only to the creation and search of K-D trees and the forward matrix

multiplication for mass transfer. Thus, if we could implement a similar DDC technique without physically

transmitting ghost particle information between cores and their memory locations, would we expect to see

improved speedup for much larger thread counts? A comparison of simulations on a CPU shared memory

system to those on a GPU con�guration would represent a natural next step to address this question. In

this case, we predict that the GPU would also yield impressive speedup, but it is unclear as to which

system would provide lesser overall run times given the signi�cant di�erences in computational and

memory architectures between GPU and CPU systems.

In summary, the checkerboard method in 2-d (and 3-d) not only allows simulations to be conducted

using large numbers of cores before violating the maximum recommended core condition given in (2.29),

but also boasts impressive e�ciency scaling at a large number of cores. Under the guidelines we prescribe,

this method achieves almost perfect linear speedup for more than 1000 cores and maintains signi�cant

speedup bene�ts up to nearly 3000 cores. Our work also showcases how domain decomposition and

parallelization can relieve memory-constrained simulations. For example, some of the simulations that we

conduct with large numbers of particles cannot be performed with fewer cores due to insu�cient memory

on each core. However, with a carefully chosen DDC strategy, we can perform simulations with particle

numbers that are orders of magnitude greater than can be accomplished in serial, thereby improving

resolution and providing higher-�delity results.
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CHAPTER 3

SIMULATION OF VELOCITY-DEPENDENT DISPERSION IN HETEROGENEOUS FLOW FIELDS

USING DYNAMICALLY-PARALLELIZED, LAGRANGIAN PARTICLE TRACKING SCHEMES

3.1 Introduction

Many scienti�c disciplines use numerical models to simulate physical problems that are otherwise

tedious and expensive to observe empirically. For example, groundwater 
ow is di�cult to physically

observe, but developments in computational techniques now allow us to accurately represent and

understand underground reactive transport (e.g., [1{8]). Further, hydrogeological systems have various

physical phenomena that must be simulated numerically, such as advection, di�usion, and chemical

reactions [1{8]). Techniques for accurately moving a solute plume through a velocity �eld have been

established for some time [60], but accurately representing mixing processes in 
ows through porous media

is more di�cult. Eulerian schemes can represent mixing in some fashion, but they su�er from numerical

dispersion and over mixing due to their gridded nature. Lagrangian schemes, however, provide a higher

level of accuracy, given that they do not su�er from numerical dispersion [12] and are able to capture

subgrid processes within the system [9, 13].

Given the ability to represent small-scale mixing and spatial variability, Lagrangian particle methods

allow for a balance between rigor and 
exibility to simulate such physical processes using local mixing and

spreading rates. In particular, this balance allows us to represent concentration evolution within a front

moving through a heterogeneous velocity �eld without assumptions or limitations on the existing physical

properties. Comparisons between techniques that can simulate mixing in these types of systems have been

made over the years [e.g., 21], but recent advances in the MTPT method to handle velocity-dependent

dispersion have not been compared to some other modern methods. Namely, we want to compare the

MTPT method to a technique that describes concentration evolution using a lamella representation [e.g.,

61, 62]. A singular lamella structure can be generally de�ned as a thin layer or membrane. Since this

de�nition of such a structure is so broad, it can be applied to visualize concepts in many areas of science.

For the example that is germane to this manuscript, any particle front that corresponds to heterogeneous

Darcy 
ow can be thought of as an aggregate of many small lamella-like structures. This clever bit of

analogy lays the groundwork for the current lamella framework, which provides accurate temporal

predictions of concentration probability distributions using an interplay between local stretching and

di�usion. Further, the lamella literature presents methods for analyzing the time-scaling of a system's

scalar dissipation rate (SDR). By utilizing the velocity e�ects of vertical compression and horizontal
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stretching, local mixing rates are adjusted to simulate the concentration spread perpendicular to each

lamella. When performed for all individual lamella, the technique yields quite an elegant method of

attaining the concentration �eld and SDR at any time by essentially only knowing the deformation of an

initial line of injected particles. However, the current state of this theory has an embedded assumption

about the dispersion coe�cient|namely, it is required to be a constant. This assumption is not altogether

a concern since the method inherently acknowledges a trade o� between spreading and mixing, but it does

not use the conventional spatially-dependent relationships for heterogeneous 
ow. Typically, a spatially- or

velocity-dependent hydrodynamic dispersion tensor [e.g., 41] will be used to characterize the local

dispersion in the system. The MTPT method we employ is able to incorporate Bear's dispersion tensor

and, further, is able to split the tensor into distinct components that describe rates of local, small-scale

mixing vs larger-scale spreading. Given that the e�ects of the assumptions for the lamella method have not

been tested against other methods of its kind, we believe that this makes the MTPT method best suited to

test its performance.

We intend to compare baseline (constant and isotropicD) simulations to those provided by lamella

theory. Next, we will incrementally relax the constant D assumption to test both the lamella technique's

performance and to display the MTPT method's capabilities. In pursuit of conducting this comparison, we

must �rst note that simulations of this nature are expensive in both time and memory, which begs the

necessity for advanced computing techniques to alleviate these stresses. Hence, this work also features an

improved, multi-dimensional, parallelized domain decomposition (DDC) strategy for MTPT methods.

HPC techniques accelerate numerical models by dividing work amongst computing resources and provide

advantages over their serial counterparts, such as decreasing run times and reducing memory strain. These

advantages are attractive for simulating problems that require �ne resolution or expensive operations.

Many techniques exist for spatially decomposing a domain in general [32{35], but few are easily

implemented on parallelized Lagrangian MTPT methods. In general, Lagrangian methods with

inter-particle dependencies are more di�cult to parallelize than their Eulerian counterparts, as dividing

work up on a �xed grid is quite simple. The MTPT algorithm we use relies on scattered discretization

points (particles) that are moving within each time step, and their corresponding information must be

manually moved between cores when necessary. Static DDC schemes applied to MTPT methods, as done

previously in [26, 63], �x each core's area of responsibility for the duration of the simulation and can

provide ample speedup when particle density is approximately constant throughout the domain. However,

this type of decomposition does not guarantee proper load balance in simulations with highly

heterogeneous velocity �elds, as rectilinear grids elicit empty spaces within the decomposition.
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In this work, we employ a load balancing tool called Zoltan [37] that moves particles between cores on

each time step using a Recursive Bisection (RCB) tree (see Appendix B). Zoltan is a highly-e�cient

load-balancing tool that ensures perfect load balancing at each time step, which is immensely valuable for

the speedup of costly mixing routines. Though other dynamic, spatial load-balancing tools exist [e.g.,

64{67], we chose Zoltan for its versatility (multiple choices in decomposition style) and ability to carry out

manual halo exchanges for particle interactions. With these capabilities, the implementation of a tool like

Zoltan facilitates the necessary simulations to compare the MTPT method to the existing lamella

techniques. We intend for the comparisons made in this manuscript to serve as extension of the

understanding of these types of methods and to exhibit the capabilities of the MTPT model for mixing in

transport systems.

3.2 Model Description

A single component, chemically-conservative system with local mean velocity and Fickian di�usion-like

dispersion satis�es the equation

@C
@t

+ r � (vC) = r � (D r C); x 2 
 � Rd; t > 0; (3.1)

where C(x; t) [mol L � d] is the concentration of a solute,v (x; t) [LT � 1] is a velocity �eld, and D (v)

[L 2T � 1] is the corresponding velocity-dependent di�usion tensor. We obtain a �eld of Darcy velocities by

solving Darcy's equation

u(x) = � K (x)r h(x); (3.2)

where K (x) is a randomly-generated conductivity �eld, and h(x) is the hydraulic head. From the Darcy

velocities, we divide through by a domain-wide constant porosity� = 0 :25 to obtain our e�ective velocities.

Such forms of these advection-di�usion equations arise from various applied sciences that study 
uid

dynamic systems [38{43]. We assume that the combined e�ects of Fickian mixing and spreading in

dissolved species 
owing through porous media are characterized by the classical dispersion tensor in

d-dimensions [38]

D = ( Dm + � T jv j)I + ( � L � � T )
vv T

jv j
; (3.3)

where the dispersion tensorD [L 2T � 1] applies to a volume-averaged conservative tracer,Dm [L 2T � 1] is a

molecular di�usion coe�cient, � T [L ] is the transverse dispersivity, � L [L ] is the longitudinal dispersivity,

v [LT � 1] is a d-dimensional vector of velocities, andI is the d � d identity matrix. In general, we choose

� L to be the same size as the discretization of the velocity �eld, and, typically,� T is an order of magnitude

smaller than � L [68]. Thus, for the simulations in this work, � L = 0 :1 and � T = 0 :01. Herein we will
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assume without loss of generality that the �rst (isotropic) term on the right side of Equation (3.3)

represents true mixing among chemically dissimilar 
uids, while the latter term represents spreading due to

sub-grid velocity perturbations, namely

D = ( Dm + � T jv j) I d| {z }
+

(� L � � T )
jv j

vv T

| {z }
: (3.4)

= DMT = DRW

As shown by [23], the Lagrangian particle tracking and mass transfer method can simulate these

processes separately via classical random walk methods (for the spreading) and inter-particle mass transfer

methods (for the true mixing). To de�ne these coe�cients, we must �rst understand the region of in
uence

of dispersion within this type of tensor. As �rst described in [41], the shape of the tensor is an ellipse with

the major axis of the ellipse aligned along the direction of the velocity. Since we are giving the isotropic

portion of the tensor to the mixing coe�cient, we essentially eliminate all width from the ellipse, and we

are only left with a line of in
uence in the direction of the velocity. Thus, the second term in the tensor

that represents the local spreading will be simulated by a randomly scaled walk of the particle along the

direction of the velocity (forward or backward along the velocity vector's direction). Since these dispersion

coe�cients depend on the value of v , each particle carries a unique value forDMT and DRW on each time

step as its position (and corresponding velocity) is updated. In Equation (3.4), we note that bothDMT

and DRW are in matrix form. However, when we calculate these terms on particles for their respective

processes, they are scalar-valued. Since we use theDMT for the isotropic mass transfers, we simply

compute

DMT = Dm + � T jv j (3.5)

for each particle. As noted above, the anisotropic dispersive spreading, represented by theDRW term, will

be simulated along the direction of the velocity vector. To visualize this, we multiply the second term in

Equation (3.4) on the right by any vector u to get the expression

(� L � � T )
jv j

vv T u =
(� L � � T )

jv j
vc;

where c = v T u is the resulting inner product. We note here that any choice ofu results in a scaled

expression that points in the direction of the velocity, but that c is maximized whenu = v . To ensure that

the model has the ability to capture the maximal spreading behavior, we chooseu = v so that

(� L � � T )
jv j

vv T v =
(� L � � T )

jv j
v jv j2 = ( � L � � T )jv jv : (3.6)
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Thus, along the direction of the velocity, we de�ne the value of DRW to be

DRW = ( � L � � T )jv j (3.7)

for each particle.

3.3 Mass Transfer Particle Tracking Algorithm

The MTPT algorithm we employ is comprised of three signi�cant processes: simulating advection by

moving particles according to a local interpolation of the velocity �eld, simulating dispersive spreading by

moving particles via random walks, and simulating di�usive mixing via weighted transfers of mass between

particles. To ensure conservation of mass, the velocity that actively moves each particle must be linearly

interpolated within each cell, while the velocity used for each particle's dispersion tensor must be bilinearly

interpolated with neighboring cells (see [14]). Further, contrary to early practices, the authors in [12, 60]

emphasize that the gradient term, r � D , cannot be ignored when moving particles via advection. To

calculate this gradient term, we must approximate the derivative terms in the x and y directions. For each

particle position, we �rst create 4 temporary grid points in each cardinal direction with distance from the

particle given by the discretization of the velocity �eld dx = dy. The velocity is then bilinearly interpolated

at each temporary grid point in order to calculate its local value of D . These 4 values forD in each

direction allow us to calculate the necessarydD
dx and dD

dy terms via a centered di�erence approximation. As

in [12, 60], the gradient term is often grouped with the advective term to create a singular drift term.

Thus, without loss of generality, a particle's position is then updated via a drift term and a random walk

term, given by

X i (t + � t) = X i (t) + ( v i + r � D )� t + � i

p
2DRW � t

v
jv j

; : (3.8)

where v i is the linearly-interpolated velocity at particle i 's current position X i (t) and � i [TL � 1] is a

standard normal Gaussian random variable.

Once all particle movements are done, the di�usive mixing takes place via kernel-weighted transfers of

mass between particles. We impose an interaction distance between particles, given by

 = 


r
1
�

2DMT � t; (3.9)

where
p

� � 12DMT � t is the standard deviation of the mass-transfer kernel in Equation (3.10), � t is the

size of the time step,DMT is the mass-transfer portion of the di�usion coe�cient, and 
 is a user-de�ned

parameter that determines the radius of the search. Imposing an interaction distance improves

computational e�ciency by eliminating negligible particle interactions (computations) that would happen

outside of this distance, where particles would transfer machine-� amounts of mass with their given kernel
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weights. Common values for
 are 3 and 6, and we choose
 = 3 for our simulations to maximize

computational e�ciency. We note that choosing 
 = 3 for a Gaussian distribution still captures 99:7% of

signi�cant interactions between particles. We use the Gaussian kernel

K (x i ; x j ) =
1

p
(4�� � 1� t)dDMT

exp
�

�
(x i � x j )T (x i � x j )

4� � 1DMT � t

�
: (3.10)

to carry out these transfers, whereDMT = Dm + � T jv j and � > 0 is a tuning parameter for the mass

transfer kernel bandwidth h =
q

1
� 2DMT � t . We choose� = 1 herein for its computational and accuracy

bene�ts [69]. Using a simpli�ed notation, given by

K ij = K (x i ; x j ) (3.11)

for all i; j = 1 ; :::; N , we then symmetrically normalize the kernel to retain mass conservation [21, 51, 52].

This normalization produces a weight matrix W , with corresponding entries

Wij =
K ij

1
2

� P N
i =1 K ij +

P N
j =1 K ij

� ; (3.12)

which results in a discretization that well approximates the continuous Green's function [21, 52]. Finally, a

particle's mass,M i (t), is updated via the �rst-order approximation

M i (t + � t) = M i (t) + � i ; (3.13)

where

� i =
NX

j =1

� (M j (t) � M i (t))Wij (3.14)

represents the total change in mass that accounts for all weighted interactions for a particular particle.

3.4 Review of Lamella method

The primary di�culty in predicting chemical reactions in porous media is that the mixing along an

interface between chemically distinct waters occurs at a rate that is smaller than the spreading of the

interface due to velocity di�erences. The authors in [1, 70] were able to calculate the smaller \e�ective"

dispersion coe�cient for mixing along a single streamtube versus the larger macrodispersion that also

incorporates the di�erent speeds of the mean velocites of di�erent streamtubes. Unfortunately, in order to

make these calculations, the Green's function of the transport equation needs to be known for every release

point in an aquifer, which is unknowable a priori for a random (and correlated) velocity �eld.

In response, the work in [61, 71] adopted a method from turbulence analysis in which a line of

particles (in 2-d) is released, and the growth of that line is tracked to estimate mixing rates. The growth

rate of the line is important for several reasons. First, a longer line represents a greater \contact area"
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between potentially di�erent waters. A longer line should give greater mixing rates, Second, in an

incompressible 
uid, stretching in one direction is accompanied by compression in another, so stretching of

the interface line results in compression orthogonal to the mixing front. This compression steepens the

concentration gradient, leading to increased mixing rates via the di�usion equation.

To make the calculations tractable, a 1-d di�usion equation is used orthogonal to the interface line.

The di�usion coe�cient is considered to be constant, so that the di�usion rate can be calculated anywhere

on the line, regardless of velocity or orientation of the line with respect to the velocity. As yet, the

calculations have only been completed in 2-d velocity �elds because of the simplicity in advecting a line of

particles (as opposed to a surface in 3-d). Finally, the calculations assume a perfectly sharp initial division

between 
uids and homogeneous conditions on either side so the 1-d di�usion equation is easily solved.

Speci�cally, the lamella theory makes scaling predictions for SDR based on the elongation of the

interface line [71]. The exponents that in
uence the SDR scaling are computed by the relationships given

by

h� (x ; t)i �
�

t
� a

� � + �

; h� (x ; t)2i �
�

t
� a

� 2� +4 �

; (3.15)

where h� (x ; t)i and h� (x ; t)2i are the mean and mean-squared elongations of the interface, respectively, and

� a = �= �u for correlation length � and mean velocity �u. After solving this linear system for the values of �

and � , the SDR scaling is calculated by 3 di�erent regimes, characterized by the deformation of the

interface. At early times, when the lamellae have no interaction with each other, the scaling is given by

� (t) �
�

t
� a

� � 2� +4 � � 2

: (3.16)

At intermediate times, when the lamellae start to interact with each other (partial coalescence), the regime

is similar, but, naturally, a bit more involved. The scaling for SDR in this regime is given as

� (t) �
�

t
� a

� � 2� +2 � + df � 3

; (3.17)

where df is the stable fractal dimension for power laws in the system. At late times, when the interface line

is very deformed and many lamellae interact (percolating coalescence), the behavior depends upon the

advective spreading length� (t), which is calculated as

� (t) =
p

h[x1(t) � h x1(t)i ]2i : (3.18)

Here, the notation h�i denotes an average over all particles in the initial line. For this regime, the SDR

scales as

� (t) � t � � � 1; (3.19)
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where � is calculated by the power law� (t) / t �= 2. As heterogeneity in the system increases, we expect�

to be larger due to the spread of the plume. Figure Figure 3.1 displays this expected behavior between the

levels of heterogeneity.

Figure 3.1 Higher heterogeneity exhibits a larger value of � due to 
uctuations in the velocity �eld.

3.5 Assumptions and Extensions

Before this manuscript, the MTPT method only simulated isotropic dispersion, where the constant

dispersion coe�cient was divided between mass transfers and random walks [13, 23, 39, 40, 50]. This

allocation typically looks like

DRW = D spread = �D (3.20)

and

DMT = Dmix = (1 � � )D; (3.21)

where � 2 [0; 1] represents the chosen weight. Then, contrasting with the new, directional random walk

described by the �nal term in Equation (3.8), particles would take a jump in a random radial direction,

given by

X i (t + � t) = X i (t) + � i

p
2DRW � t: (3.22)

This method of simulating dispersion performs well when no velocity component is included, but it fails to

capture the local 
uctuations that are associated with a heterogeneous velocity �eld. However, this new
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iteration of the MTPT method simulates mixing in heterogeneous 
ow while also incorporating spatially-

or velocity-dependent dispersion. The hydrodynamic dispersion tensor in Equation (3.3) represents the

accepted, physically-meaningful representation of dispersion for 
ow in porous media [41]. The equation is

comprised of two types of terms|an isotropic term and an anisotropic term. The capability to simulate

dispersion with a anisotropic portion allows methods to accurately reproduce the well-known interplay

between stretching and spreading. Assuming constant dispersion in these types of systems can potentially

lead to under/over spreading and mixing. To demonstrate that the MTPT method provides accurate

mixing in systems with a velocity component, we will conduct a series of simulations in varying systems

and compare it to the proposed results from the lamella method. To replicate the lamella method's results,

we �rst move a single strip of particles through the domain via a velocity �eld. We then can calculate the

elongation of the particle front and use the existing methods from [61, 71, 72] to show expected SDR

scaling. To compare the results of the lamella method with the MTPT method, we start a rectangular

domain of particles with a 2-d delta initial condition of equal mass down the middle of the block (0 mass

elsewhere). We then calculate the SDR scaling based on each of the methods. To calculate the SDR for our

particle method, we must �rst integrate the squared concentrations over the plume region [72] to obtain

M (t) =
Z



c(x; t)2dx: (3.23)

Then, the expression for the SDR is given by

� (t) = �
1
2

dM
dt

: (3.24)

For the purposes of this manuscript, we will be assessing late-time behaviors to show asymptotic mixing

agreement between the methods. Hence, we use the scaling given in Expression 3.19 herein when

calculating the SDR scaling for the lamella method.

3.6 Results

In order to establish a baseline for comparison between the MTPT method and the lamella method,

we will show that they agree in a system with simpli�ed conditions. The �rst system we test here is strictly

di�usive with no velocity component. This ensures that the estimates for SDR using the MTPT method

are working as intended. Since the lamella scaling behavior is captured by a deforming particle front (from

a velocity component), we compare our SDR results to an established analytic solution scaling [73]. Figure

Figure 3.2 shows a series of simulations that all converge to the analytic solution scaling for varying

weights given to the random walk (i.e. di�erent values of � from Equations (3.21) and (3.20)). The scaling

behavior shows an expected slower convergence trend for the simulations with a higher weight on random

walks, given that the random walks introduce noise into the system. These simulations were run with
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approximately 100k uniformly-spaced initial particles.

Figure 3.2 The MTPT method shows expected convergence to the SDR analytic solution when the system has no
velocity component. We also note that when higher levels of the di�usion coe�cient are given to random walks
rather than mass transfer, the convergence to the analytic solution is slightly slower as expected.

In order to provide the appropriate scaling analysis between the MTPT method and the lamella

method for this study, we must introduce a velocity component. We will look at two levels of heterogeneity

in the velocity �eld to test the lamella method's regime above. We �rst study a system with mild

heterogeneity in the velocity �eld and then move to a higher heterogeneity. For each system, we calculate

the SDR in two ways via the methods described in Sections 3.4 and 3.5. To calculate the SDR scaling for

the lamella method, we use standard particle-tracking practices to move a uniformly-spaced line of

particles through the domain via advection. The result of the simulation allows us to calculate the

necessary elongation and spatial statistics to represent the SDR as shown in Expression (3.19). For the

MTPT method, we start a uniformly-spaced block of particles with a single line of delta initial conditions

in the middle of the block. This line of deltas starts at the same x-position as the starting line in the

lamella method. This allows for the deformation of the lamella front and the mixing in the MTPT method

to align at each time as they move through the domain. Figure 3.3 shows the initial and �nal steps for each

of these regimes for a system with a higher level of heterogeneity.

3.6.1 Constant Di�usion

The current state of the lamella method assumes that the di�usion coe�cient is constant. Thus, we

will �rst compare the MTPT method against the lamella scaling for a constant di�usion coe�cient. In this

regime, we simulate di�usion only via mass transfer (i.e. � = 0) with particles moving through the domain
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(a)

(b)

(c)

Figure 3.3 (a) A line of particles starts at x = 25m and moves only by advection. (b) A block of particles with a
delta initial condition at x = 25m moves only by advection and mixes via weighted mass transfers. The di�usion
coe�cient is held constant. (c) The same block initial condition as in system (b) moves by both advection and
di�usive random walks while also simulating mixing by weighted mass transfers. The local di�usion for all particles
is velocity/spatially-dependent and is simulated in two ways, as described in Equation (3.4). Velocity �eld
parameters: � ln K = 0 and � ln K = 0 :75, computed from a hydraulic conductivity �eld with correlation length � = 1.
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via advection. In each system, we calculate the value ofDMT according to Equation (3.4) using the mean

velocity magnitude over the entire velocity �eld. We �rst test the MTPT method in this regime with a

mildy-heterogeneous velocity �eld (� ln K = 0, � ln K = 0 :1). Figure 3.4(a) shows that the MTPT method

agrees with the late-time scaling for the lamella method in this regime. We further test the late-time SDR

scaling in a system with much higher heterogeneity (� ln K = 0, � ln K = 0 :75). Figure 3.4(b) also shows the

expected late-time scaling for the SDR given by the lamella literature.

(a)

(b)

Figure 3.4 SDR scaling for simulations with a constant di�usion coe�cient. (a) lamella scaling (line) and MTPT
simulations (dots) for a low heterogeneity ( � ln K = 0, � ln K ) = 0 :1) system. (b) higher heterogeneity ( � ln K = 0,
� ln K ) = 0 :75).
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3.6.2 Velocity-Dependent Di�usion

Dispersion in hydrologic systems can be written in a velocity dependent form, as seen in Equation

(3.3). In these systems, the underlying 
ow a�ects the local di�usion according the magnitude of the

velocity at the corresponding point in space. The MTPT method accounts for this by calculating local

dispersion coe�cients for the mixing and spreading processes as described in Equation (3.4). We assume a

velocity-dependent dispersion tensor for the simulations and results herein. Figure 3.5(a) shows late-time

convergence for the mildly-heterogeneous system used above (� ln K = 0, � ln K = 0 :15). Figure 3.5(b) once

again shows that the MTPT method converges to the proposed SDR scaling. With the local dispersion

e�ects accounted for, the convergence to the lamella scaling happens in a much smoother fashion than

when simulating with a constant dispersion coe�cient.

3.7 Conclusion

Lamella techniques for mixing and concentration evolution are robust and accurate for their given

assumptions. Though, given the nature of small-scale 
uctuations that in
uence dispersion, we introduced

a new method to test how these assumptions a�ected the SDR scaling when compared to a method that

could handle non-constant dispersion. The MTPT method's capability to capture the nuances that may

exist within a hydrologic system led to SDR scaling that closely aligned with the scaling of the lamella

method. The results shown here indicate that the assumptions within the lamella literature for SDR

scaling and mixing behavior may not have as much impact as expected.

Though, as heterogeneity increases, the e�ects of neglecting local dispersion nuances may be

magni�ed, and the MTPT method provides added �delity in the representation of the physical system.

The ability to have all particles simulating mixing and spreading according to local properties of the

system further enhances the power that these types of Lagrangian methods hold. As an extension, the

MTPT techniques in this manuscript will be applied to complex 3-d systems with arbitrary chemical

reactions. Where the lamella method is currently limited to 2-d, we are con�dent that the MTPT method's

mixing simulations will perform as intended in 3-d, and the corresponding simulation of reactions should be

robust. This manuscript validates that the MTPT method's mixing scales accurately, and this validation

will allow us to make that next step. Further, the implementation of parallel computing we have exhibited

here should alleviate the inevitable added cost of dimension and cost of adding reactions.

In summary, we compared a MTPT method with spatially-dependent dispersion to a lamella method

that assumes constant dispersion, showing that the two methods exhibit similar SDR scaling in each

regime tested. Further, we implemented an e�cient HPC tool to accommodate such expensive simulations.

We believe that the MTPT method provides a level of realism that aligns with the physical system that
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(a)

(b)

Figure 3.5 SDR scaling for simulations with velocity-dependent, anisotropic dispersion. (a) lamella scaling (line)
and MTPT simulations (dots) for a low heterogeneity ( � ln K = 0, � ln K = 0 :1) system. (b) higher heterogeneity
(� ln K = 0, � ln K = 0 :75).
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Figure 3.6 For the higher heterogeneity system, we see that the convergence to the SDR scaling happens at di�erent
rates. This factor depends on the value of the constant di�usion coe�cient chosen. The di�usion coe�cient chosen
here was calculated based on the mean value of the velocity �eld's magnitude.

other methods may lack in some facets while also agreeing with existing accurate methods. Given this

method's capabilities prior to these advancements, we intend for this method to be a powerful, versatile

tool to simulate systems with increasing complexity with moving forward.
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CHAPTER 4

CONVERGENCE OF MASS TRANSFER PARTICLE TRACKING SCHEMES FOR THE SIMULATION

OF ADVECTION-DIFFUSION-REACTION EQUATIONS

4.1 Introduction

The Lagrangian random-walk particle tracking (RWPT) algorithm has long been used to simulate

advective and dispersive transport of conservative or simply sorbing solutes [12, 60, 74]. Such Lagrangian

methods are particularly attractive because they do not su�er from numerical dispersion or allow the

associated concentrations to achieve unphysical (i.e., negative) values. The original RWPT method was

previously extended [17] to simulate reversible bimolecular chemical reactions by sequentially calculating

the product of the probabilities of particle co-location and thermodynamic reaction. Reactions were then

simulated using Monte Carlo methods with particles adhering to a birth-death process that calculated

probabilities for particle-particle collision versus reaction and potential removal given a collision.

These methods were originally restricted to simple reactions [13, 18, 22, 75{77], so a newer approach

recast the chemical reactions as a local, physically-based mixing process, thereby allowing particles to carry

as many species as desired [19], with mass transfer between moving particles. These algorithms do not

destroy particles in the chemical reaction process [10, 20], and we refer to them as mass-transfer

particle-tracking (MTPT) schemes. In this case, mass transfer of all species occurs between particles linked

to the probability of collision, and these probabilities may be viewed as the weights associated with mass

transfer. The algorithm retains the desirable properties of traditional particle tracking methods, while

enabling the direct simulation of all subgrid processes, such as velocity, concentration, and reaction rate


uctuations [9, 13]. The MTPT schemes address low-concentration resolution issues that arise in using

previous particle-killing methods [9, 22] and provide a realistic representation of solute transport via the

separation of the inherent mixing and spreading processes [23]. More speci�cally, spreading processes

occurring from small-scale di�erential advection may be simulated with standard random walk techniques

[14], while true mixing-type di�usive processes are simulated by mass transfers between particles. MTPT

techniques provide increased accuracy for complex reactions [6, 19, 24, 25], but they are computationally

expensive because nearby particles must communicate.

Mass-transfer algorithms have also been directly compared to smoothed-particle hydrodynamics (SPH)

methods and are equivalent when a particular SPH kernel is chosen to govern the mass transfers [21]. A

substantial di�erence between the methods is that the MTPT kernels are based on the local physics of

di�usive mixing, rather than a user-de�ned function chosen for attractive numerical qualities like compact
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support, isotropy, or smoothness. This adherence to local physics allows for increased resolution, including

the simulation of di�usion across material discontinuities or between immobile (solid) and mobile (
uid)

species [20, 31]. On the other hand, SPH with an arbitrary kernel function does not necessarily provide a

consistent solution [78], so it is presently unclear that the MTPT solutions o�er a consistent or convergent

solution to the problem for which it was designed (advection, dispersion, and reaction).

The importance of the physics-based kernel can be seen through a simple thought experiment.

Imagine a 
uid containing compound A injected into a moving 
uid containing compound B , in which A

and B react so as to annihilate each other. If the local mixing is thought to be Fickian, then a Gaussian

kernel is an appropriate choice for inter-particle mass transfer (we show this later). As the variance of this

kernel decreases and approaches zero, no mass transfer occurs and no reactions transpire. On the other

hand, if the kernel variance is chosen to be arbitrarily large, then mass transfer extends far beyond the true

mixing front, and reactions occur too quickly. Thus, the correct variance of the kernel must correspond to

the local physics of mixing.

It is also important to note that two separate mechanisms are simulated by particles: one is true

di�usive mixing while the other is the dispersion that accounts for unresolved velocity di�erences that lead

to spreading of a solute front (see, e.g., [79]). The present algorithm simulates true mixing via mass

transfer, and hydrodynamic dispersion via random walks [80]. In the case of a system that isnot

conservative, the proportion of the algorithm that is dedicated to mixing versus spreading has an immense

impact on the faithful representation of chemical reactions. For instance, if one devotes too much of the

total di�usion plus dispersion coe�cient D to spreading, then the system will be under-mixed, thereby

inducing a slower rate of reaction than empirically observed. In contrast, if the e�ects ofD are incorrectly

apportioned so that D mix is larger than it should be, then the system will be over-mixed and reaction rates

will appear to be faster in simulations than expected.

Though a variety of particle-tracking and mass-transfer methods have been proposed in recent years,

the precise justi�cation for their convergence to solutions of the associated advection-di�usion-reaction

equation has yet to be established. For instance, Benson and Bolster [19] suggested that the aforementioned

collision-weighted mass transfer process obeys a di�usion equation, although this was not shown rigorously.

Many of these works include a �rst-principles, and often probabilistic, justi�cation detailing how the

physical phenomena of interest are to be captured by the proposed computational methods, but more

rigorous arguments that tie these methods directly to underlying PDEs have remained elusive.

Therefore, the primary objective of the current study is to derive MTPT methods with the ADRE as

the fundamental starting point, prove the convergence of MTPT algorithms to solutions of the ADE, and

provide an analytic description of the convergence properties of these methods in the limit as the number
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of particles grows arbitrarily large or the time step is taken to be arbitrarily small. A secondary purpose of

this paper is to analytically demonstrate the convergence of speci�c mass-transfer algorithms proposed by

Benson and Bolster [75] and show the e�ects of di�erent algorithmic details on their accuracy, as well as

their symmetry and mass conservation properties. In addition to establishing these properties, the

convergence rates of these algorithms are also numerically demonstrated.

4.2 Mathematical Model and Numerical Method

We consider a general advection-di�usion-reaction (ADRE) system of the form

@Ci
@t

+ r � (vCi � D r Ci ) = R(C1; :::; CM ); x 2 
 � Rd; t > 0; (4.1)

for i = 1 ; :::; M where Ci (x ; t) [mol L � d] is the concentration of the i th species,v (x) [LT � 1] is a prescribed

velocity �eld, D = D (v(x)) [L 2T � 1] is a known dispersion tensor, andR is a (typically nonlinear) function

representing the reactions impacting thei th species within the system. The proposed numerical method to

obtain solutions of this PDE is produced by splitting the various physical components and successively

evolving each of these aspects in time. In particular, the domain is �rst discretized intoN distinct

particles. Then, we consider a Lagrangian representation of the solution to the ADRE (4.1) given by

C(t; x) =
NX

j =1

mj (t)� (x � X j (t)) : (4.2)

Here, X j (t) is the position of particle j = 1 ; ::; N within the speci�ed domain and mj (t) represents the

\mass" of the species at thej th particle. The position and mass are the only quantities that must be

evolved in time to reconstruct the solution. One particularly useful aspect of this decomposition is that

mass information for multiple speciescan be stored on any single particle. Hence, if reactions are included,

additional particles for each species are unnecessary.

Next, we decompose the PDE into di�erent components that represent the distinct processes within

equation (4.1), namely (i) advective transport, (ii) spreading of species, (iii) mixing of species, and (iv)

reactions. In this way, equation (4.1) is numerically solved via operator splitting of these operations as

follows. First, the in
uence of the velocity �eld v (x) can be implemented by advancing particles by this

vector function evaluated at the known particle positions [81]. Hence, the advective step can be expressed

as

X j (t + � t) = X j (t) +
Z t +� t

t
v (X j (� )) d� (4.3)

for j = 1 ; ::; N , though for su�ciently small � t, this can be well approximated via

X j (t + � t) = X j (t) + � t � v (X j (t)) (4.4)
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for j = 1 ; ::; N . In this way, velocities are exactly represented at particle positions, rather than

approximated at nearby gridpoints as in an Eulerian method, and this renders the method free from

numerical dispersion.

In contrast, the in
uence of the isotropic di�usion tensor representing the mixing process is

implemented using an MTPT method that allows species to exchange mass in proportion to their

co-location probability. The MTPT method is given by

mj (t + � t) = (1 � � )mj (t) + �
NX

k=1

Wjk (� � 1� t) (mk (t) � mj (t)) (4.5)

for � 2 (0; 1] and j = 1 ; ::; N . Here, W is an N � N matrix representing a discrete approximation of the

Green's function �( t; x; y ) associated to the ADE and evaluated at particle positions. More speci�cally, we

construct the matrix W in the following manner. First, denote the di�usive Green's function of (4.1) by

�( t; x; y ) which satis�es

@�
@t

� r � (D r �) = 0 ; x 2 
 � Rd; t > 0: (4.6)

and the condition

�(0 ; x ; y ) = � (x � y )

for every x; y 2 
. Then, given the particle positions at time t, denoted by x1; :::; xN , we de�ne the particle

approximation of the Green's function by

K ij (s) = �( s; x i ; x j )

for each i; j = 1 ; :::; N . Next, this kernel is symmetrically normalized to ensure that the discretization well

approximates the continuous Green's function [21, 52? ], yielding the weight matrix W with entries

Wij (s) =
K ij (s)

1
2

� P N
i =1 K ij (s) +

P N
j =1 K ij (s)

� : (4.7)

Notice that if the row and column sums of K ij (s) are equal, then (4.7) reduces to

Wij (s) =
K ij (s)

P N
i =1 K ij (s)

: (4.8)

Moreover, for a well-behaved Green's function this matrix can be made doubly stochastic, i.e. symmetric

and normalized so that both row and column sums are one. In practice, even when the weight matrix is

not doubly stochastic, numerical results con�rm that these mass transfer methods still produce accurate

and e�cient approximations of the underlying solution.
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Ultimately, the Lagrangian numerical method consists of equations (4.4) and (4.5) for the coupled

time evolution of the particle positions and masses. Upon simulating to a speci�ed time, these quantities

are combined via (4.2) to reconstruct the original concentration (or population) functions Ci (t; x ) for

i = 1 ; :::; M . Finally, as the method is stochastic, a speci�ed number of realizations are performed and

ensemble averaging provides the �nal representation. We further note that this numerical method can be

applied to any collection of nonlinear reactions of the speci�ed form in (4.1) and to any linear

advection-di�usion operator.

Removing the consideration of boundary e�ects and following [17, 19, 69, 77], the physically-based

probability density function of mass transfer between particlesi and j with i; j = 1 ; :::; N for locally

Fickian dispersion in d-dimensions is the convolution of the location densities of the two particles. This

represents the probability distribution of particle co-location, the probability of which is given by

pij =
1

(4� � t)d=2det(D i + D j )1=2
exp

�
�

1
4� t

(x i � x j )T (D i + D j ) � 1(x i � x j )
�

; (4.9)

where det(D i ) is the determinant of the dispersion matrix D i and D � 1
i is its associated inverse. If one

considers isotropic and constant-magnitude mixing dispersion so thatD i = DI, then equation (4.9) reduces

nicely to

pij =
1

(8�D � t)d=2
exp

�
�

1
8D � t

(jx i � x j j)2
�

: (4.10)

Crucial to the use of this approach is that the total probability of particle co-location dictates the

transfer of mass between particles, so that the matrix describing mass transfer has elements that are well

approximated by

Pij � � xpij =
� x

(8�D � t)d=2
exp

�
�

1
8D � t

(jx i � x j j)2
�

; (4.11)

where � x is a particle support volume designed in such a way as to normalizePij . In the original

formulation of the MTPT method [19] for a �nite number of particles, the mass transfer for the i th particle

can be expressed to �rst order as

mi (t + � t) = mi (t) +
1
2

NX

j =1

Pij

�
mj (t) � mi (t)

�
(4.12)

for every i = 1 ; :::; N . However, because the probabilities of equation (4.9) must form a PDF, [69]

recognized that equation (4.12) has the form of a Smoothed Particle Hydrodynamics (SPH) approximation,

and the PDF can be generalized to posses a variable bandwidthh = � � 1D� t so that

pij =
1

(4�� � 1D� t)d=2
exp

�
�

1
4� � 1D� t

(jx i � x j j)2
�

: (4.13)
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The corresponding mass transfer equation is then

mi (t + � t) = mi (t) + �
NX

j =1

Pij

�
mj (t) � mi (t)

�
;

where pij is given by (4.13) andPij = � xpij in contrast to the original MTPT algorithm, which uses

� = 1=2. Furthermore, the authors of [69] numerically demonstrated that a value of� = 1 provides greater

accuracy for �xed particle positions. Hence, we consider all values of� 2 (0; 1] herein. As one can see, the

introduction of the Wij weight matrix based upon the di�usive Green's function above is the proper

generalization of thePij matrix in the previous formulation of the MTPT method to address potentially

�nite domains and non-isotropic and non-constant dispersion tensors.

Though the mass transfer method was initially derived solely from physical principles using co-location

probabilities of particle masses, we can now reformulate the model from a mathematical perspective to

provide improved context for its convergence. A closer look at equation (4.5) gives some insight into the

accuracy of di�erent choices of the bandwidth parameter� 2 (0; 1]. Due to the row normalization of the

probability matrix, rearranging the algorithm gives

mi (t + � t) = (1 � � )mi (t) + �
NX

j =1

Wij (� � 1� t)mj (t); (4.14)

i.e., the updated mass is a weighted average of theprevious time-step's mass and the convolution of the

discrete Green's function over 1=� time-steps. Said another way, the mass is propagated forward in time by

taking a convex combination of the previous mass and the mass updated at time� � 1� t corresponding to

the bandwidth h = � � 1D� t. In particular, let us denote

 i (t; h) =
NX

j =1

Wij (h)mj (t)

as the discrete convolution of the mass at timet � 0 with bandwidth h � 0. Here, the notation Wij (h) is

used merely to highlight the dependence of the probabilities on the chosen bandwidthh = � � 1D� t.

Considering the limit as h ! 0 (or � ! 1 ) in the weight matrix W gives

lim
h! 0

Wij (h) = � ij

due to the initial condition of the associated Green's function, so that

 i (t; 0) =
NX

j =1

� ij mj (t) = mi (t):
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Therefore, the right side of (4.14) can be expressed exactly as

(1 � � ) i (t; 0) + � i (t; h);

which represents the weighted combination of Green's function applications with zero bandwidth and a

selected bandwidthh = � � 1D� t, respectively.

Recasting this method in terms of the parameter� , we note that the choice of� = 1=2 is an equal

weighing of the prior mass and the Green's function for the future time 2� t. If the mass at every point

changed linearly over time, then any choice of� between zero and one would su�ce. But masses do not

change linearly, and clearly as� ! 1, the formulas converges to the \correct" answer that the evolution of

solutions to the di�usion-type equation are the convolution of the current condition with the Green's

function discretized over a single time-step (see [69] for a numerical demonstration).

The initial mass-transfer method used to evolve the mixing of species in the Lagrangian model was

derived from probabilistic considerations and physical �rst principles [17], but did not ensure that discrete

solutions of the method actually well-approximate solutions of the underlying PDE. Thus, in the following

section we will use �ne properties of the weight matrix Wij based upon analogous properties of the

continuous Green's function �( t; x; y ) in order to provide a rigorous derivation and prove the convergence

of mass transfer methods in the limit as the number of particlesN grows large and the timestep � t tends

to zero.

4.3 Convergence of MTPT Method

Though the MTPT method was originally derived from physical and probabilistic principles [19, 75]

and has been computationally demonstrated to converge to the true underlying di�usive solution via

numerical experiments [21, 77], a purely analytical argument to establish the convergence of the method to

the analytic solution has remained elusive. Additionally, the order of accuracy and its dependence upon

particle number and timestep size has not been previously determined. Rectifying these issues represents

the main thrust of the current section. Throughout, we will take the spatial dimension d to be one for

simplicity, but note that our analysis extends easily to greater dimensions via analogous integral

approximations to those provided below. As such, we will take the spatial domain of interest to be an

interval with �nite length so that j
 j = L , though in�nite domains can be considered, as well.

4.3.1 Approximation of Exact Solution

To begin, we �rst denote �( t; x; y ) as the solution of (4.6) with initial condition �(0 ; x; y) = � (x � y);

which is often referred to as the Green's function (or fundamental solution) of the PDE given by equation
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(4.6). This function is strictly positive and normalized, namely
Z



�( t; x; y ) dy = 1 (4.15)

for every t > 0 and x 2 
. With this, the general solution of equation (4.1) with initial concentration

Cex(0; x) = C0(x) can be expressed uniquely as

Cex(t; x ) =
Z



�( t; x; y )C0(y) dy: (4.16)

An additional bene�t of the Green's function �( t; x ) is the semigroup property
Z



�( t1 + t2; x; y)f (y) dy =

Z



�( t2; x; y)

� Z



�( t1; y; z)f (z) dz

�
dy (4.17)

for any t1; t2 � 0 and smooth function f (see [82]). This property is well known for solutions of the

isotropic di�usion equation and remains valid for equation (4.6), as this PDE also remains invariant under

translations in time due to the time-independence ofD . Choosingt1 = s and t2 = t within (4.17), this

further allows us to write the solution as an advancement from one time to another as

Cex(t + s; x) =
Z



�( t + s; x; y)C0(y) dy

=
Z



�( s; x; y)

� Z



�( t; y; z)C0(z) dz

�
dy;

and thus, using (4.16), we �nd

Cex(t + s; x) =
Z



�( s; x; y)Cex(t; y) dy (4.18)

for any t; s � 0. Hence, the values of the exact solutionCex can be advanced from one timet to another

t + s by merely integrating against the Green's function � evaluated at s > 0.

As we will compare this exact formula to an approximation at a particular particle position x i , we

evaluate this representation of the solution atx = x i and discretize the corresponding integration at

particle positions. In order to numerically approximate the integral within equation (4.18), we will �rst

assume for simplicity that the particles are equally spaced and take �x = x j +1 � x j for every

j = 1 ; :::; N � 1. More generally, one may consider non-uniform particle spacings so that the spatial

discretization depends upon the indexj via � x j = x j +1 � x j for every j = 1 ; :::; N � 1, and the

approximation of the integral will be analogous. Within the approximation, we wish to ensure that the

Green's function remains normalized. As such, we replace the Green's function �(s; xi ; y) in (4.18) with

�( s;x i ;y )R

 �( s;x i ;z )dz so that the corresponding discretized Green's function will sum to unity. Using a simple
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Riemann sum evaluated at particle positions to approximate the denominator gives

Z



�( s; xi ; z)dz �

NX

` =1

K i` (s)� x

whereK ij (s) = �( s; xi ; x j ): Then, an analogous approximation is used for the integral within (4.18), namely

Cex(t + s; xi ) �
NX

j =1

�( s; xi ; x j )
P N

` =1 K i` (s)� x
Cex(t; x j )� x;

which simpli�es to

Cex(t + s; xi ) �
NX

j =1

Wij (s)Cex(t; x j )

where Wij (s) = K ij (s)
P N

` =1 K i` (s)
: We note that the row normalization is needed in order to guarantee that the

discrete version of the Green's function satis�es
P N

j =1 Wij (s) = 1 for every s > 0 and retains the analogous

version of the continuous property (4.15). Furthermore, the error estimate in the Riemann integral

approximation is �
�
�
�
�
�
Cex(t + s; xi ) �

NX

j =1

Wij (s)Cex(t; x j )

�
�
�
�
�
�

�
ML 2

N

where j
 j = L > 0 is the length of the interval and M is the maximal value of the derivative of the

integrand. Due to the known exponential decay of the Green's function [83, 84], namely there are

� 1 > � 2 > 0 such that

1

(4�Ds )d=2
exp

�
� � 1

jx � yj2

4Ds

�
� �( s; x; y) �

1

(4�Ds )d=2
exp

�
� � 2

jx � yj2

4Ds

�
;

we truncate the integral from the domain 
 to a potentially smaller domain given by the interval

[x i � 3�; x i + 3 � ] where � =
p

2Ds. This represents a truncation using three standard deviations of the

mean position and takes advantage of the fact that the Green's function essentially vanishes over large

portions of the domain. Hence, the reduced length of the approximate interval of integration is

L = 6
p

2Ds. Additionally, taking a derivative of the integrand gives

M �
12�e � 9=2

(4Ds)3=2
�

1
Ds

:
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In particular, this represents an upper bound for the derivative of the Green's function �( s; x; y) with

respect to y. Inserting these expressions forL and M into the error bound ultimately gives
�
�
�
�
�
�
Cex(t + s; xi ) �

NX

j =1

Wij (s)Cex(t; x j )

�
�
�
�
�
�

�


N

= O
�

1
N

�
(4.19)

for some constant
 > 0, so that the error from one timestep to another is independent of the transition

timestep size,s > 0. Therefore, the exact solution at any particle position is well approximated by a

discrete convolution of its previous values with the weight matrix.

Now, in order to compare the exact solution to the concentration approximated by the MTPT

method, we �rst introduce a Taylor expansion. In particular, expanding the exact solution in the time

variable for � 2 (0; 1] and � t > 0 yields

Cex
�
t + � � 1� t; x

�
= Cex (t + � t; x ) +

@Cex

@t
(t + � t; x )

�
� � 1 � 1

�
� t

+
@2Cex

@t2
(t + � t; x )

�
� � 1 � 1

� 2
(� t)2 + O

�
� t3�

and

Cex (t; x ) = Cex (t + � t; x ) �
@Cex

@t
(t + � t; x ) � t +

@2Cex

@t2
(t + � t; x ) (� t)2 + O

�
� t3�

:

Combining these terms in a convex combination and simplifying causes the �rst-order �t terms to cancel

and gives

(1 � � )Cex (t; x ) + �C ex
�
t + � � 1� t; x

�

= Cex (t + � t; x ) +
1 � �

2�
@2Cex

@t2
(t + � t; x ) (� t)2 + O

�
� t3�

:

Upon rearranging and using the fact that @2 Cex
@t2 remains uniformly bounded in t and x, this becomes

Cex (t + � t; x ) = (1 � � )Cex (t; x ) + �C ex
�
t + � � 1� t; x

�
+

1 � �
2�

O
�
� t2�

: (4.20)

Of course, the error term vanishes when� = 1, as does the Taylor approximation to any order as the left

and right sides of equation (4.20) become identical. However, we see that when� 6= 1, the error in this

approximation will depend upon � t. Therefore, two sources of error arise from two di�ering

approximations of the exact solution, namely the Taylor approximation of equation (4.20) and the

discretization of the spatial integration in equation (4.19). These two representations, (4.19) and (4.20), are

the main ingredients in discretizing the spatial and time components of the analytic solution, and thus

demonstrating the convergence of the MTPT method.
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4.3.2 MTPT with Equally Spaced Particles

First, we consider the Mass Transfer Particle Tracking method with equally spaced, stationary

particles. As we wish to utilize a Lagrangian method, we consider the approximation of the solution,

denoted Cappx (t; x ), to be of the form

Cappx (t; x ) =
NX

j =1

mj (t)� (x � X j (t))

where N is the number of particles andX j (t) is the position of particle j = 1 ; ::; N . Assuming stationary

particles at this point, the positions do not change in time with X j (t) = x j for all j = 1 ; :::; N and t � 0,

yielding

Cappx (t; x ) =
NX

j =1

mj (t)� (x � x j ):

With this, we note that evaluating the approximate concentration at any particle position x i , i = 1 ; :::; N

gives

Cappx (t; x i ) = mi (t) (4.21)

as the distribution of particle positions does not overlap. Then, from the proposed MTPT algorithm (4.5),

we �nd

Cappx (t + � t; x i ) = mi (t + � t)

= mi (t) + �
NX

j =1

Wij (� � 1� t)
�

mj (t) � mi (t)
�

=

0

@1 � �
NX

j =1

Wij (� � 1� t)

1

A mi (t) + �
NX

j =1

Wij (� � 1� t)mj (t):

BecauseWij (s) is row normalized for any s > 0, so that
P N

j =1 Wij (s) = 1 for each i = 1 ; ::; N , this

simpli�es to

Cappx (t + � t; x i ) = (1 � � )mi (t) + �
NX

j =1

Wij (� � 1� t)mj (t): (4.22)

Returning to the exact solution, by adding and subtracting
P N

j =1 Wij (s)Cex(t; x j ), we can estimate

the di�erence between the exact solution and the approximation so that for anys > 0,
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�
�
�
�
�
�
Cex (t + s; xi ) �

NX

j =1

Wij (s)mj (t)

�
�
�
�
�
�

�

�
�
�
�
�
�
Cex (t + s; xi ) �

NX

j =1

Wij (s)Cex(t; x j )

�
�
�
�
�
�

+
NX

j =1

Wij (s) jCex(t; x j ) � mj (t)j :

Therefore, from the integral approximation (4.19) applied to the �rst term above for any s > 0 we arrive at

the approximation
�
�
�
�
�
�
Cex (t + s; xi ) �

NX

j =1

Wij (s)mj (t)

�
�
�
�
�
�

�
NX

j =1

Wij (s) jCex(t; x j ) � mj (t)j + O
�

1
N

�
: (4.23)

Then, combining the representations of the exact solution from (4.20) and the approximation from

(4.22) at time t + � t and particle position x i gives

jCex (t + � t; x i ) � Cappx (t + � t; x i )j � (1 � � ) jCex (t; x i ) � mi (t)j

+ �

�
�
�
�
�
�
Cex

�
t + � � 1� t; x i

�
�

NX

j =1

Wij (� � 1� t)mj (t)

�
�
�
�
�
�
+

1 � �
2�

O
�
� t2�

:

Using the above convolution approximation (4.23) with s = � � 1� t , the second term on the right side of the

above inequality can be estimated as

�
�
�
�
�
�
Cex

�
t + � � 1� t; x i

�
�

NX

j =1

Wij (� � 1� t)mj (t)

�
�
�
�
�
�

�
NX

j =1

Wij (� � 1� t) jCex(t; x j ) � mj (t)j + O
�

1
N

�
;

and this reduces the inequality to

jCex (t + � t; x i ) � mi (t + � t)j � (1 � � ) jCex (t; x i ) � mi (t)j

+ �
NX

j =1

Wij (� � 1� t) jCex(t; x j ) � mj (t)j + � O
�

1
N

�
+

1 � �
2�

O
�
� t2�

:

Next, we de�ne the maximal error over all particle positions at any time t � 0 by

E(t) = max
j =1 ;:::;N

jCex(t; x j ) � Cappx (t; x j )j

and note that the previous inequality, in view of (4.21), yields
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jCex(t + � t; x i ) � Cappx (t + � t; x i )j � (1 � � )E(t) + �
NX

j =1

Wij (� � 1� t)E(t)

+ � O
�

1
N

�
+

1 � �
2�

O
�
� t2�

:

From the de�nition of E, this further reduces to

E(t + � t) � E (t) + � O
�

1
N

�
+

1 � �
2�

O
�
� t2�

(4.24)

as
P N

j =1 Wij (s) = 1 for every s > 0 and i = 1 ; :::; N . Therefore, the maximal error incurred from one

timestep to the next can be quanti�ed in terms of the chosen particle numberN and timestep size � t. More

speci�cally, if we select the initial approximate concentrations to match the given initial condition, namely

Cappx (0; x i ) = C0(x i ) = Cex(0; x i )

for every i = 1 ; :::; N , then E(0) = 0. Evaluating the above error estimate at t = 0 produces

E(� t) � � O
�

1
N

�
+

1 � �
2�

O
�
� t2�

so that the error at each timestep can be explicitly quanti�ed. Continuing this, we take the �nal simulation

time t to be K timesteps of size � t, which by (4.24) will yield an error of

E(t) = E(K � t) � K
�
� O

�
1
N

�
+

1 � �
2�

O
�
� t2�

�
: (4.25)

Hence, as long asK is �xed, E(t) ! 0 asN ! 1 and � t ! 0. We further note that in the case of a

Gaussian Green's function and spatial dimensiond � 2, the O
�

1
N

�
coe�cient may further depend upon � t

as the upper bound on the derivative of the Gaussian, denoted byM in the previous section, will depend

upon di�ering powers of � t.

From equation (4.25) we can notice a few important properties. First, as the choice of� becomes

smaller (i.e., � ! 0), the convolution discretization error � O
�

1
N

�
decreases and eventually vanishes,

leaving only the error from the Taylor approximation in time. However, the 1
� in this term simultaneously

becomes arbitrarily large as� ! 0. Therefore, for small � the latter error is both dominant and begins to

destroy the accuracy of the approximation. Next, equation (4.25) shows that for� = 1, the error from the

Taylor approximation is completely removed, leaving only the discretization error. Hence, for any � t > 0

the total error tends to zero uniformly over particle positions, and the approximate solution converges to

the exact solution asN ! 1 at every particle. This can be seen clearly from simulations in Figure 4.1, in
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which the error (here, expressed as RMSE) is a decreasing function of �t for � = 1
4 and � = 1

2 , but is

independent of � t for � = 1 with a decreasing dependence onN . Of course, one caveat must be mentioned

here, namely that these results are further dependent upon the stability of the MTPT numerical method,

which requires satisfying the stability (and convergence) condition

� t �
�L 2

2DN 2

originally identi�ed within [48]. This condition essentially behaves like the inverse of the CFL condition

that arises in the study of �nite di�erence methods and guarantees that the time needed for information

propagated amongst particles within the spatial domain can be accurately captured within a requisite

timestep. For � , D , and L �xed, this is essentially

� t2 � O
�

1
N 4

�
;

which implies that the discretization error is the dominant term within (4.25) when one takes N to be

su�ciently large and chooses � t to satisfy the lower threshold of the stability condition.

4.3.3 MTPT with Random Walks

Next, we consider the MTPT method with random walking particles. For simplicity and to limit

dependence on parameters, we will take� = 1 within our computations, but we note that the results

generalize completely even in the case that� 6= 1. Additionally, we will assume that the Green's function is

that of pure, one-dimensional di�usion on the in�nite domain, namely

�( s; x; y) =
1

(4�Ds )1=2
exp

�
�

1
4Ds

(jx � yj)2
�

: (4.26)

Though this is not needed within the forthcoming argument, it will drastically simplify the notation and

relate to classical results concerning normally-distributed random variables.

As before, we use a Lagrangian approach to approximate the exact solution so thatCappx (t; x ) is of

the form

Cappx (t; x ) =
NX

j =1

mj (t)� (x � X j (t))

where N is the number of particles andX j (t) is the position of particle j = 1 ; ::; N .

To begin, we consider splitting the dispersion into two separate components - one representing the

dispersion captured by the mass transfer process and the other, the motion generated by random walks.
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Therefore, we write

D = DMT + DRW :

with DMT ; DRW > 0. Because the particles will random walk from one timestep to another, their positions

satisfy

X j (t + � t) = X j (t) +
p

2DRW � t� j

for every j = 1 ; :::; N where each� j is a standard normally-distributed random variable with mean zero and

unit variance. With this, we see that X j (t + � t) is a random process whose distribution is normal with

mean X j (t) and variance 2DRW � t ; in short, for every j = 1 ; :::; N we �nd

X j (t + � t) � N (X j (t); 2DRW � t) : (4.27)

We note that if one considers a more general Green's function, then the random variable must be sampled

from the probability distribution de�ned by � rather than being normally distributed.

Due to the random e�ects, the approximate concentration is now a function of a random variable, and

thus, we cannot guarantee that it will be close to the true solution at every particle position. Instead, the

optimal outcome is that its mean, or expected value, well approximates the exact solution at each particle.

In this direction, we compute the expectation of this function at time t + � t, assuming that the previous

particle positions X 1(t); :::; X N (t) are known. As these positions are known at timet, we merely denote

them by x1; :::; xN to emphasize that they are �xed.

Next, we note that the semigroup property (4.17) of the Green's function �, now given by (4.26), in

the case off (y) = � (y � x j ), reduces to

�( t1 + t2; xk ; x j ) =
Z



�( t1; xk ; y)�( t2; y; x j ) dy

for all t1; t2 � 0, upon taking x = xk . Hence, after switching the order of the Green's functions within the

integral, a corresponding convolution property for its discrete analogueW de�ned by (4.8) follows directly

from this, namely

Wkj (t1 + t2) =
NX

i =1

Wij (t1)Wki (t2) (4.28)

for all j; k = 1 ; :::; N and t1; t2 � 0.

Because the e�ects of di�usion are split into mixing (via mass transfer) and spreading (via random

walks) components, we will brie
y alter the notation for the weight matrix from the previous section in the

calculations below to include its dependence upon the speci�c di�usion coe�cient. Hence, for the weight
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matrix corresponding to D = DRW we will express it asWij (DRW t), while for that with D = DMT we will

express it asWij (DMT t), instead of merely Wij (t) in each case. Recall that ifg(X ) is a function of a

random variable X , whose PDF isf (x), then the expectation of g is exactly

E [g] =
Z

g(x)f (x) dx:

Thus, applying this de�nition to the current context and using the normal distribution associated to

particle positions X j (t + � t) given by (4.27), we �nd

E [Cappx (t + � t; x k )] =
NX

i =1

mi (t + � t)
1

p
4�D RW � t

Z
exp

�
�

jx i � yj2

4DRW � t

�
� (xk � y) dy

=
NX

i =1

mi (t + � t)
1

p
4�D RW � t

exp
�

�
jxk � x i j2

4DRW � t

�

=
NX

i =1

2

4
NX

j =1

Wij (DMT � t)mj (t)

3

5 Wki (DRW � t)

=
NX

j =1

"
NX

i =1

Wij (DMT � t)Wki (DRW � t)

#

mj (t)

=
NX

j =1

Wkj (D � t)mj (t)

where we have used the MTPT algorithm with � = 1 from (4.5), the de�nition of W given by (4.8), and

the discrete convolution identity (4.28) with t1 = DMT � t and t2 = DRW � t so that t1 + t2 = D� t. As in

the previous section, we note that evaluating the approximate concentration at any particle positionx i ,

i = 1 ; :::; N gives

Cappx (t; x i ) = mi (t):

Thus, the above equality can be represented as

E [Cappx (t + � t; x k )] =
NX

j =1

Wkj (D � t)Cappx (t; x j ): (4.29)

This equation is exactly the random analogue of equation (4.22) with� = 1 within the previous

section, and thus we can proceed in exactly the same manner to arrive at the convergence result of the

random method (in the mean sense). Indeed, as the exact solution is unchanged, it must still satisfy (4.23).

Hence, we subtract it from the mean approximate solution and de�ne the maximal mean error over all
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particle positions at any time t � 0 by

E(t) = max
j =1 ;:::;N

jE [Cex(t; x j )] � Cappx (t; x j )j :

The same analysis ultimately gives the analogue of (4.24) for� = 1, namely

E(t + � t) � E(t) + O
�

1
N

�
:

This can be extended in the same manner to

E(t + � t) � E(t) + � O
�

1
N

�
+

1 � �
2�

O
�
� t2�

for 0 < � � 1 by replacing DRW with � � 1DRW throughout. Therefore, the general method satis�es

E(� t) � � O
�

1
N

�
+

1 � �
2�

O
�
� t2�

;

assuming that the initial approximate concentration is taken to match the initial exact concentrations at

particle positions. Finally, the analogous version of (4.25) follows so that

E(t) = E(K � t) � K
�
� O

�
1
N

�
+

1 � �
2�

O
�
� t2�

�

where the �nal simulation time is t = K � t. Thus, as long asK is �xed, E(t) ! 0 asN ! 1 and � t ! 0,

and because the error tends to zero uniformly over particle positions, the mean approximate solution

converges to the exact solution at every particle position.

4.4 Kernel Normalizations

Though we have chosen a speci�c normalization of the discretized Green's function, many other

choices that preserve the properties needed to perform accurate simulations are available. More speci�cally,

given the Green's function denoted by �( s; x; y) and satisfying the PDE and initial condition within (4.6),

the corresponding discretization of this function, i.e., the matrix generated by evaluating at particle

positions x i and x j , is merely

K ij (s) = �( s; xi ; x j )

for each i; j = 1 ; :::; N and s � 0. Though the Green's function integrates to unity, its discretization may

fail to have normalized row or column sums. Hence, in order to normalize the kernel while maintaining
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symmetry, we generally choose to divideK ij (s) by the arithmetic average of the i th row sum (i.e., the sum

of all columns in the i th row) and j th column sum (i.e., the sum of all rows in the j th column) as in (4.7)

so that

W A
ij (s) =

K ij (s)
1
2

� P N
i =1 K ij (s) +

P N
j =1 K ij (s)

�

represents the normalized Green's function approximation at particle positions.

However, there are many potential options when normalizing this kernel, regardless of whether

maintaining symmetry is a necessity. For instance, rather than choosing the arithmetic average, we could

instead employ a geometric or harmonic average of the row and columns sums, given by

W G
ij (s) =

K ij (s)
r � P N

i =1 K ij (s)
� � P N

j =1 K ij (s)
�

and

W H
ij (s) = K ij (s) �

� P N
i =1 K ij (s)

� � 1
+

� P N
j =1 K ij (s)

� � 1

2
;

respectively. Much like using the arithmetic average, these alterations maintain the symmetry of the

original matrix K(s) and produce approximate normalizations of the evaluated Green's function.

Alternatively, merely using separate row or column normalizations is also a possibility. The corresponding

matrices for these are

W R
ij (s) =

K ij (s)
P N

i =1 K ij (s)

and

W C
ij (s) =

K ij (s)
P N

j =1 K ij (s)
;

respectively. Notice that
P N

i =1 W R
ij (s) = 1 for every j = 1 ; :::; N and

P N
j =1 W C

ij (s) = 1 for every

i = 1 ; :::; N . Unfortunately, these latter two choices, while ensuring an exact row/column sum of one, need

not preserve the symmetry of the originalK(s) matrix.

That being said, we note that all four normalizations are equivalent if the row and column sums of the

original matrix are unity. Said another way, if the matrix K(s) is doubly stochastic, then any such

normalization will merely yield W (s) = K(s). Alternatively, when this is not the case, each of these

matrices represents an attempt to normalize the matrix in a slightly di�erent manner, which could

potentially generate di�erent approximations of the original Green's function. While (approximate) doubly

stochastic matrices are optimal for this purpose and can be produced for simulations, their construction

requires a fairly expensive computational procedure using the aforementioned Sinkhorn-Knopp algorithm.
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Therefore, it's particularly useful to identify cheaper routes to constructing matrices with approximate

normalization and/or symmetry properties, and the W matrices described above serve as logical candidates

for this purpose.

In order to understand the in
uence of di�ering normalizations on the accuracy of MTPT methods, we

perform simulations with each proposed kernel normalization, namely row-column Arithmetic

normalization (W A ), row-column Geometric normalization (W G ), row-column Harmonic normalization

(W H ), Row normalization (W R ), and Column normalization (W C ) and compare their respective

di�erences. To do so, we �xed the arithmetic mean as the central focus and then compared the di�erences

of the other approximations with respect to this one. More speci�cally, we �x a simulation time T > 0 and

de�ne

Dk = max
t 2 [0;T ]

max
j =1 ;:::;N

jCA (t; x j ) � Ck (t; x j )j

where Ck (t; x ) represents the approximate solution computed with theW k (s) kernel and k = A; G; H; R; C .

The results of the simulations with di�ering values of � t and � , but N = 5000 particles (equivalent to

those of Figure 4.1), are provided within Figure 4.2. Simulations were conducted for both Heaviside and

Gaussian initial conditions, with similar results, but for simplicity only the results of Heaviside simulations

are shown. From the panels within the �gure, we see that the geometric and harmonic approximations are

generally an order of magnitude closer to the arithmetic approximation than the row or column

normalizations. Additionally, the maximal di�erence among any of these approximations is typically

around two to four orders of magnitude less than the maximal error between any one approximation and

the exact solution (compare with the scales of panels (a), (b), and (c) within Figure 4.1). In general, this

indicates that, for stationary particles, the di�erences among these normalizations are essentially negligible,

and any of these represent a suitably useful approximation method for the true solution. Hence, for

mathematical ease the row normalization was used in the proofs of the previous section.

4.5 Conclusion

Many di�erent particle methods exist for simulating mixing and transport, yet no method provides

rigorous proof that their numerical approximation converges to solutions of the ADE. This work derives

the MTPT method for the ADE and proceeds to show the desired convergence, which has not been shown

analytically before. Further, we obtain corresponding error bounds that emphasize the e�ect of parameter

choice on convergence. Though this work provides proof that the MTPT solves the ADE as intended, there

are some limitations that still need addressing. For example, we must extend this work to multiple

dimensions, introduce a velocity component, and incorporate chemical reactions. Each of these extensions
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involve modifying the analysis in some way, but we believe that addressing all of them is feasible. Moving

forward, we will further improve upon the numerical and analytical understanding of these methods.
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(a) � = 1
4

(b) � = 1
2

(c) � = 1

Figure 4.1 Comparison of error within MTPT methods (di�ering � ). The RMSE in (b) is around three times less
than than of (a) due to the factor of 1� �

2� in the error estimate. Moreover, the RMSE is decreasing with � t in
panels (a) and (b) but constant as � t decreases in panel (c) with RMSE O

�
1
N

�
.
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(a) � = 1
4

(b) � = 1
2

(c) � = 1

Figure 4.2 Comparison of normalizations within MTPT methods (di�ering � ). The values of D k in each panel are
around two to four orders of magnitude less than the corresponding errors from the arithmetic mean normalization
of Figure 4.1.
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CHAPTER 5

CONCLUSIONS

In this dissertation, we expand the capability and understanding of the MTPT algorithm used to model

transport and mixing.

In Chapter 2, we provide thorough analysis for best practices in implementing parallelized DDC

methods in multiple dimensions. This analysis includes a comparison between DDC techniques,

benchmarking each method to determine which is best suited for 2-d and 3-d. Focusing on expensive

portions of the algorithm, the work in Chapter 2 also derives parallel speedup/e�ciency predictions to

inform users about necessary computing resources ahead of time. Noting a trade o� between CPU work

and communication between cores, the checkerboard DDC method displays signi�cant parallel speedup

results out to thousands of cores. We note that this project acknowledges potential load imbalance issues

in systems with heterogeneous velocity. This issue is addressed in Chapter 3.

In Chapter 3, we improve the existing MTPT method to simulate mixing within a 
ow �eld while also

incorporating local, velocity-dependent dispersion. To ensure that the MTPT method's mixing is correct,

we compare to an established method (lamella), which corroborates the MTPT method's validity. Given

that the lamella method is currently limited to 2-d, this project reassures us that the algorithm will

function properly when moved to 3-d. Further, to address load imbalance issues noted in Chapter 2, we

implement a new HPC technique to spatially load balance particles, necessitated by the heterogeneous


ow. This tool will allow us to conduct large simulations in 3-d and will reduce the added burden of

incorporating chemical reactions.

In Chapter 4, after deriving the MTPT method for the ADE, we analytically prove that the MTPT

method converges to the exact solution in various simulation setups and describe convergence properties

associated with chosen simulation parameters. In particular, we show that the magnitude of error terms for

these approximations can depend heavily on the choice of� . Previously, these results were strictly

numerical, and this project provides added con�dence in the MTPT method's implementation. We note

that the addition of reactions and a velocity component will be necessary in the future.

The work within this dissertation improves upon a class of particle tracking methods used to solve the

advection-di�usion equation. The MTPT method o�ers advantages over many methods regarding e�ciency

and accuracy, and the method's capabilities will allow us to further increase complexity in future projects.

We make the following recommendations for future work to extend the results in this dissertation:
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ˆ The work within Chapter 2 provides performance analysis for predicting speedup and e�ciency

within a parallelized DDC scheme. We note (and account for in Chapter 3) that this static DDC

scheme needs to be adjusted when a velocity component is introduced. Further, within a strictly

di�usive system as studied in Chapter 2, we would be interested to see the performance scaling of

production-ready load balancing tools that can also handle the necessary halo exchanges for mass

transfers. In this direction, it may also be interesting to investigate more e�cient methods for

performing the �xed-radius search, which was the most dominant cost in the algorithm.

ˆ We introduce a dynamic load-balancing tool in Chapter 3 to e�ciently parallelize a particle plume

moving through a heterogeneous velocity �eld. Further, this parallelization allowed us to verify that

the MTPT method's mixing in these types of systems is performing as intended. The combination of

these advances con�rms that the MTPT method is capable of handling systems with even more

realism. One of the �nal stages for this method will be simulating systems with highly heterogeneous

velocity �elds and nonlinear chemical reactions in a 3-d domain. Given that these particle methods

can already handle arbitrarily-complex reactions and that Zoltan can handle 3-d load balancing, the

MTPT method will be able to fully simulate these complex systems once it can accurately move

particles through a 3-d velocity �eld. Once the method reaches this stage, it will be a powerful tool

to solve the ADRE. This will be implemented in future work.

ˆ We provide a proof of convergence and discover corresponding error bounds in Chapter 4. These

proofs are shown in a strictly di�usive system for both stationary and random-walking particles,

though they are derived in the framework that can include velocity and reactions. In this direction,

future work will need to verify convergence of the method for systems with velocity and reactions.
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APPENDIX A

ROOFLINE MODEL

Roofline Model analysis provides an understanding of the baseline computational performance of an

algorithm by observing the speed and intensity of its implementation on a specific problem and comparing

it to the hardware limitations. Thus, this analysis depicts the speed of an algorithm relative to the

difficulty of the associated problem. We include this analysis to demonstrate that our single-core baseline

result (orange star in Figure A.1) is as fast and efficient as the hardware bandwidth allows. This ensures

that speedup results are not inflated by a suboptimal baseline. These results were produced using LIKWID

[85, 86], a tool created by NERSC to measure hardware limitations and algorithmic performance. By

varying the particle density within our simulations, we show that the parameters we use for our baseline

result perform closer to the bandwidth limit at the respective arithmetic intensity when compared to

surrounding particle numbers. For the memory limits of the hardware we employ, we have chosen the

parameter combination that yields the most efficient baseline simulation prior to parallelization.

Figure A.1 This �gure displays the full Roo
ine plot with an enlarged inset to accentuate the data trends. The data
points correspond to various particle densities while domain size is held constant. As arithmetic intensity 
uctuates,
we observe that the algorithm’s performance is limited by the hardware’s bandwidth. We use the chosen parameter
set (orange star) for our speedup results since it 1) is the most e�cient, 2) displays high accuracy from its particle
count, and 3) is not memory-bound and does not require exceedingly long simulation times.
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APPENDIX B

DECOMPOSITION TECHNIQUES

Stationary grids are often used to decompose domains and be very effective when necessary work is

evenly distributed throughout the simulation domain [63]. However, these static methods are less effective

when the relevant simulation data is moving throughout the domain. In hydrologic systems, we often

observe the emergence of “fingers” when heterogeneous velocity fields have magnitudes within the field that

are much larger than other regions. These types of simulations emit a “front” profile with unique geometric

properties that make standard DDC method difficult or ineffective to implement. We use a graph-based,

DDC technique for the MTPT algorithm to provide better load balancing, to further alleviate

memory-bound problems, and to accelerate run times from existing methods. On first approach to this

issue, we used a dynamic grid method that moves with the profile in the simulation, as seen in Figure B.1.

As seen in [63] and [26], subregions that are too oblong can result in slower run times despite having extra

cores to run on. The maintenance for this style of gridding is also expensive, and using a rectilinear grid

inevitable means emits a decomposition that covers a lot of empty space. Due to these inefficiencies, we

sought a different way to load balance and decompose the domain in order to better accommodate this

type of moving front.

We take advantage of an existing load-balancing tool, Zoltan [37] from Sandia National Laboratories,

to handle this dynamic load balancing. This library has extensive capabilities to maintain computational

load balance within an initialized MPI-initialized application. As particles move throughout the domain,

Zoltan moves decomposition boundaries and the corresponding particles between cores as necessary. We

use Zoltan’s RCB tree method for decomposing our geometric data. This method ensures that we have

proper spatial refinement where needed and avoids computational load imbalances amongst resources.

However, the interface between the application does incur some overhead cost (as Zoltan is not a

Fortran-native library), but we gain improved speedup from our manual method by ensuring that each core

has a nearly-equivalent amount of work within each time step. Using a tool like this can eliminate

idle/unused cores covering chunks of space with no particles.
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