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ABSTRACT

Modern spatial data sets generated by remote sensing instruments and numerical models are
often noisy, exhibit complex dependence structures, and have a massive number of observations
rendering them computationally infeasible for traditional methods. Even if computations were
feasible, common modeling practices can hinder the scientific utility of these data by imposing
unrealistic simplifying assumptions such as stationarity. In this thesis we address some key
computational and methodological problems that arise in the analysis of massive spatial data sets
on a global scale. The challenges addressed include (i) computing with data input sizes for which
traditional techniques are computationally prohibitive, and (ii) developing nonstationary methods
to accurately analyze and predict scientific processes on challenging global domains with precise
uncertainty quantification. For the former, we develop and study a series of sophisticated
algorithms for analyzing massive spatial data that adapt to available computational resources
ranging from personal computers to state-of-the-art high-performance computing systems. We
study our implementations’ performance with massive satellite data with more than 47 million
observations under various parallel computing settings. For the latter, this thesis develops
methods to analyze highly nonstationary satellite sea surface temperature (SST) data collected by
the Moderate Resolution Imaging Spectroradiometer (MODIS) with more than 43 million
observations. We derive and implement a nonstationary covariance model and compare it to a
stationary model, with the nonstationary model significantly outperforming the latter in terms of
both point predictions and uncertainty quantification. Our approach provides a method for
producing a high-resolution SST product in near real-time and can be easily adapted to other
environmental fields of interest for applications in oceanography, atmospheric science, climate

science, and beyond.

iii



TABLE OF CONTENTS

ABSTRACT . . . e iii

LIST OF FIGURES . . . . . . e e e e X

LIST OF TABLES . . . . . . o e e e xiii

LIST OF SYMBOLS . . . . . . e e xvi

LIST OF ABBREVIATIONS . . . . . . o e e e xviii

ACKNOWLEDGMENTS . . . . . e e e e xix

CHAPTER 1 INTRODUCTION AND PRELIMINARIES . . ... ... ... ......... 1

1.1 Spatial Statistics . . . . . . . . .. 2

1.1.1 The Standard Spatial Model . . . . . . . ... ... ... ... ... 3

1.1.2  Some Stochastic Process Theory . . . . . . . . .. ... ... ... ... 5

1.1.3 Parameter Estimation . . . . . . ... ... ... L L o 7

1.1.4 Gaussian Process Regression . . . . . . . . .. ... oo 8

1.1.5 The “Big n” Problem in Spatial Statistics . . . . . . . .. .. .. .. ... ... 8

1.2 Parallel Computing . . . . . . . .. .. L 9

1.3 The Multi-Resolution Approximation (M-RA) Spatial Model . . . . ... ... ... 11

1.3.1 Components of the M-RA Algorithm . . . ... ... ... ... ....... 14

1.3.2 Parameter Inference and Spatial Prediction . . . . . ... ... ... ..... 14

1.4 Methods for Massive Spatial Data and Vecchia’s Approximation . . . . ... .. .. 15

1.5 Concluding Remarks and the Remainder of the Thesis . . . . ... .. ... ... .. 17
CHAPTER 2 FULL-LAYER PARALLEL IMPLEMENTATION AND

COMPUTATIONAL ANALYSIS OF THE MULTI-RESOLUTION
APPROXIMATION . . . . . . . e s 18

v



2.1

2.2

2.3

24

2.5

2.6

2.7

2.8

2.9

2.10

2.11

2.12

2.13

2.14

Serial M-RA . . . o 18

Abstract . . . . . .o 19
Model Implementation . . . . . . . . . ... ... 19
Computational Modes . . . . . . . . . . . e 21
Building the Structure . . . . . . . ... L 21
Creating the Prior Distribution and Posterior Inference . . . . . . . .. .. ... .. 21
2.6.1 Outputs . . . . . . . L e 24
Codebase Structure . . . . . . . . e 24
User Input . . . . . o . . o 25
2.8.1 Required Inputs . . . . . . . .. 25
2.8.2 The Parallel Pool . . . . . . . . ... 26
2.8.3 Prediction Grid . . . . . . . ... 26
2.8.4 Inputting Data . . . . .. . . .. e 27
Datasets . . . . . o . e 27
2.9.1 Small Data Tested in Heaton et al. (2019) . . . . . ... ... ... . ... .. 27
2.9.2 NASA Sea Surface Temperature Data . . . . . . . . ... .. ... .. .... 28
Timing Studies . . . . . . . . e 30
Parallel Processing Environments . . . . . . . . .. ... o 0oL 30
Small Satellite Data Timing Study . . . . . . . . . ... ... . ... .. 31
NASA Sea Surface Temperature Data Timing Studies . . . . ... .. ... ... .. 33
2.13.1 1/2 Subset AMSR Data Timing Study . . . . . . . ... ... ... ...... 34
2.13.2 Entire AMSR Data Timing Study . . . .. ... ... .. ... ... ..... 36
2.13.3 1/17 Subset MODIS Data Timing Study . . . . . . . . . ... ... ... ... 37
Memory Profiling Tests . . . . . . . . . . 37



2.14.2 Serial TEeSIS . . . . . . 40
2.14.3 Parallel Tests . . . . . . . . 41
2.15 High Memory Cheyenne Node Memory Use Study, Varying Knots and Levels . . .. 43
2.15.1 Serial Studies . . . . . . 44
2.15.2 Parallel Studies . . . . . . . .. 45
2.16 Matlab parallel.pool.Constant Tests . . . . . 48
2.17 Full-Layer M -RA Discussion and Conclusions . . . . . .. ... ... ... ...... 49
2.18 Discussion and Conclusions . . . . . . . . .. 51
CHAPTER 3 A SHALLOW-TREE MULTI-RESOLUTION APPROXIMATION FOR
DISTRIBUTED AND HIGH-PERFORMANCE COMPUTING SYSTEMS . . 53
3.1 ADBStract . . . . . . 53
3.2 Exploratory Investigation: Executing the Full-Layer M -RA Across Nodes . . . . .. 54
3.3 HPC Structure Review . . . . . . . . . . . e 56
3.4 Model Implementation: The Shallow-Tree Approach . . . .. ... ... ....... 57
3.4.1 Splitting Computations Across Workersand Nodes . . . . . ... ... .. .. 57
3.4.2 Codistributed Array Toy Example . . . . .. .. ... ... ... ....... 59
3.4.3 Building the Recursive Hierarchical Structure in Parallel . . . . .. ... ... 60
3.44 TheM-RA as a Shallow-Tree . . . . . ... ... ... .. ... ........ 60
3.4.5 Spatial Prediction . . . . . .. . . ... 62
3.4.6 Userlnput . .. ... . . . . e 62
3.5 Shallow-TreeM -RA Timing Studies . . . . . . . . . . . . . 64
3.6 1/17 MODIS Data Timing Study . . . . . . . . . . . . 65
3.7 1/6 MODIS Data Timing Study . . . . . . . . . . . ... 68
3.8 1/3 MODIS Data Timing Study . . . . . . . . . . . ... 70

2.14.1 Standard Cheyenne Node Memory Use Study, 64 Knots . . . . . .. ... .. 38

\



3.9

Full MODIS Data . . . . . . . . . e e e 72

3.10 Shallow-Tree Timing Study Discussion . . . . . . . . .. . ... ... . ... ..... 74

CHAPTER 4 THE DEEP-TREE APPROACH: AN IMPROVED PARALLEL MATLAB

4.1

4.2

4.3

4.4

4.5

4.6

4.7

IMPLEMENTATION OF THE MULTI-RESOLUTION APPROXIMATION
FOR MASSIVE SPATIAL DATA ON HIGH-PERFORMANCE

COMPUTING SYSTEMS . . . . . . e 77
ADSEract . . . . . . 77
Deep-Tree Parallelization . . . .. .. .. .. ... . . . . .. . . . . . . ... 77
OVEIVIEW . . . . o 78
Toy Example . . . . . . e 79
Comparative Timing Study: SettingM =18 . .. .. .. ... ... ... ...... 81
Pushing Performance: SettingM =19 . . . . . . . . . ... ... .. ... .. ... 83
Deep-TreeM -RA Discussion and Conclusions . . . . . .. ... ... ... ...... 84

CHAPTER 5 NONSTATIONARY SPATIAL MODELING OF MASSIVE GLOBAL

51

5.2

5.3

54

5.5

5.6

5.7

5.8

59

SATELLITE DATA . . . . e e e e e e e e 86
ADSIract . . . . . . 86
Introduction . . . . . . . . 86
Computational Implementation . . . . . . .. ... ... . ... ... ... ... 89
Modeling Nonstationarity . . . . . . . . . . . . . 89
Data DescCription . . . . . . . . . . 90
Modeling the Mean Structure . . . . . . . . . . .. .. 91
5.6.1 Tested Models . . . . . . . . . ... 92
5.6.2 Final Mean Structure . . . . . . . . ... 92
M -RA Domain Decomposition . . . . . . . . . . ... .. e 94
Assessing Nonstationarity . . . . . . . . . . ... 97
Prediction Performance Assessment. . . . . . . . . . ... . . ... 101

Vii



5.10 High-resolution SST Product . . . . . . . . . . . .. . . . .. . e 105

5.11 Summary and Future Work . . . . . . . . . ... 105
CHAPTER 6 SUMMARY AND CONCLUDING REMARKS . . . . . .. ... ... .. ... 107
REFERENCES . . . . . . e e e e 112
APPENDIX A MATLAB PARALLEL POOL CONSTANT MEMORY AND TIMING

TESTS CODE . . . . . . e e e 119
APPENDIX B TIMING METRIC GLOSSARY . . . . . . . . . e 121
APPENDIX C SUPPLEMENTAL FIGURES . . . . . . . . . ... . . .. 122

APPENDIX D MEAN MODELS TESTED FOR SEA SURFACE TEMPERATURE DATA . 125

D.1 Initial Investigations: Linear Regression and a Thin Plate Spline . . . ... ... .. 125
D.1.1 Linear Regression and a Thin Plate Spline in Spatial Coordinates. . . . . . . 125
D.1.2 Studying the E ect of the Tropics . . . . . . . . .. . ... ... ... .... 125
D.2 Local Polynomial Regression . . . . . . . . . . . .. 129
D.2.1 Variationsof Model 13 . . . . . . . .. ... 129
APPENDIX E NONSTATIONARY EXPONENTIAL COVARIANCE FUNCTION
DERIVATION . . . . 132
APPENDIX F PERMISSIONS . . . . . . . . 133
F.1 Permission from Peter Simonson . . . . . . .. ... . ... ... ... .. 133
F.2 Permission from Brian Vanderwende . . . . . . . .. ... ... ... . ... ... 133
F.2.1 Request . . . . . . . . . 133
F.2.2 Response . . . . . . . . . . e 134
F.3 Permission from Huang Huang . . .. .. .. .. .. . .. .. ... .. . ..... 134
F.3.1 Request . . . . . . . . . e e 134
F.3.2 Response . . . . . . . . . e 135
F.4 Permission from Matthias Katzfuss . . . . . . .. ... ... ... ... ... ..... 135

viii



F.4.1 Request . . . . . . . . e

F.4.2 RespoNsSe . . . . . . . e e e e



Figure 1.1

Figure 2.1

Figure 2.2

Figure 2.3
Figure 2.4
Figure 2.5
Figure 2.6
Figure 2.7
Figure 2.8
Figure 2.9
Figure 2.10
Figure 2.11
Figure 2.12

Figure 3.1

Figure 3.2

Figure 3.3

Figure 3.4

LIST OF FIGURES

Toy example of the hierarchical domain partitioning imposed by theM -RA.
HerewesetM =4and J =2.. . . . . . . . . . .. 12

Graphical representation of creating the prior in the full-level parallelization
technique. lllustrated here by going left-to-right and then top-to-bottom.
Calculations within each purple region are computed in parallel. Image credit

to SophiaChen. . . . . . . . . . .. . 23

M -RA codebase owchart. From left-to-right are function layers, indicated by
various colors. Functions are called by their parent in order from top to

bottom. Heuristic descriptions are given in brackets on the right. . . . . . . .. 25
AMSR SST data for daytime October 15, 2014. . . . ... .. ... ... .... 29
MODIS SST data for daytime October 15, 2014. . . . ... ... ... ..... 30
1/4 Subset SerialM -RA Runtime Prole . . . . . . .. ... ... ... .. ... 41
1/10 SubsetM -RA Parallel Runtime Proles . . . ... ... ... ... .... 42
1/5 SubsetM -RA Parallel Runtime Proles . . . . .. ... . ... ... .... 43
1/2 SubsetM -RA Serial Runtime Pro les, High Memory Node . . . .. .. .. 45
1/2 Subset Parallel Runtime Pro le, High Memory Node . . . . . ... ... .. a7
1/2 SubsetM -RA Runtime Pro les, High Memory Node . . . . . . ... .. .. 47

Memory Use byMatlab for parallel.pool.Constant Testing, 8MiB Case . . 49
Memory Use byMatlab for parallel.pool.Constant Testing, 800MiB Case 50
Graphical representation of the Shallow-Tree parallelization technique. Each
shallow tree is represented by a unique color is assigned to a worker. Image
creditto SophiaChen. . . . . . ... ... ... ... 58

Toy example domain partitioning and associated codebase objects. . . . . . .. 61

Histogram of frequency versus number of observations assigned to each region
at the nest resolution for the 1/17 MODIS. . . . . . .. . .. ... .. ... .. 65

Histogram of frequency versus number of observations assigned to each region
at the nest resolution for the 1/6 MODIS. . . . . .. ... .. .. ... .... 69



Figure 3.5

Figure 3.6

Figure 3.7

Figure 3.8

Figure 4.1

Figure 4.2

Figure 5.1

Figure 5.2

Figure 5.3

Figure 5.4

Figure 5.5

Figure 5.6

Figure 5.7

Histogram of frequency versus number of observations assigned to each region
at the nest resolution for the 1/3 MODIS with M =16.. .. ... ... .. .. 71

Histogram of frequency versus number of observations assigned to each region
at the nest resolution for the full MODIS with M =18. ... ... ..... .. 72

Runtime boxplots for each studied data set. Likelihood and prediction
boxplots are of runtime data for settings with P one level less than through
one level greater than the optimal settings presented. . . . . . ... ... .. .. 76

Mean likelihood and prediction runtime over the full MODIS data set versus
P. The red donuts represent the mean runtime setting the number of
processing cores equal to the number of regions at levet = S such that each
node has only one processing core (i.ewn = 1).

Toy example of theM -RA domain decomposition and associated data objects. 80

Mean likelihood and prediction runtime over the full MODIS data set versus

P, xing M = 18. Each datum represents the mean runtime using one

processing core per node. The red donuts are the times reported for the
Shallow-Tree implementation whereas the green triangles are the times

computed with Deep-Tree implementation. . . . . . . ... .. ... ....... 83

Global nighttime SST on April 7, 2019, with n = 45; 057, 134 observations.
ScaleisinKelvin. . . . . . . . 91

Cross validation error versus number of basis functions.

Averaged binned SST in 180 latitudinal bins (black dots) with the cubic
smoothing spline t superimposed (orange line). Bins outside of the study
region are shown for completeness.

SST residuals on April 7, 2019. The removed mean is estimated by cubic
smoothing splines using 11 basis functions. . . . . . ... .. ... ........ 95

Boxplots of the nighttime SST residuals using 11 cubic smoothing splines
aggregated into 180 latitudinal bins. Bin whiskers are extended to the range

of observations. The blue vertical dashed line is placed at the bin containing

the equator and the magenta horizontal dashed line is placed at zero. . . . . . . 95

First four levels of the hierarchical domain decomposition. Knots and

partitions at a given level are shown in the same color. Only knots for a given
level are shown whereas all partitions, including those at ner resolutions, are
included. Partitions are not placed on land as we only consider SST on open
water and therefore land masses are not part of the domain.

Mean elds of the parameter estimates assuming an exponential covariance
function for April 1 - 7, 2019.

Xi



Figure 5.8

Figure 5.9

Figure 5.10

Figure 5.11

Figure 5.12

Figure 5.13

Figure 5.14

Figure 5.15

Figure C.1

Figure C.2

Figure C.3

Figure D.1

Placement of the 1,629 Wendland knots used to construct covariance

parameter ts are shown by orange dots. One example Wendland basis

function is also shown. The example basis function obtains its maximum

(one) at its knot location, has support (non-zero values) in a small radius

around its knot. The functional form for the Wendland basis functions is

given in Equation (5.3) . . . . . . .. e 99

Zoomed up version of the example basis function in Figure 5.8. . . .. ... .. 100

The top-left panel shows the Wendland basis function centers with non-zero
coe cients. The remaining three panels show the spatially varying partial sill
2(), range (), and nugget 2() estimates used for the nonstationary
exponential covariance function in Equation (5.2) constructed from 1,399,
1,239, and 1,337 basis functions, respectively. . . . .. ... ... ... ..... 101

Training and testing set for Gap 1: D" ; D!est. The left-hand panel shows

the training data for the rst experiment. In the south Paci c, o the Chilean

coast, a red box indicates the region which is held out for training data,

shown in more detail in the right-hand panel. . . . ... ... ... ....... 102

Histograms of the MSPE, log score, and CRPS for the nonstationary (black
dots) and stationary (orange) models over the 100 experiments. . . . . . .. .. 103

Boxplots of the MSPE, log score, and CRPS for the nonstationary (white)
and stationary (orange) models over the 100 experiments. Green triangles in
each boxplot show the mean of the distribution. . . . . . . ... ... ... ... 104

Prediction con dence interval coverage from the stationary (teal dashed line)
and nonstationary (dotted magenta line) models in the 100 experiments. The
solid black line shows the theoretical coverage from the nominal level. . . . . . 104

High-resolution SST product using the nonstationaryM -RA model. . . . . .. 105

Global nighttime SST for the rst, fourth, and seventh days of January, April,

July and October 2019. Dates are presented in YYYY-MM-DD format. Rows
correspond to months whereas columns to days. The number of all

observations available for each day i) is presented in the titles. Scale ranges

from 275t0 305 Kelvin. . . . . . . . L 122

Local estimates of the Maern smoothness parameter from April 1 to 7, 2019. . 123

Locally estimated parameters of the exponential covariance function in
Equation (5.2) for the nighttime SST residuals from April 1 to 7, 2019. . . . . . 124

Binned mean MODIS SST from October 15, 2014 (see Figure 2.4) as a

function of latitude. Latitude ranges split into 991 bins where observations are
averaged. The vertical dashed blue line is at the bin containing the equator. . . 131

Xii



Table 2.1

Table 2.2

Table 2.3

Table 2.4

Table 2.5

Table 2.6

Table 2.7

Table 2.8

Table 2.9

LIST OF TABLES

Frequently referencedM -RA variables, their associated codebase variable
names, and a short description. . . . . . . . ... ... o 20

AMSR and MODIS data variables and their descriptions. . . . . . ... ... .. 29

Summary of the timing results for the serial and FLPMRA using the Small

Satellite Data on both a personal computer and the Cheyenne supercomputer.

The names of theM -RA modes are given in bold. Each mode was run ve

times in serial and for a given number of workers (denoted byw). The mean

runtime for each mode is given in seconds and its sample standard deviation in
parenthesis. . . . . . . . e e e e e 32

Summary of the results for theM -RA using 1/2 the AMSR data

(n=1;220 703). Tests run in serial are labeled \Serial* whereas parallel tests

are labeled by the number of workers commissioned (denoted by). Where

the M -RA execution was possible, each test was run ve times. The mean run

time for each mode is given in seconds and its sample standard deviation in
parenthesis. . . . . . . . e e e e 34

M -RA likelihood mode runtime performance for di erent values of M and r
over 1=2 AMSR data on a large memory node with 36 workers. Where
execution is nonfatal, each test is run ve times. Execution time means are
given in seconds and its sample standard deviation in parenthesis. . . .. .. .. 35

Summary of theM -RA timing results using the AMSR data (n = 2;441; 405).

Tests run in serial are labeled \Serial" whereas parallel tests are labeled by the
number of workers commissioned (denoted byv). Each test is run ve times.

The mean run time for each routine is given in seconds and its sample standard
deviation in parenthesis. . . . . . . . . ... 36

Summary of M -RA timing results using 1=17 MODIS data (n =2;798 104).
Tests run in serial are labeled \Serial" whereas parallel tests are labeled by the
number of workers commissioned (denoted byv). Where execution is nonfatal,
each test is run ve times. The mean run time is given in seconds and its

sample standard deviation in parenthesis. . . . . . ... ... ... ... . ... 37
Standard Compute Node Memory Pro le Study Test Con gurations . . . . . . . 40
Loop Execution Times for parallel.pool.Constant tests .. ... ... ..., 48

Xiii



Table 3.1

Table 3.2

Table 3.3

Table 3.4

Table 3.5

Table 3.6

Table 3.7

Table 3.8

Table 3.9

Table 3.10

Summary of the FLPMRA timing results using the small satellite data in a
distributed computing environment. Here two regular nodes (45GB usable
memory) are used with a given number of workers on each node. Each test is
run ve times in order to assess runtime variability. Times are given in seconds

with standard deviations in parenthesis. . . . . . ... ... . ... ........

Summary of the FLPMRA timing results using the 1/2 AMSR subset data in a
distributed computing environment. Here two large memory nodes (109GB

usable memory) are used with a given number of workers on each node. Each

test is run ve times in order to assess runtime variability. Times are given in
seconds with standard deviations in parenthesis. . . . . ... ... .......

Summary of the FLPMRA timing results using the 1/14 MODIS subset data
in a distributed computing environment. Here two large memory (109GB

usable memory) nodes were used with a given number of workers on each node.

Each test is run ve times in order to assess runtime variability. Times are
given in seconds with standard deviations in parenthesis. . .. ... ... ...

Summary statistics for the number of observations assigned to regions at the
nest resolution with M =14, r =64, J =2, P =6, and w = 32 for the 1/17
MODIS data. . . . . . . . . .

Execution times for the Shallow-TreeM -RA over the 1/17 MODIS data with
various con gurations for N, wy , w, and P. Each con guration is tested ve
times in order to assess runtime variability. Times are given in seconds with
standard deviations in parenthesis. The fastest mean runtime for both

computational modes is highlighted inblue. . . . . . ... ... .. ........

Summary statistics for the number of observations at the nest resolution with
M =16,r =64, J =2, and w =32 for the 1/6 MODIS data. . . . ... ... ..

Execution times for the Shallow-TreeM -RA over the 1/6 MODIS data with
various con gurations for N, wy, w, and P. Each con guration is tested ve
times in order to assess runtime variability. Times are given in seconds with
standard deviations in parenthesis. The fastest mean runtime for both

computational modes is highlighted inblue. . . . . . .. ... ... ... .....

Summary statistics for the number of observations at the nest resolution with
M=16,r=64,J =2, P =7, and w =64 for the 1/3 MODIS data. . . . . . . .

Execution times for the Shallow-TreeM -RA over the 1/3 MODIS data with
various con gurations for N, wy, w, and P. Each con guration is tested ve
times in order to assess runtime variability. Times are given in seconds with
standard deviations in parenthesis. The fastest mean runtime for both

computational modes is highlighted inblue. . . . . . .. ... ... ... .....

Summary statistics for the number of observations at the nest resolution with
M =18,r=64,J =2, S=7, and w = 64 for the entire MODIS data. . .. ..

Xiv



Table 3.11 Execution times for the Shallow-TreeM -RA over the full MODIS data with

Table 4.1

Table 4.2

Table 5.1

Table D.1

Table D.2

Table D.3

Table D.4

Table D.5

various con gurations for N, wy, and w. Each con guration is tested ve

times in order to assess runtime variability. Times are given in seconds with
standard deviations in parenthesis. The fastest mean runtime for both
computational modes is highlighted inblue. . . . . . ... ... ... ....... 73

Execution times for the Deep-TreeM -RA over the full MODIS data with

various con gurations for N, wy , and w, xing M = 18. Each con guration is

tested ve times in order to assess runtime variability. Times are in seconds

with standard deviations parenthetically to two signi cant gures. The fastest

mean runtime for both computational modes is highlighted in blue. Percent

change compares against the mean execution times in the Shallow-Tréd -RA

timing study. The largest absolute mean percentage changes are highlighted in
red. . . 82

Execution times for the Shallow-TreeM -RA over the full MODIS data with

various con gurations for N, wy , and w, xing M = 19. Each con guration is

tested ve times in order to assess runtime variability. Times are given in

seconds with standard deviations in parenthesis. The fastest mean runtime for

both computational modes is highlighted inblue. . . . . . ... .. ... ... .. 84

Average of MSPE, log-score, and CPRS of the corresponding metrics over the
100 experiments for the stationary and nonstationary models, respectively. In
the nal row, \#gaps nonstationary outperforms" is the number of

experiments where the nonstationary model improves upon the stationary

model with respect to the corresponding metric. . . . . . ... ... ....... 103
Tested linear models for SST mean structure with noted observations. . . . . . . 126
Tested linear models for SST mean structure with noted observations. . . . . . . 127

Tested linear models and a thin plate spline for SST mean structure with noted
observations. . . . . . . .. 128

Tested piece-wise linear models for SST mean structure with noted
observations. . . . . . .. 129

Tested local polynomial regression models for SST mean structure with noted
observations. . . . . . . .. 130

XV



LIST OF SYMBOLS

Adjusted RZ . . . . L
Argument which minimizes a function . . . . .. ... ... ........
BigOnotation . . . ... .. .. . . . . . .. e
Cartesian product . . . . . . . . . .. ... e
Complement operator . . . . . . . . . ...
Covariance function . . . . . . . . . ..
Covariance matrix . . . . . . . . . . e
Covariance operator . . . . . . . . . e e e e
Degrees longitude/latitude . . . . . . .. ... .. .. ... ...
Determinant operator . . . . . . . . . ...
Dimension of the spatial domain . . . . ... ... ... ..........
Element of the spatial domain . . . .. ... ... .............
Errorterm . . . . ..
Expectation operator. . . . . . . . ... ..
Exponential function . . . . . . ... ...
Gamma function . . . . . . ..
Gaussian Process . . . . . . . e
Gaussian error termvariance . . . . . . ...
Identity matrix of dimension p . . . ... . ... ... ... .
Inverse operator . . . . . . ... e e
Kronecker delta function. . . . . .. ... ... ... ... ... .. ... .

Lag VeCtor . . . . . . . .

XVi



Logarithm . . . . . . . e e e log

Mean function . . . . . . . . .. e e e e e @)
Mean VECIOr . . . . . . . . e

Modi ed Bessel function of the second kind withorder . . . . . ... ... ... ...... K ()
Multivariate normal (Gaussian) distribution . . . . . . .. ... ... ... ... .. MV N, N,, N
NOIM . . o e k k
Normal (Gaussian) distribution . . . . . . . . . . . ... N
Number of observations . . . . . . . . . . . n
Parameter VECIOr . . . . . . . . . e e e

Random Vector . . . . . . . . . e X
Real-valued random proCess . . . . . . . . . o e e e e Z()
Realization of a random vector . . . . . . . . . . . X
Setdierence . . . . . . L e n
Spatial domain . . . . . .. e e D
Standard normal cumulative distribution function . . . . ... ... ... ... ... ()
Standard normal probability density function . . . . . . .. ... ... oL ()
Stochastic ProCesS . . . . . . . y()
The setof integers . . . . . . . . Z
The set of natural number . . . . . . . . . . N
The set of positive natural numbers . . . . . . . .. .. ... .. ... o N*
The set of real numbers . . . . . . . . . . e R
Transpose OPErator . . . . . . . . o e e e e 0
d-dimensional Euclidean space . . . . . . . . . . . . ... e Rd

XVii



LIST OF ABBREVIATIONS

Advanced Microwave Scanning Radiometer . . . . .. . ... ... ... ... ... ..., AMSR
Colorado School of Mines . . . . . . . . . . . . CSM
Computational and Information Systems Laboratory . . . . .. ... ... ... ....... CISL
Full-Layer Parallelization Implementation of the M-RA . . . . . . ... ... ... .. FLPMRA
Gaussian ProCess . . . . . . . . GP
Generalized Least SQuares . . . . . . . . . e e e GLS
Graphical User Interface . . . . . . . . . . GUI
Group for High Resolution Sea Surface Temperature . . . . . .. ... .. ... .... GHRSST
High-Performance Computing (System) . . . . . . . . . . . . HPC
Message Passing Interface . . . . . . . . . L MPI
Moderate Resolution Imaging Spectroradiometer . . . . . . . . ... ... ... ... MODIS
Multi-resolution Approximation . . . . . . . . . . . . e M -RA
Multi-resolution Variational Analysis . . . . . . . . . . . . .. .. . .. . . MRVA
Multi-scale Ultra-High-Resolution . . . . . . . . . . . . . . ... .. .. . e MUR
NASA's Physical Oceanography Distributed Active Archival Center . . . . .. .. .. PO.DAAC
National Aeronautics and Space Administration . . . . . .. .. ... ... ........ NASA
National Center for Atmospheric Research . . . . . . . .. .. ... ... ... ....... NCAR
Ordinary Least Squares . . . . . . . . . . 0 oLS
Probability Density Function . . . . . . . . . .. pdf
Sea Surface Temperature . . . . . . . . . . SST

XVviii



ACKNOWLEDGMENTS

I would like to share my sincerest gratitude towards some of the individuals, both
academically and personally, who have helped and supported me along this journey, and it is with
disappointment that | won't be able mention all those deserving here. My advisor, Dr. Dorit
Hammerling, has been of tremendous help throughout my time at Mines. Her continued guidance
and support has helped me immensely in the development of this thesis and my graduate studies
by encouraging me to grow, push new limits, and by inspiring passion for important research. |
am sincerely grateful for your mentorship and the in uence you've had on the direction of my
career. I'd also like to thank my committee: Dr. Douglas Nychka, Dr. Soutir Bandyopadhyay,
and Dr. H. Sebnem Duzgsn for the numerous ways in which they have assisted me as a graduate
student. From the courses taught, to support in research, and the questions and ideas raised in
my Thesis Proposal, all of these aspects contributed and bene ted the development of this
dissertation.

My family has played a crucial role in my academic journey. None of what I've been able to
accomplish here would have been possible without their sacri ces and support. Truly, thank you.
This experience has transformed me in more ways than | could have imagined. | am also lucky to
have many wonderful colleagues and friends, graduate students and beyond, all of whom made
this experience more enjoyable. Thank you all for the ways in which you've supported me and
brought happiness into my life.

I'd like to thank the Colorado School of Mines Department of Applied Mathematics and
Statistics and the National Center for Atmospheric Research (NCAR) for nancial support.

Finally, I would like to acknowledge high-performance computing support from Cheyenne
(doi:10.5065/D6RX99HX) provided by NCAR's Computational and Information Systems

Laboratory, sponsored by the National Science Foundation.

XiX



CHAPTER 1
INTRODUCTION AND PRELIMINARIES

The overall objective of this thesis is to address some computational and practical challenges that
arise in the analysis of massive spatial data on a global scale. Speci cally, the challenges we
address in this thesis relate to, (i) computing with data input sizes for which traditional

techniques are unsuitable, and (ii) applying global spatial data to accurately analyze and predict
on challenging domains with precise uncertainty quanti cation in situations where parameters

spatially vary. To that end, this thesis consists of two enterprises.

1. A suite of parallel implementations of the Multi-resolution Approximation ( M -RA) spatial

model for various computational infrastructures

2. Analysis of massive global sea surface temperature (SST) data within an extended -RA

framework

The computational aspects of this thesis are primarily addressed in the rst initiative, where
we scale modern spatial statistics models to massive spatial data through the development of
sophisticated algorithms that adapt to available computational resources. We introduce and
study implementations designed to exploit parallelism in local memory in Chapter 2 and in
distributed computing environments in Chapters 3 and 4. The second initiative, addressed in
Chapter 5, proposes innovative new methodology, motivated by an important scienti c
application, to account for heterogeneity in the underlying spatial processes while making
computations signi cantly quicker and more e cient than other techniques *.

Spatial statistics is a large and diverse eld, with foundations originating across multiple
disciplines, that provides a uni ed set of tools to incorporate location information into the
analysis of data. As such, the eld has always been strongly motivated by applications. Gelfand,
Diggle, Guttorp, and Fuentes [1, Chapter 1] provide an informative introduction to the historical
development of spatial statistics as a unique sub-branch within statistics. Modern spatial

statistics has foundations closely related to the eld of geostatistics, which is often credited to

1By heterogeneity, we speci cally mean nonstationarity, which is formalized as the antonym to De nition 3



being pioneered by Danie G. Krige working in mineral exploration [2]. Krige's techniques were
then formalized by Matheron [3], who laid the theoretical foundation for applying statistical
techniques to problems in mineral exploration and mining. The eld of geostatistics was
traditionally focused on problems that have relatively scarce amounts of data, often in subsurface
applications. Geostatistics has evolved to modern spatial statistical methods, covering a much
wider array of applications, and is primarily driven by likelihood-based inference.

The eld of spatial statistics is especially applicable to studying the Earth system and many
geophysical processes. As data collection and generation methods (e.g., remote sensing
instruments and numerical models) have signi cantly improved over recent years, providing more
nuanced and ne scale data at higher temporal frequencies, the traditional statistical tools
available to model these data have lagged behind. Input sizes of modern spatial data sets are
orders of magnitude larger than those originally addressed in geostatistics. The crux of modern
spatial approximation methods is now the computational implementation. In this thesis, we aim
to bridge the gap between recent theoretical developments in statistics and the state-of-the-art
computing centers.

Prior to presenting the main contributions of the thesis, we review some fundamentals of
spatial statistics and the established properties and challenges faced by these techniques. Most of
this information is available in standard spatial statistics [e.g., 1, 4, 5] and machine learning [e.g.,
6] references. While we present a narrow review, the reader is directed to the aforementioned

sources for in-depth introductions.
1.1 Spatial Statistics

At its core, spatial statistics is concerned with incorporating location information into data
analysis. In practice, the use of spatial statistics is often concerned with inferring parameters,
making spatial predictions at locations where observations are not available, and the simulation of
spatial processes. We concern ourselves with parameter inference and spatial prediction in this
thesis.

There are three primary branches of spatial statistics: discrete spatial processes, point
processes, and continuous spatial processes [4]. The study of discrete spatial processes focuses on

situations where the spatial domain is a countable (usually nite) number of points in R,



d 2 N*. Common examples include census data, images, and disease mapping. In the study of
point processes, the spatial domain is a collection of points at which some event has occurred. In
these situations, the spatial domain itself is considered a random set. This is often the case in the
study of spatial epidemiology, forestry, and seismology. Continuous spatial processes, the focus in
this thesis, are those in which the spatial domainD is a xed subset of RY, d 2 N*, and locations
S may vary continuously across the domain. This commonly arises in geophysical applications and
from Earth system observations. A rst attempt to model such a data set may use non-random
guantities, known as xed e ects, as explanatory variables. If, after all xed e ects are modeled,
spatial structure is still present in the residuals, then we may harness tools from the study of
continuous spatial processes to more accurately model the remaining structure.

The dimension of the domain in spatial statistics is oftend = 2 or d = 3, although sometimes
it is useful to considerd = 4, for example, in the case where a 3-dimensional spatial process is
evolving over time?. Problems with a temporal component are classi ed as belonging to the study
of spatio-temporal statistics and treated as a di erent eld because of the unique challenges
associated with modeling spatial correlation, temporal correlation, and their interactions [7]. We

address purely spatial problems in this thesis.
1.1.1 The Standard Spatial Model

Stochastic processes, or random processes, are fundamental tools for the analysis of continuous
spatial processes. We often think of spatial data as a realization of a stochastic process.
Stochastic processes can be intuitively thought of as families of random variables which have a
well-de ned joint distribution. For the remainder of this thesis, unless otherwise noted, the data

are assumed to be realizations of a real-valued random process

fZ(s):s2Dg (1.1)

on a xed domain D RY, whered 2 N* is the dimension of the domairt. It is typical to model

realizations z with the standard spatial model

2Common examples of thed=2 and d = 3case includes (longitude ; latitude) and s  (longitude ; latitude ; altitude)
respectively

3We use the standard statistical notation of denoting random variables with uppercase letters and realizations of
those random variables with lowercase letters



z(s)= (s)+ y(s)+ "(9); (1.2)

where (s) is a deterministic mean function, y(s) is a stochastic process, and(s) is an error term.
The error term of Equation (1.2), ", considered to be measurement error or small-scale variability,
is often assumed to follow a mean-zero normal distribution with variance 2. Modeling the mean
function (s) is achieved by various methods including, but not limited to, ordinary least squares
(OLS) and generalized least squares (GLS). Determining and modeling is a primary concern in
order to accurately modelz, but it is not typically computationally prohibitive. Hence, signi cant
computational focus is placed on modeling the stochastic process. The stochastic process
governingy may follow a wide class of distributions, however it is often reasonable, and both

computationally and theoretically convenient, to assume thaty follows a Gaussian distribution.

De nition 1. A random vector X = (X 1;X2;:::;X,)%follows a multivariate Gaussian (normal)
distribution if and only if every linear combination of the n components is Gaussian. The

probability density function (pdf) of X is given by

_ 1 1 0 1
f(x)= pﬁ exp 2(X ) (X )

for x 2 R", n 2 N*, provided that the covariance matrix  is positive de nite. We often write

X MVN(; ), X Np(; )orsimply X N(; ).

In De nition 1, the symbol 0 denotes the transpose operatorEX = is the mean vector, and
Cov(X;X)= is the covariance matrix. Given that we will often assume thaty follows a
Gaussian distribution, it is useful to de ne a reoccurring concept in this thesis: a Gaussian

Process.

De nition 2. A Gaussian Process (GP) is a stochastic process de ned by the property that any

nite collection of random variables follows a joint multivariate Gaussian distribution.

There are a few equivalent de nitions to De nition 2 that can be found in the literature,
however, the de nition above is perhaps the most common and easiest to understand. It is
important to draw a distinction between the closely related concepts of a generic vectoX , which

follows a multivariate Gaussian distribution, and a stochastic processy, which is modeled by a



Gaussian Process. In some sense, we can think of a GP as a generalization of the nite
dimensional multivariate Gaussian distribution to in nitely many dimensions . Hence, GPs are
completely speci ed by their rst and second moment properties, namely by their mean and
covariance functions. Although not strictly necessary, we may readily assume (in the context of
the standard spatial model in Equation (1.2)) that the mean function of the GP is zero, as the
deterministic mean function  will absorb this component. We often notatey coming from a

mean-zero GP as

y() GP(0:;C(;; )

where C is a known covariance function and is a vector of parameters. The speci cs of this
parameter vector depend on the chosen covariance function. Typically, however, there is a
parameter related to the correlation scale, a parameter to control the marginal variance of the

process, and often a smoothness parameter to specify the assumed di erentiability.
1.1.2 Some Stochastic Process Theory

Given the ubiquitous use of stochastic processes in spatial statistics, it is prudent that we
provide some basic theory of stochastic processes before proceeding. In the case of Gaussian
Processes, because the distribution is assumed to be a multivariate Gaussian, the modeling focus
is placed on the mean and covariance function. However, this implies a prodigious class of
potential functions. Additional assumptions, such as the following, are often used to simplify the

modeling.
De nition 3. A stochastic processy( ) is called weakly stationary or second-order stationary if
the mean is spatially constant and the covariance function only depends on the lay:

Cov(y(s);y(s+ h)) = C(s;s+ h) = C(h)

for any choice ofh 2 RY.

In reference to Equation (1.2), recall that it is commonplace to model the mean trend through

the mean function (). In practice this is typically modeled independently as a function of other

“4Probability dimensions, distinct from the spatial dimension d



covariates and then removed so that we work with mean-zero residuals. Hence, checking that the
mean ofy is spatially constant is straightforward if the modeling strategy follows this procedure.
More focus is placed on determining whether the covariance function only depends on the lag.

The term \weakly stationary" comes from the fact that there is a de nition for strong

stationarity, which is often too restrictive for use in practice. Henceforth, we will use

\stationarity" to mean speci cally the type provided in De nition 3. A common class of

processes, known as isotropic processes, occurs when the covariance function is only dependent on

the distance between two points in the domain.

De nition 4. A stochastic processy( ) is called isotropic if it is weakly stationary and the

covariance function is only a function of distance:

Cov(y(s);y(s+ h)) = C(s;s+ h)= C(khk)

forany s2 D, h 2 RY.

Intuitively, we can think of stationary processes having a correlation structure that depends
on both direction and distance, h, and isotropic processes having correlation structures which
only depend on distance khk. Note that De nitions 3 and 4 are applicable to generic stochastic
processes and not just Gaussian Processes. However, both de nitions as provided are for
Euclidean space and must be modi ed if the modeling is restricted to a manifold (e.g., to geodesic
isotropy on spheres [8]).

As we will see, if the spatial domain is large enough, or the underlying spatial eld of interest
is complex enough, these simplifying modeling assumptions will prove inadequate. In these cases,
making assumptions of stationarity or isotropy results in misspeci cation of the mean or
covariance function and can lead to suboptimal predictions. It is therefore useful to be able to
formally test for stationarity. A formal test for stationarity based on an extension from
time-series to the spatial literature for data observed on regular grids was proposed by Fuentes
[9]. Further work by Jun and Genton [10] expanded the scope of possible tests to irregularly
spaced data, however, the results from this procedure can depend on a spatial domain
partitioning imposed by the test. To avoid this issue, a statistical test for stationarity with

irregularly spaced data, based on a Fourier transform of the data, was more recently introduced



by Bandyopadhyay and Rao [11]. If the stationarity or isotropy assumptions do not hold,

however, we must harness di erent modeling tools such as those presented in Chapter 5.
1.1.3 Parameter Estimation

Estimation of the covariance function parameters , often simply referred to as inference, is a
fundamental problem in spatial statistics. Standard statistical techniques for estimation of
parameters, such as least-squares, are available. The area is still under active research for fast and
reliable methods to estimate parameters, such as more recent approaches based on neural
networks [12]. Traditionally, the most commonly used approach remains maximum likelihood
estimation (MLE) for its analytical ease and strong theoretical properties. The likelihood is taken
by considering the data's governing probability density function (for GPs, the multivariate

normal) as a function in parameter space.

shorthand. In the GP setting, inference for can be written as

argmin ~ 2logL( ) =log jC(S;S)j+ y(S)X(S;S) y(S)+ const. (1.3)

where C(S;S) =[C(si;sj ; )]{;‘j -, iIsann n covariance matrix. Note that (1.3) has been written
in terms of minimizing the negative of the log of the likelihood function. We may apply the log
transformation to the likelihood function as log is a monotonically increasing function and so the
argmin of the likelihood is also the argmin of the log of the likelihood function. This has the
bene t of turning multiplication of terms into addition. Maximizing a function is equivalent to
minimizing its negative and this formulation is more commonly used in practice for computational
convenience. Additionally, in minimization problems, constants which do not depend on
parameters do not change the argmin, and therefore do not need to be included in computations.
The largest computational bottleneck in Equation (1.3) is computing the inverse covariance
matrix and determinant. Computing these terms for unstructured covariance matrices (i.e.,
covariance matrices without additional assumptions on their structure or sparsity) incurs O(n?)

time complexity and O(n?%) memory complexity, a topic we will revisit in subsequent chapters.



1.1.4 Gaussian Process Regression

GP regression, or kriging, are terms for modelingy found throughout the literature. Kriging
appears most commonly in the geostatistics and spatial statistics literature whereas GP regression
is more common in the machine learning literature. Scheuerer et al. [13] provides an informative
overview of the spatial interpolation problem as approached in di erent disciplines, particularly in
a deterministic and stochastic setting. Regardless of terminology, assumptions, and subsequent
varying interpretations, the goal and many of the mathematical expressions are identical.

Once inference on has been performed, often the following task is to make predictions at a
set of points SP. We will often denote the set of predictions asyp = y(SF). Typically we assume
that our observations include some additive independently and identically distributed (iid)
mean-zero Gaussian nois&( ) with variance 2.

To make predictions, we essentially are interested in the joint distribution of the observed
response values (observations) and the values of the response at the (test) prediction locations.
By the GP assumption, this joint distribution is Gaussian. To determine the predictive
distribution (posterior), this amounts to deriving the conditional distribution of the response at
the prediction locations given the training data (i.e., the observations and observations locations).

Sparing the details of this derivation, the predictive distribution is then

ypjS:y;SP; N (Yp; Cov(yp)); where (1.4)
v = C(S7:9)° C(S;9)+ 21 ly; (1.5)
Cov(yp) = C(SP;SP) C(SP;S) C(S;9)+ 21 'c(s;sP): (1.6)

Note that, using this de nition, predictions at a set of points are simply the predictive
distribution means. However, as GPs are probabilistic models, an entire predictive distribution
can be inferred. This predictive distribution is again Gaussian, and therefore completely speci ed
by its mean function and covariance. This allows exploration of the predictive variance, a

property not always available with other machine learning models.
1.1.5 The \Big n" Problem in Spatial Statistics

While the size of data made available through remote sensing observations and numerical

models has signi cantly increased over the past two decades, the statistical techniques to handle



these data input sizes have lagged behind. Inference of the likelihood function in Equation (1.3)
incurs cubic time complexity and quadratic memory complexity in the input data size n. This is
computationally infeasible for large or massiven (e.g.,n  10°). Informally, this is sometimes
referred to as the \big n" problem. Signi cant research has gone into developing approaches to
handle these massive data input sizes. For example, see Heaton et al. [14], Huang et al. [15], and
references therein for reviews and comparative studies of modern spatial approximation methods.
Methods covered in Heaton et al. [14] include (with non-exhaustive associated references) Fixed
Rank Kriging [16], LatticeKrig [17], Predictive Processes [18], Covariance Tapering [19, 20],
Multi-resolution Approximation [21], Nearest Neighbor Gaussian Processes [22], Stochastic
Partial Di erential Equations [23], Periodic Embedding [24, 25], Metakriging [26], Gap Il [27],

and Local Approximate Gaussian Processes [28]. Each of these methods possess strengths and
weaknesses which users should consider along with their modeling objectives and constraints. A
signi cant focus of this thesis is the Multi-resolution Approximation ( M -RA) model [21], which
was shown in Heaton et al. [14] to be one of the most computationally e cient and accurate
methods. The M -RA was designed for tackling the \big n" problem by tailoring its algorithm for
modern high-performance computing (HPC) architectures while accounting for realistic spatial
dependence. It is therefore an attractive approximation method for scaling to modern massive

spatial data input sizes, particularly in distributed memory computing environments.
1.2 Parallel Computing

In order to draw a connection between the statistical tools we utilize and their computational
implementation we now present some background information on parallel computing. Much of the
following information is available in texts such as Trobec et al. [29].

Many modern scienti ¢ disciplines rely on computation as a key component for development
and progress. Statistics in particular has bene ted from the increased availability and capacities
of computational resources. Traditional computing systems, such as laptops and desktops, are
often insu cient for working with modern spatial data sets. Rather we must transfer our
statistical and computational tools to parallel computing infrastructures. Parallel computing
environments are multi-processor systems that support parallel programming (i.e., programming

in a language that explicitly supports concurrency). Parallel programming is in contrast to the



traditional sequential, or serial, execution of programs. Serial computations can often incur
excessive runtimes. Using parallel computing infrastructure is bene cial as it can reduce runtimes.
Parallel computing environments are increasingly attractive in part due to Moore's Law: the
empirical observation that since about 1975, the number of transistors in integrated computer
circuits has roughly doubled every two years [30]. Therefore, as time progresses it is increasingly
inexpensive and e cient to run computations across levels of a program's execution in parallel.

Parallel computing environments come in various forms. Appropriate hardware architectures
include distributed memory systems (multi-computer), shared memory systems (multi-processor),
and a hybrid of these, sometimes referred to as clusters. The cutting edge of modern computing
capabilities are driven by development and use of high-performance computing systems (HPCS)
These computing systems are often heterogeneous collections of computers (called nodes), each
with limited local memory, designed to be able to communicate to perform tasks. A downside to
this architecture is that communication between nodes can be very costly.

A primary objective of parallel computing is to partition computations into sub-computations
that can be computed in parallel. Examples include data distribution among processes, work
distribution, data exchange, and synchronization of di erent processes. Almost all parallel
scienti ¢ computing codes on HPCs use (in some capacity) a special class of communications
library speci cation called the Message Passing Interface (MPI) standard. Programs which
exploit MPI typically assign processors to run sub-programs from a single executable le. These
sub-programs run in di erent locations (i.e., distributed memory) and have private local variables.
The \message" in MPI refers to the discrete amounts of data transferred between the processing
cores running these sub-programs during computations. The MPI library can be called directly
from Fortran, C++, and C, whereas interpreted languages such asMatlab , R, Python, and Julia
require bindings (an application programming interface which allows these interpreted languages
to access an implementation of the MPI library).

There are two distinct approaches to parallel computing: data parallelism and functional
parallelism. Programs that exploit functional parallelism apply di erent functions to the same set

of data. Data parallelism is when the same functions are applied to di erent sets of data. As we

5Sometimes referred to by the moniker \supercomputers”. For example, see https://www.top500.0rg/
50 cial website: https://www.mpi-forum.org/
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will see in the following chapters, exploiting data parallelism in our algorithms can signi cantly

increase the feasible data input sizes and reduce the computation times of our models.
1.3 The Multi-Resolution Approximation ( M -RA) Spatial Model

The M -RA spatial model is a recent approach to address the \bign" problem. The method is
tailored to exploit the distributed computing architecture in HPC environments and is explicitly
designed with parallelization in mind. The reader is directed to the original paper, Katzfuss [21],
for an in-depth introduction to the M -RA spatial model and its theoretical properties. An
extension of theM -RA to spatio-temporal data is also available in Appel and Pebesma [31]. We
introduce the M -RA model here in a manner su cient to lay the foundation of understanding for
the parallel implementations introduced in subsequent chapters.

The M -RA is based on a basis function representation of a GP at multiple spatial resolutions.
The true spatial eld is denoted fy(s) : s 2 Dg, or yo( ), on a continuous domainD  RY,
d2 N*. Itis assumed thatyg() GP(0;Co(; ; ))is a zero-mean Gaussian process with
covariance function Cy that is known up to a vector of parameters

A primary tool the M -RA uses is a recursive hierarchical partitioning of the spatial domainD.
The domain partitioning in our implementations proceeds as follows. LetD; = D. Partition D
into J regions. Each of these) regions is then further partitioned into J more regions, and this

process is repeated. Each repeated partitioning introduces a new level into the hierarchy until

each level of the hierarchy. We can writeDj,....j,, , as a union of regions at one resolution ner

(level m) as

Djijm 1 = Djijms Juiinim =100, m=2;:00 M 2.7)

11
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Figure 1.1 Toy example of the hierarchical domain partitioning imposed by theM -RA. Here we
setM =4 and J = 2.

We use the terms \domain partitioning" and \domain decomposition" interchangeably. We
say levels of the hierarchical domain partitioning with relatively fewer partitions are \coarser"
resolutions and refer to levels with relatively more partitions as \ ner" resolutions. Figure 1.1
presents an illustration of the hierarchical domain partitioning ’.

Within each region Dj,...j,, atlevelsm=1;:::;M 1, we place a set of knots, Qj, ..,
(locations where the basis functions obtain their maximum) with typically r  n. Additionally,
we let QM = fQ . tj1;::5;im = 1;:::Jg denote the set of allrJ™ knots at resolution
m < M . In our implementations, we let the n observation locations themselves be the knots in
regions at the nest resolution M : Qj i, =

In the M -RA framework, for the GP yo( ), [Yo( )ljm] is de ned as a \block-independent"
version ofyp( ) between regions at resolutionm. The notation in the subscript, [m], means that
for a generic GP,X () GP(0;C(;)), [X()lim; is @ GP such that [X ()Ijm; GP(0;[Clm(; ))
where [Clm(s1;S2) = C(s1;S2) if s1 and s, are in the same region at leveim and [C]m(S1;S2) =0
otherwise. Hence, for the process of interestyo, we have that [Coljmi(s1;S2) = Co(S1;S2) if s1;82

are in the same regionDj, ;:.:;j

----- ] m

and [Colimj(s1; s2) = 0 otherwise, where Co( ; ) is the covariance
function.

The recursive partitioning of the domain along with the block-independence assumption leads
to a natural interpretation of domain partitioning yielding a parent-child hierarchical structure.

In explicit, at each levelm =1;:::;M 1, we can view each regiom; ...,

----- Jm

as the parent of the

at level m + 1 contained within Dj,....;,, . Further, by block-independence,

..... Jm 1

"At level m = 1, there is region D;. At level m = 2 the set of regions is fD1.2;D1.39. At level
m = 3, the set of regions is fD 1.2.4;D1.2:5;D1:3.6; D1.3.:70. Finally, at level m = 4, the set of regions is
fD 1;2:4;8; D1;2;4;9; D1:2;5;105 D1:2;5:11; D1;3;6:12; D1;3;6;13; D1;3;7;14; D1;3:7;15 9. For example, in Figure 1.1, using the no-
tation from Equation (1.7), we can write D; = D12 [D 1.3
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at each level the GP within each regionDj .-

yyyyy Jm

is only assumed statistically dependent on its
parental hierarchy (i.e., all regions at coarser resolutions containind;j, ..., ). The computational
savings associated with the basis function representation of the GP is that instead of working
directly with the n  n covariance matrix, we can instead perform all the necessary calculations
for the approximation with r r matrices, often in parallel.

The goal of the M -RA's modeling strategy and assumptions is that the spatial eld can be
modeled as a linear combination of basis functions at multiple spatial resolutions plus a remainder
term. This will be formalized momentarily. The M -RA iteratively approximates the spatial eld
at each level where the approximation in each region is de ned in terms of a predictive process
[18]. At the coarsest resolution, we begin with a predictive process approximation oyg( ),

1(8) = E yo(s)jyo(QW) , s 2 D8. With this approximation in place, the remainder

2()=1[yo() 1()]ly is approximated using the predictive process again, assuming independence
across the regions in the partitioning at levelm = 2. This approximation process is repeated up
to level M assuming independence across all regions at each level where

m(=E m(i m(QM) and m()=[ m 1() m 1O)lm; GP(O;vm), m=2;:::;M. This

leads to the rst expression for the M -RA, similar to that given in [21, Section 2.3]:
ym()= 10)+ 200+ i+ m()+ wm: (1.8)

Katzfuss [21, Section 2.4] statedBecause the predictive process is a conditional expectation,
which is a projection operator, the predictive process m () is independent of the remainder
m() m()forall m=1;:::;M 1". We may therefore interpret the form in Equation (1.8) as
a weighted sum of orthogonal components.
It is often useful to think of the predictive process approximation for each region as being

expressed in terms of a linear combination of basis functions. In explicit, fos 2 Dj ...\, ;

pd
ym (S) = P (s)° fimim T odammin (8) S2Djmjy s (1.9)
m=1
where ... N (O Kjyiim) @and by, () = 0if S2Dj, ;. . The weight vectors | ..

are also assumed to be independent of the remainder being approximated at that leve( ). The

8We note that in this context is distinct from the as used in the previous context as the standard deviation of
the error term in Equation (1.2). This unfortunate abuse of notation is a result of maintaining consistency in both
standard spatial statistics notation and notation in [21]
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basis functions and inference for the weights are given by

Dijiim = V(S Qjyinim )y S2Djpim
K11;1:::;j w = Vm(Qjuiim s Qjuijm) (1.10)
Vm+1 (S1;S2) = Vm(S1;S2) bjl;:::;jm(sl)(kjl;:::;jm bjl;:::;jm(sz); $1,92 2 Djiim

where Vim+1 (S1;82) = Co(s1; s2) if s1;52 2 D,y a@nd Vi1 (S1; S2) = O otherwise. We may

----- Jm
interpret the form in Equation (1.9) as a weighted sum of spatial basis functions, where, as noted
in [21], \... the weights . are block-orthogonal in probability space, but two sets of basis

and by, .

----- I'm

_____ i m are only block-orthogonal in physical space if
= ?." Note that block-orthogonality of the weights means the sets of weights
for basis functions in di erent regions are independent, but the weights for basis functions within

a region are not.
1.3.1 Components of the M -RA Algorithm

After the hierarchical domain partitioning is constructed, the M -RA algorithm can be thought
of as consisting of two primary components: (i) computing the prior, and (ii) performing the
posterior inference. It is worth noting the rst component, \computing the prior", might be more
accurately described as computing the relevant covariances to set up the initial structure. The
former terminology is used in Katzfuss [21] and we maintain it here for consistency, with the
important caveat that this terminology misaligns with a Bayesian interpretation. The rst
portion of the algorithm works from the coarsest resolution to the nest resolution by, for each
region, computing the covariances between the knots and the knots at coarser regions that
contain it. Refer to Katzfuss [21, Section 3.1] for an in-depth description. In the second portion of
the algorithm, known as the posterior inference, the algorithm works from the nest resolution to
the coarsest resolution, learning the posterior distribution for the basis function weight vectors.
The details of the process are provided in Katzfuss [21, Section 3.2] based on results provided in

Katzfuss and Hammerling [32, Section 3].
1.3.2 Parameter Inference and Spatial Prediction

The M -RA can be used for both parameter inference and spatial prediction. Please see

Katzfuss [21, Sections 3.3, 3.4] for details. However, the main bene t of thé/l -RA is that both of
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these procedures can be carried out in a distributed manner. The log-likelihood can be written as
a sum based orr r matrices signi cantly speeding up computations. On the other hand, spatial
prediction within a region at the nest resolution only relies on quantities related to observations
within that region and quantities related to the region's ancestry. This ensures predictions can be

computed in parallel.
1.4 Methods for Massive Spatial Data and Vecchia's Approximation

The M -RA is far from the only approximation method proposed to tackle the \big n" problem
in spatial statistics. Many methods are closely related and interpreting them within a
comprehensive framework is useful. For this reason, we now emphasize how many current spatial
approximation methods, including the M -RA, can be viewed as special cases of one overarching
framework. A recent overview and comparison of methods for computing with large spatial data
is provided in Heaton et al. [14]. Currently, there is no panacea. Each of these methods possess
various attractive and detractive qualities, in part covered in [14], which could make many of
them more or less suitable on a problem-speci ¢ basis.

A uni ed framework for interpreting various current spatial methods as special cases has
recently been proposed by Katzfuss and Guinness [33]. This framework generalizes one of the
earliest proposed methods for approximating GPs by Aldo V. Vecchia, known as \Vecchia's
Approximation” [34]. Vecchia's idea was to replace the high-dimensional joint distribution with a
product of univariate conditional distributions that each only rely on a small subset of
observations. This has the bene t of reducing memory and computational costs. While Vecchia
originally only dealt with scalars, this method was generalized to vectors by Stein et al. [35].

The idea behind Vecchia's approximation is as follows. Lethg(i) = o(1;:::;i 1) be the
observed history of theith observation, with ho(1) = ?. Note that in a purely spatial setting (i.e.,
without a temporal component), the term \history" is a bit of a misnomer. In such cases, the
\history" is just other spatial locations. With reference to Equation (1.2), we assume we observe
the spatial process plus noisez; = y; + ";. We would like to evaluate the joint density of an

observed vectorz,. In an ideal world, this would amount to evaluating

Y -
f(zo)= T zijzn,)
i20
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Given this is not practical for n on the order of or above 16, Vecchia's approximation replaces
ho(i) with a subvector g(i) h(i). Often g(i) is chosen to contain indices corresponding to
observations \nearby in distance" to the ith vector of observations, although the meaning of these
changes depends on the model speci cation. We may write Vecchia's approximation of the

aforementioned density as

Y
1’O(Zo)=_ f zijzgu -

i20
The \General Vecchia" framework proposed in [33] enables conditioning on both latent and

observed variables. Recall thatS are the observation locations inD. Let Sj denote a vector ofr;

X =Yy [ zo be composed of the latent and observed variables. The General Vecchia approximation
is de ned as

\b
Bx) = xijXgg) (1.11)
i=1

where b is the number of subvectors inx. Each element ofx is either latent or observed, and so
we may write the approximation in Equation (1.11) as
| |
\% _ Y o
(x) = fYilYqi): Za.) f(zijyi) (1.12)
i=1 i2o0

where the rst term is the density of the latent variables given a subvector of latent and observed
variables, and the second term is the density of observation variables given latent variables. In the

conditioning vector on y;, j 2 g,(i) means thaty; conditions ony;, whereasj 2 ¢ (i) means that

an approximation of f (z,) we may do so by integrating Equation (1.12) over the latent vectory,
given as Equation 5 in [33].

A few existing methods can be viewed as special cases of the General Vecchia approach
including Standard Vecchia and its extensions [34, 35], Nearest Neighbor GPs [22], Independent
blocks [36], latent autoregressive processes of ordar (AR(m)), the Multi-resolution

Approximation [21], Full-scale Approximation (FSA) [37, 38], and the Modi ed Predictive Process
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(MPP) [39]. The authors note that both the FSA and MPP can be seen as special cases of the

M -RA, which in turn can be seen as a special case of the General Vecchia Approximation [33].
In particular, the hierarchical domain partitioning imposed by the M -RA induces q(i) for x;.

For example, in Figure 1.1, letD; = D. Using shorthand notation, at level m = 2, let fD »; D3g be

the partition of D1 into J = 2 regions. At level m = 3, let fD 4; Dsg be the partition of D3 and

fD 6, D79 be the partition of Dy4, and so on at levelm = 4. Then q(i)= fj : D; D jgand

ay(i) = q(i). That is, the conditioning vector consists of latent variables located within regions

above it in the hierarchical domain partitioning.
1.5 Concluding Remarks and the Remainder of the Thesis

The reader should now possess su cient understanding of the requisite knowledge for the
remainder of this thesis. With this background, we begin by exploring various implementations
for the M -RA spatial model in Chapters 2, 3, and 4. Section 2.1 introduces a serial
implementation, which will serve as a comparative baseline. We then create implementations
modi ed to exploit parallelism in di erent computational environments. Chapter 2 studies an
implementation designed for parallelism within local memory. In Chapter 3 we design an
implementation for distributed computing environments in order to leverage HPC infrastructure.
We examine spatial data of various sizes to investigate how the model performs across a range of
input sizes and understand the e ect of the distribution of observations at the nest resolution on
computational load balance. Pro ling this code motivates an extension of this approach in
Chapter 4, which addresses a signi cant computational bottleneck in distributed computing
environments and studies this extended implementation's improved performance. In Chapter 5,
the focus of the thesis transitions to a methodological development. Motivated by an important
scienti ¢ application, we develop tools to model sea surface temperature (SST) data at a global
scale accounting for nonstationarity within the M -RA framework. SST is a critical component of
oceanographic and climate modeling and so accurately modeling it at high resolution is of
primary scienti ¢ importance. The approach is generalizable to other nonstationary elds on the
globe, and the intent is to provide researchers tools and approaches for extending our methods to

their data.
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CHAPTER 2
FULL-LAYER PARALLEL IMPLEMENTATION AND COMPUTATIONAL ANALYSIS OF
THE MULTI-RESOLUTION APPROXIMATION

Modi ed from a Technical Report published by the NCAR Library °.

Lewis R. Blake'%1! Peter Simonsort?, Dorit Hammerling 12

Chapters 2, 3, and 4 describe implementations of theM -RA designed for various
computational environments ranging from personal computers to modern HPC facilities. Chapter
2 primarily describes work published in the NCAR technical note Parallel Implementation and
Computational Analysis of the Multi-Resolution Approximation [40] with Peter Simonson and
Dorit Hammerling as coauthors. Chapter 3 primarily describes work published in the NCAR
technical note A Shallow Tree Multi-Resolution Approximation for Distributed and
High-Performance Computing Systemg41] with Huang Huang, Brian Vanderwende, and Dorit
Hammerling as coauthors. Pro ling this code motivates an extension of this approach, which
address a signi cant computational bottleneck. The improved implementation, called the
Deep-Tree approach, is described in Chapter 4 and based on the NCAR technical repofithe
Deep-Tree Approach: An Improved Parallel Matlab Implementation of the Multi-resolution
Approximation for Massive Spatial Data on High-Performance Computing Systemg42]. There is

some cross-over between these chapters and their respective focus.
2.1 Serial M-RA

A serial implementation of the M -RA was implemented by Drs. Dorit Hammerling and
Matthias Katzfuss and tested against other spatial models as part of a case study in Heaton et al.
[14]. The case study showed théVl -RA to be one the most computationally e cient and accurate
approaches available in cases where direct kriging for prediction and parameter estimation is not

possible.

9Reprinted with permission of NCAR Library.

10 Graduate student at the Colorado School of Mines

1 Primary researcher and author

2Data Scientist, Business and Information Technology Solutions - Al/ML R&D, CACI International Inc.
13 Associate Professor, Department of Applied Mathematics & Statistics, Colorado School of Mines
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The implementation works by assigning each region in the hierarchical domain partitioning a
sequential index, and then computing each component of théV -RA algorithm sequentially by
looping through these indices in order. Local memory is used to for all computations. This serial
implementation is best suited in cases where direct prediction and parameter estimation is not
feasible, however data demands are still relatively small (e.9.0(10°)). The serial implementation
is used as a comparative baseline for earlier parallel implementations of thil -RA such as in

Blake et al. [40]. The code is available athttps://github.com/lewisblake/MRA-Serial
2.2 Abstract

We design and implement a parallel version of the multi-resolution approximation (M -RA)
and analyze its computational performance for large spatial data sets. Our parallelization extends
to calculating the prior distribution, posterior distribution, and spatial prediction. We provide an
overview of the M -RA model and our implementation. A detailed description of our codebase and
schematics are included for ease of reference. In an e ort to identify e cient model con gurations
for data sets of various sizes, we perform timing and memory pro ling studies, including
benchmarking against our serial implementation. To test the scalability of our model, remote
sensing data of Sea Surface Temperature (SST) recorded by NASA's AMSR-2 and MODIS
satellite instruments on the order of 2.4 million and 2.7 million observations, respectively, are
used. We show that there is a trade-o0 between memory consumption and runtime for both
smaller and larger data sets. Often utilizing more workers will reduce runtimes in exchange for
larger memory requirements associated with parallel computations. These ndings highlight the
necessity for carefully selecting the model and parallel set-up con gurations as a function of the

data size and the computational infrastructure.

2.3 Model Implementation

Our Full-Layer Parallelization implementation of the M -RA (FLPMRA) was programmed in
Matlab to take advantage of the Parallel-Computing Toolbox and fast matrix manipulations.
The required toolboxes are the Statistical Computing Toolbox and the Parallel-Computing

Toolbox. The codebase was adopted from the seridyl -RA model described in Section 2.1 and
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modi ed to run in parallel. The serial M -RA codebase executed the algorithm e ectively,
however we sought to apply theM -RA to larger data sets and improve computational e ciency.
Since theM -RA at each level assumes block-independence between partitions, this results in
computational processes at each level that are embarrassingly parallel in nature. Th#l -RA
algorithm as a whole, however, does not constitute an embarrassingly parallel process.
Throughout, notation from Katzfuss [21] will be used interchangeably with their equivalent

variables names in the codebase. However, an import di erence between our notation and the

presented asM in Katzfuss [21] corresponds toM + 1 in our model. This is as a consequence of
programming the model in Matlab  where array indices start at 1, which is re ected in the
codebase. Table 2.1 contains some commonly used notation in Katzfuss [21] and their associated

codebase variable names.

Table 2.1 Frequently referencedM -RA variables, their associated codebase variable hames, and a
short description.

Literature Notation \ Codebase Notation\ Description
M NUM.EVELSM Maximum number of levels to partition D.
J NUMPARTITIONS Number of partitions for each region.
r NUMKNOTS Number of knots in each region for levelan =1;:::;M 1.
theta Vector of parameters for covariance functionC.

Restrictions are imposed in ourM -RA implementation for computational e ciency,
mathematical bene t, and desired applicability that are not necessary in the formal derivation of
the model. To begin with, we assume that the domain of interest is two-dimensional (i.e.,

D R?). For simplicity's sake, we make the restriction that the number of sub-partitions,
NUMPARTITIONS, be either 2 or 4. By doing so, we preserve spatial dependence between them
at as many levels as possible. By construction of théM -RA , for s3;s, 2 D, the quality of the
covariance approximation depends on the smallest partition that contains the two observations,

beyond which they are assumed to be statistically independent. 1fJ were quite large at levels

the block-independence assumption, too much spatial dependence between locations would be
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lost. That is, locations would share dependence at a fewer number of levels than is desirable,
resulting in any dependence between them being poorly approximated. See [21, Section 2.4] for

further details.
2.4 Computational Modes

Our FLPMRA implementation consists of three computational modes: likelihood
optimize , and prediction . The likelihood routine calculates the log-likelihood for a given set
of parameters. Theoptimize routine uses the built-in fmincon function to optimize over the
parameter space de ned by upper and lower bounds given for. The prediction routine
conducts prediction over a given prediction grid for a given set of parameters. Theptimize
mode can be thought of as a repeated implementation of théikelihood mode over the
parameter space and then, once a local minimum has been found, executing tipeediction

mode. Thelikelihood and prediction modes are two di erent operations.
2.5 Building the Structure

In order to meet the M -RA working assumption of a zero-mean GP, prior to conducting any
of these modes, a spatial linear model is t to the data. Having centered the data at zero, the
model then utilizes build _structure to build the hierarchical structure of partitioning and
sub-partitioning the domain as well as placing the knots within each region. At each level,
build _structure partitions the domain along the longest side of each subregion. In our
implementation, we build the hierarchical structure storing all relevant information for a
particular subregion in cell arrays, indexed by a continuous index for each subregion. As a result,
these cell arrays are of sizdM 1. Storing these arrays presents a computational limitation.

Once the structured domain has been produced, we can move forward to thil -RA analysis.
2.6 Creating the Prior Distribution and Posterior Inference

The M -RA algorithm itself can be thought of as consisting of two major components: creating
the prior distribution and computing the posterior inference. In creating the prior distribution,
the algorithm works from coarsest to nest resolution (starting at m = 1, and going until m = M)
calculating the prior quantities given by Equation 5 and Equation 6 in Katzfuss [21]

(implemented within MRA.nty the create _prior function). Of particular interest is computing
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the covariance of the knots within a subregion and the knots of the parental hierarchy (that is, all
subregions at coarser resolutions containing that subregion). Recall that theM -RA assumes
block independence across partitions at a given level. So in creating the prior distribution, we are
only concerned with partitions at coarser levels that contain a given partition at a ner level, and
then computing the covariance between those knots at di erent resolutions. In our
implementation, this procedure is parallelized. See Katzfuss [21, Section 3.1] for more details.
Once the M -RA algorithm has reached the nest resolution of the prior distribution (level
M), the observations enter the algorithm; speci cally, the knots within each subregion at the
nest level are set to be equal to the observation locations within that subregion. With the knots
at the nest resolution, M, set to the data, the M -RA algorithm now works from second- nest
resolution to coarsest resolution (that is, fromm = M 1 to m = 1), weighting the structure (i.e.,
calculating the conditional posterior distributions of the weight vectors for the basis functions)
and covariance matrices by means of thgosterior _inference function. This is computed by
means of Equations 7, 8, 9, 10, and 11 in Katzfuss [21, Section 3.2]. After thd -RA algorithm
has worked from coarsest resolution to nest resolution to create the priors, and then from nest
to coarsest resolution to compute the posteriors, the approximation of the spatial eldyg() is

fully determined and the analysis is complete.
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Figure 2.1 Graphical representation of creating the prior in the full-level parallelization technique.
lllustrated here by going left-to-right and then top-to-bottom. Calculations within each purple
region are computed in parallel. Image credit to Sophia Chen.

23



2.6.1 Outputs

Di erent structures and plots are returned depending on the computational mode. For the
prediction and optimize modes, the output is a.mat le with the M -RA spatial prediction
results. Moreover, if the boolean variableplotting is set to 1, three plots are also produced
corresponding to the ground truth, predicted values, and the prediction variance. If computing on
a remote server without a graphical user interface (GUI), saving these images produced imain.m
will be needed. Saving the plots produced can be accomplished by uncommenting tlsaveas()
command underneath each gure within main.m. If saving large plots using this method still fails,
slicing into the desired vectors and plotting only a subset of the data may be required. When
computing the likelihood = mode, the log-likelihood for a given set of parameters is calculated
and printed in the command window.

A signi cant bene t of the M -RA is that it lends itself to execution in a distributed
computing environment. For this reason, the creation of the prior, posterior inference, and spatial
prediction in this codebase were designed to run in parallel. The serial implementation of the

M -RA is used as a comparison throughout.
2.7 Codebase Structure

Figure 2.2 is a visual representation of the codebase and how functions therein relate to each
other. The software implementation has three modules. Themain.m script runs these modules in
the appropriate order. Within main.m, the three modules have responsibilities of loading the data
from the data source, building the recursive partitioning structure of the model, and performing
the M -RA analysis. All three computational modes (i.e., likelihood , optimize , and
prediction ) utilize the data loading and structure building modules. Then, depending on the
computational mode being executed, aswitch clause within main.m determines which mode to
execute. Within each of these modes variable inputs are given to th&RAunction speci c to that
mode. For instance theprediction mode requires the prediction locations in order to execute
whereas thelikelihood routine does not. Thelikelihood and prediction modes further di er
in the M -RA module in that the likelihood mode does not execute theredict function. See
[40, Appendix A] for a description of M -RA functions and [40, Appendix B] for a description of

the codebase objects.

24



— > |oad_data.m } Load the data

’—> create knots.m
create partition.m

. - —» -
main.m ——> build _structure.m > Build the structure

nd _index.m
\—> nd _parent.m

I—» nd _ancestry.m

—_—> MRA.m —>  createprior.m

>Perform M -RA analysis
———— posterior_inference.m

S ——— predict.m

/

Figure 2.2 M -RA codebase owchart. From left-to-right are function layers, indicated by various
colors. Functions are called by their parent in order from top to bottom. Heuristic descriptions
are given in brackets on the right.

2.8 User Input
2.8.1 Required Inputs

Most of the user input can be speci ed within main.m. To begin with, the dataSource is set
with a string. For the two data sets included with this codebase, the options fordataSource are
satellite  and simulated . These correspond to cases in thewitch clause within load _data.m.
Speci cation of the calculationMode is also done within main.m. The three types of
computation modes, given bycalculationMode , that our M -RA implementation can execute are
prediction , optimize , and likelihood

Next, within main.m, the user must specify a boolean variableplotting , to indicate whether

the M -RA should produce plots when conducting theprediction or optimize routines. The
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user must also specify the total number of levelsNUM.EVEL3V the number of partitions in a
subregion: NUMPARTITIONS, number of knots per partition: NUMKNOTS, and an edge bu er:
offsetPercentage

As an aside, the computational speed and accuracy of th#1 -RA model depends in large part
on the parameter NUMKNOTS. In fact, most of the inference is done by working withr r
matrices and therefore adjustingNUMKNOTS has a large in uence on performance. Knot
placement has been well studied in spatial statistics. In this codebase, knots are placed rather
simply, as a grid within each subregion. Calculation of the number of knots in both thex and y
directions takes place within build _structure.m and creation of the knots takes place within
create _knots.m within a subregion. For example, setting the NUMKNOTS$ to 64, forms a8 8
grid of knot locations within each subregion. Letting r take values that are not a square number

p

results in a knot grid whichis " r b (r=dp re)c, whered eis the ceiling function and b cis the

oor function.
2.8.2 The Parallel Pool

The parallel pool (collection of workers) is started at the beginning of themain.m script with
the parpool command. This command will launch a parallel pool based on the default preference
settings. A speci ¢ number of workers is set by the callparpool(nWorkers) where nWorkers is a
positive integer (e.g., parpool(8) ). For further reference please see
https://www.mathworks.com/help/distcomp/run-code-on-parallel-pools.html . In most

cases, parallel computation is desirable for large data sets where there is su cient memory.
2.8.3 Prediction Grid

The prediction mode allows users to make predictions oyp( ) at spatial locations within the
domain. The M -RA selects only those locations where there are observations for the analysis and
then predicts over the prediction grid. The set of prediction locations, SP, can be given to the
M -RA by specifying the number of grid points in the x and y directions using nXGrid and nYGrid
in main.m. The prediction mode will then make predictions over the spatial grid determined by

those values.
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Alternatively, the user can supply custom prediction locations to the M -RA by declaring the
predictionVector in load _data.m to be a supplied object. The variablepredictionVector
takes two vectors as arguments which correspond to the& locations andy locations for prediction.
Each row of predictionVector is a tuple consisting of two-dimensional coordinates of the

locations at which to predict.
2.8.4 Inputting Data

When applying the M -RA to a user supplied data set, the user must specify the type of data
being used and the le path in load _data.m. Relative le paths are used for the two data sets
provided with the codebase. User supplied data in other folder locations can be loaded using
absolute le paths. In order to use a di erent data set, a new case within the switch clause must
be added with the case given as a string, a le path to the data set within theload function.
Additionally, for a user supplied data set, appropriate values fortheta and varEps (the
parameters for the covariance function and the measurement error variance) should be declared
if they are known. If these values are not known, they can be given lower and upper bounds
within the switch clause ofmain.m and then estimated using theoptimize routine. To load a
user-supplied data set, theswitch clause case string must match the string given todataSource
in main.m. The rest of load _data.m assumes that the data set is in matrix format and has
columns corresponding to latitude, longitude, and observations. If errors for a particular data set
are not known, they can be dropped and rather a constant variance across observations, given by
varEps, can be used instead. Data stored in other formats, such as a table, can be handled but

must be coerced into thedata matrix in load _data.m.

2.9 Data sets
2.9.1 Small Data Tested in Heaton et al. (2019)

Two smaller data sets are included with the codebase namely the \Small Satellite Data" and
the \Small Simulated Data" which each contain about 150,000 data points of daytime land
surface temperatures. Both data sets will be referred to by their aforementioned names
throughout. These data sets were originally used for the comparison study in Heaton et al. [14]

and retained here for timing comparisons on smaller data sets. Both the Small Satellite Data and
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the Small Simulated Data have latitudes ranging from 34.30 to 37.07 and longitudes ranging from
-95.91 to -91.28. Within this domain, the mean observation for the Small Satellite data is 44.54
degrees Celsius with a sample standard deviation of 3.97. The mean observation for the Small
Simulated Data is 43.48 degreed Celsius with a standard deviation of 3.30. See Heaton et al. [14]
Section 3 for a more complete description of these data sets. For the purposes of testing the

M -RA , only the Small Satellite Data is used in the timing study.
2.9.2 NASA Sea Surface Temperature Data

To test the scalability of the Matlab implementation of the M -RA to large geospatial data
sets, data from NASA's Physical Oceanography Distributed Active Archival Center (PO.DAAC)
is used (ttps://podaac.jpl.nasa.gov/ ). These data sets contain the retrieval of Sea Surface
Temperature (SST) from the AMSR-2 instrument with a 25km resolution [43] and the MODIS
instrument with 1km resolution [44]. We considered the data available for one day: October 15,
2014. Since the satellites complete two orbits within this time frame, the les contains both
nighttime and daytime SST, however for simplicity's sake, we only considered the data
corresponding to daytime observations. The daytime October 14, 2105 AMSR data has
n = 2;441; 405 observations with latitudes ranging from -66.15 to 82.78 and longitudes ranging
from -179.00 to 180. The mean SST is 289.50 degrees Kelvin with a sample standard deviation of
9.91 degrees. This data will be referenced as AMSR throughout this paper. The MODIS data has
n = 47;567, 759 observations with latitudes ranging from -67.26 to 83.84 and longitudes ranging
from -180 to 180. The mean SST over this domain is 292.96 degrees Kelvin with a sample
standard deviation of 9.47 degrees. This data will be referenced as MODIS throughout. Both
data sets contain eight columns labeled “bias', “error', “lats', “lons', “night', “quality’, “sst', and
“utc'. Table 2.2 contains descriptions and notes for both the AMSR and MODIS data variables.
Figure 2.3 and Figure 2.4 are plots of the AMSR and MODIS observations.

The data are obtained in binary format. A Python script transfers the binary les into
Python objects and then exports them as a.csv le. Once in .csv format, it is converted into a
Matlab table to be more e ciently stored. The tables are then parsed in Matlab to a sub-table
corresponding to day and night measurements. Finally, redundant data-points (i.e., those with

duplicate latitude and longitude values) are removed.

28



Table 2.2 AMSR and MODIS data variables and their descriptions.

data set Variable \

Description

Notes

“bias' Amount of error that can be at- | Additive for each measurement/re-
tributed to systematic error. trieval.  Estimated by comparing
data to buoys.
“error' Square root of the measurement error| Estimated by comparing data to
associated with each data point. buoys.
“lats' Observation latitudes.
“lons' Observation longitudes.
“night' Flag set to either O or 1. Indicates whether the measurements
were taken at nighttime or daytime.
“quality’ Flag ranging from 1 to 5. This ag indicates the quality of
the measurement. Observations with
lower quality ags could be the result
of cloud-cover or other factors inter-
fering with measurement.
“sst' Column of Sea Surface Temperature Measured in degrees Kelvin.
(SST) observations.
“utc' Coordinated Universal Time of the | UTC for October 15, 2014 ranges
measurement. from 1413331200 to 1413417599.

Figure 2.3 AMSR SST data for daytime October 15, 2014.
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Figure 2.4 MODIS SST data for daytime October 15, 2014.

2.10 Timing Studies

We study how changing both usable memory and number of commissioned cores across
computational platforms a ect execution time. Moreover, we wish to develop a framework for
optimal M -RA execution for data sets of various sizes. Presented are experimental results for our
M -RA implementations with di erent data sets on computing systems with di erent amounts of
available memory and processing speed. For a particular computational routine and given number
of workers, the model is run multiple times in order to assess runtime variability. Throughout, an
exclusive node (that is, a node with no other jobs running on it) is used in order to ensure that
the entire resources of a given node are available. By doing so, we obtain runtimes that are not

a ected by competing computational tasks.
2.11 Parallel Processing Environments

We desire to evaluateM -RA performance across computing systems ranging from personal
computers to high-performance computer (HPC) systems. To do so, we test on three di erent
computing systems and associated parallel processing environments: a personal computer,

Cheyenne HPC regular memory nodes, and Cheyenne HPC large memory nodes.
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On a 2012 Apple MacBook Pro personal computer with a 2.3 GHz Intel Core i7 processor and
8GB of RAM, the parallel processing environment consists of four workers, one for each available
core. Given these hardware limitations, only the Small Satellite Data is tested withMatlab
2018a.

We are particularly interested in scaling our M -RA to larger data sets and make use of
NCAR's Cheyenne HPC. Cheyenne is a 5.34-peta ops HPC platform built by Silicon Graphics
International Corporation (SGI) and funded by the National Science Foundations located in the
NCAR-Wyoming Supercomputing Center (NWSC). Cheyenne consists of 145,152 2.3-GHz Intel
Xeon E5-2697V4 (Broadwell) processors (16 ops per clock) in 4,032 dual socket nodes with 36
cores per node and a combined 313TB memory. The main system consists of 3,186 \regular"
nodes with 64 GB memory, and 864 \large memory" nodes each with 128GB memory
(https://www?2.cisl.ucar.edu/resources/resources-overview ).

On Cheyenne, for the purposes of comparison, we make use of both types of nodes. On each
type of node, various number of workers are commissioned. Tests are replicated ve times in
order to assess run-time variability. The parallel processing environment on Cheyenne consists of
a single node using theMatlab Parallel-Computing Toolbox (PCT) license. The PCT allows
parallel processing on multiple CPUs or GPUs on one machine with one instance d¥latlab
running. On Cheyenne, theM -RA is run using Matlab 2018a and we investigate how the
number of cores used a ects performance.

As will be shown, it is not necessarily advantageous to utilize all workers requested on a node.
Utilizing more workers on a node requires portioning memory to each worker regardless of
whether they are allocated computations to perform. If the computations are memory
constrained, workers must also compete with each other for memory as it becomes available,
resulting in runtime spent on communication between the client and workers and some workers
being unable to perform computations e ciently due to lack of available memory. The e ect of

the number of workers commissioned on memory utilization is studied in [40].
2.12 Small Satellite Data Timing Study

In this portion of the timing study we set J =2, r =64, and M = 9. Tests were performed in

serial as a baseline for runtimes and then in parallel for comparison. We test both our serial and
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FLPMRA implementations on computational platforms with increasing numbers of workers and
di erent Cheyenne node types. Where running theprediction mode, the prediction grid is set to
be a 200 200 grid. Table 2.3 summarizes the results for both the serial and parallel

implementations.

Table 2.3 Summary of the timing results for the serial and FLPMRA using the Small Satellite
Data on both a personal computer and the Cheyenne supercomputer. The names of thd -RA
modes are given in bold. Each mode was run ve times in serial and for a given number of
workers (denoted byw). The mean runtime for each mode is given in seconds and its sample
standard deviation in parenthesis.

Likelihood Optimize Prediction

Personal Computer

Serial 8.62 (0.24) 686.94 (5.24) 13.34 (0.24)
w=4 12.64 (0.26) 655.57 (4.48) 17.61 (1.85)
Regular Cheyenne Node
Serial 6.75 (0.20) 474.91 (2.08) 9.88 (0.23)
w=4 6.16 (0.18) 398.06 (7.53) 7.81 (0.05)
w =12 4.81 (0.04) 228.67 (2.17) 5.59 (0.06)
w =24 5.00 (0.09) 213.80 (2.15) 5.77 (0.06)
w = 36 5.48 (0.05) 223.98 (2.28) 6.18 (0.06)
Large Memory Cheyenne Node
Serial 6.64 (0.15) 468.32 (2.29) 9.79 (0.34)
w=4 6.08 (0.04) 392.07 (6.74) 7.81 (0.10)
w =12 4.74 (0.05) 223.50 (2.18) 5.57 (0.07)
w =24 4.98 (0.06) 206.76 (2.74) 5.59 (0.08)
w = 36 5.36 (0.04) 214.16 (1.96) 6.05 (0.06)

As can be seen in Table 2.3, for the serial implementation, increasing processor speed
signi cantly decreases run-times acrossM -RA modes whereas increasing available memory
facilitates only a small decrease in runtime. This is evident from the di erences between the
personal computer and Cheyenne timings. The relatively small di erence in timings between the
regular memory node and the large memory node is to be expected, since the execution is not
memory-limited. Interestingly, although the likelihood mode shows shorter execution times in
serial than in parallel with w = 4 workers, the optimize mode consistently executes faster in

parallel than in serial.
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For the parallel implementation, runtimes between the regular and large memory nodes are
e ectively the same within each M -RA mode, with execution times on the large memory nodes
being slightly shorter. That is, increasing the amount of memory available to all the workers does
not have a signi cant e ect on runtime performance, which is to be expected as there is no
change in processing power between the two types of nodes and the computation is not memory
limited. On the other hand, increasing the number of workers available in the parallel inference
did decrease the run time, indicating that for smaller data sets, increasing the number of workers
can bene t runtimes until a certain threshold is reached. In this case test, employingw = 24
workers consistently has the shortest runtimes. This suggests that, at least for smaller data sets,
there is little bene t gained by increasing the number of workers past a certain threshold. Further
experiments to investigate this hypothesis can be found in Section 5.4.

When pro ling the M -RA on a local machine over the small data sets, we nd that the most
computationally intensive functions are the parfor -loops used for the creation of the prior and
posterior inference found iINMRA.nand create _prior.m . The expense associated with the
parfor -loops is a result of the parallel implementation and the expense associated with calling
the evaluate _covariance function is due to evaluating the exponential function repeatedly.
Further pro ling reveals most of this computational expense is a result of \self-time" (calling
built-in Matlab  functions, communication overhead between the client and workers, etc.), which

indicates that they are running about as e ciently as possible.
2.13 NASA Sea Surface Temperature Data Timing Studies

Due to the large size of the AMSR and MODIS data, a timing study can only be performed on
Cheyenne. We study how changing the number of workers available a ected -RA runtime
performance.

We begin by testing the serial and parallel implementations of theM -RA over both data sets
(or subsets thereof) for daytime October 15, 2014 with thelikelihood and prediction modes.
The serial implementation (denoted \Serial" in Table 2.4) and the parallel implementation
(denoted by the number of workers usedw) of the M -RA are tested. The likelihood and
prediction modes are run on both the large memory and regular Cheyenne nodes using the

PCT. The optimize mode is not tested as it is essentially a repeated application of the
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likelihood routine, and runtimes are largely dependent on the upper and lower bounds de ned
for the parameter space search.

We choose to run theM -RA over subsets of the AMSR and MODIS data in order to evaluate
runtimes at increasing data sizes. The entire AMSR daytime data set consists of = 2;441; 405
observations on a 25km scale whereas the entire MODIS data set consists of= 47;567, 759
observations on a 1km scale. To create a subset of the data of proportiorek, every k" data point
is selected. For example, inMatlab , observations = observations(1:2:end); would create
a 1=2 subset of the data. By doing so, the domains between data sets remain fairly consistent,
while the density of observations between them varies. Throughout we setheta = [2.117,1];
and varEps = 0.001 as determined by running the optimize routine over the 1=10 AMSR data.

Where the prediction mode is tested, the prediction grid is set to be a 200 200 grid.
2.13.1 1/2 Subset AMSR Data Timing Study

Table 2.4 summarizes results of running theM -RA over a 1=2 subset of the AMSR data in
serial on both the regular memory and large memory Cheyenne nodes. For these tests, we set
J=2,r=64,and M =13.

Table 2.4 Summary of the results for theM -RA using 1/2 the AMSR data (n =1; 220 703).

Tests run in serial are labeled \Serial" whereas parallel tests are labeled by the number of workers
commissioned (denoted byw). Where the M -RA execution was possible, each test was run ve
times. The mean run time for each mode is given in seconds and its sample standard deviation in
parenthesis.

Likelihood Prediction
Regular Cheyenne Node
Serial 155.67 (2.49) 178.70 (1.60)
w=12 Insu cient Memory Insu cient Memory
w =24 Insu cient Memory Insu cient Memory
w = 36 Insu cient Memory Insu cient Memory
Large Memory Cheyenne Node
Serial 153.99 (2.76) 178.75 (1.91)
w=12 89.13 (0.51) 105.04 (0.94)
w =24 88.99 (0.50) 105.48 (0.99)
w = 36 88.91 (0.38) 102.30 (0.71)
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From the tests performed on half the AMSR data, it appears that for the speci ed parameters
(M =13, J =2, and r = 64), our parallel implementation's memory requirements result in fatal
executions of the regular memory nodes. On the large memory nodes there is little-to-no bene t
gained by increasing the number of workers fromw = 12 to w = 36. This is likely because as the
number of workers increases, portions of available memory must be allocated to the workers
regardless of whether they are assigned computations. Additionally, workers must compete with
each other for memory as it becomes available resulting in diminished bene t due to ine cient
resource allocation.

An important question is to determine the e ect of how the number of levels, M, and the
number of knots, r, a ect runtime. In order to investigate the runtime behavior of the M -RA
about the runtime minimums observed, we test various settings forM and r over half the AMSR
data with 36 workers. Each test is run ve times. Results are summarized in Table 2.5.

Table 2.5 M -RA likelihood mode runtime performance for di erent values of M and r over 1=2
AMSR data on a large memory node with 36 workers. Where execution is nonfatal, each test is
run ve times. Execution time means are given in seconds and its sample standard deviation in
parenthesis.

rnM | M =12 M =13 M =14
r=49 | 45.19 (0.41) 57.57 (0.69) 109.52 (1.57)
r =64 | 56.69 (0.41) 87.52 (1.11) 185.42 (5.90)

r=81 | 75.38 (0.70) 133.54 (1.37) Insu cient Memory

In only one con guration (setting M = 14 and r = 81) was computation not possible over the
1=2 AMSR data set. Table 2.5 demonstrates that increasing eitheM or r generally increases
runtime, however increasingM has a more signi cant increase on runtime than increasing. The
more signi cant runtime increase associated with increasingM is a result of the number of
partitions at each level growing as a power of). For instance, in this test with J = 2, when
M =13, there are JM 1 =212 =24:0096 partitions at the nest level. By holding J constant and
increasingM to M = 14, there are JM 1 =213 =8:192 partitions at the nest level, resulting in
nearly a double in execution time where evaluation was possible.

Recall that most of the M -RA inference depends on calculations withr  r matrices.

Increasingr consequently increases the size of the matrices calculations are performed with.
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Results from Table 2.5 show that while increasingr does increase runtime, it does so less

signi cantly because adjustments ofr occur on a ner scale. That is, while small adjustments in
M increase the total number of partitions as a power ofl, r takes on square integer values. As to
be expected, holdingM constant, roughly doubling r results in roughly doubling the runtime, as

consequently, calculations are performed with matrices that are roughly four times as large.
2.13.2 Entire AMSR Data Timing Study

Here we test our FLPMRA implementation over the entire AMSR data set with
n = 2;441; 405 observations. For these tests we sé¢l =14, J =2, and r =49. We run the
likelihood mode over the entire AMSR data in serial and in parallel on a large memory

Cheyenne node. Table 2.6 summarizes the results. Each test is run ve times.

Table 2.6 Summary of theM -RA timing results using the AMSR data (n = 2;441; 405). Tests
run in serial are labeled \Serial" whereas parallel tests are labeled by the number of workers
commissioned (denoted byw). Each test is run ve times. The mean run time for each routine is
given in seconds and its sample standard deviation in parenthesis.

Likelihood Prediction

Large Memory Cheyenne Node

Serial 321.22 (4.12) 363.28 (4.34)
w =12 135.75 (0.85) 160.99 (2.67)
w =24 136.67 (2.91) 160.47 (3.70)
w = 36 143.52 (3.00) 169.10 (5.20)

Again, we see that the FLPMRA has lower execution times where it is possible to execute the
M -RA in parallel, given the available memory. Here, using fewer knots reduces the memory usage
su ciently to allow successful execution, but also approximates the spatial eld with fewer basis
functions. Interestingly, increasing the number of workers deployed increases runtime, in contrast
to previous results from the Small Satellite Data. This is likely due to encountering memory
constraints in execution. It is known that employing more workers increases memory overhead.
Tests in Table 2.6 demonstrate that employing more workers can increase runtimes when
computation is memory-limited. We test the limits of this observation in the following timing

study.
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2.13.3 1/17 Subset MODIS Data Timing Study

Here we test theM -RA over a 1=17 subset of the MODIS data withn = 2;798 104
observations using thelikelihood and prediction modes. We holdM =14, J =2, and r =49

constant. Table 2.7 summarizes the results. Each test is run ve times.

Table 2.7 Summary of M -RA timing results using 1=17 MODIS data (n = 2;798 104). Tests run
in serial are labeled \Serial" whereas parallel tests are labeled by the number of workers
commissioned (denoted byw). Where execution is nonfatal, each test is run ve times. The mean
run time is given in seconds and its sample standard deviation in parenthesis.

Likelihood Prediction
Large Memory Cheyenne Node
Serial 463.67 (8.37) 513.71 (7.28)
w=12 191.92 (2.96) 218.16 (7.61)
w =24 171.17 (2.72) Insu cient Memory
w =36 Insu cient Memory Insu cient Memory

As can be seen in Table 2.7, the FLPMRA hastens thdikelihood runtime with w =12 and
w = 24 workers. Alternatively, employing w = 36 workers results in fatal execution for
n = 2;798 104 observations on a large memory node. Utilizingv = 12 workers hastens
prediction runtimes in comparison to the serial implementation, however there is insu cient
memory available to execute in parallel withw = 24 and w = 36 workers. It appears we have
found the limit of parallel computation in this processing environment. As a side remark,
successful FLPMRA execution of thelikelihood and prediction modes using the £17 MODIS
data set was possible on a Dell personal desktop with 32GB memory, two Intel Xeon processors at
2.33 GHz, running Windows 10. This indicates that memory swapping may facilitate similarly
sized computations on smaller machines where there is disk space. We examine the e ect of

increasing the number of workers on memory consumption and runtime in the following section.
2.14 Memory Pro ling Tests

The timing studies described in sections 5.1 - 5.3 involved measurements of a single metric
(total execution time) over multiple replicates of various data sets/model con gurations, in order

to gain insight into the total processing burden required by the code in these con gurations.
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These studies, however, do not investigate other aspects of computational expense which may also
be of interest (e.g. memory use), nor can they identify which phases of the codebase execution
(i.e. which part of the overall algorithm) may be the most costly, in either time or memory.

Pro ling the memory use over the execution of the algorithm (that is, tracking how memory
use changes during execution, rather than simply logging terminal memory use) can be useful
when attempting to identify portions of the code that should be examined for potential
improvement. Additionally, the ability to see the actual memory use during execution of a
particular con guration is helpful when considering the feasibility of similar executions on other
computational platforms (e.g. pro ling studies performed on a high performance computing
platform can inform decisions about whether a similar volume of data and model con guration
should be attempted on a personal laptop). To investigate this aspect of computational expense,
a series of memory pro ling tests were performed on theM -RA codebase in various computing
environments, processing modes, and data volumes.

It is worth noting that these pro ling tests are more labor intensive to perform than the base
timing studies, requiring generation, reconciliation, and analysis of two lengthy data streams
(speci cally, a memory use time series and a timestamped program process log) for each pro le
run. In contrast, a base timing study generates only a single value (total duration of execution)
for any particular trial. This is the chief reason why the pro les described in this section are not
run on as full and varied a set of data sets/model con gurations as the base timing studies

described earlier.
2.14.1 Standard Cheyenne Node Memory Use Study, 64 Knots

A pro ling study was performed on an individual Cheyenne standard computing node on
serial and parallel executions (in the single-node Parallel Computing Toolbox schema). The tests

followed the following process:

1. An interactive session on a single compute node was initiated (via the request
gsub -l -l select=1:ncpus=36:mpiprocs=36 -l walltime=03:00:00 -q regular -A

project _code).
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2. An additional connection to the interactive session was established in a second terminal via

ssh.

3. Atime-stamped memory logging bash script (based on thdree command) was started in

one terminal, with output piped to a text le.

4. The M -RA code to be tested was executed (in likelihood computation mode) in the other
terminal (the code was modi ed to include timestamp outputs at important process

milestones).

5. When the M -RA code was complete, a log of the terminal output from theM -RA terminal
(with the process milestone timestamps) was exported, and the memory logging script from

the other terminal was killed.

6. The memory logs were imported into a spreadsheet program, reconciled with the milestone

logs, and used to create plots, which were then annotated.

The testing scenarios used subsets of the AMSR data set, with the resolution determined by
the find _numlevels _suggested function, given the subset size and a xed knot and partitioning
schema ¢ = 64, J = 2). The various scenarios and con gurations are summarized in Table 2.8.
Testing scenarios marked with * in Table 2.8 did not successfully run to completion (due to

memory overruns during the computation of the nest level prior).
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Table 2.8 Standard Compute Node Memory Pro le Study Test Con gurations

Test Environment | Workers | AMSR Fraction | Sample Size (1) | Resolution (M)

Serial NA 1/10 244,141 12

Serial NA 1/5 488,281 13

Serial NA 1/4 610,353 14
Serial* NA 1/2 1,220,705 15
Parallel 2 1/10 244,141 12
Parallel 3 1/10 244,141 12
Parallel 4 1/10 244,141 12
Parallel 8 1/10 244,141 12
Parallel 12 1/10 244,141 12
Parallel 24 1/10 244,141 12
Parallel 36 1/10 244,141 12
Parallel 2 1/5 488,281 13
Parallel 3 1/5 488,281 13
Parallel 4 1/5 488,281 13
Parallel 8 1/5 488,281 13
Parallel 12 1/5 488,281 13
Parallel 24 1/5 488,281 13
Parallel 36 1/5 488,281 13
Parallel* 2 1/4 610,353 14

2.14.2 Serial Tests

An example plot of memory use over time, annotated with program progress, is provided
below for the serial execution over the ¥4 subset (Figure 2.5). This particular pro le (taken over
a relatively large sample of the AMSR data, with an associated high resolution level) clearly
illustrates the changes in memory allocation rate that occur during the prior calculations. The

other serial executions are shown as reference pro les in the Parallel Tests portion (2.14.3).
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Figure 2.5 1/4 Subset SerialM -RA Runtime Pro le

The memory usage pattern shown in Figure 2.5 is similar to the patterns shown in the other
serial executions, a small bump in memory use during the data import phase, followed by
relatively stable use (due to preallocation) during the build structure phase, followed by linear
increase during the prior calculation phases (though at potentially di erent slopes during di erent
prior levels), with more modest increases mixed with plateaus during the posterior calculation
phases, nally followed by memory release in the seconds following completion (and termination

of the Matlab  session).
2.14.3 Parallel Tests

Focusing on the E10 subset 6 = 244;141,r =64, J =2, M = 12), the codebase was pro led
during parallel execution (in likelihood computation mode) with w=2, w=3, w=4, w =8,

w =12, w =24, and w = 36 workers. The pro les of these executions are shown in Figure 2.6,
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along with the associated serial execution pro le for comparison. In this particular test, note that
execution times for parallel cases are only faster than the serial case once the worker count
reaches four, but that execution times cease to improve signi cantly once the worker count
reaches eight. Additionally, peak memory use for all parallel cases is substantially higher than for
the serial case. Of particular interest are the pro les for the parallel casesv =8, w = 12, w = 24,
and w = 36; these show scaling in memory use with no corresponding improvement in execution

time, suggesting a bottleneck in parallelization.

Figure 2.6 1/10 SubsetM -RA Parallel Runtime Pro les

Shifting focus to the 1=5 subset | = 488;281,r =64, J =2, M = 13), the codebase was
again pro led during parallel execution with w=2, w=3, w=4, w=8, w=12, w =24, and
w = 36 workers. The pro les of these executions are shown in Figure 2.7, along with the

associated serial execution pro le for comparison. In this scenario (with twice as many
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observations and a unit increase in resolution level, relative to the £10 subset tests), the serial
execution is surpassed by the parallel execution at a lower worker count, with only the parallel
execution over two workers exhibiting a longer execute time than the serial case. Additionally,

these pro les display the same lack of improvement with worker count increase seen in the=10
subset tests, the bottleneck again showing up at eight workers. In contrast with the ¥10 subset
tests, the memory limits of the standard Cheyenne node (64GB Total, 45GB Usable) begin to

pose a concern for the parallel executions (though the serial execution completes quite

comfortably, never exceeding even 50% use of the memory available).

Figure 2.7 1/5 SubsetM -RA Parallel Runtime Pro les

2.15 High Memory Cheyenne Node Memory Use Study, Varying Knots and Levels

Further memory pro ling studies were performed on a high-memory node of Cheyenne

(128GB Total, 109GB Usable). In this series of tests, half of the AMSR data was imported
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(n =1;220 705) and the codebase was executed (again, evaluating the likelihood), over two knot
counts (r = 64 and r = 144). In earlier studies, the function find _numlevels _suggested was
employed to determine the resolution level that produced an average number of observations per
nest level subregion approximately equal to the number of knots per subregion. This approach
leads to matrix operations involving matrices of approximately the same dimension at all levels
(an attempt to keep computational load consistent). In this series of tests, this suggested number
of levels was disregarded, and instead, lower resolutions were employed, leading to fewer levels, but
involving larger dimension matrices at the nest level, in order to investigate the computational
tradeo s involved. One immediate advantage of using fewer levels is reduced memory usage; this
volume of data could not be successfully analyzed at the recommended resolution for either knot
count, even on high-memory nodes. For referencdind _numlevels _suggested suggestsM = 15
for n =1;220705,r =64, and J = 2. Instead, M =12 and M = 13 were evaluated for both knot

counts. Additionally, M = 14 was evaluated forr = 64.
2.15.1 Serial Studies

The memory pro les of the serial tests run are shown in Figure 2.8. For each of these pro les,
the long term linear increase in memory usage corresponds to the computation of the nest level

prior, and the plateau in usage that follows corresponds to the computations of the posteriors.
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Figure 2.8 1/2 SubsetM -RA Serial Runtime Pro les, High Memory Node

2.15.2 Parallel Studies

With the serial executions available as baselines, some parallel executions were pro led with
r = 64 knots (an attempt to pro le a parallel execution with r = 144 knots resulted in a memory
overage even when constrained tev = 2 workers over M =12 levels). These executions were over
M =12;M =13; and M = 14, and with worker pools of w =2 and w = 12. A sample annotated
memory pro le for a parallel execution with w = 12 workers over M = 14 levels is provided in
Figure 2.9. Note that (just as in the serial case), the largest increases in memory usage occur
during the calculation of the the prior at the nest resolution, which is also the most costly phase
in terms of execution time (though this phase does represent proportionately less of overall
execution time in the parallel case than in the serial). As one might expect, memory usage is
much more uneven during the parallel executions than in the serial executions, as individual
workers acquire and release memory as they obtain and complete their tasks. In this context, task

sizes are unlikely to be well-balanced unless the observed data are distributed over the spatial
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domain of interest (and subregion division schemes and resolutions are selected) in such a fashion
that at the nest level, each subregion contains the same number of observations. It is conceivable
that in a remote-sensing context with observations taken over a regular grid, and with an analysis
con gured by a careful user, this situation may indeed occur, but it should not be expected in
general. Thus, during parallel executions, it should be expected that some workers will require
larger memory allocations for longer periods than others.

As an augmentation of Figure 2.8, a plot of all pro les (both serial and parallel) gathered
during this series of tests (aligned by starting time) is provided in Figure 2.10. Note that all of
the w = 12 worker executions complete in less time than the fastest serial executionr (= 64
knots, M = 13 levels). Particularly impressive is the case of the parallel execution withr = 64
knots, M = 14 levels, which theoretically would also outperform the aforementioned serial
execution in terms of approximation quality (due to the higher resolution employed). Note that
the memory usage log associated with the = 64, M = 14 parallel case with w = 2 workers was
incomplete (cause unknown; perhaps execution of th&ree command [the command that
underpins the memory log script] may be slightly too costly when so much memory is being
accessed in such a volatile pattern), but that test did successfully run to completion. Missing data
from that log is represented with discontinuities in the associated line plot.

Generally, in the current codebase implementation likelihood computations can be hastened
signi cantly through parallelization, but this comes at the cost of increased memory use.
Additionally, run speed improvement for a particular con guration as a function of workers
employed appears to plateau, at least over the testing con gurations examined in this series of

tests.
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Figure 2.9 1/2 Subset Parallel Runtime Pro le, High Memory Node

Figure 2.10 1/2 SubsetM -RA Runtime Pro les, High Memory Node
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2.16 Matlab parallel.pool.Constant Tests

The Matlab  function parallel.pool.Constant() potentially presents one opportunity for
code improvement. From the MathWorks documentation:

“C = parallel.pool.Constant(X) copies the value X to each worker and returns a
parallel.pool.Constant object, C, which allows each worker to access the value X within a parallel
language construct (parfor, spmd, parfeval) using the property C.Value. This can improve
performance when you have multiple parfor-loops accessing the same constant set of data, because
X is transferred only once to the workers."

A script to test this function in a context similar to that implemented in the M -RA codebase
(that is, with a parfor loop nested inside a standardfor loop) was written, provided in
Appendix A. This script was executed as shown in Appendix A (creating an 8 MiBdata array for
passing), and also with the dimensions of thedata array both increased by a factor of ten

(creating an 800 MiB array). Loop execution times are provided in Table 2.9.

Table 2.9 Loop Execution Times for parallel.pool.Constant tests

data Array Size | Direct Indexing | parallel.pool.Constant Object
8 MiB 1.21s 1.42s
800 MiB 1.60s 9.93s

In this instance, standard array indexing was faster, however, our interest is also in memory
use. A similar pattern appears in those data, with the memory use output by each worker at each
iteration of the nested loop shown in Figure 2.11 for the 8MiB case (sorted chronologically), and
in Figure 2.12 for the 800MiB case (sorted by .Constant use ascending).

To control for potential order e ects, the script was reversed, with the \pass as constant"
block executed before the \index in" block. Similar results were observed. Based on these
observations, the parallel.pool.Constant() approach is unlikely to provide an advantage in

either runtimes or memory usage for the current implementation of the parallelM -RA codebase.
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Figure 2.11 Memory Use byMatlab for parallel.pool.Constant Testing, 8MiB Case

2.17 FRull-Layer M -RA Discussion and Conclusions

The FLPMRA implementation often provides faster runtimes in comparison to the serial
implementation where there is su cient available memory. If memory is the primary concern, or
the data set of interest is relatively small, serial execution may be preferable. In analyzing the
computational costs associated with the FLPMRA, we observe a trade-o between runtime and
memory consumption. The incurred memory increase in exchange for hastened runtimes was
shown to be highly dependent on model parameters and the number of workers employed. This
work identi ed some useful rules-of-thumb when applying our M -RA implementations to data

sets of various sizes.
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Figure 2.12 Memory Use byMatlab for parallel.pool.Constant Testing, 800MiB Case

We see in Section 2.13.1 that adjusting values oM , J, and r can have signi cant e ects on
runtime. Since the number of partitions at each level grows as a power do, there are P mzolJ m
total partitions. Consequently, small changes in the value ofM have signi cant e ects on
runtimes. Assumed in the calculation of find _numlevels _suggested is that observations are
spatially distributed uniformly across the domain. Often this assumption may not be valid, as is
the case with the AMSR and MODIS data sets. At the nest resolution, inference is computed
using matrices with dimensions determined by the number of observations within each region. As
a result, some workers will perform calculations with fewer numbers of larger matrices than others,
which may be preferable to performing computations with many more matrices of the same size.

Additionally, the number of knots, r, plays a large role in runtime. Increasingr allows the

user to approximate the spatial eld yo( ) with greater accuracy (i.e., with more basis functions),

however doing so will increase runtime, and in some cases can use too much memory.
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Alternatively, decreasing r approximates yo( ) with less accuracy, but can allow for computations
that would otherwise be infeasible for a givenM and J. In Section 2.13.3 we saw that adjustingr
allows a ner scale runtime adjustments than adjusting M and may be better for ne tuning
model accuracy versus runtime.

Although each data set must be considered on its own, we recommend rst letting] = 2,
letting r = 64, and using the find _numlevels _sugested function to determine an estimate of M .
Then, executelikelihood mode with estimates for the parameterstheta and varEps.
Depending on the results of this execution, adjustingr and M appropriately can be used to
reduce thelikelihood runtime. With M, J, and r chosen, upper and lower bounds for the
parameters can be set and estimated through theptimize mode. Once theoptimize mode has
found a local minimum in the parameter space, theprediction mode will execute specifying the

M -RA for yo().
2.18 Discussion and Conclusions

Our FLPMRA implementation often provides faster runtimes in comparison to the serial
implementation where there is su cient available memory. If memory is the primary concern, or
the data set of interest is relatively small, serial execution may be preferable. In analyzing the
computational costs associated with the FLPMRA, we observe a trade-o between runtime and
memory consumption. The incurred memory increase in exchange for hastened runtimes was
shown to be highly dependent on model parameters and the number of workers employed. This
work identi ed some useful rules-of-thumb when applying our M -RA implementations to data
sets of various sizes.

We saw in Section 2.13.1 that adjusting values oM, J, and r can have signi cant e ects on
runtime. Since the number of partitions at each level grows as a power o, there are P mzolJ m
total partitions. Consequently, small changes in the value ofM have signi cant e ects on
runtimes. Assumed in the calculation of find _numlevels _suggested is that observations are
spatially distributed uniformly across the domain. Often this assumption may not be valid as is
the case with the AMSR and MODIS data sets. At the nest resolution, inference is computed

using matrices with dimensions determined by the number of observations within each region. As

a result, some workers will perform calculations with fewer numbers of larger matrices than others,
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which may be preferable to performing computations with many more matrices of the same size.

Additionally, the number of knots, r, plays a large role in runtime. Increasingr allows the
user to approximate the spatial eld yg( ) with greater accuracy (i.e., with more basis functions),
however, doing so will increase runtime, and in some cases can use too much memory.
Alternatively, decreasing r approximates yo( ) with less accuracy, but can allow for computations
that would otherwise be infeasible for a givenM and J. In Section 2.13.3 we saw that adjustingr
allows a ner scale runtime adjustments than adjusting M and may be better for ne tuning
model accuracy versus runtime.

Although each data set must be considered on its own, we recommend rst letting] = 2,
letting r = 64, and using the find _numlevels _sugested function to determine an estimate of M .
Then, executelikelihood mode with estimates for the parameterstheta and varEps.
Depending on the results of this execution, adjustingr and M appropriately can be used to
reduce thelikelihood runtime. With M, J, and r chosen, upper and lower bounds for the
parameters can be set and estimated through theptimize mode. Once theoptimize mode has
found a local minimum in the parameter space, theprediction mode will execute specifying the
M -RA for ygo().

Future work will likely attempt to avoid the memory overhead created by restructuring the
code to work across nodes. Given that our parallel implementation's hardest current limit is the
amount of memory for a single node, by distributing the computation across nodes we may be able
to alleviate some of these issues and push thel -RA to tackle even larger problems e ciently.

Code of the FLPMRA is available at https://github.com/lewisblake/MRA-Parallel
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CHAPTER 3
A SHALLOW-TREE MULTI-RESOLUTION APPROXIMATION FOR DISTRIBUTED AND

HIGH-PERFORMANCE COMPUTING SYSTEMS

Modi ed from a Technical Report published by the NCAR Library 4.

Lewis R. Blake'®'®, Huang Huang'’, Brian Vanderwende '8, Dorit Hammerling 1°
3.1 Abstract

We implement a parallel Multi-resolution Approximation ( M -RA) in Matlab using a
Shallow-Tree approach designed for distributed computing environments and High-Performance
Computing (HPC) systems. We signi cantly increase the data size that can be utilized for
analysis by leveraging data parallelism to perform computations across nodes. In our novel
Shallow-Tree parallelization scheme, the user speci es the rst few levels to be computed in serial.
After serial computations, di erent processing cores are assigned speci ¢ sections of the data with
which to perform parallel calculations. By utilizing codistributed arrays (arrays stored in
distributed memory) in our parallelization scheme, we reduce the amount of memory overhead
occurred on a single node and communication overhead between processors by ensuring that
calculations are statistically independent. We apply our Shallow-TreeM -RA to data sets of
magnitudes ranging from 3 to 48 million observations, investigate the number of observations
assigned to regions at the nest resolution, and perform timing studies reporting parallel
performance metrics. We observe a decrease in execution time for data sets manageable with a
prior M -RA implementation. We also observe a wide range of parallel performance and
associated computational cost for a givem, reinforcing the importance of judiciously con guring
model parameters and parallel computing settings as a function of the data size and

computational environment.

14Reprinted with permission of NCAR Library.
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3.2 Exploratory Investigation: Executing the Full-Layer M -RA Across Nodes

A natural question is whether applying the parallel implementation designed in Blake et al.
[40] to a distributed computing environment can increase the feasible data size. That is, without
changing the full-layer M -RA implementation itself, can performing calculations across nodes
improve performance? Tests in Blake et al. [40] were run using various nhumber of cores on one
node. We now test whether the full-layer M -RA can obtain faster runtime or overcome previous
memory bounds by performing calculations with cores spread across multiple nodes.

We execute tests using the full-layerM -RA using Matlab 's Parallel Server (PS)
(https://www.mathworks.com/products/matlab-parallel-server.html ) on the National
Center for Atmospheric Research's (NCAR) Cheyenne HPC system with two \regular-memory"
(45GB usable memory) nodes.Matlab 's PS is a tool that allows one to develop programs on a
local machine and then scale them to clusters and the cloud without refactoring the codebase.

For direct comparison, we again use the small satellite data (on the order oh = 150;000) as
well as a subset of sea surface temperature (SST) data collected by the Advanced Microwave
Scanning Radiometer (AMSR) instrument on board the Japan Aerospace Exploration Agency's
GCOM-W1 satellite (on the order of n = 2:4 million observations) originally presented in Heaton
et al. [14] and tested in Blake et al. [40] and Huang et al. [45]. For each test, leil be the number
of nodes usedwy be the number of workers/processing cores per node, ang be the total
number of workers/processing cores. Throughout this work we use the term \workers"
interchangeably with \processing cores" for direct comparison to theMatlab documentation
which refers to processing cores as \workers". Tests are implemented with the procedure given in

Blake et al. [41, Appendix A].
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Table 3.1 Summary of the FLPMRA timing results using the small satellite data in a distributed
computing environment. Here two regular nodes (45GB usable memory) are used with a given
number of workers on each node. Each test is run ve times in order to assess runtime variability.
Times are given in seconds with standard deviations in parenthesis.

Likelihood

wny W Execution Time
2 4 5.75 (0.95)
6 12 4.76 (0.05)
12 24 6.42 (0.56)
18 36 5.27 (0.28)
36 72 5.79 (0.10)

4 4 6.16 (0.15)
12 12 4.81(0.04)
24 24  5.00 (0.09)
36 36  5.48(0.05)

R RERPRPIMDNNDNDNZ

Table 3.2 Summary of the FLPMRA timing results using the 1/2 AMSR subset data in a
distributed computing environment. Here two large memory nodes (109GB usable memory) are
used with a given number of workers on each node. Each test is run ve times in order to assess
runtime variability. Times are given in seconds with standard deviations in parenthesis.

Likelihood
wy W Execution Time

6 12  87.02 (0.53)
12 24  86.38 (0.80)
36  84.53 (1.35)

12 12 89.13 (0.51)
24 24  88.99 (0.50)
36 36  89.91(0.71)

R RrR[DODMON|Z
H
oo

Table 3.1 and Table 3.2 show that computing the FLPMRA across nodes in parallel
computations can facilitate some runtime improvements for data sets previously manageable,
however these improvements are not signi cant. To test whether computing across nodes with our
full-layer parallelization scheme can facilitate computations otherwise impossible on a single node
(despite increasing runtime in some cases), we perform tests with SST data collected by the
Moderate Resolution Imaging Spectroradiometer (MODIS) instrument on board the Terra

satellite, also used in Blake et al. [40] and Huang et al. [45]. We use=k subsets of these data by
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selecting everyk™ element from the entire data set. Previously, the largest subset of the MODIS
data that could be used was the 1/17 MODIS subset data withn = 2;798 104. Pushing the
FLPMRA across nodes usingMatlab 's PS, we nd that the largest data subset we can perform
analysis with is the 1/14 MODIS data with n = 3;397 697 settingM =14, J =2, and r =49,
Using larger data sets or even setting = 64 over the 1/14 MODIS data was not possible due to

memory constraints. Timing results from computing across two nodes are presented in Table 3.3.

Table 3.3 Summary of the FLPMRA timing results using the 1/14 MODIS subset data in a
distributed computing environment. Here two large memory (109GB usable memory) nodes were
used with a given number of workers on each node. Each test is run ve times in order to assess
runtime variability. Times are given in seconds with standard deviations in parenthesis.

Likelihood
wy W Execution Time

6 12  193.20 (2.94)
12 24  190.45 (1.20)
18 36  194.32 (1.61)

NN N Z

These tests indicate that to tackle larger data sets, the full-layer parallelization technique for
the M -RA is not su cient. In cases where computations were previously feasible, distributing the
FLPMRA across nodes does improve runtime, and while runtime improvement of up to a few
seconds are achieved, this is not a signi cant enough improvement for this FLPMRA approach to
be su cient when faster runtime or computations with larger data sets are desired. The current
full-layer parallel M -RA is memory bound on a single node, and this limitation cannot be
overcome with the use ofMatlab 's PS across Cheyenne nodes alone. In order to apply the
M -RA to much larger data sets, a new parallelization scheme is designed and implemented: the

Shallow-Tree parallelization scheme.

3.3 HPC Structure Review

HPC systems are essentially collections of computers (called nodes) that can communicate to
perform tasks. As a hardware system, each node has a certain number of cores responsible for
computation and local memory (RAM) located on that node.

When interacting with an HPC system on the software-side to perform tasks, users can

request a collection of nodes (called a cluster), and make speci cations about the cluster. Users
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may specify the types of nodes to use (e.g. on Cheyenne \regular" with 45GB usable memory or
\large" with 109GB memory), the number of nodes to use, and the number of \workers" to use

on each node. Recall that inMatlab terminology, workers are software proxies for processing
cores residing on nodes. Two workers on the same node have access to the same local memory,
however, memory is limited on a single node. As such, computations are constrained by the
amount of memory required on each node. By requesting more nodes, we increase the total
amount of memory available to our cluster, however, the amount of memory that can build-up on

any given node is still limited by the node's RAM.
3.4 Model Implementation: The Shallow-Tree Approach

Recall that the M -RA assumes block-independence between di erent regions at each level,
leading to computational processes that are embarrassingly parallel across di erent regions at
each level. The FLPMRA exploited this fact by calculating the creation of the prior distribution
and the posterior inference across regions at each level in parallel, while looping through levels in
serial. See Figure 2.1 for a graphical representation of the FLPMRA parallelization technique in

creating the prior distribution.
3.4.1 Splitting Computations Across Workers and Nodes

In contrast to the FLPMRA parallelization technique previously implemented, we now
implement a new parallelization scheme referred to as the \Shallow-Tree" approach. Rather than
parallelizing across regions at each level as in the FLPMRA parallelization scheme, the
Shallow-Tree approach parallelizes the algorithm by splitting regions across cores at a certain

level and performing calculations over those regions and their progenial hierarchy, simultaneously.
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Figure 3.1 Graphical representation of the Shallow-Tree parallelization technique. Each shallow
tree is represented by a unique color is assigned to a worker. Image credit to Sophia Chen.

Recall that the M -RA progresses from coarsest resolution to nest resolution when creating
the prior distribution, and then from second- nest resolution to coarsest resolution calculating the
posterior distribution. Further, by the block-independence assumption, versions of the GP at each
level are assumed to be statistically independent across regions. A consequence of these modeling
assumptions is that they allow the breaking apart of the problem into smaller pieces that can be
calculated separately in parallel, then \stitched" back together later in a statistically justi able
manner. The pieces of the problem that are dealt with separately in parallel are done so by
separate workers.

Conceptually, the Shallow-Tree M -RA approach splits up the number of levels to compute
calculations in serial and those to compute in parallel. As determined by the user, a set number
of levels are computed in serial. After which, subsets of the domain, data, and associated
codebase data structures are sent to workers to execute the remaining calculations in parallel.
The goal of the Shallow-Tree approach is to break up the problem across workers such that on no
node is the available memory exceeded, while maintaining that memory and execution time are

not spent excessively on communication between nodes.
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3.4.2 Codistributed Array Toy Example

As a toy example, consider theindexMatrix associated with building a hierarchical grid
structure where M =4, and J =2, and w = 4 cores are used. In the Shallow-Tree approach,
assume that we wish to perform calculations at leveim = 3 in parallel. See Figure 3.2(a) for an
illustration of the hierarchical domain partitioning.

For such a hierarchical grid structure, there are a total of @M 1)=J 1)=2%4 1=15
regions. Codebase objects in both our serial and full-layer parallelizatioM -RA are stored as
15 1 cell arrays within the memory of a single node. A typical codebase object in the serial and
FLPMRA implementations would have entries associated with regions stored as demonstrated in
Figure 3.2(b). Alternatively, in our Shallow-Tree approach, if we begin computing in parallel at
level m = 3 and distributed codebase objects across the number of cores (in this case four), the
resulting array would be structured as in Figure 3.2(c), with each core holding within its available
memory one of these smaller arrays.

For example, if each entry within the array shown in Figure 3.2(b) cost 1 megabyte (MB) to
store in memory, then storing this object would require 15MB within a single node's memory.
Now consider how objects are stored in the Shallow-Tree approach. By distributing codebase
objects across the four cores, each core only has to store in memory one of the four 8 arrays
presented in Figure 3.2(c). Thus, assuming again that for each array, storing one entry costs 1MB,
each core instead stores 5MB within its local memory. Note that in creation of the codistributed
array the total amount of memory consumed is 4 5 = 20MB, which is 5MB larger than the total
amount of memory consumed for storing the array containing the same information in the serial
and full-level parallel implementation. However, in this case, assuming that no more than two
cores share access to the same local memory, we have reduced the amount memory used in any
node by 33% in the case where two cores reside on a node and to 66% in the case where each core
resides on its own node. The total memory consumption increase is a result of the redundancy
between some of the elements within the arrays stored by the workers in Figure 3.2(c). This type
of redundancy is tolerated to reduce memory consumption in a given location while reducing the
communication overhead between workers. Moreover, the memory requirements associated with

each region grows as the region index does (because the covariance between the current region
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and every ancestor needs to be stored). In terms of total memory consumption, the proportion of
memory storing redundant information decreases as the hierarchical partitioning grows. Using the
indexMatrix to build the codistributed arrays frugally is one of the key tools used to facilitate

computations, beginning with building the recursive hierarchical structure.
3.4.3 Building the Recursive Hierarchical Structure in Parallel

The FLPMRA and serial implementations build the multi-resolution hierarchical grid
structure identically in serial, limiting runtime improvements. Alternatively, our Shallow-Tree
approach builds the hierarchical grid structure in parallel using codistributed arrays. For smaller
n and M this is likely not bene cial, given that both serial computations and the FLPMRA are
feasible and accessing standard arrays is faster than accessing remote portions of codistributed
arrays. However, our Shallow-TreeM -RA is designed with large data applications as a priority
where the bene ts of using codistributed arrays are realized.

By building the hierarchical structure in parallel using codistributed arrays, objects needed for
subsequent calculations are created more strategically because workers only maintain subsets of
arrays containing information about the regions they are responsible for. Structuring array

partitions this way lends itself to scaling to much larger data sets.
3.44 The M-RA as a Shallow-Tree

With the multi-resolution hierarchical domain partitioning complete, the model performs the
M -RA analysis with the MRAunction. The user speci es the level,m = P, at which to assign
regions to workers. TheM -RA creates the prior distribution going from coarsest resolution up
until level P 1 serially. From level P to level M, the regions and associated variables are
allocated to workers to calculate the prior distribution in parallel, each worker using its local
memory to hold both the dynamically created and retained code objects. With the creation of the
prior distribution complete, the workers begin calculating the posterior distribution in parallel
using the subset of the data contained within the domain partition each is responsible for, from
level M 1 to level P. Once the workers have completed levelP, the remaining calculations from

level P 1 to the coarsest resolution (n = 1) are computed in serial.
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(b) Toy example codebase object as stored for the
serial and full-layer parallelization schemes.
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(a) Graphical representation of the domain . 10 - -
partitioning for the toy example where J =2 and n—o n (0] n (6] n (6]
M =4. The rsttwo levels m =1;2 (shaded gray) . 11 - -
are computed in serial whereas levelsm = 3;4
(given in color) are computed in parallel. For (c) Toy example codebase object as stored for the
parallel computations, each color represents the Shallow-Tree parallelization scheme acrossw = 4
subset of the domain assigned to a worker. workers.

Figure 3.2 Toy example domain partitioning and associated codebase objects.
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Consider Figure 3.1 for illustration. Here M =5, J =4, and P = 3. The grey regions
(m=1;:::;P 1) denote the levels to be calculated in serial. The colored regions going from
P =3to M =5 denote the regions to be calculated in parallel using the Shallow-Tree approach.
Each of the colors is associated with a speci ¢ worker where each worker performs calculations

within this region independently from level P to M and then from M 1 back to P.
3.4.5 Spatial Prediction

Spatial prediction occurs in parallel. Similarly to the FLPMRA, the prediction grid can be set
by the user with the nXGrid and nYGrid parameters, which creates anXGrid nYGrid grid of
locations at which to predict. Alternatively, the prediction grid can be a user-supplied object by
setting the predictionVector  to this object.

As each worker is responsible for a subset of the domain, spatial prediction with the each of
these regions is computed in parallel by the workers within aspmd(\single program multiple
data") block using codistributed arrays. Predictions are completed in parallel using the
spatial _prediction function, which calculates the predicted values and the prediction variance
on the prediction grid. Once prediction has completed in parallel, the results are brought back to
the client, consolidated into a single.mat le, and stored in the location given by the

resultsFilePath  string.
3.4.6 User Input

Users can adjust input parameters from their defaults within the user _input.m script.
Running the main.m script will execute the code. Our Shallow-TreeM -RA can perform four
computational modes: build _structure , likelihood , optimize , and prediction . The
build _structure mode builds the hierarchical multi-resolution structure, reports summary
statistics, and produces a histogram of the distribution of observations to regions at the nest
resolution. The likelihood mode evaluates the log-likelihood of a set of parameters given the
data. The optimize mode repeatedly performs thelikelihood mode, nding \optimal" values
for parameters given the data by maximizing the likelihood by means ofMatlab 's fmincon
function. The prediction mode performs spatial prediction at a speci ed prediction grid given a

set of parameters. All four computational modes produce results which are stored in a location
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set in the string resultsFilePath . The prediction mode can produce plots if either
displayPlots or savePlots is set to true. Setting the booleansavePlots to true will save the
plots in the location determined by the string plotsFilePath . The build _structure mode will
produce a histogram stored in the location given byplotsFilePath

The input data is adjusted by setting the dataSource string to a corresponding case within
the switch-clause ofload _data.m. Included options are satellite  and simulated . The number
of levels in the multi-resolution structure (NUM.EVELS3V), the number of partitions for each
region (NUMPARTITIONS)), the number of knots (NUMKNOTS), and the edge-bu er percentage
(offsetPercentage ), are also set within user _input.m and perform equivalent roles as presented
in Section 2.8. In patrticular, the edge bu er de nes the area within a region to place knots and,
at level m = 1 (the coarsest resolution), extends the maximumx and y boundaries so that
observations sitting exactly on the boarder are included in a region. Further justi cation for this
approach is presented in [45, Section 1.2].

The new important parameters to specify for the Shallow-TreeM -RA are NUMVORKERSd
nLevelsinserial . The NUMVORKERSrameter determines how many workers in total are
available in the parallel pool. NUMVORKER#%Ist be set to be positive integer that is a power of]
less than or equal to the number of regions at the nest resolution. It is important to note that
NUMVORKERS! in user _input.m must match the number of workers requested in the Cluster
Pro le Manager. See Step 3 of [41, Appendix A] for more details. The number of levels to
compute in serial, nLevelsinSerial , must be a positive integer greater than 1 and less than or
equal to M. Additionally, our implementation imposes that NUMVORKERS less than or equal to
the number of regions atnLevelsIinSerial . In the case whereNUMVORKERSset to be equal to
the number of regions atnLevelsinSerial , each worker is responsible for the computations of a
single region and its descendants. INUMNVORKERSset such that is less than the of regions at
level nLevelsInSerial , then more than one region and their descendants are handled by each
worker. A consequence of these restrictions is thaNUMVORKERSd nLevelsinSerial  can not
be set such thatNUMVORKERSgreater than the number of regions at levelnLevelsinSerial
This ensures that each worker has a region assigned to it at levelLevelsinSerial . Therefore,

using more workers may require computing more levels in serial in the current implementation.
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3.5 Shallow-Tree M -RA Timing Studies

We test the performance of our Shallow-TreeM -RA with a variety of data sets to gauge best
practices. We prioritize focus on the 1/17 MODIS subset data 6 = 2; 798 104) and the full
MODIS data (n =47;567 759) because they represent the previous maximum and the largest
tested n respectively. We perform smaller tests with subsets of the MODIS data between these
data sizes to determine model performance for various. We present these intermediary timing
studies so that some guidance is provided if a user is interested in determining heuristics for
applying the Shallow-Tree M -RA to a data set between the smallest and largest data sets we
present.

Recall that throughout we let N be the number of nodes usedwy be the number of workers
per node,w be the total number of workers, andP be the level at which regions are assigned to
workers (users setP 1 which is nLevelsInSerial in the codebase). In each con guration we
use the defaultMatlab PS setting of letting the number of Central Processing Units (CPUs) to
use on each node equal to the number of MPI processes on that node. The default settings can be
sub-optimal in certain cases, so achieving faster runtime may be possible by selecting di ering
number of CPUs to MPI processes on each node. We refrained from adjusting this setting for
consistency and simplicity. Tests are run on Cheyenne nodes with 109GB usable memory (large
memory nodes).

We begin each test by building the hierarchical multi-resolution structure with the
build _structure mode to determine appropriate parameter settings. In doing so, we are
particularly interested in how observations are assigned to regions at the nest resolution, since
that determines the size of the matrices used to perform calculations. That is, ifp observations
are assigned to a region, calculations are performed with @ p matrix, which can be
computationally prohibitive for large p. Because the number of knots (observations) atn = M is
determined by the data set and the hierarchical structure, for a givenn, the only parameters
available to balance computations at the nest resolution areM and J. In this study, we take
J = 2 for computational e ciency, so we focus directly on the e ect of M. When predicting, we
take the prediction grid to be a 200 200 lattice to match tests completed in [40]. Timing metrics

are presented for the entire MODIS data set. Please see the Timing Metric Glossary in Appendix
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B for metric de nitions and notes.
3.6 1/17 MODIS Data Timing Study

The largest data set we could utilize for analysis on a single node with the FLPMRA in [40]
was the 1/17 MODIS data with n = 2; 798 104 observations on a node with 109GB usable
memory. We now test this data set with our Shallow-Tree M -RA for a direct comparison. We
execute thebuild _structure mode with M =14, r =64, J =2, and P = 6. Summary statistics
for the number of observations assigned to each region at the nest resolution are given in

Table 3.4 and a histogram is given in Figure 3.3.

Table 3.4 Summary statistics for the number of observations assigned to regions at the nest
resolution with M =14, r =64, J =2, P =6, and w = 32 for the 1/17 MODIS data.

Minimum Maximum Mean Standard Deviation Median
0 4169 341.57 42.75 48.25

Figure 3.3 Histogram of frequency versus number of observations assigned to each region at the
nest resolution for the 1/17 MODIS.
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We see from Table 3.4 and Figure 3.3 that for these parameters settings, there are both many
regions atm = M that are not assigned any observations and a substantial number of regions
with a quite large number of observations, attaining a maximum of 4169 observations in a region.
Given this large disparity, it is not clear that we have obtained an ideal computational load
balance, however, since it was previously possible to run the FLPMRA over the 1/17 MODIS
data set with these parameter settings, we proceed with the analysis. We perform timing studies
of the Shallow-Tree for di ering values of N, wy, w, and P. Results are presented in Table 3.5.

It is clear from Table 3.5 that using more workers and computing more levels in serial can
typically reduce runtime for evaluating the likelihood with the 1/17 MODIS data. Holding w and
P xed, distributing computations across more workers can also decrease runtime, but with
diminishing returns. Again, xing w and P, computations betweenN =2 and N = w are much
closer. For the 1/17 MODIS data set, setting N conservatively obtains similar results to setting
N = w, allowing frugal utilization of computational resources. The shortest mean runtime for
evaluating the likelihood over the 1/17 MODIS data in [40] was 171.17 seconds withv = 24
workers. Test results in Table 3.5 show that the Shallow-TreeM -RA can evaluate a likelihood
faster over the same data set, obtaining a new minimum mean runtime of 102.65 seconds with
w = 32 workers. The fastest mean prediction runtime in [40] was 218.16 seconds witlv = 12
workers. Table 3.5 shows that we can obtain signi cantly faster prediction runtime with the
Shallow-Tree M -RA, obtaining a minimum mean runtime of 140.28 seconds withw = 16 workers.

We can directly compare the parallel performance of the Shallow-TreéV -RA to the serial
implementation of the M -RA tested in [40] since computations are feasible for both serial and
parallel executions. In the timing study performed in [40], the mean execution time to evaluate a
likelihood and perform spatial prediction in serial for the 1/17 MODIS data were 463.67 and
513.71 seconds respectively. Hence, the maximum speedup for the likelihood using 24 cores was
Soslikelinood = 464:67=17117 2:71 and the maximum speedup for prediction using 12 cores was
Si1oprediction = 513:71=21816 2:35. The parallel e ciency was approximately
E24jikelihood = 0:11 and E1oprediction = 0:19 for the likelihood with 24 cores and prediction with
12 cores respectively. The estimated inherently serial fraction of the FLPMRA code for the
likelihood determined by the Karp-Flatt metric is estimated to be ﬂke”hood = 0:34 for the

likelihood and ﬂ,redicﬂon = 0:37 for prediction.

66



Table 3.5 Execution times for the Shallow-TreeM -RA over the 1/17 MODIS data with various
con gurations for N, wy, w, and P. Each con guration is tested ve times in order to assess
runtime variability. Times are given in seconds with standard deviations in parenthesis. The

fastest mean runtime for both computational modes is highlighted in blue.

Likelihood Prediction
N wy w P Execution Time Execution Time
1 4 4 3 372.05 (4.14) 409.36 (4.96)
2 2 4 3 363.33 (2.43) 398.78 (4.16)
4 1 4 3 361.66 (2.53) 398.78 (5.09)
1 4 4 4 372.17 (5.56) 409.35 (1.70)
2 2 4 4 368.53 (4.41) 398.65 (3.97)
4 1 4 4 363.62 (0.82) 400.22 (1.15)
1 8 8 4 218.55 (2.73) 239.09 (2.47)
2 4 8 4 209.82 (1.59) 231.71 (1.55)
8 1 8 4 209.47 (2.49) 229.26 (2.93)
1 8 8 5 373.93 (4.56) 411.86 (7.50)
4 2 8 5 365.64 (0.84) 404.12 (3.18)
8 1 8 5 364.44 (2.94) 402.45 (5.02)
1 16 16 5 126.46 (1.62) 147.42 (0.80)
2 8 16 5 119.23 (0.43) 140.28 (1.89)
16 1 16 5 116.44 (1.59) 147.11 (1.18)
1 16 16 6 134.41 (1.28) 163.78 (0.84)
8 2 16 6 122.28 (0.29) 151.69 (2.51)
16 1 16 6 120.52 (0.82) 148.96 (0.97)
1 32 32 6 118.35 (0.63) 162.03 (1.51)
2 16 32 6 109.16 (0.81) 154.18 (1.21)
32 1 32 6 102.65 (1.06) 140.88 (0.98)
1 32 32 7 141.85 (1.38) 221.17 (2.02)
16 2 32 7 134.60 (1.80) 198.07 (2.23)
32 1 32 7 124.58 (0.46) 199.17 (4.29)
2 32 64 7 154.32 (1.03) 295.12 (1.02)
32 2 64 7 138.46 (1.14) 265.91 (5.44)
64 1 64 7 136.95 (0.84) 264.69 (0.94)
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We now compare these metrics to the performance of the Shallow-Trekl -RA. For the
Shallow-Tree M -RA, the maximum likelihood speedup achieved with 32 cores is
S32:likelinood = 464:67=10265 4:53 and the maximum prediction speedup achieved with 16 cores
IS Sigprediction = 513:71=14028 3:66. The parallel e ciencies are E 3 jikelinood 0:14 and
E 16;prediction 0:23 for the likelihood and prediction respectively. We estimate the inherently
serial fraction, f , of the Shallow-Tree M -RA code by means of the Karp-Flatt metric. This yields
Rikelihood = 0:2 and Byegicion = 0:22, which is notably less than that of the FLPMRA
implementation, demonstrating that the Shallow-Tree code itself has a smaller inherently serial

fraction.
3.7 1/6 MODIS Data Timing Study

We test our Shallow-Tree M -RA on the 1/6 MODIS data with n =7;927 960 to gauge
performance with data of this size. Computing with data sizes of this magnitude is not possible
with the FLPMRA. Tests are run on the Cheyenne HPC system using various cluster pro le
settings. Here we setM =16, r =64, J =2, w =32, and P = 6. We examine the distribution of
observations at the nest resolutions with these settings by running the build _structure mode.
We present the summary statistics from thebuild _structure mode in Table 3.6 and a histogram

in Figure 3.4.

Table 3.6 Summary statistics for the number of observations at the nest resolution with M = 16,
r =64, J =2, and w = 32 for the 1/6 MODIS data.

Minimum Maximum Mean Standard Deviation Median
0 3244 241.94 164.72 2
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Figure 3.4 Histogram of frequency versus number of observations assigned to each region at the
nest resolution for the 1/6 MODIS.

Similarly to observations found in Figure 3.3, in Figure 3.4 there are many regions at the
nest resolution that are not assigned any observations. The median number of observations
assigned to a region at the nest resolution is 2, further indicating there are many regions with
very few or no observations. SettingM = 16, Table 3.6 shows a decrease in the maximum number
of observations assigned to a region in comparison to Table 3.4, now attaining a maximum of
3244. Figure 3.4 shows there is also a more consistent decrease in frequency as the number of
observations increases, suggesting a better computational load balance. Timing results for the 1/6

MODIS data are presented in Table 3.7.
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Table 3.7 Execution times for the Shallow-TreeM -RA over the 1/6 MODIS data with various
con gurations for N, wy, w, and P. Each con guration is tested ve times in order to assess
runtime variability. Times are given in seconds with standard deviations in parenthesis. The

fastest mean runtime for both computational modes is highlighted in blue.

Likelihood Prediction
N  wy w P Execution Time Execution Time
4 4 16 5 335.77 (2.23) 382.16 (2.37)
8 2 16 5 331.89 (2.89) 379.25 (5.96)
16 1 16 5 328.41 (0.49) 372.21 (3.67)
8 4 32 6 249.71 (5.13) 301.06 (3.36)
16 2 32 6 251.34 (4.06) 302.60 (4.52)
32 1 32 6 249.26 (2.39) 301.94 (3.20)
16 4 64 7 223.94 (2.66) 359.48 (4.84)
32 2 64 7 224.14 (1.58) 360.08 (3.72)
64 1 64 7 221.58 (0.86) 356.37 (1.44)
32 4 128 8 419.04 (5.54) 912.16 (8.37)
64 2 128 8 414.53 (3.07) 898.72 (5.26)
128 1 128 8 415.33 (3.29) 893.93 (3.64)

3.8 1/3 MODIS Data Timing Study

The 1/3 MODIS data set has n = 15; 855,986 observations. We begin by building the
multi-resolution structure with M =16, r =64, J =2, P =7, and w = 64 to examine the number
of observations assigned to regions at the nest resolution. Summary statistics are presented in

Table 3.8 and a histogram is given in Figure 3.5 . Timing results are presented in Table 3.9.

Table 3.8 Summary statistics for the number of observations at the nest resolution withM = 16,
r=64,J =2, P =7, and w = 64 for the 1/3 MODIS data.

Minimum Maximum Mean
0 6488 483.88

Median
377.88 4

Standard Deviation
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Figure 3.5 Histogram of frequency versus number of observations assigned to each region at the
nest resolution for the 1/3 MODIS with M = 16.

Table 3.9 Execution times for the Shallow-TreeM -RA over the 1/3 MODIS data with various
con gurations for N, wy, w, and P. Each con guration is tested ve times in order to assess
runtime variability. Times are given in seconds with standard deviations in parenthesis. The
fastest mean runtime for both computational modes is highlighted in blue.

Likelihood Prediction

N  wy w P Execution Time Execution Time
8 4 32 6 770.56 (6.02) 832.95 (8.34)
16 2 32 6 769.34 (4.16) 816.87 (2.67)
32 1 32 6 765.43 (4.56) 816.97 (5.99)
16 4 64 7 569.17 (1.20) 709.16 (4.48)
32 2 64 7 565.14 (4.85) 703.82 (3.50)
64 1 64 7 563.40 (4.03) 702.38 (3.04)
32 4 128 8 758.99 (5.64) 1257.66 (7.95)
64 2 128 8 646.56 (3.45) 1150.45 (8.09)
128 1 128 8 645.69 (2.90) 1147.36 (11.18)
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3.9 FRull MODIS Data

The full MODIS data set has n = 47;567, 759 observations. We examine the number of
observations at the nest resolution by executing the build _structure mode over the full
MODIS data. Here we setM =18, J =2, r =64, and P =7. Summary statistics are presented

in Table 3.10 and a histogram is given in Figure 3.6. Timing results are presented in Table 3.11.

Table 3.10 Summary statistics for the number of observations at the nest resolution with
M =18,r=64,J =2, S=7, and w = 64 for the entire MODIS data.

Minimum Maximum Mean Standard Deviation Median
0 5626 362.91 276.65 0

Figure 3.6 Histogram of frequency versus number of observations assigned to each region at the
nest resolution for the full MODIS with M =18.

Similarly to timing studies for smaller data sets, Table 3.10 and Figure 3.6 show that many
regions are not assigned any observations, demonstrated by the fact that the median number of
observations assigned to a region is zero. The highest number of observations assigned to a region

is 5626, which again is quite large, but not as large as the maximum from the 1/3 MODIS timing
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study at 6488 regions. Given computations in the 1/3 MODIS timing study are possible, we

proceed with the timing study over the full MODIS data set.

Table 3.11 Execution times for the Shallow-TreeM -RA over the full MODIS data with various
con gurations for N, wy, and w. Each con guration is tested ve times in order to assess
runtime variability. Times are given in seconds with standard deviations in parenthesis. The
fastest mean runtime for both computational modes is highlighted in blue.

Likelihood

P Execution Time

Prediction

Execution Time

Z
s
Z

=

32 1 32 6 2247.15 (6.25) 2339.14 (30.51)
16 2 32 7 Insucient Memory Insu cient Memory
32 1 32 7 2274.54 (11.63) 2401.95 (14.15)
16 4 64 7 Insucient Memory Insu cient Memory
32 2 64 7 1447.03 (42.42) 1598.49 (6.77)
64 1 64 7 1420.40 (12.65) 1580.66 (11.50)
32 2 64 8 1521.32 (51.35) 1808.64 (7.24)
64 1 64 8 1517.73 (7.00) 1808.41 (5.75)
32 4 128 8 1292.00 (48.02) 1766.50 (51.96)
64 2 128 8 1215.32 (49.79) 1714.80 (8.01)
128 1 128 8 1194.16 (4.90) 1714.46 (22.68)
64 2 128 9 1542.78 (9.85) 2581.77 (48.43)
128 1 128 9 1528.96 (15.65) 2534.60 (11.05)
64 4 256 9 2074.18 (54.27) 4042.46 (74.17)
128 2 256 9 2090.15 (64.53) 4028.16 (97.00)
256 1 256 9 2025.95 (24.83) 3949.64 (27.41)

From Table 3.11 it is clear that we can facilitate computations to evaluate the likelihood and
perform spatial prediction with data sets as large asn = 47;567,; 759 observations. Optimal
settings for evaluating the likelihood occurs withP =8 and N = w = 128 (i.e., one MPI process
per node). Optimal settings for performing spatial prediction occurs withP =7 and N = w = 64.
There are some cluster pro le settings with which there is insu cient memory to perform
calculations, however for the full MODIS data this can always be overcome by modifying the
cluster pro le settings.

Given the memory requirements for the full MODIS data set, serial computations with data
this large is not possible. For this reason, we must examine the model's parallel performance
relative to the number of cores employed for computations. The mean relative speedup for

evaluating the likelihood is S35, = 2247:15=119416 1:89, where the ideal speedup would be
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128=32 = 4. The mean relative speedup for performing spatial prediction is
S82 = 2339:14=158066  1:48, where the ideal speedup would be 682 = 2. The ideal relative

speedups are not obtained, likely due to communication costs as well as the fact that

serial portion of the code between the two setups is identical. For both evaluating the likelihood
and performing spatial predictions, the Karp-Flatt metric estimate for the serial fraction of the

code would be negative sincedS,, < 1=w, therefore it is not applicable here.
3.10 Shallow-Tree Timing Study Discussion

Across each tested data set, we are able to evaluate the likelihood and perform spatial
predictions, for a variety of parameter settings. We observe that for data sets of varying size,
setting model parameters di erently can signi cantly vary runtime. Over the 1/17 MODIS data
set, where serial computations are feasible, we observed a maximum speedup of
S32:likelihood 4:53 for the likelihood and Sig;prediction 3:66 for prediction, an increase compared
to the FLPMRA. We also observe that the Shallow-Tree M -RA code has a smaller inherently
serial fraction than the FLPMRA code, thus admitting more parallelism and reducing runtime.
Relative speedup over the full MODIS data set also demonstrated good parallel performance.

In terms of execution time, optimal settings di er between the likelihood and prediction
computational modes, often with lower values ofS being preferable to perform spatial prediction,
except in the case of the 1/3 MODIS data set. For the full MODIS data set we can evaluate the
likelihood in approximately 20 minutes and perform spatial prediction (over a 200 200
prediction grid) in approximately 26 minutes on average with the present Shallow-TreeM -RA
Matlab implementation.

Another consideration when submitting a job to Cheyenne is total computational cost.
Cheyenne users are charged for the total number of core hours they use. Throughout this timing
study we use exclusive nodes (hodes without any other jobs running on them) to ensure our jobs
do not compete with any others for computational resources. Requesting an exclusive node
charges for all 36 cores on a node regardless of whether they are used for computations or idle.
For example, the fastest mean runtime for prediction with the full MODIS data set in Table 3.11

is 1580.66 seconds withN = 64 nodes andwy = 1 cores per node. The total number of core
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hours to achieve this mean result is (158®6=60) 64 36 60,697 core hours. Alternatively, for
the con guration one line above the fastest mean prediction setting in Table 3.11, there are

N =32 nodes andwy = 2 for a mean prediction execution time of 1598.49 seconds consuming
half as many ( 30;348) core hours. Clearly there is a balance between achieving fastest possible
execution time and being economical with computational resources on Cheyenne and using twice
as many cores hours to achieve a 1:11% decrease in execution time is unlikely worth the

incurred cost.

Figure 3.7(a) and Figure 3.7(b) show boxplots for runtime data taking P from one level less
than to one level greater than optimal settings for the likelihood evaluation and spatial prediction
respectively. Figure 4.2(a) and Figure 4.2(b) show the e ects on mean runtime for various choices
of P for the full MODIS data set.

In this timing study we also investigate how the number of levels in the hierarchical structure,
M, a ects runtime. Recall that the number of regions at each level grows at a power ofl, which
we set to 2. Thus in our experiment, for a givenM , incrementing M by one results in performing
calculations with twice as many matrices whereas decreasinlyl by one results in half as many
matrices. Consistently we observe that for the MODIS data set and its subsets many observations
at the nest resolution contain no observations. In setting M, there is a balance between
performing calculations with twice as many matrices of smaller dimension and having fewer
matrices of larger dimension. As a heuristic, for both the likelihood and prediction, we nd that
setting M as low as possible, such that the largest number of observations assigned to a region
does not exceed approximately 5000 to 6500, achieves good results on Cheyenne.

The present implementation of the Shallow-TreeM -RA in Matlab has been shown to
increase the feasible data size in comparison to the FLPMRA and in some cases reduce runtime
for data sets previously manageable. For the 1/17 MODIS data withn = 2;798 104 we observe a
speedup ofSz, = 4:53 for evaluating a likelihood and S;s = 3:66 for spatial prediction. These
speedups are attributed to our Shallow-Tree parallelization approach which reduces the inherently
serial portion of the code to achieve more parallelism than the FLPMRA. The model successfully
executes over the entire MODIS data set withn = 47;567, 759 observations for a variety of
Cheyenne cluster con gurations. With the full MODIS data set we observe relative speedups of

S$2,  1:89 for evaluating a likelihood and S§2  1:48 for spatial prediction.
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(@) (b)

Figure 3.7 Runtime boxplots for each studied data set. Likelihood and prediction boxplots are of
runtime data for settings with P one level less than through one level greater than the optimal
settings presented.

(a) (b)

Figure 3.8 Mean likelihood and prediction runtime over the full MODIS data set versusP. The
red donuts represent the mean runtime setting the number of processing cores equal to the
number of regions at levelm = S such that each node has only one processing core (i.avy = 1).
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CHAPTER 4
THE DEEP-TREE APPROACH: AN IMPROVED PARALLEL MATLAB IMPLEMENTATION
OF THE MULTI-RESOLUTION APPROXIMATION FOR MASSIVE SPATIAL DATA ON
HIGH-PERFORMANCE COMPUTING SYSTEMS

Modi ed from a Technical Report published by the NCAR Library 2°.

Lewis R. Blake?l:??2, Huang Huang 23, Brian Vanderwende 2*, Dorit Hammerling 2°
4.1 Abstract

We implement a parallel version of the Multi-resolution Approximation ( M -RA) in Matlab
for distributed computing environments. This implementation builds upon and improves our
previous Shallow-Tree approach, facilitating computations with data sets on the order of 50
million observations while reducing execution times by up to 75%. We observe less sensitivity to

computing cluster and model parameter settings, allowing for more exible speci cation.
4.2 Deep-Tree Parallelization

The Deep-Tree implementation approach described in this section shares many similarities to
our previous Shallow-TreeM -RA (Chapter 3, [41]), such as the domain decomposition and knot
placement strategies. Nevertheless, there are important distinctions. The Deep-Tre# -RA is
further improved by having vectorized the code wherever possible. The goal of both the
Shallow-Tree and Deep-Tree approach is to break up the problem across processing cores such
that no node exceeds its available memory. Another objective of the Deep-Tree approach is

reducing the required communication between nodes.

2 Reprinted with permission of NCAR Library.

2 Graduate student at the Colorado School of Mines

22 primary researcher and author

ZResearch Scientist, King Abdullah University of Science and Technology

24 Consulting Services Group, Computational and Information System Laboratory, National Center for Atmospheric
Research

% pssociate Professor, Department of Applied Mathematics & Statistics, Colorado School of Mines
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4.3 Overview

The M -RA progresses from the coarsest resolution to the nest resolution during the rst
component of the algorithm, creating the prior distribution. In the second component of the
algorithm, the M -RA progresses from the second- nest resolution to the coarsest resolution,
calculating the posterior distribution. Further, by block-independence, versions of the GP at each
level are assumed to be statistically independent across regions. The problem is broken into
smaller pieces that can be computed separately in parallel by di erent processing cores. These
separate computations can then be combined in a statistically justi able manner.

Conceptually, the Deep-TreeM -RA splits the number of regions at a chosen levelm = P,
across cores. Lew be the number of processing cores (also called workers) selected for
computations by the user. A requirement of the Deep-TreeM -RA is that w divides J7. This

implies that, at level m = P, each core may have one or more regior3;, ...

,,,,, i» assigned to it. We

call the set of regions at coarser resolutions which contai;, ..., its ancestry and the regions

contained within Dj,....

_____ i» its descendants See Figure 4.1(a) for a visual representation.

The Deep-Tree implementation builds the hierarchical domain partitioning and computes the
prior by having each core perform calculations for the entirety of the ancestry and descendants for

each regionD;j ...

_____ i» assigned to it at level P. Alternatively, the Shallow-Tree approaches this

portion of the algorithm serially on the supervisor core (called the client) and then sends data
objects to workers at levelP. The Deep-Tree approach retains the memory bene ts of the
Shallow-Tree M -RA yet reduces communication. The memory overhead is (theoretically)
identical to sending the data objects to the workers. Moreover, because in the Shallow-Tree the
workers would have been idle during the client's serial computations, no (theoretical) additional
execution time is incurred by computing this portion of the algorithm in parallel in the
Deep-Tree. The di erence between having serial computations for levelsn =1;:::;P 1 or
having all cores compute levelsn =1;:::;P 1 in parallel to build the hierarchical domain
partitioning structure and compute the prior is a primary distinction between the Shallow-Tree
and Deep-Tree implementations.

At some point while performing the posterior inference, the Deep-Tree implementation must

aggregate the necessary data objects from across cores to the client to complete computations.
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The objective is to minimize the number of data objects that must be sent and received. We
accomplish this by computing to as low a level index as possible, such that the number of regions
at this level is equal to the number of workers. Denote this level ag). We can ensure this level
exists because of the requirement thaw divides J° and the implementation's consistent use of

partitioning regions into J subregions across levels. Hence, we may compute the posterior in

calculations for the posterior are completed across cores as possible while reducing communication
overhead.

Spatial prediction occurs in parallel across cores in an identical way to the Shallow-Tree
implementation. Speci cally, prediction at locations within regions at the nest level are
completed by the processing cores assigned those regions. The same algorithmic memory bene ts
associated with the Shallow-Tree described in Section 3.4 (and [41, Section 4.2.1]) are available to
the Deep-TreeM -RA. A formula and justi cation for an upper-bound of the most memory
consuming variable in the codebase can be found in Huang et al. [45]. This formula may be used
as a guideline for choosing computing cluster con gurations, accounting for distributing data

objects over nodes.
4.4 Toy Example

Figure 4.1(a) illustrates the Deep-Tree's region-worker assignment methodology. At level
m = 3, each region is assigned to one of the&y = 4 cores. Regions at ner resolutions (i.e., larger
values ofm) contained within a given region are assigned to that core as well as all regions at
coarser resolutions (i.e., smaller values afn) that contain that region. Let Core 1 indicate the
supervisor core (also known as the client). Region 4 (shown in magenta) is assigned to Core 1 at
level 3. Core 1 is then assigned the portion of the parent-child tree corresponding to regions 1, 2,
4, 8, and 9. Upon initialization of the M -RA algorithm, Core 1 will compute the entirety of the
prior for these regions as well as the posterior for levels 4 and 3. Aggregation of data objects must
occur in the nal levels of the posterior. At this point, because Core 1 is the supervisor, workers
Core 2, Core 3, and Core 4 send their data objects to Core 1, which continues the remaining

calculations of the posterior distribution.
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= = = m=4

(a) Domain decomposition illustrating how the Deep-Tree M -RA breaks up regions across cores. Region®j, ;.
are separated by black lines. At levels m = 1; 2 the four colors indicate belonging to the ancestry of a region
assigned to a worker at level m = 3.
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(b) Initial data objects formed as a result of the domain decomposition in Figure 4.1(a). Data objects are stored
across workers in this manner until synchronization is required for the nal levels of the posterior.

n (0]

Figure 4.1 Toy example of theM -RA domain decomposition and associated data objects.

We present a timing study similar to that of Blake et al. [41] with identical data and parallel
cluster pro les for direct comparison. Noteworthy is that we compute on high-memory nodes
(128GB total, 109GB usable) on Cheyenne and predict over a 200 200 grid. Instructions for
creating and submitting parallel Matlab jobs to the NCAR HPCs are provided by NCAR's
Computational and Informational Systems Laboratory at
https://lwww?2.cisl.ucar.edu/resources/matlab-parallel-computing-toolbox-cheyenne

The data is daytime SST at a resolution of approximately 1knf collected by NASA's MODIS
instrument on October 15, 2014 [44]. We use all then = 47;567, 759 available observations from
the daytime data. Figure 2.4 depicts these data.

The computing environment is the NCAR's high performance computing system Cheyenne.
The reader is directed to the Acknowledgments for a link to Cheyenne resource speci cations or
to Blake et al. [40, Section 5.1].

Following the naming convention in Section 3.5 and Blake et al. [41, Section 5], we denotd

be the number of nodes usedwy be the number of workers per nodew be the total number of
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workers, and P as given in Section 4.3. Note that the Shallow-TreeM -RA is implemented using

Matlab R2018a whereas the Deep-Tredl -RA is implemented in Matlab R2020a.
4.5 Comparative Timing Study: Setting M =18

Table 4.1 presents execution times for the Deep-Tre® -RA setting M =18, r = 64, and
J = 2. The Deep-Tree M -RA has faster computational times than the Shallow-TreeM -RA across
all cluster pro le settings where computations are feasible. Another initial observation is that the
optimal con guration settings between the two implementations di er. The Deep-Tree M -RA
computes a likelihood in a mean execution time of 743.64 seconds (12 minutes, 24 seconds) with
w =256 (N =128 and wy =2) and P =9. The fastest mean execution time for a likelihood
across tested con gurations with the Shallow-TreeM -RA was 1194.16 seconds (19 minutes, 54
seconds). Di erent optimal settings are present for spatial prediction, occurring here in 999.42
seconds (16 minutes, 39 seconds) wittv = 128 workers and P = 8. The Shallow-Tree M -RA
obtained a minimum spatial prediction execution time of 1580.66 seconds (26 minutes, 21
seconds). Both of these settings foP are one level deeper than that of the Shallow-TreeM -RA.
This suggests the Deep-Tree implementation can use more cores and reduce communication time.

We observe wide variance in performative advantage across the tested con gurations, ranging
from approximately 2% to 70% reduction in execution times. Whereas the Shallow-Treé/ -RA
pays in higher execution times for sub-optimal parallel cluster settings, the Deep-TreeM -RA is
not plagued by this issue to the same extent. This is illustrated in Figure 4.2. The Deep-Tree
M -RA is not as sensitive to model parameter settings as the Shallow-Tree implementation. For
example, letting M = 17 through M = 19 sitill facilitates computations, although we exclude this
here for brevity.

Serial computations are not feasible with the October 15, 2014 MODIS SST data because of its
size. We therefore examine the model's parallel performance relative to the number of cores used
for computation. We compare across di erent values ofP for this analysis because our problem is
memory bound. To obtain a fair comparison between times, we therefore ensure that each
processing core has the maximum amount of memory available to it by placing only one worker
per node. This may also represent a plausible use of hardware by practitioners. In this context,

we compare the relative speedups between the Deep-Tréd -RA and Shallow-Tree M -RA.
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Table 4.1 Execution times for the Deep-TreeM -RA over the full MODIS data with various

con gurations for N, wy, and w, xing M =18. Each con guration is tested ve times in order
to assess runtime variability. Times are in seconds with standard deviations parenthetically to
two signi cant gures. The fastest mean runtime for both computational modes is highlighted in
blue. Percent change compares against the mean execution times in the Shallow-Tréé-RA
timing study. The largest absolute mean percentage changes are highlighted in red.

Likelihood Prediction
N wy w P Execution Time % Change Execution Time % Change
32 1 32 6 2206.25(26.31) -1.82 2288.39 (22.63) -2.17
32 1 32 7 2211.47 (10.12) -2.77 2307.54 (16.12) -3.93
32 2 64 7 1333.92 (5.50) -7.82 1409.30 (9.60) -11.84
64 1 64 7 1337.61 (7.44) -5.82 1420.44 (7.74) -10.14
32 2 64 8 1335.44(6.99) -12.22 1415.30 (12.98) -21.75
64 1 64 8 1343.62 (4.63) -11.47 1409.18 (6.89) -22.07
32 4 128 8 877.44 (10.03) -32.09 1015.42 (5.89) -42.52
64 2 128 8 873.73 (5.96) -28.11 999.42 (6.30) -41.72
128 1 128 8 873.85(6.77) -26.82 1005.694 (2.47) -41.34
64 2 128 9 870.44 (5.67) -43.58 1000.26 (3.00) -61.26
128 1 128 9 1332.87 (8.10) -12.83 1415.98 (9.24) -44.13
64 4 256 9  753.51 (5.64) -63.67 1198.45 (5.92) -70.35
128 2 256 9  743.64 (3.25) -64.42 1189.92 (8.34) -70.46
256 1 256 9  749.63 (4.65) -63.00 1199.35 (32.93) -69.63

Let Sp be the relative speed up of a parallel program compared by increasing the number of
processing cores frong to p. The fastest relative speed up for the Shallow-TreeM -RA was
S$2, =2247:15=1194 1:89 where the ideal speed up would have been 1282 = 4.
Comparatively, when M = 18, the Deep-Tree M -RA has a maximum relative speed up of
S$2, =2206:25-87373  2:53 with 128 cores andS3Z; = 2206:25=74364 2:97 with 256 cores.
This is a notable improvement. However, the ideal relative speedups of 4 and 8, respectively, are
likely not obtained due to the communication costs and serial computations required in the nal

levels of the posterior.
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(a) Likelihood (b) Prediction

Figure 4.2 Mean likelihood and prediction runtime over the full MODIS data set versusP, Xxing

M = 18. Each datum represents the mean runtime using one processing core per node. The red
donuts are the times reported for the Shallow-Tree implementation whereas the green triangles
are the times computed with Deep-Tree implementation.

4.6 Pushing Performance: Setting M =19

We now examine the performance of the Deep-Tre®# -RA by increasingM by one toM = 19.
Table 4.2 presents these timing results. We can see that settinyyl = 19 in the Deep-Tree M -RA
can actually provide even faster runtimes thanM = 18. On the contrary, the Shallow-Tree M -RA
experienced longer runtimes when setting = 19 based on testing not reported in Blake et al.
[41]. The fastest reported mean execution time for computing a likelihood in Table 4.2 is 309.58
seconds (5 minutes, 10 seconds) witkv = 512 processing cores, which is about 75% faster than
the quickest evaluation of likelihood with these data using the Shallow-TreeM -RA. It is plausible
that faster execution times may be possible, however the incurred computational expense in terms
of core hours required to achieve these times may lead to a sub-optimal allocation of resources. It
is worth noting that using the M =19 con guration, there are stark di erences between optimal
settings for evaluating likelihoods versus making spatial predictions. A prime example is that
while we obtain our fastest execution time for evaluating the likelihood with w = 512 processing

cores, these settings actually produce the slowest reported mean execution time for predictions,
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clocking in at 2198.57 seconds (36 minutes, 39 seconds).

The fastest execution time for spatial prediction occurs with a mean of 680.10 seconds (11
minutes, 20 seconds) usingv = 128 total workers, with wy = 2 workers per node onN = 64
nodes. Note that because we are only computing on a 200 200 grid, assuming that prediction
locations are equally distributed across nodes, each node has workers which predict at a total of
only 625 locations on average. This is a relatively small number, and so we infer that the bulk of
the compute times in these cases are a result of the communications between the workers and the
client. If a ner prediction grid were chosen, we would expect to observe a sub-linear increase in

execution time.

Table 4.2 Execution times for the Shallow-TreeM -RA over the full MODIS data with various

con gurations for N, wy, and w, xing M =19. Each con guration is tested ve times in order
to assess runtime variability. Times are given in seconds with standard deviations in parenthesis.
The fastest mean runtime for both computational modes is highlighted in blue.

Likelihood Prediction
N  wy w P Execution Time Execution Time
64 1 64 7 878.75 (8.00) 992.53 (11.61)
64 1 64 8 883.90 (1.74) 996.52 (5.04)
64 2 128 8 532.24 (3.26) 684.17 (2.40)
128 1 128 8 537.09 (4.10) 686.99 (13.21)
64 2 128 9 533.70 (2.49) 680.10 (4.29)
128 1 128 9 535.07 (3.17) 694.70 (15.42)
64 4 256 9 398.08 (6.22) 861.50 (22.36)
128 2 256 9 393.02 (4.49) 856.12 (27.95)
256 1 256 9 396.57 (2.51) 844.02 (5.86)
512 1 512 10 309.58 (1.95) 2193.57 (20.96)

4.7 Deep-Tree M -RA Discussion and Conclusions

We have shown that the Deep-Tree implementation is capable of faster execution times across
a more exible range of cluster computing pro le settings than the Shallow-Tree M -RA. The
implementation retains many of the memory bene ts of the previous Shallow-Tree implementation
while reducing communication costs and enjoying other code optimizations. Over the tested
con gurations, the Deep-Tree M -RA can compute a likelihood in a mean execution time of 309.58

seconds (5 minutes, 10 seconds) witlw = 512 processing cores and perform spatial prediction in a
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mean execution time of 680.10 seconds (11 minutes, 20 seconds) with= 128 processing cores.
This is an improvement compared to the fastest con gurations with the Shallow-TreeM -RA of
approximately 1194.16 (19 minutes, 54 seconds) for computing the likelihood and 1580.66 seconds
(26 minutes, 21 seconds) for spatial prediction. None of the tested con gurations with the
Deep-TreeM -RA were outperformed by the Shallow-TreeM -RA. It is our hope that the

Deep-Tree implementation will provide researchers an e cient way to analyze their spatial data

with relative ease. The code is available athttps://github.com/lewisblake/DeepTreeMRA
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CHAPTER 5
NONSTATIONARY SPATIAL MODELING OF MASSIVE GLOBAL SATELLITE DATA

5.1 Abstract

Earth-observing satellite instruments collect massive amounts of data globally each day.
Measurements are typically noisy and incomplete. Inference of the underlying spatial eld to
obtain a high-resolution data product with rigorous uncertainty quanti cation is especially
important for researchers and those using climate models. In many cases, including NASA's
o cial data products, data are gridded by simply computing averages over large spatial grids,
which is computationally fast and intuitive, but leads to a loss of ne-scale features and obscures
uncertainties. In this work, we use the M -RA framework to model a massive number of spatial
observations including a nonstationary covariance structure to provide an accurate probabilistic
high-resolution global data product. As an illustration, we use nighttime SST with more than 45
million observations from the MODIS instrument. Distributed computing is used to make
computations and memory storage feasible. We show substantial improvement of predictive
performance for both point and probabilistic predictions compared to a stationary model and, as

a result of these e orts, provide a high-resolution data product.
5.2 Introduction

NASA's Earth Observing System is a large, coordinated eet of polar-orbiting, low-inclination
satellites which obtain massive numbers of observations through remote sensing instruments each
day. After pre-processing and retrieval, this results on the order of 18 geophysically calibrated
and georeferenced measurements each day on a global scale. These data are referred to as Level-2,
being derived geophysical variables at the resolution and locations of the raw measurements
obtained by instruments. For a particular variable of interest, the data are typically noisy and
have large spatial gaps due to obstructions and the orbiting characteristics of the satellite. This
compromises scienti ¢ research that relies on these data products, as low-quality data often

prohibit addressing scienti ¢ questions. Hence, the utility of these data can be greatly improved if
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the complete spatial elds are inferred optimally at high resolution and uncertainties are
rigorously quanti ed.

Although Level-2 data from remote sensing instruments can be large in volume and locally
very dense, it is also common that these data possess large gaps where observations are not
available (e.g., due to cloud coverage). Scienti c practitioners often require data products in
which variables are mapped onto uniform space-time grids, termed Level-3 data. Current
practices for interpolating Level-2 data, such as for the creation of Level-3 data products, take a
relatively straightforward approach due to convenience, computational limitations, or the need for
very general products that are useful to a broad user base. In many cases, including NASA's
o cial Level-3 data products, data are gridded by simply computing averages over coarse spatial
and temporal grids. While this approach is convenient, it also leads to a loss of ne-scale features
and obfuscates uncertainties associated with predictions.

The method of optimal interpolation [46] is the most common algorithm in oceanic data
analyses for blending data obtained by di erent instruments [47]. Optimal interpolation is a
special case of kriging, but has several drawbacks in its typical form. For example, it is
computationally infeasible for large datasets (recall the computational burdens described in
Sections 1.1.4 and 1.1.5) and lacks suitable models for spatial nonstationarity. The latter is
important for many environmental variables, including SST, which is known to be smoother and
less variable o shore than nearshore [e.g., 47].

Several spatial-statistics methods addressing Level-2 satellite data have been proposed in
recent years. Katzfuss and Cressie [48, 49] analyze large global satellite datasets, and Nguyen
et al. [50] describes algorithms for spatio-temporal data fusion for measurements from several
di erent instruments, explicitly taking into account the biases and di erent footprints of the
instruments. Each of these methods assume that the process of interest can be expressed in terms
of a small to moderate number of spatial basis functions (e.g., splines, wavelets). A disadvantage
of such an approach is that a limited number of spatial basis functions may lead to
over-smoothing and result in a loss of ne-scale features. In the context of SST, losing ne-scale
features makes it di cult to infer temperature gradients at a relevant spatial scale.

Wikle et al. [51] identi ed the enormous range of spatial scales, proper treatment of

uncertainty, and high dimensionality as challenges for statistical oceanography. Of the many SST
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products based on satellite data provided by the Group for High Resolution Sea Surface
Temperature (GHRSST), the multi-scale ultra-high-resolution (MUR) SST [52] is possibly the

most advanced product currently available. It employs multi-resolution variational analysis

(MRVA), which uses wavelet-based multi-scale signal expansion to address the irregularity in
measurement locations and scale-dependent issues [53]. However, the MRVA uses basis functions
of a xed shape, which for SST can result in over-smoothing in coastal areas and

under-smoothing o -shore. Also, additional approximations are needed to accommodate the
irregularly spaced data and the uncertainty estimates.

In contrast to these existing methods, theM -RA uses a very large number of basis functions,
rendering it capable of capturing both large-scale and small-scale features, and can be
implemented in a distributed fashion to make computations e cient. The M -RA is directly
applicable to irregularly spaced data, allows for proper probabilistic inferences, and the basis
functions can adjust to spatially-varying dependence structures. Previous work in Huang et al.
[45], Blake et al. [41] (Chapter 3), and Blake et al. [42] (Chapter 4) developed stationary
implementations of the M -RA for very large data sets in distributed computing environments.
Hence, theM -RA is one of the few approximation methods available for massive spatial data
analysis which preserves ne-scale features.

The scope of this chapter is motivated by an important scienti ¢ application. SST plays a
critical role in weather prediction, climate models, and understanding ocean and climate
interactions. Therefore, there is signi cant need for high-resolution SST products available near
real time [54]. As a proof of concept, we develop a high-resolution SST product with a exible
nonstationary model to capture the spatially varying dependence structure based Level-2 SST
data. To accomplish this, we develop a technique that uses th& -RA's e cient and accurate
inference procedure together with a model for the spatially varying structure of nonstationary
elds. This technique accurately maintains uncertainty quanti cation throughout and scales to
current and future massive data. Using state-of-the-art computing facilities (NCAR's HPC
Cheyenne), we obtain predictions and uncertainties in a statistically e cient manner. We observe
that the nonstationary model leads to better predictions than the stationary model [41, 42, 45] in
terms of both accuracy and uncertainty quanti cation, which is helpful for future research that

requires ne-scale joint distributions, such as gradient calculations. SST gradient magnitudes are
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important indicators for ocean-upwelling [55], and therefore, accurate gradient calculations can
facilitate investigations into changes in upwelling due to changes in climate. Our computationally
e cient implementation can replace current, suboptimal, techniques for producing maps from

satellite data.
5.3 Computational Implementation

The distributed M -RA implementation used for the remainder of the section is largely based
on work described in Huang et al. [45], with a few minor modi cations described in subsequent
sections. It is coded in C++ and employs a hybrid parallelization scheme using MPI to distribute
computations across nodes and OpenMP to parallelize computations that do not require
communication within local memory?®. See Huang et al. [45, Section 4] for a description of the

parallelization approach and implementation details.
5.4 Modeling Nonstationarity

Previous work has shown the excellent prediction performance and computational e ciency of
the M -RA spatial model for massive spatial data sets [41, 42, 45]. However, if the spatial domain
is large enough, or the spatial process is complex enough, assumptions of stationarity are often
not justi ed. In particular, environmental and geophysical elds, especially on a global domain,
are often nonstationary. The following work is the rst M -RA implementation that includes a
nonstationary model for the covariance function.

We build upon the work of Paciorek and Schervish [56], which provides closed forms for
nonstationary correlation functions in Euclidean space. Speci cally, Paciorek and Schervish [56,

Theorem 1] state that if RS(s;; s;) is a stationary correlation function on RP, p2 N*, then

1
S+ 2 -

RVS(sis) = it it o RS T Qy 5.1)
where Qj; = 2(s sj)o( it o) 1(si sj) and ; is the covariance matrix of a Gaussian kernel
centered ats;, is a nonstationary correlation function. An example of a useful stationary
correlation function is the Matrn correlation function, given by
RS(x) = ( P 2x) K (p 2x)=f ()2 g, whereK () is the modied Bessel function of the

second kind with order . We chooseR® be of the Maern family because of its exibility and

2 0penMP o cial website:  https://www.openmp.org/
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ability to parameterize the smoothness (di erentiability) of the underlying eld. Some attention
has been given to incorporating the additional exibility of allowing the Maktrn smoothness
parameter to spatially vary, however, Anderes and Stein [57] note that identi ability issues arise
between ; and :

We take the spatial domain to be D = R3 to measure distances in chordal distance
(straight-line Euclidean distance), but restrict locations to a sphere. To model nonstationarity, we
allow the partial sill parameter 2(s), range parameter (s), and nugget terms 2(s) to be
spatially dependent. We then construct the Gaussian kernel matrices as j = (sj)l3, wherelz is
the 3 3 identity matrix. Hence, the parameters that must be inferred are

(s)=  2(s); (s); (s); %and the form for the nonstationary covariance function is
CNS(siis) = (si) (5)RS(siisi; (s); (5); )+ 2(s) (siis)

where (si;sj) =0unlesss; = s;.

To be able to calculate the nonstationary covariance between any pair of locations shown in
Equation (5.1), estimates of (s) are required for any locations 2 D. We use Wendland basis
functions to approximate and construct a smooth map of (s) based on local estimates at the
created regular grid locations. Details of obtaining’\(s) for the studied SST data is given in

Section 5.8.
5.5 Data Description

We use GHRSST Level-2P Global Sea Surface Skin Temperature data from the MODIS
instrument on the NASA Agua satellite (GDS2), which are provided by NASA's Physical
Oceanography Distributed Active Archival Center (PO.DAAC) [44]. Both daytime and nighttime
measurements collected at a 1krhresolution are available. We consider the daytime and
nighttime data of days 1 through 7 of January, April, October, and December 2019 to inspect
seasonal SST uctuations and determine when the most observations are available. Each of these
months are the middle months of each season, and so should be representative of seasonal SST.
We notice that the data on these dates tend to have more observations in the nighttime than

daytime. Examples of the nighttime SST are shown in Figure C.1. The User Guide in the data
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product suggests that observations with quality levels 2 or greater are usable, so we eliminate all
the observations with a quality ag less than 2.

We select the date with the largest amount of available data, nighttime April 7, 2019, as the
primary data set to illustrate our methodology. These data are illustrated in Figure 5.1.
Nighttime SSTs from April 1 to 6, 2019, however, are used for the covariance function modeling,

described in Section 5.8.

Figure 5.1 Global nighttime SST on April 7, 2019, with n = 45; 057, 134 observations. Scale is in
Kelvin.

5.6 Modeling the Mean Structure

We will work from the standard spatial model given in Equation (1.2). With this approach,
the deterministic mean function () and stochastic processy( ) are modeled separately. The
M -RA assumes thaty is a mean-zero Gaussian process. Thus, in order to meet this assumption,
we must remove mean function from the SST data shown in Figure 5.1. Typically, relatively
simple linear models are commonly employed. While convenient and appropriate in some
applications, SST requires a more complex mean function. In this section, we investigate a few
classes of mean structure models based on domain knowledge, with the goal of satisfying the

M -RA's mean-zero GP assumption.
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5.6.1 Tested Models

Appendix D describes a wide class of mean structure models tests, and reports ndings from
using these model structures as approximations for a mean function for the October 15, 2014
MODIS SST data presented in Figure 2.4. The reason for initially testing on these data was that
it was already in our possession and we had not yet settled on the April 7, 2019 as our example
data set. Given the strong similarities between these two data sets (and SST data in general - e.g.,
Figure C.1) model structure deduced from investigating these elds at di erent times, the October

15, 2014 data can be transferred to the April 7, 2019 data and more generally other time periods.
5.6.2 Final Mean Structure

The linear regression mean structure models tested in Appendix D tend to under-perform
towards higher latitudes (in absolute value). Some classes of tested models did better in their
ability to capture SST at higher latitudes, such as a thin plate spline model and some local
polynomial regression models. However, these models have some disadvantages by introducing too
many degrees of freedom. Controlling the degrees of freedom in a mean structure model is
important for a few reasons. First, reducing the exibility avoids over- tting during this part of
the modeling stage. Additionally, it is plausible that parameters introduced to model () could
eventually become parameters that practitioners want to optimize over as part of the analysis.
Introducing too many degrees of freedom in this context can greatly increase the dimension of the
parameter space to optimize over, potentially making this step ine cient or computationally
prohibitive.

Smoothing splines seemingly o er a reasonable balance between exibility and over- tting.

One can directly control the number of basis functions, and even where to place them, making

this an attractive class of mean structure models. In fact, the thin plate spline tested in Appendix
D, which showed promise, can be viewed as an extension of cubic smoothing splines to more than
one spatial dimension. Splines also act as local smoothers [58] by weighting and smoothing local
observations, and so are useful to model () for their ability to smooth observations which may
behave slightly di erently across the domain. Smoothing splines are, however, hindered by their
computational complexity, which is generally O(n®) [e.g., 59]. Thus, direct application of

smoothing splines to massive data is not feasible and accommodations must be made.
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Given these considerations and the results from Appendix D, we restrict the mean model to be
a function of latitude. The one-dimensional function is represented as a cubic smoothing spline.
We begin by binning the training data into 180 latitudinal bins and compute the mean SST of
each bin. The motivation for this is two-fold: 1) we must reduce the number of training points in
order to make the computations feasible, and 2) since we are interested in modeling a
mean-structure which mostly varies as a function of latitude, the binning procedure allows us to
gain a sense of how the mean changes over space. Ten-fold cross-validation for models with the
number of cubic smoothing spline basis functions ranging from ve to fteen is used to select the
optimal model. In each fold in the cross-validation, we bin the training data into 180 latitudinal
bins and compute the mean SST of each bin. We then t each di erent cubic smoothing splines
to these binned data and predict the SST on the validation locations. Figure 5.2 shows the results
of the cross-validation error versus the selected number of basis functions. We select 11 cubic
smoothing spline functions for their relatively low degrees of freedom and the ability to accurately

approximate the mean function ().

Figure 5.2 Cross validation error versus number of basis functions.

Figure 5.3 depicts the t using the 11 selected basis functions. Figure 5.4 shows the residual
spatial eld y(s) in the study area after removing the mean trend. Figure 5.5 shows residuals of

the 180 bins across the range of latitudes. Note that generally the latitudinal bins are close to
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zero, aligning with the mean-zero GP assumption. Because the observations are very sparse for
latitudes greater than 60 (in absolute value), we choose our study area as

[180 W;180 E] [60 S;60 NJ, leading to 43,802,698 observations in total.

Figure 5.3 Averaged binned SST in 180 latitudinal bins (black dots) with the cubic smoothing
spline t superimposed (orange line). Bins outside of the study region are shown for completeness.

5.7 M -RA Domain Decomposition

To model nonstationary SST data on a global scale, a relatively naive domain decompaosition
strategy, such as the one presented in Figure 1.1, could lead to suboptimal inference and boundary
e ects. Instead, to perform the M -RA prediction for our global SST data, we hierarchically
decompose the spatial domain in theM -RA using GIS software in a manner that considers
realistic spatial dependence informed by physical boundaries and oceanographic information.

We place knots and partitions in a way that weakens dependence across land barriers by
placing partition boundaries along (i.e., on top of) land and avoiding knot placement at low
resolution close to land barriers. We choosé/1 = 15 levels in total. For level m=2;:::;M 1,
each region in levelm 1 is split into J = 2 subregions as constructed regions in levemn. We

placer =49 knots in each region for levelm M 1.
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Figure 5.4 SST residuals on April 7, 2019. The removed mean is estimated by cubic smoothing
splines using 11 basis functions.

Figure 5.5 Boxplots of the nighttime SST residuals using 11 cubic smoothing splines aggregated
into 180 latitudinal bins. Bin whiskers are extended to the range of observations. The blue
vertical dashed line is placed at the bin containing the equator and the magenta horizontal
dashed line is placed at zero.
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