INCORPORATING PRIOR INFORMATION INTO GEOPHYSICAL INVERSION: FROM
REGULARIZED INVERSION OF THERMAL DATA TO A FRAMEWORK USING
CONDITIONAL VARIATIONAL AUTOENCODERS

by
W. Anderson McAliley



¢ Copyright by W. Anderson McAliley, 2021
All Rights Reserved



A thesis submitted to the Faculty and the Board of Trustees of the Colorado School of Mines in partial

ful llment of the requirements for the degree of Doctor of Philosophy (Geophysics).

Golden, Colorado

Date

Signed:
W. Anderson McAliley
Signed:
Dr. Yaoguo Li
Thesis Advisor
Golden, Colorado
Date
Signed:

Paul Sava
Professor and Head
Department of Geophysics



ABSTRACT

Geophysical inversion provides physical property models which & essential to understanding and
characterizing the subsurface. However, traditional inversion metods recover models with smooth features
that do not resemble geologic structures. Incorporating prior information into inversion can encourage
geologic realism in recovered models, but how best to do so remains @pen research question. | develop
methods to inject prior information into inversion to recover more geologically realistic models.

First, | develop methods for generalized inversion of temperature ath heat ow data. While thermal data
containing information about the subsurface distribution of thermal conductivity are widely available,
methods to invert thermal data are underexplored. | formulate Tikhonov inversion algorithms to recover
continuously varying distributions of thermal conductivity from bor ehole temperature data and surface heat
ow data. The nasve application of Tikhonov inversion produces unrealistically smooth models that only
contain structure near data locations, so | employ sensitivity-bagd model weighting and anl, model norm to
improve the inversion results.

Next, | develop a framework that is capable of promoting complicated geologictsuctures in inverted
models. Geological realism is challenging to quantify, but recentlygenerative neural networks have proven
capable of capturing complex spatial and petrophysical information from a st of example models. | train a
conditional variational autoencoder to incorporate learned information into geophysical inversion and
generate models that resemble the example models while honoring eéhspeci ¢ data to be inverted.

I apply this framework to two di erent problems. First, | invert gr avity data, using synthetic layered and
faulted density models as a training set. | show that the method carrecover models that exhibit faulting,
layering, compact bodies, and sharp boundaries, all di cult characteristics to enforce using traditional
inversion methods. Second, | apply the framework to magnetotelluridnversion, using publicly available
borehole logs to construct a set of conductivity models for training. Bytraining on models that exemplify
how conductivity is distributed in the subsurface, | incorporate geologic information from a widely available

yet vastly underutilized type of data into the inversion results.
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CHAPTER 1
INTRODUCTION

Inversion is an essential tool for interpreting geophysical data. Geopysical inversion recovers models of
physical properties of the subsurface from observations of physical lds such as temperature, gravity, or
electromagnetic elds. Inversion is used to address a multitude ofjeoscienti ¢ problems including geothermal
resource development (e.g., Uchida & Sasaki 2006; Ollingest al. 2010; Arnason et al. 2010), mineral
exploration (e.g., Oldenburg et al. 1997; Williams et al. 2004; Yang & Oldenburg 2012; Liet al. 2019),
reservoir monitoring (e.g., Liang et al. 2012; Wieseet al. 2018), groundwater studies (e.g., Anderson 2005;
Linde et al. 2006; Singhaet al. 2015), and crustal-scale studies of earth processes (e.g., Bedrosian 2007,
Kelbert et al. 2012; Bedrosianet al. 2018).

Geophysical inverse problems, however, are ill-posed, and solutisrare non-unique (Parker, 1994).
Incorporating additional information about the model beyond the observeddata can alleviate these issues.
This additional information is known as prior information (Tarantola, 2005). Pri or information can take
many forms, from generic information about how physical properties showd be distributed in the subsurface

to speci ¢ knowledge of some model values.
1.1 Forms of Prior Information and Methods to Incorporate Them

Generic prior information consists of conceptual notions about what kindsof models are expected in the
solution of the inverse problem. This form of information is not speci ¢ to the model domain. A simple
example of enforcing generic prior information can be found in the minimmm norm model (Parker, 1994).
The minimum norm model is the model that contains the minimum amount of structure necessary to t the
observed data, where structure is de ned as some mathematical norm of #n model. Although such a model
may be geologically unrealistic, all features that appear in the minimumnorm model are necessitated by the
data and therefore worthy of interpretation (Constable et al., 1987). The minimum norm model is especially
useful for interpretation in the absence of additional information about the subsurface. The concept that the
recovered model should contain minimum structure constitutes aform of generic prior information.

At the other end of the spectrum is speci ¢ prior information. Rather than conceptual notions of how
subsurface models should behave, speci ¢ prior information comesdm direct observations or knowledge
about the model. An example of this form of information would be direct measirements of physical
properties obtained from boreholes. The parts of the model that have ben directly measured can be held

constant, and the remainder of the model can be recovered by inversn (e.g., Williams 2008). Frequently,



the available prior information is more speci ¢ than a notion of a minimum norm model, but less speci c
than direct measurements of parts of the model. | explore ways to ingrporate three forms of prior
information that lie between these endmembers: generic notions of sicture with crisp boundaries that is
distributed evenly throughout the model, conceptual geologic structires like faults and layering, and
information derived from geophysical well logs. Each form of prior informaton leads to research questions
which motivate each of the three research chapters of my thesis, Chapts 2, 3, and 4. Chapter 2 uses the
framework of Tikhonov inversion to incorporate prior information into in version of thermal data, and

Chapters 3 and 4 develop methods to use generative neural networks facorporate prior information.
1.1.1 Evenly Distributed Structure with Sharp Boundaries

One common form of generic prior information is the expectation that modelstructure be evenly
distributed throughout the model domain. Minimum norm models tend to contain concentrated structure in
the parts of the model where the data are most sensitive to the modeglOldenburg & Li, 2005), especially for
potential eld data such as magnetics (Li & Oldenburg, 1996) and gravity (Li & O Idenburg, 1998). A
sensitivity-based model weighting method can be used to enforcevenly distributed model structure.

Under certain assumptions, a subsurface temperature eld obeys Laplags equation (Stuwe, 2007) and
can be considered a potential, and heat ow can be considered a potentiakld. Those data types therefore
su er similar limitations as gravity and magnetics, including a lack of inherent depth resolution. However,
the inversion of thermal data has not received as much attention as gravit or magnetics, and
sensitivity-based weighting is not used when inverting thermaldata.

Geoscientists use temperature data and heat ow data for a variety of puposes, including geothermal
exploration (Mottaghy et al., 2011), hydrocarbon basin modeling (Beardsmore & Cull, 2001), quantifying
groundwater ow (Anderson, 2005), and studies of the heat ow budget of the eath (Stein & Stein, 1992).
Each of these purposes uses some form of the heat transport equation to addis fundamental questions or
challenges. A key component of quantifying heat transport is thermal coductivity, which governs how well a
material conducts heat. The thermal conductivity of the subsurface \aries, and thermal data provide
information about those variations. Furthermore, thermal conductivity is controlled by the same geologic
structural features that control the subsurface distributions of other physical properties. However, other
geophysical data types lack sensitivity to thermal conductivity. Thus, thermal data complement other forms
of geophysical data in multiphysics-based subsurface characterizatn e orts. Inverting thermal data for
thermal conductivity can aid in these e orts.

Previous e orts to invert such data for thermal conductivity do so f or a small number of parameters.

Some prede ne large structural units and invert for the thermal conductivity of each unit, assuming that it is



invariant within each unit (e.g., Wang & Beck 1989; Jokinen & Kukkonen 1999; Rath et al. 2006; Jardani &
Revil 2009; Ollinger et al. 2010). Others assume known thermal conductivity values and invert for suctural
boundaries (Nagihara 2003; Papadopoulost al. 2011). None have inverted for a generalized
three-dimensional conductivity distribution, let alone addressal implementation challenges. Furthermore, the
value of sensitivity-based model weighting in inversion of thermaldata has not been recognized.

These gaps in the literature inspire the following research quegins. To what extent can a generalized
inversion of thermal data recover an accurate three-dimensional modef thermal conductivity? Can model
weighting improve thermal inversion by incorporating generic prior information? What insights can
generalized inversion provide into the information content of thermal data? Chapter 2 addresses these

guestions.
1.1.2 Conceptual Geologic Features

The solutions to geophysical inverse problems are physical property ndels which should contain geologic
spatial features like parallel layering, faults, and sharp discontindties. In some cases, the locations of these
geologic structures within the model domain are known and can be dire¢y enforced in the inversion (e.g.
Williams 2008; Zhou et al. 2014). Incorporating this information into the inversion improves the
interpretability of the result. Without knowledge that is speci c to the model domain, however, it is di cult
to quantify this form of prior information. This form of information lies i n the middle of the spectrum from
generic to speci c.

Another form of prior information that lies in the middle of the spectrum is spatially independent
petrophysical information. In the context of geophysical inversion, perophysical information provides
information about the values that physical properties may take. Petrophysical information includes upper
and lower bounds on physical properties, or probability distributions over properties.

Many approaches have been taken to quantify both domain-independenttsictural information and
petrophysical information. Di erent regularizers such as nond, norms (Farquharson & Oldenburg, 1998) or
focusing inversion (Portniaguine & Zhdanov, 1999) have been used to éorce sharp boundaries. Clustering
methods (e.g., Lelevre et al. 2012; Sun & Li 2015) enforce both sharp discontinuities and petrophysical
statistics. Discrete-valued inversion (Camachoet al., 2000; Krahenbuhl & Li, 2006; Maag & Li, 2018) can
recover models in the case that only a small number of values are allowsbfor physical properties. Gaussian
mixture models can incorporate petrophysical information (Astic & Oldenburg, 2019). The above approaches
to incorporating prior information rely on some form of hand-crafted regularization, or strong generic

assumptions.



Recently, deep generative neural networks have emerged as a prommigimeans of avoiding such
assumptions. Generative neural networks provide a way to capture&omplex structural and petrophysical
information from a set of example models, and a means to inject such infmation into the inversion.
Generative adversarial networks (GANs) (Goodfellowet al., 2014) and variational autoencoders (VAES)
(Kingma & Welling, 2014) are two popular forms of generative networks. Each appoach produces a neural
network that maps from a known simple probability distribution in a | atent space to an unknown complex
distribution in another, often higher-dimensional, space. In the conext of geophysical inversion, the
high-dimensional space is usually the model space. For GANs, the neuraletwork that accomplishes this
mapping is known as the generator, while for VAES, it is often called thedecoder network. Both generators
and VAE decoders are generative neural networks. In recent years, botforms have been used in a variety of
ways for geophysical inversion. One popular approach is to train a generaté network to map to the prior
model distribution. The prior model distribution need not be known for this approach; what is needed is a
set of models that are representative of samples of the prior distribtion. Then, inversion can be performed
in the latent space by posterior sampling methods like Markov Chain Monte Carlo. For example, Laloy et al.
(2018) train a spatial generative adversarial network to produce samples oftte desired prior distribution, and
then perform Bayesian inversion in the latent space. Chan & Elsheik (2019) also use a GAN to
parameterize the prior for channelized ow models, performing inérence on the latent vector to recover
models that honor observed data.

Conditional variational autoencoders (CVAES) are a promising alternative to such an approach (Kingma
et al., 2014; Sohnet al., 2015). The above approaches involve a two-step procedure, rst trainig generative
networks to sample the prior model distribution, and secondly infering latent vectors corresponding to
desirable models. By contrast, the generative network of a CVAE is traned to sample an approximation to
the posterior model distribution directly. In the context of geophysical inversion, the decoder of the CVAE
takes as input a vector of geophysical data and a latent vector, and outputs ghysical property model. The
elements of the latent vector input are drawn from a standard normal digribution. Di erent latent vector
inputs result in di erent models that t the data and exhibit char acteristics of models in the training set.
The multivariate standard normal distribution over the latent space maps to an approximation of the
posterior model distribution in model space through the decoder nevork. Gundersen et al. (2021) use this
approach to probabilistically model ocean currents. Their data are comprised of sparse samples of the
velocity eld they wish to model. Gabbard et al. (2019) also use a CVAE to invert for the source parameters
of a gravity wave signal. They heavily modify a CVAE for their application. However, the use of CVAEs for

inverting geophysical data for physical properties has not been invegated.



A related approach to solving inverse problems employs a class of nalrnetworks that are invertible
bijective mappings from input to output. This class includes invertible neural networks and normalizing ow.
These neural networks have been used in geophysics to invert seig data (e.g., Herrmann et al. 2019;
Rizzuti et al. 2020; Siahkoohiet al. 2021). Such networks implicitly learn an inverse mapping by learning an
invertible forward mapping, which makes them well suited for solvirg inverse problems. A limitation of such
networks is that each invertible layer's input and output must have the same dimensionality, limiting the
types of network architecture that can be employed.

Given the potential bene ts, it is clear that the use of generative naural networks for incorporating prior
information warrants investigation. In Chapter 3 | address questions of vihether and how conceptual
structural information can be injected into inversion using a CVAE. If the geology is controlled by a small set
of causal features, how can machine learning techniques capture andeaug to improve inverted models? Can
a CVAE recover models that exhibit layering, faulting, compact anomalies, and sharp boundaries from
geophysical data? These questions are explored by training a CVAE on syhetic physical property models

produced from causal variables, including layer thickness, faultocation and throw, and anomaly location.
1.1.3 Data-Derived Spatial and Petrophysical Prior Information

Rarely are true spatial distributions of subsurface properties knom. This makes constructing a set of
training models a major challenge. Measurements of physical propeds in boreholes, though, provide one of
the best sources of information about how physical properties are arrangeth the subsurface. While
geophysical borehole logs are common, boreholes are frequently not locatedthvin the domain of the model,
especially in exploration geophysics. Wireline logs from boreholes thdte outside the model domain but in a
similar geologic setting nonetheless exhibit spatial and petrophysil characteristics that should appear in the
inverted model. Therefore, geophysical borehole logs outside the metldomain constitute another form of
prior information. On the spectrum from generic to speci c, this data-derived prior information falls between
conceptual geologic information and prior knowledge about locations of spatialfatures within a model
domain. To my knowledge, borehole logs have not been used to form a traimgj set for generative neural
network-based inversion.

In contrast to conceptual structural information expressed through synthetically produced models, there
exists no clear set of controlling variables like fault location, laye thickness, or boundary location that can
be used to parameterize data-derived information. Thus, incorporatiry this form of prior information via a
set of latent variables has less guarantee of success. It remains an operegtion as to how well a neural
network can capture information from geophysical logs. Successes in othexlds such as image generation,

though, suggest that neural networks are exceptionally capable of capturig complex spatial relationships



and reproducing them in generated output.

In Chapter 4 | seek to address the following questions. How well a CAE can successfully inject
information into inversions when it is trained using borehole data? Must the training examples be known to
depend on a small set of causal features for the CVAE to encode meaningfirformation? Furthermore, can
a CVAE apply to non-linear forward problems? To address these questios | train a CVAE using well logs to

invert magnetotelluric data.
1.2 Thesis Outline

The remainder of the thesis comprises three research chapters, daaritten for publication as a journal
article, and a conclusion chapter. The research chapters are summagd below.

Chapter 2 addresses the need for development of inversion of thermahth. | develop methods for
three-dimensional generalized inversion of either temperature dat or heat ow data for thermal conductivity
in steady-state environments where heat transport is dominantly condictive. Due to the physics-based
limitations of these data types, | advocate modifying the model obje&tive term to discourage structure that
occurs near data locations. | show multiple ways to implement sue model weighting for borehole
temperature inversion and surface heat ow inversion. | also implenent an I, norm in the model objective
function to encourage sharp boundaries in recovered models. To demsinate their e cacy, | apply the
inversion schemes to synthetic examples and eld data from the Coogr Basin.

Having enhanced inversion of thermal data through injection of generic pior information, in Chapter 3 |
turn to the inclusion of more speci ¢ forms of prior information: struc tural and petrophysical information. |
investigate a novel approach to inverting geophysical data. | use a contlonal variational autoencoder
(CVAE) to condition recovered density models on observed gravity éta. The CVAE is trained on a set of
synthetically generated density models that contain layering, fauting, and sharp boundaries between
di erent units. The trained CVAE generates density models that t the input gravity measurements. The
recovered models successfully exhibit similar spatial and petiphysical features as the training set.

E ectively, the generated models are all samples from an approximatiorto the posterior model distribution.
To assess the results, | compare a set of models from the CVAE to a set eamples of the true model
posterior. | compare the means of each set, histograms of densities in easht, and the probabilities of a
nding a speci ¢ model feature in each set. The comparisons show tat the CVAE recovers an approximation
to the posterior distribution. | highlight aspects of the posterior th at are well represented by the CVAE and
aspects that the CVAE does not fully reproduce. | also analyze the latat space of the CVAE. VAEs can
provide latent space representations in which each dimension of thiatent space corresponds to a

transformation of the output that changes only some properties of the output in a manner that is



approximately independent of the other latent dimensions (Higginset al., 2017). Such a representation is
known as a disentangled latent representation (Higginset al., 2018). | analyze the e ect of changing each
element of the latent representation on the recovered model, shang how the latent elements a ect the
model in separate, identi able, and interpretable ways. | also drav a connection between the CVAE and
linear inverse theory, demonstrating that the latent elements contol the model in ways that are akin to
principal components of a localized posterior model covariance.

In Chapter 4 | further develop the use of a CVAE. | apply it to a non-lin ear inverse problem, the
magnetotelluric inverse problem. The study of inverting magnetoteluric data is decades old and
comprehensive. Magnetotelluric inversion thus provides a wellinderstood context in which to examine the
use of a CVAE. For a training set, instead of using synthetically geneated models with a known set of
underlying controlling factors, | form a training set from well log data. Thus, | test the ability of the CVAE
to inject prior information learned from borehole measurements into te inversion. | show how a set of well
log measurements can be used for such a purpose. | test two approachesttaining a CVAE: one which
requires no forward or adjoint computations during training, and another which encourages a closer data t
by explicitly including a data mis t term in the loss function. | evaluate their performance on geographically
distinct validation and test sets. Even for a training set that is created from noisy log measurements, the
ensuing latent elements still correspond to separable and interptable components of the model. | argue that
the latent encoding o ers a new way to communicate model uncertaity. While it is di cult to intuitively
grasp the high-dimensional posterior model probability distribution, the latent encoding o ers a
low-dimensional representation of the same distribution. When an eédment of the latent encoding is changed,
computing the resulting model is computationally e cient, requi ring only a forward pass through the
decoder network. This computational e ciency allows one to explore the model solution space interactively

in real-time.
1.3 Major Contributions of the Thesis

My research contributes to the eld of geophysical inversion in the bllowing ways. | develop the rst
algorithms for generalized inversions of borehole temperature and surfacheat ow for thermal conductivity.
The algorithms use the adjoint method to solve the inverse problem e ciently. | use model weighting
schemes that have been successfully applied to invert other forsnof geophysical data to inject prior
information into the inversions. | apply these methods to invert eld data from the Cooper Basin in
Australia, recovering both a 3D thermal conductivity model of the basin and a 3D model of basin
temperatures. In so doing, | demonstrate the applicability of the methods to characterizing the thermal

regimes of potential geothermal energy sources.



| develop a framework for using conditional variational autoencoders to nvert geophysical data. Using
the inversion of a synthetic gravity pro le as a demonstration, | show that a CVAE can recover models with
conceptual geologic structures and petrophysical information learned frm training models. The distribution
of models generated by the CVAE is close to the posterior model disthution obtained by Bayesian inversion.
In addition, | show that the latent features are semantically meaningfu. They can be used as tunable inputs
that let an interpreter explore the approximate posterior distribu tion. This exploration can be performed in
real time because the computational expense of a forward pass through theearal network is negligible.
Furthermore, | provide insight into the ways the latent variables change the model by showing that the
resulting model changes are comparable to the principal components ohe posterior covariance matrix.

| successfully train CVAEs to invert using models derived from lorehole data, opening the possibility of
incorporating general ground truth subsurface information into inverson without any need to rst express it
mathematically or parametrically. |1 use the CVAESs to invert data governed by a non-linear forward problem,
and | test their performance on models not used during training or valdation. | develop two di erent
possible loss functions to use during training, and | evaluate the nekfor forward modeling during training. |
show that latent features hold semantic meanings even when the traimig models do not result from known
underlying causal factors. Finally, | provide practical guidance for nverting data using a CVAE. My work
opens many new and exciting avenues of research by providing a framerk to incorporate general structural

and petrophysical information into geophysical inversion.



CHAPTER 2
METHODS TO INVERT TEMPERATURE DATA AND HEAT FLOW DATA FOR THERMAL
CONDUCTIVITY IN STEADY-STATE CONDUCTIVE REGIMES

Modi ed from a paper published in Geosciences(McAliley & Li, 2019). Copyright by Wallace Anderson
McAliley and Yaoguo Li, 2019. https://doi.org/10.3390/geosciences9070293.
W. Anderson McAliley*:?, Yaoguo Li3

2.1 Abstract

Temperature and heat ow data carry speci ¢ information about the distr ibution of thermal conductivity
variations which is not available in other geophysical data sets. Thus, hermal data constitute important
complementary data sets in the multiphysics-based imaging and charderization of earth's subsurface. The
guantitative interpretations that accompany this e ort can be carried ou t by determining thermal
conductivities from temperature or heat ow data. Towards this goal, we develop inversion methods based
on Tikhonov regularization and numerical solution of the di erential equ ations governing the steady-state
heat equation. Numerical simulations using these methods yield irights into the information content in
thermal data and indicate it is similar to that in potential- eld data. W e apply the temperature inversion
method to borehole temperature data from the Cooper Basin in Australia,a well-studied geothermal
prospect. The methods and insights presented in this study pavehe way for imaging the subsurface through
recovered thermal conductivities and for joint quantitative inter pretations of thermal data with other

common geophysical data sets in various geoscienti ¢ applications.
2.2 Introduction

Geoscientists use thermal data to solve problems in a variety of contes, including petroleum basin
temperature modeling, crustal-scale geoscience, geothermal energydadetecting groundwater
ow (Anderson, 2005; Beardsmore & Cull, 2001; Mottaghy et al., 2011; Stein & Stein, 1992). Inversion
provides a quantitative tool to aid data interpretation. While the r esearch community often inverts thermal
data using parametric approaches for interpretation, generalized invission has not yet been applied to
thermal data. Unlike parametric inversions, a generalized inversion eeks to recover an approximation to a

function. Generalized inversion has successfully allowed geosuissts to e ectively interpret geologic
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structure from gravity, magnetic, electrical and electromagnetic data. We present deterministic generalized
inverse methods for thermal data, which allow for the recovery of germal physical property distributions.

There are several ways to parameterize physical properties that habeen used to invert thermal data for
thermal conductivity. One technique is to prede ne structural boundaries between lithologic units prior to
inversion, assume that properties are constant within each lithologic ait and invert for the property values
within each unit. The assumption of homogeneous properties within eachunit reduces the number of
parameters to be resolved, allowing the statistics of each parametermtbe estimated via stochastic or
Bayesian inversion. This approach is popular, as it easily allows di eent properties such as heat production
rates, basal heat ow rates or hydraulic permeabilities to be simultareously recovered alongside thermal
conductivity (Jardani & Revil, 2009; Jokinen & Kukkonen, 1999; Rath et al., 2006; Wang & Beck, 1989).
Another approach is to assume a xed property value for each prede ned khologic unit and invert for
structural boundaries. While not as common, this approach has also been ed to invert thermal
data (Nagihara, 2003; Papadopoulost al., 2011). An approach that has been widely used to invert many
di erent kinds of geophysical data is generalized deterministic itversion. In such an inversion, an earth model
is nely discretized and physical property values are determinedfor each discrete model cell, usually by
solving a regularized least-squares minimization problem. The metbdological framework for applying
generalized inversion to thermal data is well understood (Oliveret al., 2008) and has been applied to resolve
a small number of model parameters (Ollingeret al., 2010; Shen & Beck, 1991). However, to our knowledge,
no study has implemented generalized inversion to resolve a large mber of thermal conductivity
parameters, nor addressed the speci cs of implementing such an ievsion.

Here we present methods to invert temperature data and heat ow datafor thermal conductivity by
generalized deterministic inversion. First, we describe the nite volume method used to compute
temperatures and heat ows in a steady-state conductive regime from &nown thermal conductivity model,
boundary conditions and heat sources. Next, we develop methods to invetemperature data and heat ow
data for thermal conductivity in an e cient manner which allows a gene ral thermal conductivity distribution
to be recovered. We implement these methods in MATLAB and we applythem to invert borehole
temperature data from the Cooper Basin, recovering both a thermal coductivity model and an estimate of
subsurface temperatures in the region. We discuss the non-unigness inherent in these inverse problems and
show synthetic examples of inversion results. We also discussédhchallenges of thermal modeling and the

assumptions required to implement this method.
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2.3 Thermal Data Background

We examine the inversion of two kinds of thermal data: borehole temperaire and surface heat ow.
Borehole temperatures are usually measurements of the temperature ¢iie bore uid. They may be collected
as part of a precision temperature log or as bottom-hole temperature measaments, which are measurements
of the maximum temperature in a well taken during geophysical logging. Brehole temperature can be
measured by a thermometer, a thermistor or by distributed tempeiture sensing technology which measures
temperatures along the length of a ber optic cable. This technology allavs large amounts of temperature
data to be collected relatively inexpensively (Beardsmore & Cul] 2001).

The accuracy of borehole temperature measurements depends largely orhether the bore uid is in
thermal equilibrium. Borehole temperatures are strongly disturbed by drilling operations, especially mud
circulation. Bottom-hole temperature measurements are usually colleted soon after drilling, so those
measurements are usually lower than the undisturbed temperature Several methods have been developed to
recover undisturbed formation temperatures from bottom-hole tempeatures. See Andaverdeet al. (2005);
Goutorbe et al. (2007); Hermanrud et al. (1990); Nagiharaet al. (2014) for comparisons of common
correction techniques. In this work, we ignore the e ects of drilling operations on temperature measurements
and assume that the requisite data processing has been applied.

Heat ow measurements are made for the purposes of estimating the earth'total heat budget,
characterizing large-scale uid movement, understanding or bette characterizing sea oor spreading or
resource exploration. Heat ow is not measured directly. Rather, the thermal gradient and the thermal
conductivity are both measured and then heat ow can be determined fom the two measurements. While
heat ow can be measured both near the surface of the earth and deep in bdneles, we examine only heat
ow data from the top few meters of the earth, referred to as surface hat ow. Surface heat ow is usually
measured at sea. In deep ocean settings, the ocean bottom temperature rielatively constant because
seawater is densest at 3.4C. Thus, steady-state assumptions are more justi able at the sea oor than on
land. Both the increased likelihood of a steady-state regime and thease with which probes can penetrate
the ocean bottom allow heat ow to be determined relatively quickly at the ocean oor. However, water
movement can strongly in uence the subsurface thermal eld there Heat ow can be measured at the land
surface as well, although such measurements are susceptible to theets of ground surface temperature
uctuations. They are usually taken over several days or weeks to accau for temporal changes (Beardsmore
& Cull, 2001).

Temperatures and heat ow rates in the subsurface depend on conducte and convective heat transport,

heat sources within the earth and past changes in the temperature eld Additionally, the temperature and
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topography of the surface of the earth and the rate of heat ow into the base of he lithosphere a ect the
temperature of the crust. These dependencies can be seen in theusive-advective heat transport equation,

Cp%:+ ro(e+e&)=f (2.1)

which governs how the temperatureu depends upon the density , speci ¢ heat c,, the time derivative of
temperature %Lt‘, advective heat ow &, conductive heat ow & and the rate of heat production f. Here,
advective heat ow refers to the rate of heat transport via movement of mass, including rock and uid
movement. Conductive heat ow, by contrast, is the rate of heat transport within materials that arises due
to exchanges of kinetic energy among molecules. It ows in the dire@n of the temperature gradient, from
hot to cold.

In this work we assume that the area is in thermal steady-state and that al heat ow is conductive. For
these assumptions to be valid, several conditions must be met. Care ust be taken to ensure that the
thermal regime under study su ciently meets these criteria.

Temperatures are not in steady-state in all regions of the subsurface. ®land, uctuations in ground
surface temperature keep the shallow temperature eld from reachig steady-state. Yearly temperature
cycles a ect the top few tens of meters (Stuwe, 2007). Below that, annuatemperature uctuations do not
a ect the temperature signi cantly, although longer period temperatu re changes can a ect deeper
temperatures. Major paleoclimatic changes can cause thermal pertudtions that extend kilometers into the
subsurface. Therefore, the surface temperature history must beetatively constant and borehole
temperatures should be measured at least 30 m below the surface. Finrmore, the region must be
tectonically stable, as major fault movement can both generate heat throgh friction and transport it.
Magma intrusions disturb the thermal steady-state as well. It may take thousands of years for steady-state
to be recovered, depending on the intrusion size.

Beyond heat conduction, uid movement in the subsurface is another important mechanism of heat
transport that cannot always be neglected. The relative importance of adective heat ow over conductive

heat ow can be quanti ed by the Peclet nhumber,
Pe= vL=; (2.2)

wherev is the velocity of the uid, L is the characteristic length of the advection process and is the thermal

di usivity of the rock- uid complex. If Pe << 1, then the e ect of uid advection can be safely ignored.
For the purposes of this study, we assume a steady-state, conductivegime in which the surface

temperature, heat ow at depth and heat production sources are known orcan be estimated. By applying

these assumptions, equation 2.1 is reduced to the steady-state heatj@ation, which we use to form the
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forward modeling operator.
2.4 Forward Modeling

The forward modeling operation solves for thermal data (either tempeature or heat ow), given a
thermal conductivity model, boundary conditions and heat sources, uder the assumptions of purely

conductive, steady-state heat transport and isotropic thermal conductvity.
2.4.1 Governing Equations

The steady-state heat equation,
ro(ru=f (2.3)

describes the behavior of the temperature eld due to conductiveheat transport alone under thermal
equilibrium. Here, is thermal conductivity, u is temperature, andf is the heat production rate per unit

volume. Equation 2.3 can be constructed from two fundamental equationsthe law of heat conduction,
=  ru; (2.4)
where g is conductive heat ow (also known as heat ux density) and the law of conservation of energy,
r g=f: (2.5)
2.4.2 Finite Volume Method

We solve equation 2.3 by the nite volume method (Eymard et al., 2000). To derive the method, we

integrate equation 2.3 over a control volumeV and apply the divergence theorem, yielding
I z

ru Ads= fdv; (2.6)
S \%

where S is the surface enclosing volumé/ and 1t is a unit vector orthogonal to S, pointing outward.

To implement the nite volume method, we discretize this equation.
2.4.3 Discretization

We discretize the model domain into rectilinear control volumes, kiown as cells. When discretized, the

surface integral in equation 2.6 becomes a summation over all the faces die cell,

X
s(ru n) as = fV; (2.7)

S

where the indexs corresponds to one of the facesas is the area of that face,(r u n), denotes the gradient
of the temperature eld in the direction of the outward normal vector at t hat face andV is the volume of the

cell. We approximate the thermal conductivity within each cell by a single average value, located at the
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center of each cell. Temperatures and heat sources are also placed atl @enters. Heat ow values, being
vector quantities, are located at cell faces since faces have inhatedirectionality.

For a rectilinear mesh, the gradient of the temperature at a cell faces in the direction normal to the face
can be approximated by a nite di erence between temperatures at @Il centers on either side of the face,
divided by the distance between cell centers:

Us up

TS T %2

(2.8)

where u; and u;, are temperatures at the two cell centers and x; and x» are the widths of each cell in the
direction normal to the face.

The thermal conductivity at a cell face must be interpolated from conductivities in each of the cells
bordering the face. We use harmonic interpolation because it ensurdseat ow continuity and thus
conservation of energy (Hymanet al., 1992). So, if ; and , are the thermal conductivities of the two cells

that share faces, the conductivity at the cell face is estimated as

12( X2+ X2)
= . 29
s 1 X2t 2 Xa (2:9)

So, the term of the summation in equation 2.7 corresponding to the faceeparating cells 1 and 2 is

2 1 28

_—_— : 2.10
T Xa t Xl(Uz up) (2.10)

For a three-dimensional rectilinear mesh, there are six such tersin the equation corresponding to each
control volume. Taken together, these equations form a linear system ofguations. Ignoring boundary

conditions, that system can be expressed in matrix-vector form as
Gl Adiag A,V 1 YA Gu= Vf; (2.11)
or, more simply,
G"MGu = Vf; (2.12)
where G is a discrete gradient operator matrix, M is a diagonal matrix that contains harmonically
interpolated thermal conductivities, V is a diagonal matrix that contains the volume of each cell,u is a

vector of temperatures at each cell center and is a vector of heat source terms for each cell.

See Appendix A for detailed de nitions of these matrices and vectors.
2.4.4 Interpolating Fields

Once the temperature or heat ow elds have been computed, they mist be interpolated to data
locations. Many interpolation schemes may be used. For simplicitywe use trilinear interpolation. This

interpolation method can be expressed as the product of an interpolatin matrix Q and the vector of

14



modeled eld valuess (be they temperatures or heat ow values), as

Qs = d; (2.13)
whered is a vector of eld values interpolated to data locations.
2.4.5 Boundary Conditions

Boundary conditions are required to solve this boundary value problem.The thermal state of the earth
can be modeled using di erent combinations of boundary conditions. Formost geologic scenarios, the

following boundary conditions are appropriate:
1. Known temperatures (Dirichlet boundary condition) are enforced atthe top of the model.

2. The heat ow through the sides of the model is assumed to be zero (ze Neumann

boundary condition).

3. At the base of the model, either the temperature (Dirichlet) or the vertical heat ow rate (Neumann)
can be speci ed, depending on the situation being modeled. For exapte, the heat ow rate may be
measured at the surface. If it is reasonable to assume that the horizontalariation of heat ow is
negligible at depth, then a constant Neumann boundary condition is appropiate to use at the base of
the model. The heat ow at the bottom of the model may be set to the aveage heat ow at the
surface, subtracting the contributions of any known heat sources or siks within the region of interest.
Alternatively, a Dirichlet boundary condition may be desirable if t here is information about
temperatures at depth from other geophysical methods. This modelig approach can accommodate
either type of boundary condition at any surface. For the examples in ths study, we use a constant

Neumann boundary condition at the base of the model.
2.4.5.1 Dirichlet Boundary Conditions

To impose a Dirichlet boundary condition at an exterior face, the valuesof s and (r u f), must be
computed di erently compared to equations 2.8 and 2.9. For , there is only one thermal conductivity since
there is no neighboring cell, so no interpolation is necessary. Thexpression(r u f) is in this case a nite
di erence between the temperature at the center of the cell and tle known temperature at the face, divided

by the distance from cell center to the face,

Ucell Upc
runfn),= ——: 2.14
( )S Xcell =2 ( )
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In the linear system shown in equation 2.12, these boundary conditionsan be implemented at faces with

Dirichlet boundary conditions as
G™M (Gu + Ggc ugc ) = Vf; (2.15)

whereugc is a vector of Dirichlet boundary conditions and Gg¢ is a gradient operator like G, matching the

boundary temperatures to the correct face and direction with respetto the control volume.
2.4.5.2 Neumann Boundary Conditions

Neumann boundary conditions specify the normal derivative of the unknavn quantity at the boundary.
In geologic settings, however, we are more likely to have an estimate ohé heat ow at a boundary than the
temperature gradient. In this case that quantity is s (r u h),. Zero heat ow boundary conditions can be
imposed at a face by setting the entry on the diagonal oB corresponding to the face to zero (see
Appendix A). In addition, known heat ow values can be imposed at surfaces by constructing a vector qgc

of known heat ow values and modifying equation 2.15 to include it, as

GT (M (Gu + Ggc Ugc ) Ggc )= Vf: (2.16)
2.4.6 Solving for Temperature and Heat Flow

To solve equation 2.16, we rst move all known quantities to the right side to obtain
G"MGu = Vf GT (MG gcusc 0ac): (2.17)
This equation is now of the form of the linear system of equations
Au = b; (2.18)

where

A=G"MG;
T (2.19)
b=Vf G’ (MGpgcuUsc Jsc):
Note that all matrices in equation 2.19 are sparse, andA is symmetric positive de nite. Any number of
linear solvers may be used to solve this system. Since it will beotved several times during the course of
inversion, it is desirable to generate and save a preconditioner maitt P such that P ! is an approximation

to A 1. The equation to solve becomes
P Au =P 1b: (2.20)

SinceP 'A has a smaller condition number thanA , this system of equations is more conducive to numerical
solvers. We employ incomplete Cholesky factorization to form a precaditioner and solve the system using

the preconditioned conjugate gradient method (Golub & Van Loan, 2012).
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Heat ow relates to temperature and conductivity through equation 2.4, which can be expressed in a

discrete form at the cell face separating cells 1 and 2 as

&= s(run),
_ 21 2(u Uy, (2.21)
1 Xot+ 2 Xi

Heat ow can be computed via
g= M (Gu + Ggc Ugc ); (2.22)

where g is a vector of unknown heat ow values at centers of cell faces. Thus, are equation 2.17 has been

solved foru, equation 2.22 can be solved fog.
2.4.7 Accuracy and Convergence

After implementing the nite volume algorithm in MATLAB, we construc ted an analytic solution to
verify the rate of convergence of the algorithm with increasingly ne mesh discretization. To produce the
zero Neumann boundary conditions of the forward problem, we chose a spatiglvarying temperature eld u
over the domain of the unit cube, = f(x;y;z):0 x;y;z 1g, such that %g: Oon x2f0;1g and %;: 0

ony2f0;1g:

u= & o8 12x2+27 (cos(y)+2)(z+20):

Y (2.23)
X;y;z 2 [0;1]:
We also chose a spatially varying thermal conductivity that is positive over the domain :
=(x+1)(y+2)(z+3): (2.24)
From these, we can calculate heat ow analytically:
q= ru
:g x x3 (y+2)(cos(y)+2) z2+23z+60 %
+ — 83 1x%+27 (x+1
54 ( ) (2.25)

(y+2)sin(y) z2+23z+60 ¢
1oad 12427 (x +1)
54
(y+2)(cos(y)+2)(z+3)%;

as well as the heat source,
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f = q
1 3x? (y+2)(cos(y)+2) z2+23z+60

+ Ol T

2 8x3 122 +27 (x+1) (2.26)
( (y+2)cos(y)+sin(y)) z2+23z+60
5% 8x3 12?2 +27 (x+1)

(y+2)(cos(y)+2)

We use this solution to verify the convergence of the forward modelig method. Since the forward
modeling method we use is a second order discretization, the numieal solution should converge to the
analytical solution as O(h?) where h is the discretization interval (Forsyth & Sammon, 1988). The rate of
convergence (ROC) of the maximum errore, between solutions computed on discretization intervalsh; and
h, whereh, <h g is

€n hy
ROC =log — =log — : 2.27
g o, 9 1, (2.27)

Table 2.1 shows that the rates of convergence approach a value of 2 for both tgrarature and heat ow

calculations, as expected.

Table 2.1 Analysis of error convergence in the nite volume solution for dereasing discretization intervals.
Rates of convergence (ROC) to a known analytical solution are expectedotbe 2.

Control volumes Maximum error ROC of maximum Maximum error ROC of maximum

in each direction inu, C error in u ingwm 1K ! error in g
5 0.588 15.84
7 0.304 1.958 8.14 1.978
9 0.185 1.974 4,92 2.008
11 0.124 1.982 3.30 1.985
13 0.089 1.987 2.38 1.968
15 0.067 1.989 1.79 1.973
17 0.052 1.991 1.40 1.990
19 0.042 1.993 1.12 2.000
21 0.034 1.994 0.92 1.989
23 0.029 1.994 0.76 1.997
25 0.024 1.995 0.65 1.984
27 0.021 1.996 0.56 1.990

2.5 Sensitivity

The sensitivity matrix, also known as the Jacobian matrix, expresse the sensitivity of each datum to

every model cell. The sensitivity matrix J isann Ny matrix where
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J=r1 nd;
@_ (2.28)
@m’

n is the number of data, Ny is the number of control volumes,m is a vector of model parameters andl is a

Jij =

vector of the data computed for those model parameters. Since both temgrature and heat ow depend on
thermal conductivity non-linearly, the sensitivity matrix depe nds on the current model. This matrix can be
calculated by nite di erence by solving the forward problem Ny times, perturbing one model parameter at
a time from some current model by a small amount. However, such a prass would be both computationally
expensive and memory intensive for large models and the resulting atrix would only apply to the current
model. An alternative approach is to calculate the product of the sengivity matrix and a vector without
forming the sensitivity matrix (See Appendix B for details). Fortu nately, the Gauss-Newton optimization
method, which is used in the inversion method presented heraggquires only that such a product can be

computed if the corresponding linear system of equations is solved iy an iterative method.
2.6 Inversion Methodology

Here we formulate the inverse problem and outline the implementationof the algorithm. We pay special
attention to the model weighting function which is needed to encouage model structure to be evenly

distributed throughout the model domain.
2.6.1 The Inverse Problem

Generalized inversion methodology for geophysical applications is wetleveloped. We leverage this
methodology to develop generalized inversion algorithms for thermal dataWe construct a minimization
problem using Tikhonov regularization, in which we seek to minimiz a linear combination of data mist and

model structure, as
minimize = 4+ ; (2.29)

where 4 is the data mist, [, is the model objective function and is the regularization parameter. We

use a combination of smallest and attest deviatoric model to quantify model structure, as follows:
m= s PMY+ « P(MA+ y P(mp)+ , P(m)) (2.30)

wherem®=m m'™ s the deviatoric model, m? denotes a partial derivative of m®with respect to x, the

coe cients are scaling factors and P represents an approximation to anL, norm based on the Ekblom
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measure:
Z

P(x)=  x2+ 2P%gy; (2.31)
\%

for some small value of , whereV is the volume over which the model is de ned. Implementation of this
model objective function is based on Farquharson & Oldenburg (1998).
The data mist can be de ned as

¢= Wgq d® d (2.32)
2

where d°s is the observed data,d is the data predicted via modeling andW 4 is a diagonal matrix where
the i™" entry along the diagonal is the reciprocal of the standard deviation of thei" datum. Note that the |,
norm in equation 2.32 may be replaced by arl, norm, which can again be approximated by the Ekblom
norm. The inversions in this study use anl, norm for data mis t.

We perform several inversions with di erent values for the regularzation parameter , starting with a
value that is large enough that the inversion result does not di er signicantly from the reference model.
Each successive inversion uses a smaller value forthan the previous. These values are logarithmically
spaced. We nd that decreasing beta by a factor of about 2 for each succese inversion works well.
Additionally, the result of the previous inversion is used as a startng model for the next. Inversions continue
until the optimal value of  has been determined. The optimal can be chosen in many ways. For the
synthetic examples presented here, we determine the optimal value via the discrepancy principle, whereby
the value corresponding to the data mist equal to the number of data is corsidered optimal. To use this
method, the standard deviation of the noise in the data must be known orestimated. If the standard
deviation is not known, the L-curve criterion (Hansen, 2001) and generalizeé cross-validation (Vogel, 2002)
are two common techniques for estimating the optimal value. For the eld data inversions, we choose the
optimal by the L-curve criterion, in which the  value corresponding to the point of maximum curvature
on the Tikhonov curve is chosen as the optimal value. The L-curve critdon requires that inversions with
values of that are both larger and smaller than the optimal value be run, so that curvature can be
computed. We performed a minimum of three inversions with smaller values than the optimal value to

ensure that the point of maximum curvature had been identi ed.
2.6.2 The Gauss-Newton Method

The model that minimizes the objective function in equation 2.29 can ke found by using the
Gauss-Newton method (Nocedal & Wright, 1999), which is an iterative procss. Following the solution for the
Gauss-Newton step direction in each iteration, a line search is perfoned to ensure that the step su ciently

decreases the objective function. The criterion used is that thetep must decrease the objective function by
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0.001 of the decrease predicted by the gradient of the objective funain at the current model; that is, the
maximum allowable value for the objective function is the current objective function plus the product of the
gradient and the Gauss-Newton step, scaled by 0.001. If the step does naatssfy this criterion, the length of
the step is scaled back by 0.75. The process is repeated until a stépat satis es the criterion is found or
until ten steps have been tested at which point the inversion is onsidered to have converged. The inversion

also converges when the data mist is reduced by less than 2% after a Gas-Newton step.
2.6.3 Weighting Function

In general, the sensitivities of thermal data with respect to the thermal conductivity of model cells decay
with increasing distance between observation locations and model tecenters (e.g., Figure 2.1(a)). As
formulated in equation 2.30, the model objective function does not compasate for the decay of sensitivities.
Therefore, structure in the inversion results tends to be concetrated near data locations. To counteract this
e ect, a weighting function w can be constructed. The weighting function is included in the moel objective

function by rede ning m%in equation 2.30 as
=wm m* (2.33)

We investigate three ways of constructing weighting functions: sasitivity weighting, depth weighting and

distance weighting.
2.6.3.1 Sensitivity Weighting

We applied sensitivity weighting to borehole temperature inverson by following Li & Oldenburg (2000)
and Portniaguine & Zhdanov (2002). The sensitivity weighting function w is constructed from the sensitivity

matrix, as

Vs

X
W = J7 : (2.34)
i=1
Implementing sensitivity weighting therefore requires that the full sensitivity matrix be formed, which is

computationally costly and memory-intensive for models with a large nunber of parameters. A model with
millions of model parameters may require years to compute the sertsiity matrix by nite di erence or
matrix inversion on a single workstation. Furthermore, such a sensitity matrix would require hundreds of
gigabytes of memory, assuming the data number in the thousands. Therefe, we only apply this method to
a small synthetic model in this study.

Since the sensitivity matrix depends on the model, the sensitiity weighting function may be recalculated
with each Gauss-Newton iteration. We compute the sensitivity weightng once, though, using the sensitivity

matrix associated with the reference model and use the same weightj throughout the inversion. More
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investigation into this function is warranted, especially into the question of whether the weighting function

should be updated after each Gauss-Newton iteration.
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Figure 2.1 (a) Sensitivity of one borehole temperature datum to thermalconductivity for a homogeneous
thermal conductivity model. The temperature datum is located in the center of the cell marked by the X.
Temperature increases at that location if the thermal conductivity of red cells increases. Temperature
decreases with an increase in the thermal conductivity of blue cedl The sensitivity decays with distance from
the location of the temperature datum, especially laterally. (b) The decay of the sensitivity of surface heat
ow to thermal conductivity as a function of the depth of the conducti vity. The sensitivities were computed
on a 50 by 50 by 50 regular grid for a homogeneous thermal conductivity model. Alecay rate proportional
to z 2 is overlain on the plot. The t serves to justify the use of the proposed depth weighting function.

2.6.3.2 Depth Weighting

We apply depth weighting when inverting surface heat ow data for a dmilar reason as sensitivity
weighting: to counteract the decay of the sensitivity kernel (with depth, in this case). We use a weighting
term of the form

1

M

(2.35)

as proposed by Li & Oldenburg (1998) for inverting gravity data. We use a valie of 3 for , based on an
analysis of the rate of decay of the sensitivity of surface heat ow data 6 conductivity with increasing depth
(Figure 2.1(b)). For z, we use a value of 0. Note that this analysis used a model with constant comttivity.
The sensitivity of heat ow to thermal conductivity depends on the model, though, so this decay rate will not
match the decay of sensitivities with depth as closely for models ith large conductivity contrasts.
Additionally, sensitivities of model cells do not decay asz 2 near the top or the bottom of the model, likely

due to the proximity to the boundary and the conditions imposed there.
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2.6.3.3 Distance Weighting

We applied distance weighting to borehole temperature inversion byfollowing Li & Oldenburg (2000),
modifying the weighting function to suit the temperature forward problem. That weighting function is
designed to compensate for the decay of the magnetic kernel. The magrieteld decays as Er3, while the

temperature eld decays as Er. Therefore, we construct a distance weighting function

..)@ 7 . H=a
w;, = _ v i J=1;::0 Ny (2.36)
i1 v Rij + Ro

where we choose the parameter to be 1. Whether this function adequately compensates for the decay dhe
sensitivity of the data to model cells with distance remains an opemuestion. However, the authors'
experience suggests that it holds promise as a computationally inexpsive approximation to the full

sensitivity weighting function in equation 2.34.
2.7 Inversions of Synthetic Data

To demonstrate the capabilities of the inversion algorithms, we implenented them in MATLAB and
inverted synthetic thermal data from two thermal models. By inverting these data, we explore the
information content of thermal data in steady-state conductive settings. We also show examples of ways to
incorporate prior information, such as expected thermal conductivity values or structural information. The
techniques that we use to accommodate prior information shown in thes examples are easy to implement.
However, these inversion algorithms can also allow more advanced invéos tools to be applied to thermal

data interpretation.
2.7.1 Block Model

We designed a simple thermal conductivity model consisting of twaanomalous block bodies in a
homogeneous background (Figure 2.2(a)). The southwestern anomalous body is6km on each side and
1.2km deep, the top is 2.8 km deep and it has a conductivity of 6Wm* K 1. The northeastern body is
1.2km on each side and 1.2 km deep, the top is 2 km deep and its conductiyiis 3Wm 1K *. The
background conductivity is 4Wm K 1. We generated a three dimensional rectilinear mesh of 13,750 model
cells including padding cells near the sides and the bottom of the n#h to reduce the e ects of the boundary
conditions on the computed elds near the anomalies. There are 25 layersf cells in each horizontal direction,
organized as 5 padding layers, then 15 central layers, then 5 paddingyers. Cells in the central region are
cubes with sides of 400 m and padding layers are 1000 m long. Vertically fromhe surface down, there are 15

layers with depths of 400 m and then 7 padding layers with depths of 1000 m
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Figure 2.2 Inversions of synthetic surface heat ow data. (a) Block moel of thermal conductivity, used to
generate the synthetic data. (b) Inversion result using anl, norm for the model objective function with p =
2 and no weighting. (c) Inversion result with p = 2 and depth weighting. (d) Inversion result with p = 1 and
depth weighting. (e) Inversion result with p = 1 and sensitivity weighting.
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To produce synthetic thermal data, we simulated a geothermal gradientby enforcing a uniform vertical
heat ow of 65mWm 2 at the bottom of the mesh. We enforced a constant temperature of 20C at the top

of the mesh and included no internal heat production.
2.7.1.1 Surface Heat Flow Data Inversion

The block model was used to generate 169 synthetic surface heat ow datlocated in a 4.8km by 4.8km
grid in the center of the model's surface. The data are spaced 400 m in bletnorthing and easting directions.
We added Gaussian noise of mean zero and standard deviation 1.5mW rf to the data. This con guration
represents a more data-rich scenario rather than one commonly found indat ow data and the noise level is
low compared to common estimates of 5 per cent (Hyndmaret al., 1979). Furthermore, noise in heat ow
data is rarely Gaussian. However, inverting this idealized synth&c data yields clearer insight into the
inherent information content in heat ow data, which remains limited despite the data density and low
Gaussian noise.

To illustrate the necessity of some form of weighting to counteract the decay of sensitivities, we rst show
a result of inverting surface heat ow data without imposing weighting, usingp = 2 (Figure 2.2(b)). The
largest deviations from background conductivity occur in the top layer of the recovered model and these
deviations are not more than 0.01Wm 1K . Clearly, if the model objective function is not weighted in
some way, meaningful thermal conductivity structure is not recoveed. When depth weighting is imposed, the
tops of the resulting anomalies are located nearer to their true depth (Figure 2.2(c)). The anomalies
themselves are smooth and spread out, due to the use pf= 2 in the model objective function. Note that the
magnitudes of the recovered anomalies are still much closer to backgrodrthan those of the true anomalies.

Using p = 1, the recovered anomalies contrast more strongly with background (Figue 2.2(d)), as in the
true model. Interestingly, the anomalies are adjacent to the sides ofhe model. This o set appears to be
related to the depth of the anomalies. Additionally, the depths of the recovered anomalies are greater than
the true depths. This result suggests that the depth weighting sbheme warrants further investigation. Due to
the non-linearity of the inverse problem, depth weighting may be kss appropriate when anomalies with large
conductivity contrasts are recovered. If that is the case, a modetiependent weighting scheme may be
necessary. Alternatively, the sensitivities of model cells clasto boundaries may not be compensated properly
by the proposed depth weighting. To investigate this, we tried usirg sensitivity weighting computed from a
homogeneous model, rather than depth weighting (Figure 2.2(e)). The @sulting anomalies are closer to their
true locations, vertically and horizontally, than the anomalies recoveed using depth weighting, suggesting
the possibility of a model-independent weighting scheme that compensates for sensitivity decay better than

depth weighting.
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These inversions demonstrate the sensitivity of heat ow data to thermal conductivity contrasts and the
lack of depth information inherent in such data. They also show that the inversion algorithm can incorporate
prior structural information via weighting functions and how the pri or information can a ect inversion

results.
2.7.1.2 Borehole Temperature Data Inversion

Using the same thermal conductivity block model (Figure 2.2(a)), we $mulated borehole temperatures in
a nine-well con guration (Figure 2.3(a)) and a ve-well con guration (Figu re 2.3(b)). Temperature locations
are evenly spaced down the wells every 100 m. Note that a precision terepature log would contain far
smaller measurement spacing. However, since the mesh for this toyrgblem is coarse, little extra detalil
would be recovered in the inverted model by decreasing the spaw. Zero-mean random Gaussian noise with
a standard deviation of 0.1 C was added to the synthetic data. This noise level is above the presion of
high-quality thermistors, but this amount of noise is lower than the noise encountered in precision
temperature logs, which can be 0.5C (Housemanet al., 1989). As with the heat ow data example, we
chose this low noise level to better understand the limits of the mformation content in borehole temperature
data, regardless of noise level. We performed inversions using two drent model norm measures: p = 2 and

p = 1. Sensitivity weighting was used for all inversions of borehole temprature data.
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Figure 2.3 Plan views of borehole locations and thermal conductivity anomaés used for inversions of
synthetic borehole temperature data, for (a) a nine-well con guration and (b) a ve-well con guration.

Using p = 2 for a nine-well con guration results in both positive and negative conductivity anomalies in
the correct locations (Figure 2.4(a)). The anomalies' conductivity values are much closer to that of the

background than in the true model, though. Furthermore, false low condictivity anomalies appear above and
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below the positive block. These false \lobes" allow the model to tthe data while the conductivity of the
positive block remains close to the background conductivity.

Using p = 1, the anomalies remain in the same locations, and their conductivities are closer to their true
values than the anomalies recovered using = 2 (Figure 2.4(b)). The false \lobes" surround the positive
block but not the negative block. Note that this block model, with it s sharp conductivity contrasts and
spatially compact anomalies, lends itself to anl; norm inversion.

For a ve-well con guration, the anomalies tend to extend laterally int o parts of the model where no data
exists. As with the nine-well con guration, using p = 1 (Figure 2.4(d)) results in anomalies whose
conductivities deviate from background more than the anomalies in thep = 2 result (Figure 2.4(c)). However,
they deviate less from background than the anomalies recovered from theine-well con guration using p = 1.

Unlike surface heat ow, borehole temperatures contain information aboutthe depth extent of thermal
conductivity anomalies, as seen in these results. We nd that borehas do not have to intersect thermal
conductivity anomalies for those anomalies to be imaged by borehole tempature data. This is shown to be

true for both the nine-well and ve-well con gurations.
2.7.2 SEG/EAGE Salt Model

We now turn to a synthetic example of direct relevance in exploraton problems. Imaging the base of salt
remains a challenge in both exploration and tectonic studies in the salprovinces (Jones & Davison, 2014).
Gravity and magnetotelluric data have been used to aid in the seismd imaging of base of salt (Hoversten
et al., 2000; Routh et al., 2001). However, thermal data provides a uniqgue complementary data setecause of
the high thermal conductivity contrast between salt and sediments (Nagihara, 2003). Although exploring the
joint use of thermal data with other geophysical data for this problem is beyond the scope of this paper, we
explore the information content of thermal data through synthetic simulations.

Using the SEG/EAGE three dimensional salt model (Aminzadehet al., 1997), we constructed a thermal
conductivity model mimicking a salt body in a marine setting (Figure 2.5a). It is discretized into 63,525
rectilinear cells. The model spans 40.5km in each horizontal direotin and extends 11.2 km deep. The central
13.5km by 13.5km portion, in the top 4.2 km of the model, is where the salt bdy and the cross-sections
shown in the gures are located (e.g., Figure 2.5b). Cells in this porton are cubes, 300 m to a side. Outside
this volume are padding cells with horizontal lengths of 2.7 km and verical thicknesses of 1 km. Each cell has
been assigned either a thermal conductivity of 3Wm K 1! if it corresponds to background sediments or
6Wm 1K 1if the cells is part of the salt body. A vertical heat ow of 95mWm 2 was imposed at the

bottom of the model, a constant temperature imposed at the top and no intenal heat sources were included.
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Figure 2.4 (a) Inversion result for borehole temperature data in the nhe-well con guration with p = 2.
Anomalous zones of conductivity are located near the true anomalies. Additinal low conductivity \lobes"
are located above and below the positive anomaly. The recovered condiigties are close to the background
conductivity. (b) Inversion result for borehole temperature data in the nine-well con guration with p = 1.
Compared to the p = 2 result, the false \lobes" are less pronounced, and the conductiviy values contrast
more strongly with background. (c) Inversion result for ve-well con guration with p = 2. Compared to the
nine-well results, the anomalies are less well-de ned horizonta§l and they contrast less with the background.
(d) Inversion result for borehole temperature data in the ve-well con guration with p = 1. Like the nine-well
results, the \lobes" are less pronounced in thep = 1 result than in the p = 2 result and the conductivity
contrast is greater. The anomalies are less well-de ned horizontally fothe ve-well con guration, though.

28



A total of 225 synthetic heat ow data were generated in a grid over the bod/ (Figure 2.5c). The data
are located at the top of each column of model cells (at the sea oor) in thecentral portion of the model.
Just as for the block model heat ow data, random zero mean Gaussian noiseithh a standard deviation of
1.5mWm ? was added to the data. Like with the block model, this scenario is idelized in terms of number
of measurements and noise added in order to better understand the maxium information content that
surface heat ow data can provide about subsurface thermal conductivy.

All inversions constrained the conductivities in padding cells tobe that of background, implemented
depth weighting and usedp = 2 for the model objective function norm. The rst inversion (Figure 2.6(a)) is
otherwise unconstrained and uses a homogeneous reference model whomeductivity is that of background.
The result is smooth and spread out. The top of the recovered model islose to the true depth to the top of
the salt body, indicating that the depth weighting is appropriate for this inversion. Finer structural details of
the salt body are not recovered. Seismic surveys can determine ¢hgeometry of the top of a salt body well.
That structural information could be incorporated into a generalized inversion, as demonstrated by the result
in Figure 2.6(b). To obtain this result, we constrained all cells that lie above the salt body to have a
conductivity equal to background. The recovered salt body honors theop structure, but the conductivity
values do not consistently match those of the true model and the bottom lbundary is not well recovered. A
reference model can incorporate prior knowledge of expected thermabnductivity values for di erent
lithologies. In Figure 2.6(c) we demonstrate one way this can be accompli®ed. We construct a reference
model based on the top surface of the salt body. In the reference moldéhe conductivity at the top of the
salt is set to that of the salt. From there, the conductivity decreases linearly with depth to the bottom of the
nely discretized region of the model. By using this reference rodel, we recover a model that more closely
matches the true model, and the bottom boundary of the salt body is beter recovered.

These inversions results show that heat ow data contains informationabout the relative contrasts and
spatial distribution of thermal conductivity in the subsurface. Bot h the horizontal extent and the depth to
the top of an anomaly can be estimated from heat ow data, with only general pror information imposed in
the form of depth weighting. The addition of other kinds of structural in formation can constrain relative
thermal conductivities to be closer to the true values. Furthermore, incorporating prior information about

both structure and expected conductivity values improves the inaging capability of the inversion algorithm.
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Figure 2.5 (a) A thermal conductivity model constructed from the SEG/EAGE salt model (Aminzadeh et al.,
1997). The blue plane shows the location of the cross-sections shown bel (b) A cross-section of the model
in (a). (c) Synthetic heat ow data generated using the model, without noise, demonstrating the e ect of the
salt body on surface heat ow.
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Figure 2.6 (a) Cross-section, excluding padding cells, of an invermsn result constraining only padding cells.
The depth to the top of the anomaly and the maximum thermal conductivity are similar to the true model,
but the structure of the salt body is not well-de ned. (b) Cross-section, excluding padding cells, of the result
of inversion constraining all cells above and outside the salt body. Th horizontal extent of the body is better
de ned, and the maximum conductivity value is higher than in the tru e model. The base of the salt is still
not de ned. (c) Cross-section, excluding padding cells, of an invesion result using a reference model built
from the top of the salt. By incorporating the expected value of the condutivity of the salt body into the
reference model, the base of the salt body is better recovered.

31



2.8 Inversions of Cooper Basin Data

To illustrate the utility of generalized inversion of temperature data, we inverted borehole temperature
data from the Cooper Basin, a well-studied Australian geothermal prospet area. The Cooper Basin
straddles the border between Queensland and South Australia. Oil and gagroducers drilled the area
extensively from the 1960s to the 1980s and amassed a large amount of borehole temrgiere data. The
region contains unusually high heat ow which, in conjunction with the rmally insulating sediments, results in
anomalously high temperatures at 4{5 km depth. This attracted attention to the basin as a potential host
for an enhanced geothermal system (EGS). Geoscience Australia organizélte available thermal data and
released it publicly (Holgate & Gerner, 2010). Geoscience Australia alsoonducted an in-depth study of the
area, generating a map of temperature at 5 km depth. This well-studiedarea provides an excellent
opportunity to demonstrate the inversion methodology we have developd.

The basin was developed as an EGS by Geodynamics Limited from 2000 to 2015. Atibgh the basin
temperature was high enough, the deep hot granite at economic temperatusewas too impermeable to
circulate water at the rate needed for the resource to be economicallyiable (Holl, 2015). The geothermal
production wells were capped in 2016.

The OZTemp database contains temperature measurements from 5513 di erg wells located throughout
Australia (Holgate & Gerner, 2010). The data have been collected at various thes using various
instrumentation, so the data uncertainty is di cult to quantify. ~ We identi ed 7481 temperature
measurements from 1780 di erent boreholes in the Cooper Basin area to asn our inversion (Figure 2.7). We
chose these data based on their location and their reliability, as indiated by ags in the OZTemp database.
The trajectories of these wells are unknown, so we make the simfjing assumption that all wells are vertical.

In addition to publishing the thermal data, Geoscience Australia condicted an extensive study of the
thermal regime of the region (Meixneret al., 2012). The authors of that study produce a geologic model and
estimate heat production for each lithology in the model and the basal heatow and surface temperature of
the region. Here, we use these estimates as boundary conditions in theward modeling process. Meixner
et al. (2012) also produce thermal conductivity estimates for each lithology in heir geologic model. We

compare our inversion results to that thermal conductivity model.
2.8.1 Field Data Inversions

We performed two inversions, which di er only in their reference models. For the Cooper Basin area, we
assumed a constant surface temperature of 252 and impose known topography by setting the thermal
conductivity of any cell above topography to 80Wm 1K . The mesh and source distributions used for the

inversions are the same as those published by Meixneat al. (2012). The mesh is a 234 by 277 by 137
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rectilinear mesh that extends from 331000 E to 799000 E (GDA94/MGA zone 54), from 6761000 N to
7315000 N and from 600 m above sea level to 13,100 m below sea level. Every ceR080 m by 2000 m
horizontally and 100 m deep. Basal heat ow is uniformly 48 mWm 2 and there is zero lateral heat ow
through the sides of the model. Both inversions implemented distace weighting and usedp = 2 for the
model objective function norm. In the model objective function (equation 2.30), we used values of s = 10 6,
x =400, y =400 and , =0:25, chosen based on the expected variation of thermal conductivity in tle

horizontal and vertical directions.

S . S

Figure 2.7 Cooper Basin temperature well locations, with the horizonal extent of the thermal model shaded
blue.

The rst inversion used a reference model based on an assumption of aomogeneous conductivity,
corrected for the e ect of temperature on thermal conductivity (Figu re 2.8(a)). This correction was carried

out by rst computing the temperature distribution resulting fr om a homogeneous thermal conductivity
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model of 3Wm 1K 1. Next, the relationship between thermal conductivity and temperature used by
Meixner et al. (2012) was applied to correct the thermal conductivity values to re ect that temperature
dependence. The Cooper Basin data were inverted, using that coreted thermal conductivity model as a
reference model. The resulting inverted model (Figure 2.8(b))s smooth, as expected. Structure in this
model tends to be located near data observations. A large conductivityow can be seen in the 6900000 N
cross-section which roughly corresponds to the Nappamerri Trough, wherthe highest temperatures at depth
have been found. Low conductivity rock insulates the region belowtifrom the surface, causing that region to
be hotter than its surroundings. Figure 2.8(c) shows the regions of the mdel where the conductivity in the
inversion results di ers most from the reference model. The themal conductivity of the inverted model is
mostly lower than the reference model conductivity. Most changes btween the reference model and the
inverted model occur between the ground surface and 4000 m depth, wtti is generally the maximum depth
of the temperature data. The largest changes are more than (1.0Wm!K 1). These appear in the eastern
portion of the model. The resulting temperature distribution at 4 k m below sea level is shown in

Figure 2.8(d). A temperature high can be seen in the southwestern parbf the area, which is the region
below the conductivity low. The high temperatures in the northern part of the model are suspect because
there are few temperature data at depth in that area and the highest tenperatures are close to the northern
model boundary.

The second inversion uses the thermal conductivity model publised by Meixner et al. (2012) as a
reference model (Figure 2.9(a)). This model was produced by rstdentifying boundaries for 16 lithologies
from other geoscienti ¢ data, constructing a priori distributions for the thermal conductivity of each lithology
and then stochastically inverting temperature data from the OZTemp database. Using their published model
as a reference model, we performed a generalized inversion. Thesuodting inverted model is shown in
Figure 2.9(b). The structural boundaries in the reference model carbe seen to be preserved in the inverted
model. The change from the reference model is di cult to see but ke the previous inversion result, it is
most evident in the western portion of cross-section 6900000 N. Figure 2.9(c) dines the regions of the
inversion result that di er most from the reference model. A conductivity low appears in both inversion
results. Figure 2.9(d) shows the temperature at 4 km below sea leVéor the second inversion. This result has
a temperature maximum in the same southwestern area as in the previauresult. This temperature high is

not as pronounced as the one identi ed by Meixneret al. (2012) but it is signi cant.
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Figure 2.8 (a) Cross-sections of a reference thermal conductivity nabel built from a homogeneous lithology
model, with a vertical exaggeration factor of 20. The model incorporates theemperature dependence of
thermal conductivity. Data locations are shown in white. (b) Cross-sections of an inversion of OZTemp
borehole temperature data using the model in (&) as a reference moljevith a vertical exaggeration factor of
20. Data locations are shown in white. (c) The inverted thermal condutivity model minus the homogeneous
reference model, thresholded to show di erences greater than 0.M¥m 'K . Data locations are shown in
black. The model is slightly transparent to allow all data locations to be seen. (d) Plan view of predicted
temperature at 4 km depth, computed using the thermal conductivity model shown in (b).
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Figure 2.9 (a) Cross-sections of a thermal conductivity model publised by Meixner et al. (2012) which was
used as a reference model in the second inversion, with a verticakaggeration factor of 20. Data locations
are shown in white. (b) Cross-sections of an inversion of OZTemp borafle temperature data, using the
model in (a) as reference model, with a vertical exaggeration factor of 20. &ta locations are shown in white.
(c) The inverted thermal conductivity model minus the reference model, thresholded to show di erences
larger than 0.15Wm 1K 1. Data locations are shown in black. The model is slightly transparentto permit
all data locations to appear. (d) Plan view of predicted temperature at 4km depth, using the thermal
conductivity from (b).
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Comparing the results of the two inversions, similarities can be sen. The conductivity low that is
common to the southwestern portion of both inversion results suggestshiat, presupposing that heat sources
have been characterized accurately, such a feature does exist. Boinversions produce similar temperature
maps at 4 km below sea level as well, both in terms of temperature range dnspatial distribution. These
similarities arise in part from the fact that both inversions use the same heat source distribution. However,
their similarity lends con dence that this temperature distrib ution both agrees with the measured borehole
temperatures and is relatively robust to variations in thermal condudivity. By the L-curve criterion, the
inversions also provide estimates of the standard deviation of the datal10.8 C and 10.6 C, respectively.
Again, the similarity in the estimate lends credence to its accuracy

Note that the results shown here are intended to illustrate the potential of the methodology. This is not a
comprehensive examination of the temperature eld of the Cooper Basirbut rather a description of insights

into its thermal characteristics that deterministic inversion o ers.
2.9 Discussion

We now discuss insights into the information content of temperatuie and heat ow data. We also address
the assumptions that underlie the methods presented here, and ictical considerations for implementing the

methods.
2.9.1 Information Content of Temperature Data

We have explored the information about thermal conductivity contained in borehole temperature data by
inverting di erent con gurations of data locations. Inversion resul ts suggest that the inherent depth
resolution of borehole temperature data is the maximum depth of the dataalthough it may be possible to
resolve anomalies deeper than the deepest measurement by incorporadi prior structural information.
Contrasting horizontal layers can be recovered if temperature data ®ists in holes that penetrate the layers.
Data in boreholes that do not intersect bodies of anomalous thermal condttivity can be used to detect the
bodies, but the geometry of the bodies is better resolved by data ifboreholes that intersect the anomalous
bodies.

The choice of vertical heat ow values imposed at the bottom boundary of themodel a ects the result
recovered by inverting borehole temperatures. For instance, ifthie bottom heat ow values are halved, the
recovered conductivity model will also be halved, which followsntuitively from equation 2.4. Thus, there is
an inherent ambiguity between the absolute thermal conductivity and the vertical heat ow which
temperature measurements alone cannot resolve. Thermal conductiwitmeasurements or estimates must be

leveraged in order to resolve the ambiguity.
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2.9.2 Information Content of Heat Flow Data

Surface heat ow data are sensitive to horizontal variations in thermal conductivity beneath the
measurement locations. However, because heat ow is dominantly veital, the data have low lateral
sensitivity. Furthermore, like gravity and magnetic data, surface heat ow data contain no inherent depth
information. Therefore, surface heat ow data are unable to distinguish a horizontally layered conductivity
model from a homogeneous half-space. Only with the addition of prior infamation can subsurface structures
be resolved.

In addition, surface heat ow data are only sensitive to relative changes in thermal conductivity. For
example, if all the thermal conductivity values in a model are doublel, the surface heat ow distribution will
remain una ected. Speaking practically, heat ow measurements regire a direct measurement of the
thermal conductivity, so this does not apply at the measurement lo@tion. Below the measurement location,
though, absolute thermal conductivity cannot be determined from surface heat ow.

This follows intuitively from the concept of heat conservation: if a certain heat ow is imposed at the
bottom of a region and not allowed to escape through the sides, then that amourof heat must ow up
through the region and exit through the surface at the top of the region, regardess of how conductive that
region is. By this same logic, surface heat ow measurements can be usead validate the choice of heat ow

imposed at the bottom of the model (the non-zero Neumann boundary conditin).
2.9.3 Practical Considerations and Assumptions

Several simplifying assumptions must be su ciently valid in order to apply these inversion methods. First,
the area must be nearly in thermal steady-state. Therefore, e ect ofground surface temperature changes
must be negligible. This means in part that the paleoclimate e ect must be negligible in the area or the e ect
must be removed from the data. Additionally, the region must be tectonically stable. Second, heat ow must
be dominantly conductive, meaning that the e ects of subsurface wate ow or other forms of convection on
the subsurface temperature eld must be negligible. Third, the aromalous thermal conductivities must lie
within the model domain, far enough away from the edges of the model sincthat a negligible amount of heat
ows laterally into or out of the model. Additionally, the boundary condi tions must be su ciently accurate.
This means that the temperatures of the surface of the earth must be kawn or estimated, as well as the
basal heat ow. It also means that the sides of the model must be su ciently far away from the data that
the assumption of vertical heat ow at the sides does not signi cantly a ect the predicted data.

Generally, the thermal conductivity of the subsurface depends oneémperature. One approach to
accounting for the dependence is to include it in the forward modehg process. Such an approach usually

involves an iterative process, alternating between computing terperatures and adjusting thermal
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conductivities based on those computed temperatures. In this stug though, we did not include temperature
dependence during inversions. As formulated above, the inversioalgorithms recover true thermal
conductivity, meaning the thermal conductivity as it is at subsurface temperatures. Therefore, temperature
dependence does not necessarily need to be included in the fordamodeling operation. However, the
algorithm also regularizes the true thermal conductivity. This may not be desirable since the thermal
conductivity of a single rock type is expected to vary with temperature and should not be penalized for that
variance. To address this problem during the Cooper Basin inversios, we used reference models that
incorporate the temperature dependence of thermal conductivity. [viations from the reference model are
penalized, so the reference model implicitly enforced the teperature dependence.

This approach is adequate as long as the di erences between temperates computed from the reference
model and temperatures computed from the inverted model are smallmugh to neglect the accompanying
change in thermal conductivity due to temperature dependence. Gerwise, the reference model can be
updated to account for them as follows. After each Gauss-Newton step, a pdicted temperature eld is
produced. This temperature eld can be used to compute a tempeature-corrected reference model from the
original uncorrected reference model. The new corrected model cahen be used as a reference model in the
next Gauss-Newton step. This process can be continued until convgence criteria are satis ed and the
inversion is stopped.

We also remark that these methods do not account for anisotropic thermal enductivity. The ambiguity
of thermal data is such that it would be di cult to deduce anisotropy fr om temperature and heat ow data
alone. However, if information about anisotropy is known in advance, the foward and inverse algorithms can

be modi ed to incorporate it.
2.10 Conclusions

We have developed inverse methods to recover three-dimensianthermal conductivity distributions from
thermal data in a steady-state conductive setting. We used the metbds to quantitatively analyze the e ects
of thermal conductivity contrasts on surface heat ow and subsurface tenperatures and to better understand
how thermal data constrains the space of possible thermal models. Wehewed that techniques such ad,
norm inversion and sensitivity weighting, which allow a priori infor mation to be incorporated into generalized
inversions, can be implemented to improve the interpretation of hermal data.

A wide range of generalized inversion tools can be applied to thermal dataia these methods. In
addition, generalized inversions for other physical quantities besies thermal conductivity can be developed
by following this methodology. These methods can also be used to iatpolate temperatures or heat ows

based on a physically plausible thermal model or to assess the posdityi that observed thermal data can
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explained by variations in thermal conductivity alone.

Furthermore, this work paves the way for generalized joint inversons that incorporate thermal data with
other kinds of geophysical data. Thermal data are especially amenable to jof inversion because they can be
linked with many physical phenomena. For example, electrical condutivity is often temperature dependent.
Also, groundwater ow a ects the temperature eld, so data that is sensitive to groundwater is a good
candidate for joint or coupled inversion with thermal data. We hope that this work advances such

multiphysics-based interpretations.
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CHAPTER 3
STOCHASTIC INVERSION OF GEOPHYSICAL DATA BY A CONDITIONAL VARIATIONAL
AUTOENCODER

A paper to be submitted for publication in Geophysical Journal International

W. Anderson McAliley 2, Yaoguo Lit®
3.1 Abstract

Recovering geologically realistic physical property models by geoptsjcal inversion is a long-standing
challenge. Generative neural networks o er a promising path to meetig this challenge because they can
produce spatially complex models that exhibit the characteristics of a set of training models, even when
those characteristics are di cult to quantify. Here we develop a framework for incorporating prior geological
knowledge into geophysical inversions using conditional variational autencoders. We train a conditional
variational autoencoder (CVAE) to reconstruct training density mod els while honoring relative gravity data.
Once trained, the decoder network of the CVAE inverts gravity data. The inputs to the decoder are observed
data and a set of latent variables which are sampled from a standard normal dtribution. The decoder maps
from observed data and latent variables to density models such that tle resulting models are consistent with
the training models and the input data. Consequently, the inversbn ts the observed data and incorporates
the information embedded in the training models. The decoder can pduce many inverted models
instantaneously, sampling an approximation to the posterior model digribution e ciently. We show that the
latent variables correspond to independent, interpretable waysn which the model can vary while still
honoring the observed data. We draw a connection between the latent vaables and linear inverse theory and

principal component analysis.
3.2 Introduction

Geophysical inversions recover physical property models that honoboth observed geophysical data and
prior information. A persistent question is how prior information can best be incorporated into geophysical
inversions. Incorporating prior information can yield more useful, acarate, and interpretable results (Scales
& Tenorio, 2001). Enforcing geologic prior information restricts the set of receovered models to include only
those that t the geologic setting or exhibit expected geologic structures. However, quantifying such
information is challenging, in part because closed form expressions aretefi insu cient to capture the

complexity of subsurface property spatial distributions (Hansenet al., 2012).
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Machine learning o ers a promising path to quantifying structural an d petrophysical prior information.
In recent years, generative neural networks such as variational autoemders (Kingma & Welling, 2014) and
generative adversarial networks (Goodfellowet al., 2014) have been used to accomplish this goal. A
generative neural network provides a mapping from a known probabiliy distribution over a low-dimensional
latent space to a high-dimensional physical property model space.

One approach to using such networks for inversion is to rst train a gererator on plausible models so that
it approximates the prior model distribution, and then to solve for | atent vectors that map to models with
minimal data mist. For example, Laloy et al. (2018) use a generative adversarial network (GAN) to invert
hydraulic head data for channelized hydraulic conductivity by deterministically solving for a latent space
representation of a model that ts the observed geophysical data via gratent-based optimization. An
obstacle to such gradient-based inversion for a latent vector is that tle mapping from the latent space to the
physical property space is highly non-linear, for GANs in particular, asindicated by Laloy et al. (2019). As a
result, they nd that gradient-based optimization often fails to reco ver models with acceptable data mis t.
As an alternative, many researchers sample the latent space in a stoch#sinversion to recover a posterior
distribution (Canchumuni et al., 2019; Mosseret al., 2020), though this approach can be computationally
costly. Chan & Elsheikh (2019) address the problem of local minima by traning an inference network to
produce suitable latent vectors.

While those approaches use the generative network to parameterize therior distribution, others use the
generator to parameterize the posterior. Dupontet al. (2018) train a conditional GAN to produce images of
river deltas that conform to sparse measurements, employing semaiatin lling techniques from image
processing and training on satellite images. Yanget al. (2019) and Zhenget al. (2020) use physics-informed
GANSs to recover hydraulic conductivity models from sparse observatins of hydraulic head and conductivity.

Our approach belongs in the latter category of parameterizing the posteriar We have developed a novel
approach to using a generative neural network for geophysical inversionWe train the generator to accept
observed geophysical data as an input in addition to a randomly generated l&nt vector. In so doing we
sidestep the need to search the latent space of the generative networInstead, inverting the data requires
one feed-forward pass through a neural network. Furthermore, many invded models that t the observed
data may be produced by varying the input latent vector. This is equivalent to sampling an approximation of
the posterior model distribution.

We rst provide an overview of our algorithm. Next, we describe existng methods for geophysical
inversion by neural networks and describe our approach. We then demotrsite the application of the
algorithm on an example of inverting synthetic gravity. The example provides an opportunity to compare the

posterior distributions from the neural network to the posterior obtai ned by conventional stochastic inversion,
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showing that the network provides a useful estimate of model unagainty. Latent variables are shown to
control the model in meaningful ways, which can allow interpretersto quickly and intuitively grasp
correlations in uncertainty between di erent model features. Finally, we show that the latent variables
behave similarly to the principal components of the local posterior nodel covariance, providing a useful way

to understand the latent variables in the context of linear inverse theory.

3.3 Method Summary
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Figure 3.1 The neural network after training, as used during inversion The decoder network is the only
neural network needed for inversion. The decoder takes two input @ctors: a latent vector z drawn from a
multivariate standard normal distribution and a data vector y. It outputs a model vector ® which honors the
data y. Many di erent models that t the data can be obtained e ciently by i nputting di erent random
latent vectors.

For clarity, we summarize the objective of our algorithm by describingits use once it has been trained.
Later we will describe the training process. The aim of this algorithmis to recover many geologically
plausible physical property models that are consistent with geophyial observations. The ability to recover
multiple feasible models also allows us to perform Bayesian infence. In this regard, the goal is to e ciently
sample from the posterior distribution given observed data and many samiges drawn from an unknown prior
distribution. We achieve this goal by means of a neural network, a decoer, as illustrated in Figure 3.1. The
inputs to the decoder are geophysical data and a vector of random numbersThe output is a model that
both ts geophysical observations and is consistent with prior geological ifiormation such as local
stratigraphy, expected structural features, or more generally, the dbwable spatial arrangements of physical
properties in the subsurface. In other words, a geologist who is knowtgeable about the region should nd
the recovered model to be a reasonable representation of subsurfapbysical properties. To accomplish this,
the decoder is trained to produce models that are similar to a set ofraining models that are geologically

feasible (see Figure 3.1). Under the Bayesian framework these traingnmodels are samples from the prior
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distribution. We employ a conditional variational autoencoder (CVAE) , a generative neural network that has
both theoretical justi cation and empirical evidence for its ability to approximate a complex multivariate

posterior distribution.
3.4 Theory

Here we clarify the de nitions of terms as we use them, and we provide description of the theoretical
background underpinning CVAEs. Readers who are unfamiliar with variaional autoencoders may nd useful

introductions in Doersch (2016) and Kingma & Welling (2019).
3.4.1 De nitions

The terms \model" and \data" have multiple meanings within both the geop hysical and machine learning
communities. Here, we use \data" to refer to data collected in a geophyisal survey, and \model" to denote a
spatial arrangement of one or more physical properties in the subsurfaceModels approximate continuous
spatial distributions by representing them by a nite nhumber of sub-volumes, or model cells, each with a
uniform physical property value. Forward modeling is the process otomputing predicted data for a given
model and set of survey parameters. We use the term \network" to refeto a neural network. This can mean

solely its architecture, or it can also include the associated weiglst and biases.
3.4.2 Generative Neural Networks

Generative neural networks produce outputs that mimic the membes of a training set. In the context of
using generative networks to de ne model priors for geophysical inwesion, a generative networkD maps a
latent vector spaceZ with a known prior distribution to a model space X. The prior distribution in the
latent space has an analytical form such as a spherical Gaussian distribion, p(z2 Z) = N (0;1). Thus,
latent vectors z can be easily generated by drawing samples from the known distribitn. The elements of a
latent vector are known as latent variables or latent features. Such latet vectors can be input into the

generative network to produce plausible models 2 X , as

z N (0;1);
(3.1)
x = D(2):
Variational autoencoders are a popular choice of generative network.
An autoencoder is a deterministic learning framework that consistsof two neural networks: an encoder
that maps training examples to a learned representation in the latentspace, and a decoder that maps from

that latent space back to the space of training examples. The networksrcode and decode training examples

such that they are reproduced as accurately as possible after decodjnIn so doing, an autoencoder provides
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a low-dimensional representation of the training examples. The quadty of the reconstructed models depends
in large part on the dimensionality of the latent space. Here, our examplesre physical property models, so
the example space is the model space, to use the terminology of inversheory. However, the distribution of
models over the latent space is unknown. Without a known distritution over the latent space, there is no
way to draw latent vectors that map to valid models. Thus, the decocer of a classical autoencoder cannot be
used as a generative network.

A variational autoencoder (Kingma & Welling, 2014; Rezendeet al., 2014) has a similar structure to an
autoencoder, but it serves di erent purposes. It is a probabilidic learning framework that provides a
generative network. During training, the distribution of latent enc odings is encouraged to follow a known
distribution, often a multivariate standard normal distribution, all owing the decoder to be used generatively
after training. In this framework, the encoder and decoder networksserve to parameterize probability
distributions. The decoder parameterizes the probability distribution p (xjz), where represents the

trainable weights and biases of the decoder. The algorithm seeks to maxize the marginal likelihood,
z

p(x)= P (xjz)p(2)dz; 3.2)
over all training examples x. This marginal distribution is intractable because there is no e ci ent estimator
for this integral. If the distribution p (zjx) were known, then the marginal distribution would be tractable.
Therefore, a probability distribution q (zjx) is introduced where the weights and biases of the encoder
network are the variational parameters that parameterize this distribution. Once the optimal variational
parameters have been foundq (zjx) approximates p (zjx). The marginal log-likelihood can be expressed in

terms of q (zjx) as
logp (X) = Eq (zjx) [logp (xjz)] Dk (a (zjx)kp (2)) + DL (9 (zix)kp (zjX)) ; (3.3)

where Dk, (gkp) = Egllog(g) log(p)] denotes the Kullback-Leibler (KL) divergence from distribution p to
distribution g, a measure of howqg di ers from p. The term Dk, (g (zjx)kp (zjx)) in equation 3.3 contains
the intractable distribution p (zjx), so the term is intractable itself. However, since the KL divemgence is
non-negative, the remaining terms of equation 3.3 form a lower bound on tb marginal log-likelihood known
as the evidence lower bound (ELBO). The networks are trained to maxinize the ELBO, which can be

rewritten as
logp (x) ELBO = Eq (;jx)[logp (Xjz)] Dk (9 (zjx)kp(2)) ; (3.4)

Maximizing the rst term on the right hand side encourages reconstruded models to match input models.
Maximizing the second term, or equivalently, mimimizing the KL divergence fromp(z) to q (zjx),

encourages the conditional distributionq (zjx) to match the known distribution over the latent space p(z).
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If both distributions are Gaussian, then this KL divergence has an analyical form. Since a stochastic

gradient-based method is used to train the networks, maximizing tle ELBO is equivalent to minimizing
L= logp (xjz) + Dkc (d (zjx)kp(2)) (3.5)

iteratively at pointwise estimates.
A conditional generative neural network conditions the output of the genegator by a condition vector y.

The condition vector is input into the generative network with the | atent vector to produce a model, as

z N (0;1);
(3.6)

x=D(z;y):
Often, the condition is a discrete label. In this work, though, we corition the output of the generator on
measured geophysical data which can vary continuously. The theory undeinning a CVAE is similar to that
of a VAE, with all probabilities conditioned on y (Kingma et al., 2014; Sohnet al., 2015). Thus, instead of
maximizing the marginal likelihood p (x), the CVAE seeks to maximize the conditional likelihood p (xjy),
which is the posterior distribution of a Bayesian inversion. Like the VAE, an ELBO of this distribution is

maximized. For the CVAE, the pointwise estimator of the negative ELBO (t he cost function) is
L= logp (xjz;y) + DL (q (zjx;y)kp(zjy)) 3.7)

We implement a CVAE, although the concept could be implemented usiig a conditional GAN (Mirza &
Osindero, 2014) as well. VAEs have a formal statistical justi cation which initially drew us to this approach.
Signi cantly, VAEs are more resilient against mode collapse than GANs, whech makes them a better choice
for uncertainty quanti cation. Additionally, the training process i s more stable for VAEs, and training
convergence is accompanied by a converging loss function. Since GANs araited adversarially, there is no
single loss function that converges during training. The latent variables of a VAE are more interpretable than
a traditional GAN as well, though there exist GAN architectures that prom ote interpretable representations

in the latent space (e.g., Chenet al. 2016).
3.5 Methodology

Our neural network is structured and trained similarly to a VAE. The key di erence is that the data are
concatenated with the latent space vector to form the input to the demder network. The network is trained
to produce models that both t the data and lie within the prior dist ribution. Thus, the data condition the
output.

Figure 3.2 describes the network during training. The method reqires a training set of physical property

modelsx and their associated computed geophysical datg. These models are examples of how physical
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properties are expected to vary spatially in the subsurface. Each miel may consist of one or many physical
properties. Similarly, the geophysical data may be of one or many typesjepending on the data one wishes
to invert. The encoder network accepts a training model as an input.It outputs the means and logarithms
of variances 2 of each element of the latent vector. Both and 2 are n,-dimensional vectors wheren, is
the number of dimensions of the latent space. A latent vectorz is drawn from the multivariate Gaussian
distribution de ned by those means and variances. We concatenate thedtent vector z with the geophysical
data y computed for the input model x. This concatenated vector is the input to the decoder. The decode

outputs a recovered modeR . Predicted datay can then be computed for that output modelR.
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Figure 3.2 A diagram of the full data-conditioned variational autoencoder. The encoder network receives a
model x from the training set as input, and outputs a mean vector and the logarithm of a variance vector

2. During training, a latent vector z is drawn from the multivariate Gaussian distribution de ned by the
means and variances. That latent vector and predicted data from the truemodel are the inputs to the
decoder, which outputs a predicted modekR . After training, only the part of the network within the colored
rectangle is used to invert data.

3.5.1 Loss Function

In order to train the CVAE, we modify the loss function in equation 3.7 in two ways. First, sincey is a
deterministic function of x and therefore contains no extra information, we simplify the encode network
g (zjx;y) to g (zjx), encoding only models into the latent space. This simpli cation reduces the number of
trainable parameters of the encoder network, thereby reducing thecomputational cost of each training epoch.
Second, we include a data mis t term. While equation 3.7 su ces to train the network to approximate the
posterior, the inclusion of data mist in the loss encourages a better d@ta t. The improvement in data t

may come at the cost of sub-optimal reconstruction of the training data, bu this trade-o is often desirable
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because the physics underlying the dependence of the data on theadel are better understood in
geophysical problems than the causal factors underlying the model. Fthermore, including the data mis t
term provides an adjustable hyperparameter allowing the level of daa t to be tuned to match the expected

noise in the data. Therefore, we formulate a loss function comprised otiree terms, as
L = x T y + KL ; (38)

where , is model reconstruction error,  is data mist, and k. is the KL divergence from a multivariate
standard normal distribution to the distribution of latent encodings . During training, the Adam algorithm
(Kingma & Ba, 2015) is used to adjust the weights and biases of the encoder @ndecoder networks to
minimize the following version of the loss function in equation 3.8, agraged over one batch of training
examples,

Xs

L= KWy (xi X)Kg + KWy (yi ¥k + Dwe (N(; KN (0:1)): (3.9

i=1

Here, ng is the number of training examples in a batch,W , is a model weighting matrix, W is a data

weighting matrix, is a disentangling hyperparameter following Higginset al. (2017) that controls the
amount of information contained in the latent space, p, and p, determine the norms used to compute the
reconstruction error and the data mist, respectively, and Dk, (N (; )KN (0O;1)) denotes the
Kullback-Leibler (KL) divergence between a multivariate standard normal distribution and the means and
variances produced by the encoder, where is a diagonal covariance matrix with the variances of the latent
variables produced by the encoder along the diagonal.

Wy, Wy, and serve similar yet not identical purposes to weighting matrices andhe regularization
parameter in a traditional Tikhonov regularized geophysical inversion. For W , we use a diagonal matrix
where each element is the inverse of the standard deviation of the plsjcal property values computed across
all models in the training set. We also use a diagonal matrix folW . Wy may be scaled in a similar manner
to W ; that is, based on the standard deviation of the data computed across the #@ining set. However, we
found experimentation with di erent scaling factors to be necessay to achieve optimal results, especially

whenp 6 2.
3.6 Synthetic Gravity Example

We demonstrate the inversion capability of the CVAE by applying it to a synthetic gravity dataset for a
model drawn from a known yet spatially complex prior distribution with no simple analytical form. Because
we use a small model with a known prior, we can also perform a traditioal stochastic inversion. We compare

the results of stochastic inversion to those of the CVAE.
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3.6.1 Training Set

We created 10,000 2D density models to be used as a training set. Each melchas 32 cells horizontally
and vertically, for a total of 1024 cells per model. Every cell is 25 m by 25 mexcept for cells at the sides of
the model domain. These edge cells extend horizontally out by 10,000 m tovaid edge e ects in the

synthetic gravity data.

Table 3.1 Upper and lower bounds on the thicknesses of the lower four ofve total layers in the training
models, and their densities. Random layer thicknesses were dka from uniform distributions to create the

training set. Layer 2 is near the surface, while layer 5 is the low& (basement) layer.

Lower bound, m | Upper bound, m | Density, g/cm?®
Layer 1 N/A N/A 2.3
Layer 2 125 175 2.6
Layer 3 25 75 24
Layer 4 7 8 2.6
Layer 5 11 13 2.8

We create the density models as follows. Each model has ve layers afi erent xed densities. The
thicknesses of the four lower layers are drawn from uniform disttutions. Table 3.1 shows the bounds of each
uniform distribution. The uppermost layer lIs all remaining spac e to the top of the model and has a density
of 2.4 g/cm®. A low-density elliptical anomaly of 2.0 g/cm? is placed in 70% of the models, randomly. Its
horizontal and vertical location and the lengths of its horizontal and vertical axes are drawn from uniform
distributions. In 80% of the models a normal fault appears which cuts tlese features. The fault is placed
with a random horizontal position, dip, and throw, all drawn from uniform distributions as well. Then, the
remaining top-most cells of each model are lled with the uppermost &yer. Figure 3.3 shows 16 training
models. The models consist of square cells, 25 m to a side. The mdslare 32 cells wide and 32 cells high.

For the sake of training, we shift and scale the density values to form iputs that range from -0.9 to 0.9.
This is done because the nal layer of the generative network performs hyperbolic tangent operation which
limits outputs of that layer between -1 and 1. Rescaling the inputs etween -0.9 and 0.9 ensures that the
generator is able to produce every model value in the training set, ath it allows for model values that are
beyond the range of the training set. The inverse of the shift and scaleperation is then applied to recover
density values as outputs. Therefore, the range of possible densitién the recovered models is slightly wider

than the range of densities found in the training set.
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Figure 3.3 Examples of synthetically generated density models usefibr training.
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We compute the relative gravity anomaly for a density model as follows.A total of 32 equally spaced
gravity data are computed. Their locations are 50 m above the ground, equé spaced horizontally between
200 m and 600 m from the left side of the model domain. Gravity data dependihearly on the densities of
model cells, so we form a single sensitivity matrixG wherey = Gx is the forward modeling operation. Since
we compute relative gravity, the computed data are shifted such thatthe rst gravity datum is always zero.
This is accomplished by subtracting the rst row of the sensitivity matrix from all rows. The end result is

equivalent to subtracting a DC level, where we assume the rst datm to be equal to the DC level.
3.6.2 Network Design

The encoder and decoder networks of variational autoencoders may belplementing using many di erent
network architectures. Our research is not focused on the choice of ehmitecture, but rather on exploring the
potential of the algorithm. We choose convolutional networks to demonstrae the viability of the algorithm.
We based the design of the networks on popular convolutional variational autoecoders used in image
processing. Here we describe the convolutional networks used forithstudy, noting that the choice of
architecture depends on the inverse problem to be solved.

Our encoder network is a sequential network consisting of two 2D corslutional layers and one dense
layer. The input to the encoder is a rescaled 32 32 cell 2D density model. Both convolutional layers use
3 3 shaped convolutional kernels, a stride of 2 cells, and a recti ed tiear unit (ReLU) activation function.
The rst convolutional layer consists of 32 lters, resulting in an out put of dimensions 16 16 32. This is
the input to the next convolutional layer, which uses 64 lters, resulting in output dimensions of 8 8 64.
That output is passed to a densely connected neural network layer v no activation function. The dense
layer outputs n, mean values andn, logarithms of variances. For this study we use a latent space dimension
of n, = 50.

The input to the decoder network is an (h; + ng)-dimensional concatenation of a latent vector and a data
vector, whereng is the number of data. Our decoder consists of one dense layer follodidy three 2D
transposed convolutional layers. The dense layer outputs an 8 8 32 array and uses a RelLU activation
function. The rst two transposed convolutional layers again use 3 3 convolutional kernels with 2 cells per
stride and a ReLU activation function. The rst transposed convolutional layer uses 64 lters and outputs a
16 16 64 array. The second transposed convolutional layer uses 32 lters and optits a 32 32 32 array.
The nal transposed convolutional layer consists of one 3 3 convolutional Iter with 1 cell per stride and a
hyperbolic tangent activation function, which ensures the outputs lie between -1 and 1, just like the inputs to

the encoder network. The output of this layer is®, a 32 32 cell model.
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3.6.3 Network Training

We tested di erent choices for py, py, , Wy, and W in equation 3.9. To reproduce training models,
honor training data, and generalize to unseen data and unseen models, feund experimentation with
di erent scaling factors to be necessary. Forp, = py =2 and = 10, we used the standard deviations of
model values and data values to formW , and Wy, respectively, as described previously. Those choices for
scaling factors yielded adequate results. Using, = py = 1 yielded sharper layer boundaries, though, so here
we present those results. After trying multiple values, we chose =3, W as described above, and we scaled

W by a factor of 20. Once scaling factors were chosen, we trained for 2000 epochs

3.6.4 Results

One hundred models were set aside as a test set. These models aveot used to train the network.
Figure 3.4 shows the values of the terms in equation 3.9 as applied to thiest set over the course of training.
The likely reason that the loss terms do not steadily approach zero is th network's limited expressiveness.
While in theory a neural network is a universal function approximator, in practice its expressiveness is limited

by its size. The nal values for the loss terms can be used to predicits performance during inversion.
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Figure 3.4 Values of the terms in the loss function in equation 3.5 overhe course of training, evaluated on
the test set. The loss terms converge smoothly during training.

We used the trained network to invert synthetic data generated fromthe model in Figure 3.5, which was
chosen from the test set. We input the data from this model into the decoder network 25,000 times with

25,000 di erent latent vectors, each drawn from a multivariate standard normal distribution. This generated
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25,000 recovered models in 5 seconds on a 15-inch 2017 MacBook Pro with a 2.9 Giimd-core Intel Core i7
processor. Figure 3.6(a) shows a random selection of these recoveredatels, and Figure 3.6(b) shows each

model's predicted data. The root-mean-square (RMS) error of the datarom all of the recovered models is

0.034 mGal.
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Figure 3.5 The true density model used to test the trained network

Since the forward problem is computationally inexpensive and since & can sample the prior distribution
directly, Monte Carlo sampling is a viable means to sample the true psterior distribution. Thus, we can
conduct an informative comparison between the CVAE results and samplesf the true posterior distribution
Of 1,000,000 samples of the prior, 410 were chosen as samples of the posteriomgs data standard
deviation of 0.015 mGal to form the likelihood function. This resulted in an RMS error of 0.029 mGal, close
enough to the RMS error of the CVAE output for a fair comparison. Recall that 10,000 samples of the prior
were used to train the network. On average, four models out of 10,000 had siciently low data mist to be
included in the posterior during Monte Carlo inversion. Figure 3.7 $iows samples of the true posterior.

We rst compare the mean models of samples of the true posterior (Figure3.8(a)) and of the CVAE

output (Figure 3.8(b)). The mean models are visually similar. The CVAE has generated a posterior
distribution with an appropriate mean.
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Figure 3.6 (a) Recovered models produced by the generative networkising the data from the model in
Figure 3.5 as inputs. (b) Predicted data (orange lines) for the modelsn Figure 3.6(a), and true data (blue
lines) for the model in Figure 3.5, in mGal.

Next, we compare the distributions of densities among models in therue posterior and in the CVAE
output. The distribution of density values is an important type of pet rophysical information, and a clear
example of a characteristic of the training models that was not explidily enforced in the recovered models.
Rather, the training models implicitly contain this information, an d the CVAE is capable of capturing it and
reproducing it in the recovered models. The true posterior has oly density values that are found in the prior
distribution, so the histogram of densities only shows peaks at thosealues (Figure 3.9(a)). The CVAE
recovers densities in between those values, but the same peaks aeadily identi ed in the histogram of
densities (Figure 3.9(b)). In particular, the peaks near 2.3 g/cn?, 2.6 g/cm?, and 2.8 g/cm® are roughly of
the same height as in the true posterior histogram. These peaks correspdrto the topmost layer, the thick
middle layers, and the high density basement, respectively. Manwhile, the peak at 2.4 g/cn?® which
corresponds to the thin lower density layer is less pronounced.erecting that the generative network tends to
blur the thin layer with the adjacent layers. The peak at 2.0 g/cm?2, which corresponds to the elliptical
anomaly, is also shorter than its counterpart in the true posterior, and it does not quite align with the true
ellipse density. In general, model features that appear more promirmgly and with more regularity in the
training set are more accurately represented by the CVAE. This compaison highlights the ability of the
CVAE to capture information embedded in the training models without explicit instructions about what

information exists to be captured.
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Figure 3.7 Samples of the true posterior, obtained by Monte Carlo samplig.
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Figure 3.8 The mean density model of (a) samples from the true posterigrand (b) the output of the CVAE.
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Figure 3.9 Histograms of the densities in (a) samples from the true postéor, and (b) the output of the
CVAE, normalized such that the bar heights sum to one.

Finally, we examine how well the CVAE locates the ellipse. Recouwy and delineation of compact bodies
is a common problem in geophysical inversion, with multiple approacheso solving it (e.g., Farquharson &
Oldenburg 1998; Portniaguine & Zhdanov 1999; Sun & Li 2014, 2015). The CVAE recoversoenpact elliptical
low-density bodies simply by virtue of being trained with modeds that contain such a feature. Furthermore,
the probability of the ellipse occurring in any given model cell canbe estimated. We estimate this probability
by counting the number of models in which the model cell's densy falls below 2.15 g/cm3. We refer to this
as a marginal probability of the ellipse occurring in a cell because th probability for one cell is computed
independently of all other cells. Figure 3.10(a) shows the marginal probailities for all cells as computed
from samples of the true posterior. Figure 3.10(b) shows the same marginalrpbabilities as computed from
the CVAE output. The probable locations of the ellipse coincide betwen the two gures, and the values of
maximum probability are similar. The CVAE predicts that the ellipse is centrally located in the model,
though, while the true posterior indicates that it can occur closer tothe sides and the bottom of the model.
In this case, the true depth of the ellipse, 450 m, has higher probabily under the CVAE than under the true
posterior. However, that may occur because the CVAE tends not to contai anomalies near the bottom of

the model, and the true anomaly happens to be located in the middle oftie model.
3.7 Interpretable Latent Variables

An advantage of using a VAE instead of a GAN is that the latent variables of a VAE corespond to more
meaningful and separable variations in the output model (Rolineket al., 2019). Such a set of latent variables
is known as a disentangled representation. As we will demonstrate late model dependencies on these latent

variables are similar to components obtained by principal component analgis. By changing one latent
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variable at a time, independent modes of model variation under the pagrior distribution can be observed.
Thus, an interpreter can explore the approximate posterior distribution in low-dimensional space. Here we

investigate how the latent variables control the recovered model andepresent modes of model uncertainty.

0 0

0.10 0.10

0.08 0.08
£ z E 2
< o.oe_g < 400 0.06 2
o a Q Qo
v 0.040 A 0.04°0
o & &

0.02 0.02

800 0.00 0.00

0 200 400 600 800 0 200 400 600 800

Distance, m Distance, m
(@) (b)

Figure 3.10 The marginal probabilities of the low-density ellipse ocapying model cells, for (a) samples of the
true posterior and (b) the output of the CVAE.
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Figure 3.11 Activities of latent variables, computed by equation 3.10 and pbtted in descending order.

We use the word activity to denote a measure of how much the output modl depends on a latent
variable. While conceptually similar, our mathematical de nition of act ivity di ers from that of a previous
de nition given by Burda et al. (2016). We rank the latent variables from most active to least active using
the following process. We draw a random starting latent vectorz® from a multivariate normal distribution.
We recover the output model for that random latent vector and some input data vector. This is the base
model. Next, for each latent variable, we vary its value from -3 to 3 by ircrements of 0.25, obtaining output

models for each value. Since the prior distribution for each latent vaiable is a standard normal distribution,
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the range from -3 to 3 spans three standard deviations to each side of the @an. To compute the activity a
of the i™ latent variable, we subtract the base model from each of these outputs ahcompute the RMS

among all di erenced model cells, as

a=t Dj(y:zf) Dj(yiz%) % (3.10)

where zK is the vector z° with the i element replaced by the value 3+0:25(k 1), D; denotes thej™
model cell of the output of the decoder, andn; is the number of cells in the model. This can be done for a
single xed set of data, or among all data in the test set. We repeat this ppcess for many random draws of
z° and average the results to obtain an average activity for each latent variabé. Figure 3.11 shows the
activities of all latent variables, ordered from most active to least active. More active latent variables carry
more information.

Next, we examine the e ects that the most active latent variables haveon the model. Figure 3.12 shows
the e ects of the ve most active latent variables. The two most active variables control the anomaly size at
depth. As these variables decrease, the anomaly disappears in the depart of the model and appears in a
shallow part of the model. Variable 4 is notable in that it a ects layer t hicknesses and fault angle and throw,
but not anomaly properties. Variables 3 and 5 a ect both anomaly shape and locabn. Further variables are
similarly split between those that a ect the anomaly, especially at depth, and those that a ect layer
thicknesses and fault characteristics.

The VAE framework encourages a disentangled latent representation. Hower, in the data-conditioned
VAE, each latent variable must correspond to a mode of variation in the moal that does not signi cantly
change the predicted data. For example, a latent variable cannot control tle horizontal location of the fault
alone, since changing the fault location signi cantly changes the data. Iistead, latent variables must a ect
multiple such factors simultaneously in ways that combine to change the model without changing the data.
This can be seen in how varying variable 3 simultaneously places a snalear surface anomaly that
counteracts changes in the deeper anomaly. Varying variable 4 reducebé fault throw, which diminishes its
e ect on the data, while reducing the thickness of the topmost layer which increases the fault's e ect on the
data. Each factor compensates the other to leave the data largely una ecté. Thus, the disentangled latent
representation of the CVAE exposes interpretable modes of model vaation allowed by the observed data,

and not simply factors of model variation found in the training set.
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Figure 3.12 Results obtained by varying the ve most active latent variables individually from their starting
values by -2 to +2. (a) Density models, and (b) density di erence from the starting model. In (a), the
z; +0:0 column shows the starting model.
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3.8 Linear Inverse Theory Perspective

We now examine inversion by CVAE through the lens of linear inverse tleory. We show that the most
active latent variables of a CVAE approximately correspond to the vectors obtained by applying principal
component analysis (PCA) to the posterior model covariance matrix. Active latent variables are those that
strongly in uence the recovered model. In other words, changing tle value of one active latent variable has
much the same e ect as changing the model in the direction of one eigeretor of the posterior covariance
with a large corresponding eigenvalue. To demonstrate the connectiondiween the CVAE and linear
inversion, we rst review linear inverse theory and the posterior @variance matrix. We de ne the Jacobian
matrix which describes the sensitivity of the recovered modeto latent variables. Then, we compare the
columns of that Jacobian matrix to eigenvectors of a localized posterior o@riance matrix, showing their
similarity. This connection provides a way to understand CVAE inversion and the latent variables in the

context of inverse theory.
3.8.1 Linear Inverse Theory

Let us rst review linear inverse theory and clarify its application i n this context. In a Bayesian
framework, solving a linear inverse problem with Gaussian probabilites requires the prior model mearx s ,
the prior model covarianceCy, the data covarianceCy, and the forward modeling operatorG. Then, the
posterior probability distribution can be shown to be a Gaussian distibution with mean x and covariance

C«. The posterior mean and covariance can be written as (Tarantola, 2005)

%= Xief + CxGT GC,GT +Cqy GC,:

(3.12)
_ T T 1 .
Cy,=Cy C,G' GC,G' + Cy GC :

In this context, the mean model is the most probable model. The eigevectors of the posterior covariance
matrix that have large corresponding eigenvalues are the principal comonents of the posterior model
distribution. In other words, they are the directions in X along which the model can most readily vary while

still honoring both the observed data and the prior model probability distribution.
3.8.2 Sensitivity of the Recovered Model to Latent Variables

We now examine the derivatives of the model with respect to activdatent variables. If ® is the recovered

model,

% =D (y;2); (3.12)
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then the e ects of changing elements ofz on the recovered modeR for a given z are described by the

Jacobian matrix,

J(y;z)=r R y;z;

3 = @x. (3.13)
1) @JZ
The above can be expressed in matrix formadz = R . Latent variables that control the model more

strongly correspond to columns of] with larger values. Note that sinceD (y; z) is a non-linear operation, the

Jacobian depends on both the observed data and the latent vector, unlikéhe posterior covariance matrix.
3.8.3 Connecting CVAE Latent Variables to Linear Inversion

We posit that columns of J are model directions that are comparable to principal components ofC.
Variational autoencoders in particular have been shown to recover datent space whose elements are
comparable to a principal component (Rolineket al., 2019) or non-linear independent component
(Khemakhem et al., 2020) embedding. Since the generative network is a non-linear functioof its inputs,
each column ofJ is dependent on the input to the generator. Each column therefore cantterefore be
considered as a viable direction in which the model can locally changenhile still honoring the observed data
and the training set. Due to the non-linearity, though, these diredions are only valid locally, i.e., for small
changes in the model. To more e ectively compare principal componers to columns ofJ, we localize a prior
model covariance matrix C, around a modelx (Figure 3.13). To form this matrix, we select all modelsx
from the training set that satisfy kx; x k} < for some small positive value of . Arranging the di erences

X; X as the rows of a matrixM |, the localize prior covariance is

1
C., =

T .
X n 1 M| M; (3.14)

where n, is the number of modelsx,. We then use this localized prior covariance in conjunction with
equation 3.11 to recover a posterior model covariance matrixC ,, localized aboutx . The rst three
principal components for the localized posterior are shown in Figure 34(a), Figure 3.14(c), and

Figure 3.14(e). We compare these principal components to the columns ohe Jacobian corresponding to the
most active latent variables shown in Figure 3.14(b), Figure 3.14(d), and Fgure 3.14(f). The similarity of

these model vectors illustrates the connection between linear irerse theory and VAE-based inversion.
3.9 Discussion

Herein we discuss some limitations of using a CVAE to invert geophysal data as we have described. One
limitation is that a large set of training models is needed. We use 10,000 odels in this study, and while we

have not tried an experiment with fewer models, we expect that moe than 1000 models are needed.
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Figure 3.13 The reference model chosen to demonstrate the similayitof the principal components and the
columns of the Jacobian.

Approaches that use only a single \training image" have been proposed (e.gLaloy et al. 2018). Such
approaches are designed to enforce a location-independent texture the recovered model, though, so they do
not enforce depth-dependent or location-dependent information. If however, that kind of prior information is
su cient, then such an architecture could be married with this wor k ow as follows. First, an unconditional
generative network could be trained from a single training image to prodice models that reproduce the
textures in the training image. Second, that generative network couldbe used to create a set of training
models. Synthetic observed data could then be computed for the maals in the new training set, and a
CVAE could be trained.

A second limitation is that training the CVAE requires many forward oper ations and gradient calculations
during training. The computational expense of applying this method to inverse problems with costly forward
operations would be prohibitive. This is a signi cant limitation whic h warrants further investigation.

There are two avenues by which this limitation might be addressed.One is to use a fast proxy forward
modeler (e.g., Conwayet al. 2019; Ma & Leung 2020). However, using such a proxy would limit the accuracy
of the predicted data in recovered models to that of the proxy modeer. Either the proxy modeler must yield
su ciently accurate data to be useful, or it must be used only during early training epochs, leaving later

training to be done using a more accurate forward modeler.
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Figure 3.14 A comparison of the rst three principal components (a, c, €) br the localized posterior model
distribution, and the derivatives of the model parameters with regect to the three most active latent
variables (b, d, f). All model vectors are normalized to unit length.
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The other avenue is to use a modi ed training scheme. Preliminay testing nds that it may be possible
to train the network using an order of magnitude fewer forward modelingoperations simply by forward
modeling for only a random subset of models in each training batch. A nivork trained in this way can still
honor the observed data. In fact, the model may be trained without any fomward modeling during training
and without the data mis t term in the loss function. Under such train ing we nd that the data mis t still
decreases during training. This is not surprising because the neirk can draw on information about the
model contained in the data, which are still concatenated with the latent vector in this scheme. However, the
data mis t decreases slowly in such a scheme, and thus far, we haveot trained a network in this fashion that
was able to consistently recover models with an acceptable data mis. Like the proxy forward modeler, this
approach may provide a starting point in a multi-stage training scheme designed to minimize the forward
modeling cost during training. Furthermore, we expect that this approach may also yield a \well-behaved"
generator function with only mild non-linearity, facilitating gradien t-based optimization techniques for
deterministic inversion, although this hypothesis needs testig. The hypothesis is supported by Lopez-Alvis
et al. (2021) who nd that a VAE can be used to alleviate the non-linearity of the generator function.

A consideration of this approach is that generative neural networks do not poduce models outside of the
distribution of the training set. Anomalies that are not present in trai ning models generally will not be
present in recovered models. In the same way that uncertainty ira solution to a Bayesian inverse problem
depends strongly on the prior distribution, uncertainty derived by CVAE inversion depends strongly on the
training set. Furthermore, the choice of neural network architecture itself impacts the resulting uncertainty,
implicitly limiting the range of possible solutions. These e ects result in underestimated uncertainties,
especially for model dimension reduction (Graneet al., 2019), so skepticism is warranted when inferring

uncertainty from CVAE inversion results.
3.10 Conclusions

We have developed a method to sample from an approximation of the poster distribution of the model
parameters in a geophysical inverse problem. The model prior need ndite known, but rather represented by
a nite set of training models. Once trained, the generative neuralnetwork can sample the posterior
distribution for any data that are produced by a model that could be drawn from the prior distribution.

The latent variables encode interpretable ways in which models ray vary while respecting the observed
data, facilitating a quick and intuitive interpretation of the poster ior model distribution. We compare these
latent variables to the principal components of the local posterior digribution, leveraging linear inverse

theory to better understand the function of the latent variables.
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Our approach o ers the following advantages. We generalize from a nite nunber of training models to a
parameterized posterior distribution, without any knowledge of the underlying distribution of the prior. We
are able to draw samples e ciently from a close approximation to the pogerior model distribution. A
trained network can produce inverted models very quickly. Furthermore, since the framework proposed here
is based on recent breakthroughs in machine learning, it can be modi edo take advantage of future
advances and breakthroughs in algorithms and in implementations. Futurework will explore the case of a

non-linear forward operator, and practical ways to form a training set.
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CHAPTER 4
GEOPHYSICAL INVERSION USING A CONDITIONAL VARIATIONAL AUTOENCODER TRAINED
ON WELL LOGS: APPLICATION TO MAGNETOTELLURIC DATA

A paper to be submitted to Geophysics
W. Anderson McAliley 2, Yaoguo Lit®

4.1 Abstract

In geophysical inverse problems, many models exist that satisfactdsi honor observed geophysical data.
However, most of those models may not be geologically plausible. Unrealistmodels can be rejected by
including geologic prior knowledge into the inversion, but geologic infrmation is often di cult to quantify
and incorporate into geophysical inversion. Deep learning o ers an e etive means to both aspects. We
investigate the application of a conditional variational autoencoder (CVAE) to achieve this goal,
demonstrating the use of a CVAE to invert magnetotelluric data. We train the CVAE on conductivity
models derived from wireline logs. This approach directly injectsprior information into the inversion without
needing a hand-crafted prior probability distribution or explicit model regularization. The trained CVAE is
able to recover conductivity models that t observed magnetotelluric data and reproduce spatial and
petrophysical characteristics present in borehole conductivity éta. We have found that the CVAE provides a
low-dimensional approximation to the posterior model distribution and can produce many conductivity
models at negligible computational expense. Therefore, an interprer can quickly and intuitively explore the
posterior model distribution by interactively adjusting the low -dimensional inputs to the decoder network.
The CVAE can thus be understood as a new tool for quantitatively interpreting geophysical data with the

aid of geologic data.
4.2 Introduction

Geophysical data are sensitive to subsurface physical propertiesish as electrical conductivity.
Recovering a spatial model of a subsurface property from geophysicabth constitutes an inverse problem
which can have in nitely many plausible solutions. The space of plauile solutions can be restricted by
incorporating additional model information into the inverse problem. In the context of deterministic
inversion, additional information is traditionally incorporated via mod el regularization. In Bayesian inversion,
this information is contained in the prior distribution. It is challe nging to formulate regularization or a prior

distribution that captures complicated spatial information and encourages recovered models to exhibit
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geologically realistic characteristics. Often, the models resultig from deterministic inversions are maximally
at or smooth, and they do not resemble geologically realistic models. FoiBayesian inversions, two
challenges exist: determining a prior distribution that accurately captures geologic information, and then
sampling from the resulting posterior distribution in a computation ally tractable way.

Generative neural networks are emerging as a promising tool to captureomplex geospatial information
(Lopez-Alvis et al., 2021; Mosseret al., 2020). A generative neural network that has been trained using
subsurface models provides a mapping from a low-dimensional latéspace to a high-dimensional space of
model parameters. The probability distribution over the latent space is known, so models can be generated
e ciently by sampling a latent vector and performing a forward pass th rough the neural network.

Researchers have used such generative neural networks as implicggularizers in deterministic inversions
(Laloy et al., 2017; Lopez-Alviset al., 2021) or as prior distributions in a Bayesian inversion (cha, n.d.).
Furthermore, neural networks have been trained to perform inferace in the latent space in a multi-stage
work ow (Chan & Elsheikh, 2019; Graham & Chen, 2020). In a related approach, reent work explores the
use of conditional generative neural networks as a way to directly and eciently sample an approximation to
the posterior distribution (Gabbard et al., 2019; Gunderseret al., 2021). Conditional invertible neural
networks such as those employed by Herrmanet al. (2019) and Anantha Padmanabha & Zabaras (2021)
address the inverse problem in a similar way. Such networks are proising, although the requirement of
invertibility limits the choice of network architecture, and the resulting latent encoding is not
low-dimensional. A low-dimensional encoding o ers a way to exploe the posterior distribution in model
space interactively and intuitively.

We develop the use of a conditional variational autoencoder (CVAE), a type of generative neural network,
to solve the one-dimensional magnetotelluric (MT) inverse problem.The network is trained on a set of
induction logs measured in wells in Kansas. Such logs measure condudty as a function of depth with high
vertical resolution. The abundance of such logs provides an opportunityto investigate the performance of
CVAEs in the context of geophysical inversion with a training set derived from eld measurements. The
CVAE inversions incorporate characteristics learned from the logs intothe inverted models without the need
for hand-crafted regularization or an explicit prior probability distri bution. The recovered models t
observed data while reproducing characteristics of the borehole s, demonstrating the viability of this
approach to inversion.

Furthermore, a CVAE provides an encoding of an approximation to the poserior in a low-dimensional
latent space. Due to the disentangling property of variational autoencalers (Higginset al., 2017), the
elements of the latent encoding correspond to independent ways iwhich the conductivity model may vary

within the constraints of the MT data and the information learned from th e well logs. The latent encoding
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allows an interpreter to explore and understand model uncertaintyinteractively by changing one latent
element or one datum at a time and observing the resulting change in thenodel. This approach to model
exploration facilitates a more intuitive understanding of how the model is constrained by the data and the
training set. Since recovering an inverted model amounts to a forard pass through a trained CVAE, new
datasets can be inverted instantaneously. In additional to interactive inversion, this ability provides a
powerful tool for feasibility studies which require many synthedic datasets from di erent scenarios to be
inverted to determine the value of a proposed geophysical survey.

Here we apply a CVAE to the inversion of MT data in one dimension, demonstating that the CVAE can
incorporate spatial information gleaned from well logs into the inverted nodels. We demonstrate two
methods of training the network. The rst method trains the networ k without forward modeling during
training. The second method includes data mis t in the loss function, and it uses the forward and adjoint
modeling operations to produce models that t observed data more closly. We show the results of these
inversions on a validation set and two test sets, including statistts computed among all models in each set.
We demonstrate how the latent variables correspond to modes of allowablmodel variation. We discuss the
advantages and disadvantages of including data mis t in the loss functionthe selection of hyperparameters,

and new avenues of research made available by this approach to inversion
4.3 Magnetotelluric Inversion

The MT method is a passive electromagnetic sounding technique. Natally occurring variations in
electromagnetic elds provide a signal source which induces eledt currents in the subsurface. Those
currents give rise to secondary electromagnetic elds at the earth'surface. Horizontal components of the
electric and magnetic elds are recorded at the surface. A frequencgependent impedance tenso is

derived from these measurements such that

Ex — Zyx ny Hy .
Ey ZyX Zyy Hy ,

(4.2)
where E and H are the electric and magnetic elds, respectively. The impedanceensor can be used to infer
subsurface electrical conductivity. Determining conductivity from the impedance constitutes an inverse
problem.

We invert MT data in one dimension for isotropic electrical conductivity, using this well-studied inverse
problem as a means to better understand the CVAE and its potential for apgication in geophysical
inversions. The one-dimensional assumption implies that both elecomagnetic elds and conductivity are

laterally homogeneous and vary only with depth. Under these assumptionsZyx = Zyy =0 and Zyy, = Zyy,

so the impedance at a frequency can be uniquely expressed by a coleyp number Z,, . For a layered-earth
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conductivity model with homogeneous conductivity in each layer, the complex impedance at any frequency
can be computed by a well-known recursive formula (e.g., Ward & Hohman, 1988), Impedances at multiple
frequencies constitute a set of observed MT data. We will invert sgh data for an unknown discretized

spatial distribution of conductivity.
4.4 Conditional Variational Autoencoders

The conditional variational autoencoder is a modi cation of a variational aut oencoder. A variational
autoencoder (Kingma & Welling, 2014) is a neural network structure usé for generative modeling. It
consists of an inference network, or encoder, and a generative netwqgrr decoder. It is used to parameterize
a generative probability distribution that mimics some target distri bution, p(x). The target distribution is
unknown, but samplesx of it are available. These samples comprise the training set. We uséis approach
to incorporate geological information for which we have samples but no distbution. In our application, X
represents a 1D subsurface conductivity model. A variational autoenoder models the generative distribution

p(x) through the use of a latent vector z with a known distribution p(z), as
z

p(x)= p (xjz)p(z)dz; (4.2)
where represents the parameters of the generative distribution, which ae the learnable parameters of the
decoder networkp (Xxjz). Usually, a multivariate standard normal distribution is used for p(z) To make the
problem of learning these parameters by maximimum likelihood tractble, the encoder networkqg (zjx) is
introduced, where are the learnable parameters of the encoder. Although the marginal log-likéhood
logp (x) itself is di cult to optimize directly, the evidence lower b ound (ELBO) on the marginal

log-likelihood can readily be optimized, where
logp (x) ELBO = E; q zjx) [logp (xj2)] Dke (9 (zix)iip(2)) : (4.3)
Here, DL (q (zjx)jjp(z)) denotes the KL divergence from probability distribution q (zjx) to distribution
p(z), which can be expressed as
Die (@ (z))iip(2)) = E; g (zjx) [logq (z]x) logp(z)]: (4.4)

The negative of the ELBO is the loss function which is minimized whentraining a VAE. For a thorough
introduction to VAEs we refer the readers to Doersch (2016) and Kingma &Welling (2019).

A conditional variational autoencoder (Kingma et al., 2014) introduces a conditiony. In our application,
y is a set of MT data. Rather than maximizing the marginal likelihood p(x), the goal of the CVAE is to

maximize the conditional probability p(xjy), which is the posterior probability of the geophysical inverse
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problem. As with the VAE, an ELBO of the log-likelihood log p(xjy) can be tractably maximized, where
logp (xjy) ELBO = E; g zjxy) [logp (xjy;2)] Dxke (a (zjx;y)iip(zjy)) : (4.5)

Often, a diagonal Gaussian distribution is used for each probability in guation 4.5. The negative of this
ELBO can be used as a loss function during training. This loss function an be minimized by a stochastic
gradient descent method, using the reparameterization trick (Kigma & Welling, 2014). To solve for the
optimal encoder parameters , we must compute gradientsr L of the loss function L with respect to
Computing these gradients by the chain rule require backpropagation though the random sampling
procedurez g (zjx). The reparameterization trick allows gradients of the outputs of a samping operation
with respect to its parameters. The encoder provides the mean andovariance for a diagonal Gaussian
distribution over the latent space, soq (zijx) = N( i; 2). The sampling operationz; N ( ;; 2) for each
element of the latent vector is reparameterized tozi = ;+  ;, where ; N (0;1). Now, ; and ; are
deterministic outputs of the encoder network, and the randomness ofhe sampling operation is con ned to ;.
With this reparameterization, % =1, % = ;,and thusr L can be calculated via the chain rule.

The loss function can be rewritten as

X
L= KWy, (xi %)ks+ D (N( i; KN (O;1)); (4.6)
i=1
where n is the number of samples used in one step of the stochastic gradient slieent method, W  is a square

weighting matrix, Xx; is a training example or model,x;} is a reconstructed model output after encoding and
decoding, ; and ; are the mean and covariance over the latent space obtained by encoding, and is a
hyperparameter rst introduced by Higgins et al. (2017). The hyperparameter serves to balance model
reconstruction accuracy with the information content of latent encodings. Reducing latent information by
increasing increases the ability of the CVAE to generalize beyond the training sg¢ and it encourages
disentangled latent variables with semantic meanings (Higginst al., 2017).

Minimizing equation 4.6 maximizes the ELBO of the conditional probability p(xjy), which is the posterior
model probability, over the training set. In theory, then, equation 4.6 is the optimal loss function for
recovering an accurate approximation to the posterior. However, we m that using this loss function can
result in inverted models with unacceptably high data mist. The physical processes governing observed
geophysical data and its noise are often better understood than the genative process that underlies physical
property distributions. While it is hoped that the training model s cover the full breadth of possible models,
it is di cult to ensure that they do. Therefore, it is prudent to p rioritize an acceptably low data mis t over

delity to the training models. Since the above loss function does not explicitly encourage low data mis t, we
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modify the loss function by adding a data mis t term, as
e 2 2
L= KWy (Xi X)Ky+ KWy (yi Bks+ Dk (N(Ci; i)KN(O;1)); 4.7)
i=1
whereW y is a data weighting matrix, y; is the input data vector corresponding tox; and ¥} is the data vector

computed from the output of the decoderx}. We investigate and compare the use of both loss functions.
4.5 Methodology

We use CVAEs to invert MT data for 1D conductivity models. While trad itional inversion methods
recover maximally simple models, a CVAE recovers models with th same spatial and petrophysical
characteristics as the training models. The training models consit of 1D conductivity models formed from
electromagnetic induction well logs.

A CVAE comprises an encoder and a decoder network. The encoder nebrk is trained to encode models
into the latent space. The decoder network is trained to decode lant vectors and geophysical data into the
model space. During training, latent vectors are encouraged to containtte minimum amount of information
needed to reconstruct models from latent vectors and data. Both netwdts are used during training, but only
the decoder is needed to invert the data. Here we describe the pparation of the induction logs, the choice of

neural network architecture, the selection of hyperparameters, andhe training process.
45.1 Processing Induction Logs

We construct a training set of 1D conductivity models from publicly available geophysical well logs from
Kansas (Kansas Geological Survey, 2018). The following steps are taken to grare the logs for use in
training, validating, and testing the CVAE. Within the dataset, each log has an associated four-letter
mnemonic that identi es the type of data in the log. Only deep induction logs with the mnemonic RILD
(Resistivity Induction Log, Deep) are used. We truncate the logs at a deth of 1248 m (4096 ft). Next, we
create a binary mask for every value in every log. We set the value of the ask to be true for missing data,
\dummy" values, unrealistically high or low values, and values that appear consecutively many times in one
log. The remaining values are downsampled from 0.3048 m (1 ft) spacing to 19.50T2 (64 ft) spacing using
the harmonic mean to average over each interval. If masked values existithin an interval, they are ignored
during downsampling. If an interval contains no unmasked values, itsdownsampled value is masked. If, after
downsampling, more than 10% of a log's values are masked, then the log is notdiluded in the nal set of
models. Each downsampled interval is a layer in the nal models, ad the conductivity of the nal interval is
used for the lower half space.

The remaining masked values must be imputed before training. To llthem in, we de ne a Gaussian

distribution for each interval and sample from it. The distributions are de ned by a mean and a variance
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computed for each interval from the logarithms of unmasked downsampledalues. Fewer measurements are
available within intervals near the surface. Therefore, we take thdargest computed interval variance and
assign it to the topmost six intervals.

After this process, there are 4959 models which comprise the full sef models used in our study. These
models are divided into a training set of 4138 models, a validation set 0837 models, a test set of 325 models,
and a second test set of 159 models. The wells in each small subset areanene another. Figure 4.1 shows
the locations of all wells. The validation and test sets emulate the sagario in which MT data are collected in
an area where there is no nearby well log available. Separating validaih and test sets from the training set
by location allows the CVAE to be tested on sets of wells that have some idsimilarity from the training set,
which is useful for evaluating models recovered by the CVAE from da& outside the training set. Test set 1
provides an opportunity to test the algorithm when the site location is relatively well represented in the
training set, while the second test set allows for the case when thdata come from a location where
subsurface models are less well represented in the training sefigure 4.2 shows overlays of all models in

each set.
4.5.2 Neural Network Architecture

There exist many choices for network architectures, and developmerof new techniques that facilitate
neural network training is an area of active research. The choice of arcteécture depends on the problem at
hand. Since our work focuses on investigating the use of a CVAE for the ppose of injecting geologic
information into geophysical inversion and demonstrating its applicablity to geophysical inverse problems,
we choose a simple network architecture that is straight-forward to mplement. Further re nement of the
architecture will likely lead to a network that better captures in formation in the training set.

The CVAE consists of an encoder network and a decoder network. Our emaler is comprised of three 1D
convolutional layers and one densely connected layer in that order. # input is a 1D conductivity model, and
its outputs are two vectors, one for the means of the normal distributiors for each latent variable, and one
for the variances. In practice, the network outputs the logarithms of the variances. Our decoder consists of a
densely connected layer followed by three 1D convolutional layersBoth the encoder and decoder use
recti ed linear units (ReLU) as activation functions, except for the | ast activation function of each network.
No activation function is used for the encoder output to ensure that the resulting means and the logarithms
of the variances are not limited or biased by the activation function. The nal activation function for the
decoder is a hyperbolic tangent function, ensuring that the output conductivities do not fall outside

unrealistic bounds.
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Figure 4.1 Locations of the western Kansas wells with RILD logs used in tt study. A validation set and two
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The decoder network of a CVAE, like the encoder network, outputs tre parameters of a probability
distribution. However, we employ the common practical strategy of ushg and reporting only the mean values
from the decoder, ignoring variances. Figure 4.3 provides details abduhe structures of the networks. The

networks are implemented using Tensor ow (Abadi et al., 2015).
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Figure 4.3 The encoder (a) and decoder (b) networks. The encoder tals a modelx as input, and outputs
the means and standard deviations that de ne normal distributions for each element of the latent vector
z. The decoder takesz and a vector of datay as input, and outputs a reconstructed model®. Both networks
are used during training, but only the decoder network is used to inert geophysical data. Every
convolutional layer uses a kernel size of 3 and a stride length of 2.

4.5.3 Network Training

To train the networks, we rst compute MT data for every model in the training set. Real and imaginary
parts of the xy component of the impedance tensor are computed at 24 frequencies from 0.18M% to 768 Hz.
We choose this frequency range because it can be collected in an ovigint MT survey. We treat the real and
imaginary parts as separate data, so there are a total of 48 data computed for eachadel.

We train two networks, one using the loss function in equation 4.6, and oneising equation 4.7. We refer
to the CVAE trained using the loss function in equation 4.6 as the standad CVAE and the CVAE trained
using equation 4.7 as the data- tting CVAE. The data- tting CVAE should b etter t the input data, but at
the cost of computing forward and gradient operations during training and potentially biasing the results

away from the true conditional probability p(xjy). To minimize loss functions, we use the Adam optimizer
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(Kingma & Ba, 2015) with a learning rate of 0.0002. During each training epoch,zero mean Gaussian noise
with a standard deviation of 3% of the data magnitude is added to the data befre using it as an input to the
decoder. The data mist in equation 4.7, however, is computed based ol erence with true data, not
noise-added data. Doing so encourages the recovered model not to t theoise in the data, but rather to t
the true data regardless of additive data noise.

We train the standard CVAE for 100,000 epochs and the data- tting CVAE for 20,000 epochs. For each
CVAE, there was little change in performance metrics over the secondhalf of the training epochs, indicating

that this amount of training was more than su cient.
4.5.4 Choosing Hyperparameters Using the Validation Set

The weighting matrices W, and W a ect the result, so they must be chosen with care. BothW , and
W, are related to covariance matrices of multivariate normal distributions by W TW = 1. The model
weighting matrix W  is related to the covariance of the conditional probability p (xjz;y). This covariance
arises from the choice of the family of distributions forp (xjz;y). It is often chosen to be a scaled identity
matrix. The model weighting matrix determines the relative weights that the reconstruction errors of each
model parameter have during training. We use an identity matrix multiplied by a scalar for the model
weighting W , where the scalar is a tunable hyperparameter. Our starting value forthis hyperparameter is
the inverse of the standard deviation among all log-conductivity values i the training set. Meanwhile, the
data weighting matrix Wy is related to the covariance of the expected distribution of data erors. To form
the data weighting matrix Wy, we use a diagonal matrix. We average the data within each frequency for kl
models in the training set to form a set of mean data. Each diagonal elementf W y is the inverse of the
corresponding mean datum, multiplied by a scalar. Using the average ata to form a standard deviation
estimate in this way re ects an expectation that the noise in the datais proportional to the magnitude of the
data. MT data varies over many orders of magnitude, so an assumption of noisegeal to a percentage of the
data is common. The scaling factor ofWW , is a second tunable hyperparameter.

To choose these hyperparameters, we evaluate the performance of the/&E over the validation set.
Performance on the validation set indicates the ability of the network to generalize beyond the training set.
We do not use either test set during hyperparameter selection in afer to ensure a fair appraisal of the
inversion capability of the CVAE. We choose the hyperparameters hedstically, training networks using
di erent hyperparameters until we obtain a suitably performative d ecoder network. We evaluate performance
using both quantitative and qualitative measures.

For quantitative measures, we look at performance in encoding and deding models (reconstruction) and

in decoding with randomly drawn latent vectors (inversion). Whil e the primary purpose of the CVAE is to
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invert data, encoding-decoding metrics provide insight into the balances being struck between model
reconstruction, data t, model variability, and the ability of the ne twork to generalize to unseen inputs. We
consider four quantitative evaluation metrics. The rst three are th e average reconstruction error, data
mis t, and KL divergence among reconstructed validation models. Thefourth metric is the average data
mis t among models inverted using validation data. Of these metrics data mis t during inversion is most
important to hyperparameter selection. Data mis t evaluated on the validation set re ects the network's
ability to produce models which t data that were not used during t raining. However, we desire that models
exhibit variability while tting observed MT data. Overemphasizi ng data mist can lead to a network that
produces similar models for a given data input, underrepresentig the variability among models that t the
data. Other metrics beyond data mist indicate the network's perfor mance in this regard. A low KL
divergence indicates that the network can generalize to new inputs &ll and will likely generate reasonable
models. However, a low KL divergence paired with a high model recatruction term may signify low model
variation. A low model reconstruction term, meanwhile, indicates that reconstructed models vary enough to
t the validation set. However, a low model reconstruction term paired with a high KL divergence indicates
that the encoded probabilities g (zjx) may not su ciently overlap the prior distribution over the laten t
spacep(z). In that case, models generated from regions undep(z) that are not probable under q (zjx) for
any x in the training set may not look realistic.

Qualitative measures include model appearance and data residuals. Waso plot the mean inverted
model and model parameter variances among models produced by invémg validation data. We compare
them to the means and variances of the training set models and validatiomodels. This comparison provides
a sense of how much of the information in the inverted models is deved from the training models, and how
much is derived from the data being inverted.

After examining these metrics for multiple combinations of hyperpatameters, we chose to use 20 latent
variables. For the model weighting matrix W , we scale an identity matrix by the inverse of the standard
deviation of all conductivity values among the models in the training ®t. We use the data weighting matrix
W, as described above without further scaling. For the standard CVAE we us = 0:5, and for the
data- tting CVAE we use = 1. While further hyperparameter tuning might improve the perfor mance of

the CVAE, our focus is on the more fundamental choice of loss function.
4.6 Results

Both the standard CVAE and the data- tting CVAE are used to invert synth etic data produced by
models from the validation set and from test sets 1 and 2. Inverting datafrom each set allows us to evaluate

how well the CVAEs generalize to recovering models with di erent degrees of similarity to the training
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models. For each trained CVAE we show many inverted models for data im each test set. Overlaying many
inverted models provides a visual sense of model uncertainty. Wcompare true and predicted apparent
resistivity and phase to demonstrate data t.

We also show statistics for inversions of all conductivity models wthin each test set. The means of these
inverted models, when compared to the mean models of the traininget and the test set, show how
information from both the training set and the data in uences the inversion results at di erent depths.
Histograms of the conductivities of all inverted models indicate how vell the distribution of inverted

conductivities matches the distribution of conductivities found in the training and test sets.
4.6.1 Single Data Set Inversions

Here we show CVAE inversion results for individual sets of synthett noise-added MT data. We examine
100 inverted models using the standard and the data- tting CVAE for synthetic input data computed from
one model from the validation set and one model from each test set. FirstFigure 4.4 shows the inverted
models and associated predicted data for inversion of a validation dataet with 3% Gaussian noise added.
The recovered models capture the spatial character of the conductity variation in the training set, including
the region of high variance between 400 m and 800 m depth identi able in Figue 4.2(a) where a resistive
layer is likely to be found. Also plotted are zero-latent models. A zro-latent model is the model obtained
from the decoder when the zero vector is used as the latent vector put. Since the zero vector is maximally
probable under a multivariate standard normal distribution, the model obtained by decoding a zero latent
vector likely corresponds to a model that is relatively probable uner the conditional probability p (xjy)
de ned by the decoder.

Figure 4.4(a) and Figure 4.4(b) compare the standard CVAE and the data- tting C VAE. The zero-latent
models for both CVAE loss functions follow the trend of the true modeland exhibit some similar
characteristics as the true model. However, both zero-latent modeltend toward the mean of the inverted
models, lacking the variability of the true model. The predicted data match the true data for both CVAEs,
but the predicted data for the data- tting CVAE more closely match the true data.

Similar inversion results for test sets 1 and 2 can be found in Figure %.and Figure 4.6, respectively. The
true model from test set 1, shown in Figure 4.5, contains a resistivealyer from 530 m to 650 m depth. The
zero-latent models contain low conductivities at or near those depth, though the conductivity in the true
model is lower. Other recovered models exhibit conductivites in that region that are as low or lower than
the true model. The variance among models recovered by the data- ting CVAE is noticeably lower than the
variance among models from the standard CVAE. For the true model from tesset 1, the data t for the two

CVAES is similar.
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Figure 4.4 Inversions of noisy synthetic MT data from a model in the valdation set. The top plots show 100
conductivity models recovered by (a) the standard CVAE, and (b) the data- tting CVAE, with the true
model plotted in orange and the zero-latent models in black. The bottom fots show the predicted apparent
resistivity and phase for the models recovered by (c) the standardCVAE, and (d) the data- tting CVAE,
with noisy input data plotted in orange, and the mean of the predicted data in black.
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Figure 4.5 Inversions of noisy synthetic MT data from a model in test &t 1 using the standard CVAE (left)
and the data- tting CVAE (right). The top plots show 100 conductivity mo dels recovered by (a) the
standard CVAE, and (b) the data- tting CVAE, with the true model plott ed in orange and the zero-latent
models in black. The bottom plots show the associated predicted appant resistivity and phase for the
models recovered by (c) the standard CVAE, and (d) the data- tting C VAE, with noisy input data plotted in
orange, and the mean of the predicted data in black.
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Figure 4.6 Inversions of noisy synthetic MT data from a model in test £t 2. The top plots show 100
conductivity models recovered by (a) the standard CVAE, and (b) the data- tting CVAE, with the true
model plotted in orange and the zero-latent models in black. The bottom pots show the associated predicted
apparent resistivity and phase for the models recovered by (c) thestandard CVAE, and (d) the data- tting
CVAE, with noisy input data plotted in orange, and the mean of the predicted data in black.
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The true conductivity model from test set 2, shown in Figure 4.6, contins two major features: low
near-surface conductivity and a thin conductive layer below 900 m dpth. Otherwise, it exhibits little
structure. Many inverted models still contain resistive layers in the 400 m to 800 m depth range, although
the zero-latent models show little structure. All inverted models fail to recover the thin conductive layer
because the layer is too thin and too deep to signi cantly a ect the data. Again, the data t between the
two CVAEs is similar.

These inversions show that the standard CVAE can recover models thahonor the data, although the
data- tting CVAE can improve data t. Recovered models tend to matc h the true model well in the near
surface where the data are most sensitive to the model. In the deptrange where the conductivities of the
training models vary most, between 400 m and 800 m, the recovered condiinties also vary, demonstrating
a form of information injected from the training set into the inversi on results. As expected, anomalous model
features like the conductive layer at 900 m depth in the test set 2 mdel are not well-recovered if the data are

less sensitive to them.
4.6.2 Statistics among Validation and Test Sets

We now examine average values for each term of the loss function in equati 4.6. We encode and decode
the models in the validation set and each test set, and we evaluate theerms of the loss function on the
decoded models to compare the standard CVAE and the data- tting CVAE. T he comparison provides an
understanding of the impact of the choice of loss function on the neural etwork. We also invert noise-added
synthetic data from every model in the validation set and both test ses using the decoders from both
CVAEs. Statistics for inverted models from each set yield usefulnsights into the performance of the CVAEs
and the information injected into the inversion.

Table 4.1 shows the terms of the loss function in equation 4.7 evaluatedhiinference mode, that is, by
encoding and decoding the models in each of the validation and test & The network is trained in inference
mode, so these metrics are the quantities being minimized dung training, except that Table 4.1 shows their
values when evaluated on sets of models other than the training set. Bpecting these metrics provides insight
into the performance of the trained networks and the balance struck b&veen the terms of the loss function.
Each metric corresponds to a term as written in equation 4.7, averaged @r all models in each set, except
that the KL divergences reported here are not scaled by the hyperparamter . Table 4.1 shows that the
data- tting CVAE ts the validation data better than the standard CVAE in  inference mode, but not the
data from either test set. The data- tting CVAE does not reconstruct models as accurately as the standard
CVAE for any model set. However, the KL divergence of the data- tting C VAE is much lower than that of

the standard CVAE. This observation indicates that the data- tting CVAE should generalize to unseen data
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better than the standard CVAE, which is vital for performance during i nversion. Note that these
performance metrics are sensitive to the choice of, which we have chosen separately for each CVAE based
on their performance across a range of values for.

Table 4.1 Statistics for encoded and decoded models for both the stamdd CVAE and the data- tting CVAE,
evaluated over the validation set and each test set. Here, reconstrun error, data mis t, and KL
divergence are respectively the three terms in equation 4.7. For theurpose of comparison, KL divergence is
not scaled by . All values are unitless.

y | Standard CVAE | Data- tting CVAE |

Mean data mis t, validation 41.7 36.7
Mean data mist, test set 1 22.7 27.0
Mean data mis t, test set 2 30.3 30.5
Reconstruction error, validation 10.3 12.9
Reconstruction error, test set 1 9.4 11.8
Reconstruction error, test set 2 10.3 11.7
KL divergence, validation 7.37 3.21
KL divergence, test set 1 8.04 4.02
KL divergence, test set 2 6.53 3.02

We now compare the ability of each CVAE to invert unseen data. Table 4.2 als lists terms of the loss
function in equation 4.7, but these are evaluated when the CVAEs are useth generative mode. In generative
mode, latent vectors are drawn from the latent prior at random, and they are input to the decoder with data
from each of the validation and test sets. This is equivalent to using he CVAEs to invert data. In this
context, reconstruction error quanti es the match between the inverted models and the true model.
Reconstruction error will tend to be greater in generative mode than n inference mode because generated
latent encodings provide no information about the true model. Sincethe encoder is not used in generative
mode, there is no KL divergence term to evaluate.

Table 4.2 Statistics for inversion results (decoded) obtained by usg the standard CVAE and the data- tting
CVAE. Reconstruction error and data mis t are computed according to the rst and second terms of
equation 4.7, respectively. The expected value of the mean data mis ts equal to the number of data, 48. All
values are unitless.

y | Standard CVAE | Data- tting CVAE |

Mean data mis t, validation 87.9 67.4
Mean data mist, test set 1 48.5 49.8
Mean data mis t, test set 2 49.9 49,5
Reconstruction error, validation 34.2 28.7
Reconstruction error, test set 1 38.6 32.8
Reconstruction error, test set 2 27.9 24.6

For independent Gaussian noise, the expected mean data mist is eq to the number of data (Parker,
1994). Both the standard CVAE and the data- tting CVAE are able to recover mod els with mean data

mis ts close to the expected value for test sets 1 and 2. However, thdata mis ts evaluated on the validation
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set are higher than the expected value. The validation set is more chathging because the validation models
are on average more resistive within the depth range from 100 m to 400 m than #atraining set and both
test sets, as can be seen in Figure 4.2. Therefore, the data are sengttito deeper parts of the model, so the
model is more constrained by the data. Variations in conductivities deper in the model that would usually
not a ect data much have a stronger e ect on the data for these resistive models. This may explain the high
data mis t for the validation set. Additionally, the high data mist may indicate that the validation models
are not well represented in the training set.

The data- tting CVAE performs more favorably in these tests than the standard CVAE. Both data mis't
and reconstruction error are lower for the data- tting CVAE than for the s tandard CVAE. This suggests that
by prioritizing the data t during training, the data- tting CVAE is also able to t the true model better
during inversion. Unlike Tikhonov inversions, data t and model re construction may be better understood in
this context as complimentary measures of information recovered throgh inversion that tend to track with
one another, not competing measures to be balanced against one another. Howeylow reconstruction error
could also indicate a lack of suitable variance among inverted modelsf inverted models do not vary much
from some mean model, then the reconstruction error may be low on avage, but the full range of possible
models is not well captured. Examining the means and variances among\erted models is therefore
important for further evaluating CVAE performance.

Figure 4.7 shows the geometric mean of all inverted models that were deded from data derived from
each of the validation and test sets. Each mean model is plotting with tle mean training model and the
mean of the test or validation set corresponding to the data that were inerted. From these comparisons, an
average depth of investigation can be inferred. MT data are most sensie to near-surface conductivity, and
least sensitive to deep conductivity. Accordingly, the mean of the @coded models follows the mean of the
test or validation set at shallow depths, where the model is primariyy controlled by the data. The data are
less sensitive to the conductivity at greater depths, and correspotingly, the mean of the decoded models
tends to follow the mean of the training set. This e ect is more pronounced in test sets 1 and 2, where the
conductivity of the top 500 m is greater. A high conductivity zone renders the conductivity structure
beneath more di cult to resolve by MT data (Bedrosian, 2007). Hence, lacking information from the data,
the inverted models revert to the mean of the training set at depth An exception is the deepest conductivity
parameter. This parameter represents the conductivity of the lowe half-space, and as such the data are more
sensitive to it than to conductivity values of layers in the deep part of the model. The mean conductivity of

the deepest decoded model parameter matches the mean of the test calidation set.
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Figure 4.7 Mean decoded conductivity models obtained by invertingdata from all models in the validation
set (a, b), test set 1 (c, d), and test set 2 (e, f) using the standardCVAE (a, c, €) and the data- tting CVAE
(b, d, f) and averaging the results by geometric mean, plotted with men conductivities computed across the
training set and across the corresponding set of models.
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Standard deviations among inverted models also yield insights into e CVAE results. Just as Figure 4.7
shows geometric means among all models recovered by inverting all dafrom a set, Figure 4.8 shows the
geometric standard deviations as a function of depth among all such recoved models. If the models were
reconstructed perfectly from the data, then the standard deviationsof decoded models would match the
standard deviations among the models in each set. In our tests, the statard deviations for the validation set
and test set 1 generally match the corresponding standard deviations amaninverted models. Standard
deviations for test set 2 do not match as well, though. Notably, the standarddeviations among test set 2
models di er signi cantly from those of the training set, especially in the depth range of 500 m to 800 m.
The inverted models tend to exhibit high standard deviation in that depth range, just as the training models
do. In general, the standard deviations of inverted models are a comprorse between the training models
and the models from which the inverted data are derived. The standad CVAE and the data- tting CVAE
exhibit similar standard deviations to one another.

Histograms of conductivities (Figure 4.9) further elucidate the ow of information in CVAE inversions.
The histograms of decoded models are similar to the histograms of the medl sets from which the inverted
data are derived, meaning that the CVAE is correctly using information in the data to recover models with
the appropriate distribution of conductivities, adapting that distr ibution for di erent data inputs. One
notable feature in the histograms that the decoded models do not reptiate is the secondary peak at 0.1 S/m
in both the validation set and test set 1. Such a peak does not appear in thé&aining set histogram, so unless

the data require it, it should not be expected in the histograms of deoded models.
4.6.3 Information Content of Latent Encodings

We now investigate the e ects of the elements of the input latent vector on the decoded model. The
latent vectors are ranked based on the magnitude of their e ect on the reovered model known as their
activity (Burda et al., 2016). To be precise, our de nition of activity di ers from that of Burda et al. (2016),
though both describe a measure of information content of a latent dimensin. Activities are computed by
equation 3.10. Figure 4.10 shows the activities of the latent variables of tb standard CVAE. The latent
vector's contribution to the output of the standard CVAE is dominantly d etermined by the eight most active
latent variables in this study. For the purpose of understanding howthe latent variables a ect the decoded
model, we focus on the four most active latent variables.

Changing each active latent variable changes the decoded conductivitynodel. Figure 4.11 shows how the
model changes as each of the four most active latent variables is changed. RbBnes represent models

resulting from increases in a latent variable, and blue lines repreent models resulting from negative changes.
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Figure 4.8 Geometric standard deviations of collections of inverted condctivity models for the standard
CVAE (a, ¢, e) and the data- tting CVAE (b, d, f). The standard deviations are computed among all models
obtained by inverting data from the validation set (a, b), test set 1 (c, d), and test set 2 (e, f), and they are
plotted alongside geometric standard deviations of the training set and tle corresponding set of models.
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Figure 4.9 Histograms of inverted conductivities obtained by inverting data from all models in the validation
set (a, b), test set 1 (c, d), and test set 2 (e, f) using the standardCVAE (a, c, e) and the data- tting CVAE
(b, d, f), plotted with histograms of conductivities in the training set and the corresponding set of models.
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Figure 4.10 Activities of latent elements for the trained standard CVAE, ordered from most active to least
active.

The decoder network is a nonlinear function, so decoded models pend nonlinearly on the latent
variables. However, Figure 4.11 illustrates that changing each latent vaable changes the model in ways that
are generally consistent for di erent data inputs. Thus, the nonlinearity of the decoder function is mild
enough that the e ect of changing a latent variable is predictable regardess of the other inputs. This allows
each latent variable to be associated with a mode of model variation. Forxample, increasing the most active
latent variable consistently decreases the conductivity in the dgth range from 500 m to 750 m while
increasing conductivity slightly at many other depths. A large positive value for the most active latent
variable generally yields a model with two highly resistive zonespne 525 m to 625 m and another from 650
m to 725 m. Other depth-dependent patterns can be observed for othemtent variables.

Interestingly, the most active latent variables correspond to simpke model changes, while less active latent
variables correspond to increasingly complicated model changes. For ample, changing the top two most
active latent variables creates one or two thick resistive or conductie layers, while changing the third and
fourth most active latent variables creates many thinner conductive orresistive layers. This behavior is
reminiscent of the singular values and right singular vectors obtained # singular value decomposition of a
linear forward modeling operator (Hansen, 1998; Oldenburg & Li, 2005; Parker, 1994)The right singular
vectors can be ordered by their corresponding singular values from largéto smallest, just as the latent
variables can be ordered by their corresponding activities. Right gigular vectors that correspond to the
largest singular values have the lowest spatial frequency content wh the fewest zero crossings. For latent

variables also, the number of zero crossings is lowest for the latent viable with the highest activity.
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Figure 4.11 E ects of changing the top four most active latent elements on nodels recovered by the standard
CVAE from synthetic data computed from (&) the validation model shown in Figure 4.4, (b) the test set 1
model in Figure 4.5, and (c) the test set 2 model in Figure 4.6. Modelsesulting from an increase in a latent
element are plotted in red, and models that result from a decrease iblue. The base models are plotted in
black. Line opaqueness indicates latent element probability densjt so less probable models are more
transparent. Latent values vary from -3 to 3 by increments of 0.25.
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However, this comparison should not be drawn too closely. Changing thenodel in the direction of a right
singular vector with a large singular value results in a maximally large clange in predicted data. All latent
variables, on the other hand, are trained to control the model in ways that minimally a ect the predicted
data. Ranking the latent variables by the magnitude of their e ect on the model, i.e., their activities, tends
to result in the most active mode having the fewest zero crossingghough this behavior is not guaranteed.

Figure 4.12 compares the most active latent variables of the standard CVAE andhe data- tting CVAE.
While not identical, many of the same patterns can be observed for both deoders. The similarity indicates
that the decoder mapping from the latent space to the model space isesilient to changes in the loss function.
Such resilience is desirable because it shows that the CVAE congésitly provides latent variables with
interpretable meanings.

Because of the symmetry of the standard normal distribution, the signof the change is arbitrary. In other
words, two decodersp; and p, with opposite sensitivity to the sign of the elements of the latent vector such
that p2(Xjy; z) = pu(Xjy; z) would minimize the loss function equally well. Furthermore, this property holds
for a change in the sign of any single element of the latent vector. Therefe, the red and blue colors in any
plot of latent variable e ects can be reversed. We have chosen the sigaf each change to facilitate

comparisons between the two CVAESs in such plots.
4.7 Discussion

Here we comment on bene ts, drawbacks, pitfalls, and considerationsofr using a CVAE for geophysical
inversion. We discuss sources of error in the inversion, various appaches to designing and training a CVAE
for inversion, including the use of the data mist term in equation 4.7, choosing hyperparameters, including

the number of dimensions of the latent space, and the advantages of a disamgled latent encoding.

4.7.1 Sources of Error

Three major sources of error in the inversions are due to errors in théraining models, assumptions in the
governing physical equations, and geophysical data errors. For the traing models, we use publicly available
induction logs to create the conductivity models in the training se. Wireline induction logs have associated
errors, but we treat them as ground truth. Since the primary purpose ofthis study is to test and examine
the capabilities of the CVAE, the accuracy of the training data is of secomlary importance. Because the
inverted MT data are computed from conductivity models derived from logs by the same procedure as the
training models, our tests are self-consistent, and they serve # purpose of demonstrating that complex
information can be captured and injected into the inversion. However the inverted results should be

interpreted in full recognition of the quality of the training model s.
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Figure 4.12 E ects of changing the top four most active latent elements on nodels inverted from synthetic
data computed from the test set 1 model shown in Figure 4.5 using (a)he standard CVAE and (b) the
data- tting CVAE. Models resulting from an increase in a latent element are plotted in red, and models that
result from a decrease in blue. The opacity of a line is proportional to he standard normal probability
density function evaluated at the latent element's value, so lessikely models are more transparent. Latent
elements are varied from -3 to 3 by increments of 0.25.
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The physical assumptions are another source of error. We assume one-dinsgonal conductivity structure
and isotropy. If those assumptions are violated, the inverted models Vil insu ciently represent the
subsurface. Again, we note that the purpose of the study is to better uderstand the application of a CVAE
to inverse problems, and since the inverted data are syntheticajl generated from 1D isotropic conductivity
models, the assumptions are not violated within the study.

Geophysical data also contain errors, which are commonly assumed to ari$eom random noise when
inverting data. The underlying noise model is not usually well uncerstood, so simple noise models are often
used. In this study we add zero mean Gaussian noise to the MT data both wating training and during
inversion. However, the CVAE can accommodate any type of noise simply bydding the desired noise to the

data during training.
4.7.2 Neural Network Design and Training

In the derivation of the CVAE loss function in equation 4.6, the encoder mrameterizes the distribution
d(zjx;y). Therefore, the encoder should take both a model and its MT data as iput. However, since the
data are a function of the model, they provide little extra information apart from the information in the
model. Therefore, to simplify the encoder network and lower thecomputational cost of each training epoch,
we input only the model to the encoder, like Gunderseret al. (2021). Future research could examine if
including data in the encoder input o ers any advantages.

One potential issue with the proposed method is that there is no mdtanism to explicitly discourage
interdependence between the latent encoding and the data. The Kldivergence term encourages a minimally
informative encoding, and that could lead to the encoder only encodig information that is not contained in
the data since the decoder has direct access to the data. In practicéhough, the latent encoding may retain
some dependence on the data.

To encourage such independence, one could follow Lampét al. (2017) and Hadadet al. (2018). They
each include a discriminator network p(yjz) that predicts the data y from the latent encoding. The
discriminator is trained adversarially with the autoencoder networks. An extra term is added to the CVAE
loss function to discourage the discriminator from predictingy from z, thus encouraging them to be
independent.

The loss function in equation 4.6 used to train the standard CVAE containsno data mis t term.
However, we nd that the resulting data mist may be higher than desired or expected. One possible reason
is a lack of expressiveness in the neural network. In this case thergblem can be alleviated by adding more
trainable parameters to the network, although expanding the network cones at higher computational cost.

Alternatively, large data mist can happen because of a lack of diversityin the training set. More training
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examples can help the issue, though additional training examples can bdi cult to obtain. We have tested
the addition of a data mis t term to the loss function, shown in equation 4.7. The data mis t term only need
be added if the decoder is unable to produce models with su cietly low data mis t without it. In theory,
the extra term will skew the recovered model posterior away fromthe true model posterior since the loss
function has been altered. Whether this distortion of the model poserior is acceptable depends on the
context of the problem and the purpose of the inversion. If there is dobt as to whether the training set
su ciently captures the range of geologically plausible models, then he data t is of greater import than
adhering to models in the training set, and the inclusion of a data ms$ t term is justi ed. In this case, the
decoder is not adequately capturing the posterior distribution to begin with since the training models fail to
describe the prior distribution. If there is high con dence that t he training models describe the full extent of
plausible models, then the data mist term should be excluded fom the loss function.

Including data mis t is computationally costly because it necessitates forward modeling and gradient
computations during training. To ameliorate this cost, one could use a corputationally e cient proxy
forward modeler. If a neural network were used as a proxy forward moder, integrating it into the work ow
would be simple and gradients would be easy to compute. A proxy forward mdeler would only be useful
during training if its error were signi cantly less than the data re siduals of decoded models.

A second strategy to reduce the cost of training with data mis t is to only compute gradients of the data
mis t term for a subset of models in each training mini-batch and weight these gradients appropriately
against gradients of the reconstruction term and the KL divergence termto compensate for the reduced
number of training examples per batch. Our preliminary tests indicate that reducing the number of data
mis t gradient computations by a factor of ten results in little loss in performance.

A third strategy is to weight the model parameters in the model remnstruction term by how sensitive the
data are to them. This approach encourages better data mis t while bypasing the need for forward
modeling or computation of data mist gradients during training. However, the sensitivity of the data

depends nonlinearly on the model, so a suitable approximation to thedata must be selected.
4.7.3 Choosing Hyperparameters

We tune the hyperparameters in the loss function by evaluating thenetwork's performance on the
training and validation sets via several metrics. In inference moeé (encoding and decoding models), we
compute model reconstruction error, data mis t, and KL divergence of the encoded latent space from a
standard normal distribution. In generative mode (decoding only), we compute data mis t, model mean, and
model standard deviations. We also examine inversion results on indidual models. We look for optimal

model recovery, reasonable estimated uncertainty (for example, th true model should fall within uncertainty
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bounds), and an average data mist at or below the expected noise levehithe data.

If the KL divergence is too large, then the network will not perform well in generative mode because the
network has not learned to generate models from all probable regions of latéspace. On the other hand, a
KL divergence that is too small indicates that the latent space is unhformative. In this case generated
models may not vary much, but rather they may tend toward an average malel. Some features in the
training models may not be captured, especially less common featuse Underweighting the model
reconstruction term can lead to this outcome. Overweighting the moel reconstruction term, however, leads
to unrealistic generated models as discussed above due to overittg. Since inversion is performed in the
generative mode, overweighting the model reconstruction term caralso cause poor data mis t during
inversion. Data mis t during inversion on a validation set therefore provides one useful metric for assessing
the relative weighting between the KL divergence and the reconstuction term. Useful metrics for choosing
the appropriate relative weighting between KL divergence and modeteconstruction are the data mis t,
model reconstruction error, and the variance among output models. Thee metrics should be examined in
both generative and inference modes.

Increasing the data mis t weight a ects the results in a similar way to increasing the model
reconstruction weight. This may seem counter-intuitive to thosefamiliar with Tikhonov inversion, in which
data mist and the model objective function are balanced against each othe For this CVAE, however, both
the data mis t and the model reconstruction terms encourage the decded model to be similar to the input
model, while the KL divergence regularizes the objective functin. The data mis t term speci cally
encourages a match with the aspects of the model to which the data are mbsensitive.

In theory, the data mis t could be weighted as much as one wanted, so lon@s the data are noiseless. In
practice, there are two drawbacks to overweighting data mis t. First, measured data are not noiseless. It is
preferable for the network to produce reasonable models robustlyof noisy input data rather than produce
unrealistic models that t the noise in the data. Second, while an in nitely expressive function could map
from the data to the decoded model perfectly, neural networks are dy in nitely expressive in the limit as
the number of network parameters approaches in nity (Hornik et al., 1989). Therefore, in order to ensure a
low data mis t, the network will use the latent encoding to convey model information that helps construct
models that t the data. The ideal decoder, though, maps to a model that ts the input data regardless of
the latent vector that is given to it as input. The latent space should therefore contain minimal information
about the model that a ects the data. Increasing the data mis t weighti ng can thus paradoxically decrease
the data mis t evaluated in generative mode for data outside the training set. In the end, overweighting the
data mis t can result in the same drawbacks as overweighting model @construction error: low-quality

generated models and poor generalization beyond the training set. Addio synthetic noise to the input data
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during training can alleviate these drawbacks.

As with most hyperparameter choices, there is a trade-o to consider vinen choosing the appropriate
number of latent dimensions. Too few dimensions can lead to poor modleeconstruction. Using too many
dimensions increases the computational cost of training the network. Fie network is also more likely to
perform poorly in the generative mode when there are too many latent @nensions because as the latent
space grows, it becomes more di cult to encode to all probable regions ofatent space. In short, more latent
dimensions makes it easier to over t the training set without producing a useful generative network. In our
tests, we found that increasing the number of latent dimensions hadittle e ect on the resulting model. This
nding is unsurprising since many latent variables were inactivewhen 20 dimensions were used, as shown in

Figure 4.10.
4.7.4 Disentangled Latent Encoding

The CVAE o ers several advantages, but a unique and notable advantage is the identangled latent
encoding. Disentangled latent variables o er two major bene ts that aid interpretation. First, each active
latent variable corresponds to a meaningful mode of variation within the posterior model distribution. These
modes are akin to nonlinear independent components of the posterior.e8ond, they o er a low-dimensional
representation of the posterior. Because the trained decoder netwlrcan produce a model from a latent
vector and a data vector instantaneously, these bene ts allow an inteactive exploration of the most salient
variable features among the models under the posterior distribution Given how di cult it can be to grasp a
probability distribution over a high-dimensional space, the decaler can prove invaluable because it reduces
the number of dimensions to explore, each latent variable approximatly corresponds to an independent
component of the posterior, and the e ects of the latent variables on the nodel can be explored in real time

due to the minimal computational expense of a forward pass through a neurahetwork.
4.8 Conclusion

We have presented a novel approach to inverting MT data using condional variational autoencoders. We
trained CVAEs to produce conductivity models that both honor observed MT data and exhibit spatial and
petrophysical characteristics captured from induction logs from wel in Kansas. Our study demonstrates
that a CVAE trained using well logs can invert geophysical data.

We explore two loss functions, one that includes a data mist term andone that does not. We nd that
both loss functions are valid options for training a CVAE to invert geophysical data. The inclusion of the
data mis t term in the loss function leads to inverted models that b etter t the data, but at high

computational cost during training.
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We provide insight into the information captured by the CVAE. Analysi s of means and variances shows
that the CVAE incorporates information from the observed data in the shallow portions of inverted models,
and that the character of deeper parts of the model is dominantly deternmed by the training set.
Furthermore, the elements of the latent encoding correspond to seantically meaningful model changes.
Since the decoder network is capable of producing inverted modelinstantaneously, elements of the latent
encoding can be varied to produce new inverted models in real tiew This approach o ers new possibilities

for interpretation by providing a way to interactively probe the r ecovered posterior model distribution.
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CHAPTER 5
CONCLUSION

Geophysical data contain important information about the distributions of physical properties in the
subsurface. Inversions provide physical property models that areonsistent with the observed data. The data
alone, however, permit many possible models. Many of these permibte models are physically unrealistic or
unlikely in light of additional knowledge such as the geologic setting andexpected subsurface structures.
Thus, methods to exclude unrealistic models from the set of inwded models are needed to re ne and enhance
inversion results. The inclusion of prior information into inversion is the key to excluding such models.

In my thesis | have developed methods to incorporate generic, conptual, and well log-based prior
information into inversions, improving the recovered models. h Chapter 2, | enforced evenly distributed
structure with sharp boundaries in generalized inversion of thermaldata. Di erent model norms and
sensitivity-based weighting were used to incorporate these formef generic prior information. | demonstrated
that weighting is necessary to recover meaningful thermal conductiity structure from thermal data, and |
developed methods to implement that weighting for borehole tempeature data and heat ow data. | showed
that the use of such weighting improves the recovery of anomalous boés in the inverted thermal
conductivity models. In Chapter 3, | incorporated a conceptual strucural model. This conceptual model
includes notions of faulting, layering, and an elliptical anomaly. The corteptual information is embedded in a
nite set of realizations and used without assuming knowledge of the uderlying controlling factors. The
information is incorporated by training a conditional variational autoenco der (CVAE) on physical property
models that exhibit such structural features. | inverted gravity data using the trained CVAE and successfully
recovered density models with the same structural features. IrChapter 4, the prior information is derived
from wireline conductivity logs rather than a conceptual model. This represents a greater challenge because
unlike the density models in chapter 3, the log-derived conductiity models may not be controlled by a small
set of underlying factors. | show that such data-derived prior information can be successfully incorporated
into inversion by means of a CVAE in the same manner as the conceptual stictural model. Thus, | develop
the use of CVAEs for capturing a variety of forms of prior information and injecting such information into

geophysical inversion. Here | describe the ndings and contributionsof each research chapter of my thesis.
5.1 Inversion of Thermal Data

| develop novel methods to invert borehole temperature and surfackeat ow data for thermal

conductivity under steady-state conductive heat transport. To my knowledge, this is the rst examination of
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generalized inversion of thermal data for thermal conductivity. | apply these methods to both synthetic and
eld data. The synthetic inversions provide a way to evaluate how well di erent model objective functions
inject di erent prior information into the inversions and improv e the recovered models. The proper choice of
model objective function can enforce evenly distributed structiral features, sharp changes in thermal
conductivity, and prior knowledge from other data such as seismic and gvity data.

First, | demonstrate the necessity of sensitivity-based weightng for recovering geologically reasonable
models. Without such weighting, the structure in the recoveredmodel concentrates near data locations in
unrealistic ways. | demonstrate this phenomenon for both borehole temerature data and surface heat ow
data. |1 show how inversions with sensitivity-based weighting sucessfully distribute structural features more
evenly throughout the model domain. | also propose multiple ways to inplement such weighting. Pure
sensitivity-based weighting is computationally costly, though e ective. | show that depth-based weighting is
a computationally e cient alternative for the inversion of surface heat ow data, and similarly,
distance-based weighting can be used to invert borehole temperatardata e ciently.

Second, | show how the model norm can be used to enforce sharp boundssiin recovered thermal
conductivity models, another form of generic prior information. If sharp changes in thermal conductivity are
expected, as is often the case at boundaries between rock units, then I, norm is a poor choice for the
model objective function. | demonstrate the use of an Ekblom norm to appoximate a generall, norm. The
Ekblom norm allows the inverse problem to be solved by a computationail e cient Gauss-Newton method.
| show that doing so allows thermal conductivity structures to be recovered that exhibit sharp boundaries.
Furthermore, the locations of the recovered structures better natch the locations of true structures in the
synthetic models.

Finally, | apply the inversion methodology to a borehole temperature chtaset from the Cooper Basin.
The application to eld data demonstrates the utility of the method. In addition, it provides an opportunity
to demonstrate how prior information from other geophysical methods can le injected through the reference
model. In the Cooper Basin, Meixneret al. (2012) combined thermal, seismic, and gravity data with direct
measurements of thermal conductivity to construct a 3D thermal condictivity model. | use this model as a
reference model in a generalized inversion, re ning it to bette t observed temperatures. This represents the

rst generalized 3D inversion of borehole temperature data for thermal onductivity.
5.2 Inversion of Gravity Data by a Conditional Variational Autoencoder

The Tikhonov inversion framework showcased in Chapter 2 allows di @ent kinds of prior information to
be incorporated in di erent ways. However, it is di cult to enforc e more complicated structures such as

cross-cutting faults, especially when the locations of such striares are not known a priori. Neural networks
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are a powerful tool for capturing such complicated spatial and conceptal information. Therefore, in Chapter
3 | develop the use of a CVAE for geophysical inversion. | use it to invergravity data for density models
that adhere to conceptual structural information. The resulting density models exhibit the layering, faulting,
and compact anomalies found in the set of example models used to train theeural network. Thus, the
method both successfully captures complex spatial information and inorporates it into inverted results. No
explicit form of the information nor speci ¢ modi cation to the object ive function is required to inject this
information into inverted models. Instead, the information is learned from the training models. Histograms
of physical properties from inverted models match histograms from samigs of the true posterior distribution,
demonstrating that petrophysical information has been incorporated fromthe training set into the inversion.

Furthermore, | develop a new approach to condition a VAE with the data to be inverted. By conditioning
the output models on the data, the network maps from a known probability distribution over a
low-dimensional latent space to an approximation of the posterior modeHistribution. This mapping allows
inverted models to be sampled from the approximate posterior at low omputational expense. | show that
some latent variables have more in uence on the inverted models thamthers. By discarding those variables
that have minimal e ect on the model, the dimensionality of the latent representation of the posterior can be
further reduced. | demonstrate that individual latent variables correspond to recognizable model features.
Thus, the latent representation constitutes a low-dimensional seof allowable ways in which the model may
vary while honoring some set of observed data. The latent space provides new interpretative tool for
exploring, understanding, and interpreting a high-dimensional poserior probability distribution.

| also provide a way to understand the e ects that changes in latent \ariables have on the model in the
context of inverse theory. | show that changes in latent variables correpond to the principal components of
the posterior covariance matrix for a local Gaussian approximation to theposterior. This insight allows the
latent variables to be understood as non-linear analogs to eigenvalues dfi¢ posterior covariance matrix in a

linear inversion.

5.3 Inversion of Magnetotelluric Data by a Conditional Variational Autoenc oder Trained on
Well Logs

In Chapter 4 | expand upon the use of a CVAE for inversion with di erent prior information that is
commonly available. Whereas the training models used in Chapter 3 we produce algorithmically from a
conceptual set of structural rules, in Chapter 4 the training modek are derived from a close approximation to
ground truth, namely well log measurements. Unlike the training setused in Chapter 3, these models are not
known to be reducible to a small number of causative variables. Regaitdss, | show that a CVAE can capture

information from the training set, express it in a low-dimensional latent space, and inject it into the inversion
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such that summary statistics re ect the incorporation of the informati on. Furthermore, by successfully
inverting magnetotelluric data using a CVAE, | prove that a CVAE can be applied to inverse problems with
non-linear forward mappings.

| expand the CVAE inversion method as well. First, | present two possible loss functions, one that
includes a data mis t term and one that does not. | compare the performarte of CVAESs trained using each
loss function. The loss function with no data mist term is su cien t to train a CVAE to approximately
sample the posterior model distribution. It is straightforward to im plement and train, since the forward and
adjoint problems need not be solved during training. However, recoved models may not have an acceptably
low data mis t. Although it increases computational cost, the addition of a data mis t term encourages
recovered models to honor the data, better incorporating the informaton available in the geophysical data.
Second, | suggest the addition of noise to data during training. Using noig input data encourages the
decoder output to be robust to data noise.

Finally, | explore the relationship between latent variables and the recovered models. | nd that latent
variables correspond to speci c interpretable model changes, and tit the model changes are broadly
consistent across di erent data inputs and di erent sets of latent variables, even though the model depends
non-linearly on the latent variables. This nding extends the similar conclusion in Chapter 3 to the case
where no known causative variables exist, and where the forward mappg is non-linear. Thus, using the
latent variables to explore the posterior model distribution constitutes a useful new interpretative tool for

di erent forms of prior information and for both linear and nonlinear forward mappings.
5.4 Impact on Future Development of Machine Learning-Based Inversion

This research developing the use of CVAEs for geophysical inversion peesents a signi cant step forward
in the eld of machine learning inversion, marrying generative networks and data-to-model mappings such
that the output approximates samples of the posterior model distribuion. The CVAE can be readily
implemented in any modern machine learning library. The work pregnted here opens many new avenues of
research and applications to real-world geophysical problems.

A clear next step to further develop CVAE inversion is to explore dierent implementations of the neural
networks. My work does not attempt to optimization the choice of neural network architecture. Such
optimization may yield signi cant improvements in training time or network expressiveness. For example,
the use of batch normalization or di erent choices of activation functions has not been explored. The choice
of number of convolutional layers or features per layer could be alteredAdditionally, training time may be
reduced through the use of techniques such as training the encodenore than the decoder, pre-training the

decoder to map data to model before training the encoder, and unralhg elements of the latent vector over
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the course of training.

Another future development of this methodology is to apply a CVAE to 3D inversions. The CVAE
algorithm is equally applicable to 3D inversions as the 1D and 2D inversionshown here. Computational
costs may be greater, particularly for forward modeling, but the standad CVAE only requires forward
modeling to prepare the training set. That modeling can be perforned in parallel. The greater challenge is
assembling a set of 3D physical property models for use as a training tséJnlike ground truth 1D models
which can be derived from borehole measurements, 3D models that are gegically reasonable are di cult to
assemble. Geologic process modeling, or an approach similar to the one | &k Chapter 3 to produce 2D
density models, are promising ways to form such a training set.

This methodology can be readily extended to joint inversion of multiple geophysical datasets for multiple
physical property models. If a set of multi-property training models can be compiled, then the network can
be trained as described in this thesis with little modi cation. T he data vector can be a concatenation of two
or more types of geophysical data from di erent surveys. Similarly, the model vector can be a concatenation
of two or more physical properties. If convolutional layers are used, andf the di erent physical properties
are represented on the same mesh, then each physical property may cespond to one channel of a
convolutional layer. This is analogous to the use of channels for red, greeand blue pixel values in the
context of image processing. The coupling between physical propeds is learned from the training models,
so it need not be explicitly enforced. Furthermore, complicated patially-dependent coupling relationships
can be incorporated with ease.

Finally, geologic di erentiation is a valuable potential application of CVAE inversion. Models can be
expanded to include rock unit membership via additional channelsof a convolutional layer, just like
additional physical properties. The inverted models would then irclude both physical property values and
membership values for each unit. Notably, such membership informatin can be obtained from geologic
process modeling, realizations from a conceptual geologic model, core lpgs interpretations of wireline logs.
Since rock unit membership is an additional form of prior information, including it can improve the quality

of inverted physical property models while providing lithology models as a direct output of the inversion.
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APPENDIX A
MATRIX DEFINITIONS

A.1 The Gradient Operator

The discrete gradient operatorG can be formed as
G = AGy: (A1)

Here Agsisans n; diagonal matrix whose diagonal elements are cell face areas, wheme is the total
number of cell faces. The diagonal entries oA s are ordered such that faces with normal vectors in thex
direction are rst, followed by those in the y direction, and nally those in the z direction. The entries with
the same normal vary fastest in thez direction and slowest in the x direction. G, isan; ny, logical
gradient operator matrix, where n, is the number of control volumes, or cells. Its entries are 1, 1, and 0.
For a rectilinear mesh,

Gi= Gy Gy Gp ; (A.2)
where G|x can be expressed as

G =Gx ln, In,; (A.3)

where denotes a Kronecker product. G takes the form of anny  ny.+1 matrix,

2 3
1 1
1 1
G|X = . . . (A.4)
11
Gy and Gy, are similarly constructed:
Gy =1In. Gy In,

(A.5)
Glz = In>< Iny GlZ

where Gy and G|, have the same form asG, in their respective directions. Note that this form of the

gradient operation has units of distance squared. A true gradient operator \th units of one over distance
1

could be constructed asG; =diag A,V AsG,, whereV isann, 1 vector whose entries are cell

volumes, andA, is anngs n, averaging matrix, described in detail in the next section.
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A.2 The Harmonic Interpolant

The matrix M isann; n¢ diagonal matrix whose elements are related to harmonically averaged

thermal conductivities. It can be expressed as
M = Bdiag A,v 1 % (A.6)
Here,B is anns n; diagonal matrix which allows Neumann boundary conditions to be incorporated It
is a modi ed identity matrix, with entries set to zero if they c orrespond to faces where Neumann boundary

conditions are enforced.A, is ann; n, averaging matrix. Its purpose is to interpolate conductivities from

cell centers to cell faces arithmetically, as a step in harmonic avaging. For a rectilinear grid,
T
Ay= Ax Ay Ay , (A7)
where A x can be expressed as

A = Ay o, In,: (A.8)

Ay takes the form of anny ny4+; matrix,

21 1
G St
2 2
ARy = E N z: (A.9)
BT
2 2
Ay and A, are similarly constructed:

Avy = InX AVy |nz

(A.10)
Ay = Inx Iny Ayz:

V isann, n, diagonal matrix whose entries are cell volumes. isann, 1 column vector of conductivities

at cell centers, and ! denotes an element-wise inverse of (raising each element of to the power of 1).
A.3 The Rull Forward Operation
The forward operation can be expressed as solving the linear system
Au = b: (A.11)
Here, A is an, n, symmetric coe cient matrix, where
A=G"MG: (A.12)
b isan, 1 right-hand vector, where

b=Vf GT'MG gcusc + G'Qgc: (A.13)
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HereV is a diagonal matrix of cell volumes as de ned abovef is an, 1 column vector of source terms

with units of power per unit volume. Ggc can be expressed as
Gec = AsGeal ; (A.14)

where A ¢ is a diagonal matrix of cell face areas as de ned above, an@gc; is ann; n¢ modied identity
matrix. For faces that bound the volume of interest, if the normal to the face that points outward from the
volume of interest points in the positive X, y, or z direction, then the corresponding diagonal entry ofG g¢;

is 1. If the normal points in the negative x, y, or z direction, then the corresponding entry is 1. ugc is an
n: 1 column matrix of known Dirichlet boundary conditions (temperatures) at cell faces, with zero values
at faces where no Dirichlet boundary condition is imposed. Similarlyqsgc isanns 1 column matrix of
known Neumann boundary conditions (heat ows) at cell faces, with zeo values at faces where no Neumann

boundary condition is imposed.

A.4 Interpolation

The temperature and heat ow elds are computed at cell centers and cé faces, respectively. Data can
be located anywhere, though, so it is necessary to interpolate from t computed elds to data locations. We
construct a matrix Q, to interpolate temperatures, and a matrix Qq to interpolate heat ows. Both

matrices implement trilinear interpolation. Thus, temperature d ata can be expressed as
dy = Quu; (A.15)
and heat ow data as

dq = QqQ: (A.16)
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APPENDIX B
SENSITIVITY DERIVATION AND COMPUTATION

The following is a derivation of the sensitivities of temperature ard heat ow to thermal conductivity,
and an explanation of how this result can be used without explicitly forming the sensitivity matrix. These
derivations follow methods laid out by Oliver et al. Oliver et al. (2008) and Haber (2014). We begin with an

equation of the form
c(m;s)=0 (B.1)

where m is a spatially varying model parameter vector ands is a vector of values of a eld that depends on

m. It follows that

rme(m;s) m+r sc(m;s) s=0: (B.2)
The sensitivity matrix is
@
J= — =1 nd; B.3
=" (8.3)

whered is a vector of measurements of the elds. If we de ne a matrix Q that interpolates from the eld s

to the data d such that

Qs = d; (B.4)
then J can be expressed as
J:Q%: Qr s (B.5)
From equation B.2, it can be shown that the sensitivity matrix expressed in terms ofc(m;d) is
J= Q(r sc) Yy ome (B.6)
B.1 Temperature Sensitivity
We can write
Au b=0: (B.7)
This equation is of the form
cu( ;u)=0; (B.8)
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where there exists forward and inverse mappings fronm to the conductivity . Note that we can apply the

chain rule to equation B.6 to obtain
J= Qu(rucy) Ly Cul m : (B.9)
So, to nd the sensitivity matrix, we need expressions forr ,c, andr c. First,

r yCu = A: (B.10)

Next,

r cu=r G'M(Gu + Ggcugc) GTgsc Vf
=G'r [M (Gu + Ggc Ugc )] (B.11)
=G'K:
whereK = r [M (Gu + Ggc ugc )]. We de ne K because we will use this result several times. Let us now

evaluate K :

K =r LM (GU+GBC UBC)] .
i
=r Bdiag A,V ! ' (Gu+ Ggc ugc) (B.12)
h i
=Bdiag(Gu + Ggc Upc )r A b

Next, we can use the chain rule and the vector calculus identity

1_

ryy '= dagy ?

rxy (B.13)

to evaluate the derivative, yielding

K =Bdiag(Gu + Gpgc Ugc )

B.14
diag A,V 1! 2A\,Vdiag 2. ( )

Letusdene H =r ¢, = GTK. Then, the sensitivity matrix for temperature data is
Ju= QuA Hr ., (B.15)
If m = , then this equation simpli es to
Ju= QuA 'H: (B.16)
Alternatively, if m =In( ), then the equation simpli es to

Ju= QuA lHdiag( ): (B.17)
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B.2 Heat Flow Sensitivity

From equations 2.18 and 2.22, we obtain
d dgsc + MGu + MG gc Ugc =0; (B.18)
whereu = A 'b is a function of . Thus, equation B.18 is of the form
Cq( ;0)= 0; (B.19)
so the sensitivity matrix can be expressed as
Jg= Qq(r qcq) 'r cq; (B.20)
where Qg is an interpolation matrix for heat ow data. From equation B.18 it is clear th at
(r qCq) *=1ln,: (B.21)
So, itremains to nd r c¢q. We can do so by applying the following version of the product rule:
Fx(Ay)=r1x(A)y + ATy, (B.22)

where the termr  (A)y is equivalent to evaluating r x (Ay ) as if y were independent ofx. Thus,

r cg=r (M)(Gu+ Ggc ugc )+

Mr (Gu + Ggc Ugc ): (B.23)
Since evaluating the rst term in the above expression is equivalat to evaluating
r (M[Gu + Ggc ugc ]) as if u were independent of , we can apply equation B.12 to yield
r (M)(Gu + Ggc Ugc ) = K: (B.24)
The second term can be expressed as
Mr (Gu + Ggcugc)= MGr u: (B.25)
Note that the sensitivity matrix J, derived in equation B.15 can be expressed as
Ju = Qur urn : (B.26)
Thus,
r u= A H; (B.27)
and
r cg=K MGA 'H: (B.28)
So, the heat ow sensitivity matrix is
Jg= Qq K MGA 'H rny (B.29)
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Again, if m = | then the equation simpli es to
Jg= Qq K MGA 'H ; (B.30)
whereas ifm =In( ), then the equation simpli es to
Jg= Qq K MGA 'H diag( ): (B.31)
B.3 Computing Sensitivity Vector Products

For each Gauss-Newton step, a linear system of equations must be solvedhat system can be solved by
a conjugate gradient method, which only requires an algorithm to calculaé products of a vector with the
sensitivity matrix, J, and with its transpose, JT . The sensitivity matrix itself is not required. If m =

those matrix vector products can be computed as follows.
Temperature: Compute x = J,V
(1). Compute y = Hv .

(2). Solve Az =y for z.

(3). Compute x = Qyz.
Temperature: Compute x = J! v
(1). Computey = Q[ v.

(2). Solve ATz =y for z (equivalently, solve Az = y sinceA is symmetric).

(3). Compute x = Hz.
Heat ow: Compute x = JqVv
(1). Compute y = Hv .

(2). Solve Az =y for z.

(3). Compute x = Qq (Kv  MGz).
Heat ow: Compute x = Jjv

(1). Compute w = Q V.
(2). Computey = GT Mw .
(3). Solve ATz =y for z.

(4). Compute x = KTw+ HTz
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