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ABSTRACT

Generative artificial intelligence has become an important area of research in the broader field of

artificial intelligence and machine learning. Generative models have been applied to other areas of research,

such as computer vision, natural language processing, and drug discovery. They have also seen a great deal

of success in commercial applications derived from such research, with chat bots and AI art programs

attracting widespread public attention. For all the success that generative AI has already achieved, the

field is still relatively new, and there are many unsolved problems and avenues for improvement on existing

techniques. One such avenue is quantum generative learning, the intersection between classical generative

techniques and quantum computing. In this thesis, I explore several quantum generative models, with

practical implementation on trapped-ion quantum simulators.

In Chapter 2, I examine a popular gate-based quantum generative model known as the quantum circuit

Born machine (QCBM). I extend this model to a model involving continuous time evolution, which I call

the quantum evolution Born machine (QEBM), and I compare the performance of the two models on

several generative learning tasks. I find that the QEBM exhibits enhanced performance when all pairs of

qubits are allowed to interact, compared to interactions between nearest neighbors only, which recommends

trapped ion quantum simulators as a platform for its implementation. Additionally, I find that on the

learning tasks under consideration, the QEBM outperforms two standard formulations of QCBM, except

when certain modifications are made to the QCBM so that it is as similar as possible to the QEBM.

In Chapter 3, I examine a hybrid quantum/classical generative model, which combines the QCBM with

the classical generative adversarial network (GAN), which has previously been implemented on a trapped

ion quantum computer at a small scale. I investigate the performance of this hybrid technique when the

QCBM is replaced with the aforementioned QEBM. I find some indications that the QEBM may improve

performance over GAN alone, but not to the extent reported in a previous publication using QCBM.

However, further investigation is needed to reveal any quantum advantage of this hybrid model.

In Chapter 4, I study a recently-introduced generative learning model called the quantum neuron Born

machine (QNBM), which has also been implemented very recently on a trapped ion quantum computer. I

am able to reproduce existing results based on this model. However, I identify a potential major challenge

in training the model. One has to either post select an exponentially small set of measurement data or use

a cost function that is intrinsically random and may contain large statistical fluctuation. I conclude that

future work is needed to address this challenge before claiming any quantum advantage of the QNBM over

classical models.
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CHAPTER 1

INTRODUCTION

In recent years, arti�cial intelligence and machine learning have increasingly entered the public

consciousness, and in particular, generative AI models such as ChatGPT [1] have started to become

household names. While ChatGPT is probably the most familiar to the general public, generative AI has

been applied with great success to creative areas such as image [2{5] and music creation [6{8], as well as

practical problems such as drug discovery [9{11]. As successful as such models have already proved to be,

generative machine learning is still a young �eld, and there is still a great deal of room for improvement.

For example, chat bots have been noted to occasionally produce output which may be factually incorrect or

simply nonsensical in context [12, 13], and image generators can produce images with undesired features,

such as misshapen hands [14]. A promising avenue for further improvements in the future is the sub�eld of

quantum generative learning, which applies quantum computing techniques to the problem of generative

AI.

At its core, a generative learning problem in either the classical and quantum case consists of a target

probability distribution, and the goal is to train a model which generates data samples according to this

probability distribution. Since the desired distribution is not in general known for large problems, the

model is trained on data samples whichare known to be drawn from the target distribution, similarly to

other types of machine learning problems. It is not strictly necessary to solve a generative problem from

the perspective of mimicking a probability distribution, but it is always possible to frame a problem in this

way. Note that the target distribution is allowed to, and often does, have many zero probabilities. For

example, in the case of a chat bot, the full space of all possible data samples would be all possible strings of

text, but any reasonable target distribution would only have nonzero probabilities assigned to meaningful

strings of text.

In the case of quantum generative models, data samples are generated through measurements of a

quantum state, often produced by a parameterized quantum circuit. It is therefore common when applying

quantum models to frame the target distribution as a distribution over bitstrings, with each computational

basis state representing a di�erent possible sample in the full data space. Naturally, this framing is just to

facilitate understanding and does not fundamentally change the problem, since any possible data sample is

already encoded in binary on a classical computer. Several types of quantum models have been tested on

small problems and have shown promising initial results, such as the quantum Boltzmann machine [15], the

quantum autoencoder [16{18], the quantum generative adversarial network [19] (which di�ers from the
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hybrid algorithm I examine in Chapter 3 in the role of the quantum model), and the quantum circuit Born

machine (QCBM) [20], the latter of which I will explore in more detail in Chapter 2. Indeed, for certain

types of target distributions, quantum models have been shown to produce better results than conventional

generative learning techniques when the two are given access to equivalent resources [21{24].

It remains an open question precisely how much and what kind of quantum advantage can be gained

through quantum generative learning. Whereas many varieties of quantum algorithms can only hope to

o�er a speedup over their classical counterparts, generative learning is one of the areas in which quantum

advantage might be found through avenues other than speed. For problems which have only one correct

result for a given input, one algorithm can only be better than another by reaching the result faster, but

generative learning is not a problem with a single correct answer. Rather, it is possible for an algorithm to

produce better outputs than another, and this is one way to achieve quantum advantage. Results such as

[22] already show that this idea has promise even for small real-world data, but to reiterate, this has only

been shown for quantum and classical models which are given access to equivalent resources. Both

quantum and classical models often produce better results when given more resources, and in the near

term, quantum resources are much more limited. If quantum models continue to outperform equivalent

classical models at scale, however, they could dramatically change the state of the art.

With the resources available, quantum models have demonstrated feasibility in areas such as image

generation [25], quantum state approximation [26], and drug design [27]. If quantum advantage can be

achieved on generative models, many di�erent applications will see the bene�t. At present, however, the

size of existing quantum hardware and the di�culty of classically simulating large quantum systems

prevents an empirical demonstration of quantum advantage at large scale. For this reason, current e�orts

are focused on developing new algorithms, measuring performance at the scales whichare available, and

comparing existing algorithms in anticipation of larger scale tests being possible in the future, as well as

investigating hybrid quantum/classical generative algorithms which may only require a small-scale

quantum component to see an improvement over conventional techniques.

When assessing a quantum generative model, it can be important to consider what type of hardware

would be used to run the algorithm. Trapped ion devices are one of the candidates for universal quantum

computation, and they have been successfully used as quantum simulators [28] in a variety of applications

[29]. One advantage of trapped ion devices is their ability to produce spin interactions both between

individual pairs of qubits, including at long range, and for many pairs of qubits at once. For example, such

devices can produce a fully-connected Ising interaction:

H J � =
X

i<j

J ij � i
� i

� j
� j

; (1.1)
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with

J ij = 
 i 
 j ! rec

X

m

bim bjm

2! m � m
(1.2)

where 
 i is the Rabi frequency associated with qubiti , ! rec is a recoil frequency,bim are normal-mode

matrix elements, ! m are mode frequencies, and� m are detuning parameters [29]. For this work, it su�ces

to note that the Rabi frequencies vary with applied electromagnetic �eld strength, whereas the other

parameters either vary with the con�guration of the ion lattice or with applied electromagnetic frequency.

The Rabi frequencies are of course tunable by adjusting the electromagnetic �eld strength at each qubit, so

it is therefore possible to apply an Ising interaction on all qubits with the interaction strength for each pair

of qubits tunable semi-independently. These capabilities are suitable for producing entangled pairs of

qubits both in the gate model of quantum computing and in the frame of continuous time evolution.

In this work, I explore several quantum models which are well-suited to implementation on trapped ion

devices. As indicated, I explore the QCBM, which has been demonstrated on a trapped ion quantum

computer [30], in some detail in Chapter 2. Also in that chapter, I extend the model to the continuous-time

domain, with evolution under sequences of Ising-model Hamiltonians with transverse and longitudinal

�elds added. In that chapter, I argue that this continuous-time model exhibits especially strong

performance when Ising interactions are applied on all pairs of qubits, and that the ability of trapped-ion

quantum simulators to apply Ising interactions to all pairs of qubits simultaneously makes them a strong

choice of platform for implementing this algorithm. In Chapter 3, I explore a hybrid quantum/classical

model which includes the QCBM as a subroutine, and which has been implemented on a trapped-ion

quantum computer [31]. I examine the e�ects of replacing the QCBM in this hybrid model with my

continuous-time model introduced in Chapter 2. Finally, in Chapter 4, I explore a more recently-developed

and less-studied quantum generative model, whose structure is a closer analogue to conventional arti�cial

neural networks, and which, too, has been previously implemented on a trapped ion device [32].
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CHAPTER 2

THE QUANTUM EVOLUTION BORN MACHINE

2.1 QCBM

The quantum circuit Born machine (QCBM) [20] is a popular model in quantum generative learning,

noted for its high expressive power [33]. As with many other popular models, the goal of QCBM is to

reproduce a target distribution of length-N bitstrings with probabilities Ptarget (z). In QCBM, this is

achieved by learning the parameters of a quantum circuit onN qubits which will produce a �nal state that

has measurement probabilitiesPmodel (z) in the computational basis which re
ect Ptarget (z). The

Kullback-Leibler divergence (KL divergence) [34] is commonly used in the literature as a measure of how

similar Pmodel (z) is to Ptarget (z), and as the cost function during training. Throughout this work, I

calculate the KL divergence as

KL =
X

z

Ptarget (z) log
�

Ptarget (z)
max(Pmodel (z); � )

�
(2.1)

with � = 1 � 10� 16 to keep values �nite. The KL divergence is minimized, with a value of 0, when the two

distributions are identical. Note that if Ptarget (z) = 0 for some bitstring z, it is common practice to

evaluate the expression 0 log 0 by taking the limit, which is to say 0 log 0! 0. To more rigorously de�ne

QCBM, consider a parameterized quantum circuit C(� ), with initial state
�
� 0

�
and �nal state

�
� 

�
, so that

�
� 

�
= C(� )

�
�  0

�
. De�ne Pmodel (z) =

�
�
 z

�
� 

� �
�2

. Then, the goal of QCBM is to minimize KL over the circuit

parameters � . In principle, any circuit structure may be used for C, with any intial state
�
� 0

�
, but in

practice in the literature, the initial state is typically the all-0 state
�
� 0

�
=

�
�0

� 
 N
and there are a few

popular choices of circuit ansatz.

The two choices I focus on both alternate layers of single-qubit unitary gates with layers of two-qubit

entangling gates and di�er in the connectivity of the entangling layers. Figure 2.1 shows a circuit diagram

for one layer of a popular circuit ansatz wherein the layer of entangling gates contains one gate between

every pair of qubits, and I will refer to this as the fully-connected circuit ansatz. Figure 2.2 shows a circuit

diagram for one layer of another popular ansatz, where entangling gates are only performed on adjacent

pairs of qubits. This structure is referred to as \line topology" or the \line circuit ansatz" in the literature

(for example in [35]), and I will refer to it as the latter of these. Note that for both of these diagrams,U

indicates an arbitrary single-qubit unitary rotation, and the two-qubit gates labelled X are in fact

parameterized, meaning they are actuallyRXX (� ) gates|I have only labelled them as though they were

XX gates to make the diagram easier to read. Naturally, each gate has its own learnable parameters.
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1-qubit unitaries Entangling layer

U X X X X

U X X X X

U X X X X

U X X X X

U X X X X

z}| { z }| {

Figure 2.1 One layer of the standard fully connected ansatz for QCBM withN = 5.

Unitaries Entangling layer

U X

U X X

U X X

U X X

U X

z}| { z }| {

Figure 2.2 One layer of the standard line ansatz for QCBM with N = 5.

The algorithm is performed by applying L layers of the chosen circuit ansatz to the initial state in order

to produce the �nal state
�
� 

�
, and then measurement is performed to generate a sample. Note that in

some works the single-qubit rotations are counted as a separate layer from the entangling gates, so that the

circuit diagrams presented haveL = 2, since in principle there is no reason the circuit has to end with an

entangling layer; however, I have not found any works which do not apply the same number of single-qubit

and entangling layers, and in this work every single-qubit layer is followed by an entangling layer, so I do

not count the two separately.

Since existing hardware platforms do not typically have native support for arbitrary single-qubit

unitary gates [36], the unitary gates in both the fully-connected ansatz and the line ansatz are decomposed

in experiments on real hardware, and usually in simulations as well. The reader may recall that both the

gate sequenceRX (� 3)RZ (� 2)RX (� 1) and the gate sequenceRZ (� 3)RX (� 2)RZ (� 1) will produce an arbitrary
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unitary rotation on a single qubit. The decomposition of the unitary rotations in QCBM are typically

chosen to minimize the number of parameters which must be optimized without reducing the expressive

power of the circuit. Therefore, for the �rst layer, the decomposition RZ (� 3)RX (� 2)RZ (� 1) is a popular

choice|since the initial state is usually the all-zero state, the RZ (� 1) rotation does nothing and can be

dropped completely. Thus the unitary rotations in the �rst layer are actually implemented as just

RZ (� 2)RX (� 1) (to reiterate, � 1 and � 2 are di�erent for each qubit). For L > 1, a popular choice of

decomposition for unitary rotations in layers after the �rst is RX (� 3)RZ (� 2)RX (� 1). For any such layer,

the RX (� 3) rotation commutes with the entangling gates which follow, and for any layer except the last it

can therefore be combined with theRX (� 1) rotation on the same qubit in the next layer. In this way, every

subsequent layer except the last actually has the same structure as the �rst layer. This full process is

depicted with some abstraction in Figure 2.3.

L � 1 times
�
�0

�
RX RZ

Entangle � � �

RX RZ RX

Entangle

�
�0

�
RX RZ RX RZ RX

�
�0

�
RX RZ RX RZ RX

�
�0

�
RX RZ RX RZ RX

�
�0

�
RX RZ RX RZ RX

z }| {

Figure 2.3 High-level depiction ofL layers of either the fully-connected or line ansatz withN = 5.

2.2 The Ising QEBM

As mentioned in the previous section, in principle any circuit structure can be used for QCBM as long

as it produces anN -qubit state with the desired measurement probabilities. In fact, any method of state

preparation at all can be used in principle. While the gate model is certainly a convenient choice for

designing algorithms, it is by no means the only choice, as at a physical level, all quantum hardware, even

those which only expose a gate-model interface, fundamentally operate on continuous-time evolution. In

this chapter, I study the e�ects of replacing the circuit in QCBM with continuous evolution under a

sequence of parameterized Hamiltonians. Since this method uses continuous quantum evolution instead of

a quantum circuit for state preparation, but otherwise functions the same as QCBM, it is perhaps more

appropriate to call such a model a quantum evolution Born machine, or QEBM. In this work, I use only
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Ising-model Hamiltonians, and I refer to this model as the Ising QEBM. Note that this is distinct from the

Ising Born machine introduced in [37], despite their use of the Ising model. The algorithm in that work is

still within the framework of the gate model, unlike the continuous time of the QEBM, and whereas the

Ising Born machine uses the typical transverse-�eld Ising model to inform the circuit design, I use both a

transverse and longitudinal �eld, as I explain below. I found that excluding either of these was detrimental

to the learning performance of the model.

The Ising model typically considered in quantum information theory is the transverse-�eld Ising model,

whose Hamiltonian takes the following form:

H = �

0

@
X

i<j

J ij � x
i � x

j +
X

i

hi � z
i

1

A (2.2)

Of course, exchanging thex and z directions is merely a change of basis and does not fundamentally alter

the dynamics, so it is also not uncommon to see the pairwise interactions occur between thez components

of the interacting spins, with the transverse �eld in the x direction. I use this latter choice of x and z

throughout this work, and some of my results in Section 2.4 suggest that having the pairwise interactions

aligned with the computational basis actually produces better training results. I have also included

longitudinal �eld terms, since their strengths can always be set to zero if they turn out to reduce

performance, and they have the potential to improve performance. Thus the Hamiltonian for one layer of

the Ising QEBM has the form

H =
X

i<j

J ij � z
i � z

j +
X

i

B i � z
i +

X

i

hi � x
i (2.3)

Note that I have dropped the negative sign from the previous Hamiltonian|this merely absorbs the sign

into the �eld strengths, which only reverses the �eld direction compared to the usual form. My calculations

end up being a little cleaner without the sign in front.

As many of my results in Section 2.4 show, it turns out to be important that J ij be nonzero even for

ji � j j > 1 to achieve better training performance. For this reason, I propose that the Ising QEBM would

be most e�ectively implemented on a trapped ion quantum computer, since these can produce spin

interactions, including Ising interactions, between any two qubits e�ciently, and even all pairs of qubits at

once [29]. In short, trapped ion devices do not require long sequences of swap operations to allow two

distant qubits to interact, and also make a strong candidate for implementing the QCBM fully-connected

ansatz, as in [30] for example. Since the Ising interaction strength on a trapped ion device can be tuned by

adjusting only the Rabi frequencies and leaving the other parameters �xed, in order to simulate the

behavior of the Ising QEBM on such a device, I have only made the parameters 
i trainable in my

simulations, and have calculated the pairwise interaction strengths accordingly, also taking the other
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parameters in J ij to be dimensionless so thatJ ij = 
 i 
 j (with J ij = 0 when ji � j j > 1 for simulations

with nearest-neighbor connectivity).

For reasons which I explain in Section 2.3, I have Trotterized the time evolution operator in all of my

simulations. For each layer �rst the system is evolved by the combined� z � z and � z terms, followed by the

� x terms. Since the Trotterized Z terms in the �rst layer would do nothing if the initial state were the

all-zero state as in QCBM, I have used the uniform superposition
�
� 0

�
=

h
1p
2

� �
�0

�
+

�
�1

�� i 
 N
as the initial

state instead. In this form, it would seem that the e�ect of evolution under the Ising QEBM should be

quite similar to the e�ect of the fully-connected QCBM ansatz. However, several of my results show that

the QEBM performs better on the learning tasks I investigated than the fully-connected QCBM in its

standard form. To verify that my QCBM implementation was correct I ran several simulations with the

QCBM modi�ed to be closer to the QEBM, and found that with the right modi�cations the QCBM was

able to achieve comparable results. To understand what modi�cations I made and why, it is helpful to

compare the time evolution operators of the two models.

In the most general case, the Trotterized time evolution operator for one layer of the Ising QEBM

would simply be exp(iH X t2) exp(iH Z t1). For most of my results, I do not train the evolution times, and

the results for which this is not the case explain why. For all other tests, I use a uniform value. For some

early tests, I used 1 for every evolution time, and found that performance generally increased with the

number of layers. To investigate whether performance still increases with the number of layers even if the

total evolution time is �xed, most of my tests instead use a fraction of some given total time for each

individual time. For a total time T, each layer getsT
L , and the time for each layer is divided evenly

between the two parts of the Trotterized operator. Except where otherwise indicated, I have usedT = 1, so

the operator for one layer of the Ising QEBM is actually exp( i
2L H X ) exp( i

2L H Z ). For the all-to-all Ising

Hamiltonian, this can be written more explicitly as

U = exp

2

4 i
2L

X

j

hj � x
j

3

5 exp

2

4 i
2L

0

@
X

j

B j � z
j +

X

j<k


 j 
 k � z
j � z

k

1

A

3

5 : (2.4)

Using the fact that � x
i = H i � z

i H i , where H i is the Hadamard operator on qubit i , this can be rewritten to

facilitate comparison with QCBM as

U = H exp

2

4 i
L

X

j

� j � z
j

3

5 H exp

2

4 i
L

0

@
X

j

� j � z
j +

X

j<k

� j � k � z
j � z

k

1

A

3

5 (2.5)

where H =
P

i H i is the N -qubit Hadamard transform. Note that I have absorbed a factor of 1
2 into the

�eld strength parameters. The overall Trotterized Ising evolution is just a product of several operators of

the form above, with parameters independent from layer to layer. Since the QCBM starts in the all-zero
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state, it is informative to also write the overall Ising operator as though it starts in the all-zero state, which

just requires an additional H at the beginning. The overall operator is therefore

UQEBM =

0

@
LY

` =1

H exp

2

4 i
L

NX

j =1

� j` � z
j

3

5 H exp

2

4 i
L

0

@
NX

j =1

� j` � z
j +

X

j<k

� j` � k` � z
j � z

k

1

A

3

5

1

A H (2.6)

where the product is evaluated with lower-index terms coming on the right so that lower indices correspond

to earlier layers.

Next, consider the time evolution operator for the fully-connected ansatz for QCBM. To allow for easy

comparison with the QEBM operator, I will absorb the usual factor of 1
2 into the gate parameters, and

factor out 1
L . With this in mind, the �rst L � 1 layers of the QCBM circuit have the following time

evolution operator:

U =
L � 1Y

` =1

exp

2

4 i
L

X

j<k

� j` � k` � x
j � x

k

3

5 exp

2

4 i
L

X

j

� j` � z
j

3

5 exp

2

4 i
L

X

j

� j` � x
j

3

5 (2.7)

and the �nal layer of the circuit has the following time evolution operator:

U = exp

2

4 i
L

X

j<k

� jL � kL � x
j � x

k

3

5 exp

2

4 i
L

X

j

� j (L +1) � x
j

3

5 exp

2

4 i
L

X

j

� jL � z
j

3

5 exp

2

4 i
L

X

j

�jL� x
j

3

5 : (2.8)

Since theX terms commute with the XX terms, the �rst two terms of the second operator can be

exchanged, and we can combine the two operators into a more compact form for the whole circuit:

U = exp

2

4 i
L

X

j

� j (L +1) � x
j

3

5
LY

` =1

exp

2

4 i
L

X

j<k

� j` � k` � x
j � x

k

3

5 exp

2

4 i
L

X

j

� j` � z
j

3

5 exp

2

4 i
L

X

j

� j` � x
j

3

5 (2.9)

Note that throughout, I have written the entangling gate parameters as � j � k rather than � jk . In all results

presented in this chapter, the entangling gate parameters are decomposed this way to allow the

performance of the models to be fairly compared to one another. Next, I will again take advantage of the

Hadamard transform to write this operator only in terms of � z as well:

U = H exp

2

4 i
L

X

j

� j (L +1) � z
j

3

5

0

@
LY

` =1

exp

2

4 i
L

X

j<k

� j` � k` � z
j � z

k

3

5

H exp

2

4 i
L

X

j

� j` � z
j

3

5 H exp

2

4 i
L

X

j

� j` � z
j

3

5

1

A H (2.10)

Again taking advantage of commutation between operators, this time to combine certain exponential

terms, and by relabelling � j` ! � j ( ` � 1) throughout, it is possible to rewrite this operator as
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U = H

0

@
LY

` =1

exp

2

4 i
L

0

@
X

j

� j` � z
j +

X

j<k

� j � k � z
j � z

k

1

A

3

5 H exp

2

4 i
L

X

j

� j` � z
j

3

5 H

1

A exp

2

4 i
L

X

j

� j 0� z
j

3

5 H (2.11)

Now, relabel � j` ! � j ( ` � 1) , and let Z0 = exp
h

i
L

P
j � j 0� z

j

i
, X 0 = H exp

h
i
L

P
j � j 0� z

j

i
H , and

ZL = exp
h

i
L

� P
j � jL � z

j +
P

j<k � jL � kL � z
j � z

k

�i
, after which the time evolution operator for the QCBM

circuit can be written

UQCBM = HZ L

0

@
L � 1Y

` =1

H exp

2

4 i
L

NX

j =1

� j` � z
j

3

5 H exp

2

4 i
L

0

@
NX

j =1

� j` � z
j +

X

j<k

� j` � k` � z
j � z

k

1

A

3

5

1

A X 0Z0H: (2.12)

It is now apparent that the fully-connected ansatz can be made mathematically equivalent to the Ising

QEBM by adding an extra layer, removing the single-qubit rotations from the �rst layer, removing the

entangling gates and second set ofX rotations from the �nal layer, and adding a Hadamard transform on

all qubits at the very end. The tests alluded to earlier which modify the QCBM ansatz are all based on

making one or more of these changes.

2.3 Simulation Details

As my analysis in the previous section shows, it is possible to construct the time evolution operator for

both the QEBM and QCBM entirely in terms of Z spin operators. There is a fast algorithm for applying a

Hadamard transform to a state vector [38], and sinceZ spin operators are diagonal in the computational

basis, the time evolution for both models can be implemented as a series of elementwise vector-vector

multiplications and fast Hadamard transforms. That is, it is possible to represent the spin operators as

vectors containing just the diagonal elements. Naturally, it is also possible to use sparse matrices for this

purpose. Additionally, it is possible to construct sums ofZ spin operators in vector or sparse matrix form

without any tensor products, only requiring the construction of a particular 2 N by N matrix in advance.

Any possible Z spin operator on N qubits can be created from the same 2N by N matrix, and only

requires a single matrix multiplication by that matrix. This all allows Z spin operators to be constructed

much more e�ciently than when using tensor products.

Since the popular quantum software libraries only support the gate model, it was necessary for me to

implement simulation of the QEBM, and I have used the method described above. I use the Trotterized

form of the QEBM evolution because this method is only possible when every operator is diagonal in either

the Z or the X basis|if there were any exp( � x + � z ) operators, it would be necessary to use tensor

products. Since the operators must be recalculated every time the model parameters are updated in

training, this would be much less e�cient overall. The code is written using the pytorch [39] library, which
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has the additional advantage of automatically calculating cost function gradients using the chain rule,

which is more computationally e�cient and accurate than using a �nite-di�erences method. I have also

implemented QCBM using the same method and using pytorch. This has turned out to be more

computationally e�cient than an earlier implementation I wrote using the qiskit [40] library. It is also

important that both models use the same gradient calculation method; if one used automatic

di�erentiation and the other used �nite di�erences, it would not be possible to attribute di�erences in

performance to di�erences between the models alone. Admittedly, it is not possible to calculate the exact

gradient when implementing either of these models on quantum hardware and �nite-di�erences methods

are typically used (although there have been e�orts to improve the gradient estimation, such as in [41]). I

cannot comment on how the performance does or does not improve because of the automatic

di�erentiation, but any change in performance should a�ect both models very similarly, and the purpose of

this chapter is to compare QEBM to QCBM, not to establish the absolute performance of either one.

For training both models, I use the Adam optimization algorithm [42]. In this chapter, the values of the

� hyperparameters for the Adam algorithm are � 1 = 0 :9 and � 2 = 0 :99 throughout. Learning rates di�er

for some tests, and are indicated where appropriate in the next two sections. The optimization algorithms

in pytorch do not natively support placing constraints on the range of allowed values for parameters, so the

parameters which are directly modi�ed by the Adam optimizers can vary arbitrarily. However, to keep the

values of the �eld strengths within reasonable ranges for the Ising Hamiltonian, I take a cosine of all the

parameters before using the result to calculate the time evolution operators. Thus the amplitude of the

cosine determines the upper and lower bound of the �eld strengths. For the transverse and longitudinal

�elds, the amplitude is 5, and for the individual 
 i the amplitude is
p

10 so that 
 i 
 j ranges between� 10.

For QCBM, I instead use the amplitude � for all parameters. Additionally, all 
 i are initialized to 1 for the

QEBM, as I found that this produces good results more consistently than randomizing 
i . The transverse

and longitudinal �eld parameters are initialized from a uniform random distribution. The parameters of

the QCBM are all randomized in the unmodi�ed form of the model, although there are some tests where I

modi�ed the initialization of the entangling gate parameters to match the initialization of the 
 i for

QEBM.

2.4 Results

Here I present the results of training both the Ising QEBM and the two QCBM circuit types in several

con�gurations. In all tests in this section, N = 9 and the models are trained on three synthetic

distributions: a discretized Gaussian, a cardinality-constrained distribution, and a bars-and-stripes [43]

distribution. The Gaussian distribution has a mean of (2N � 1)=2 and a standard deviation ofb2N =9c, and
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the distribution is discretized by assigning the probability mass for bitstring i to be the probability density

of the Gaussian ati 's value when interpreted as an integer encoded in binary. These probability masses are

then normalized. The cardinality-constrained distribution used here has uniform probability over all

bitstrings which contain four 1s, and has zero probability assigned to all other bitstrings. Finally, I use the

three by three bars-and-stripes distribution. The models are given access to the full distribution, as in [44],

for example. In all �gures in this section, the �rst row contains results of training on the Gaussian, the

second row contains results for the cardinality-constrained distribution, and the third row contains results

for the bars-and-stripes distribution.

For the most part, the �gures themselves have all relevant parameters listed|anywhere this is not the

case, the additional con�guration details are provided in the caption. There are a few ways in which

certain parameters are listed in an abbreviated way to save space, and I will explain these here. First, in

the �gure titles, \Ising time" refers to the total evolution time parameter T for the QEBM. \lr" indicates

the learning rate used for training all models in that �gure. Sub�gures which include \Trainable" or

\Fixed" in their title show results for QEBM|\Trainable" means that the Ising interaction parameters are

trainable, while \Fixed" means 
 i = 1 for all i . \Prod. times" is short for \Product times" and indicates

QCBM with entangling gate parameters decomposed in the same form as for the QEBM Ising parameters.

\KLD" in the sub�gure titles indicates the KL divergence achieved by that model after the �nal training

iteration. Figures which are of particular note are included in the body of this chapter, with at least one

�gure per test included. All other �gures appear in Appendix A.

The �nal distributions and KL divergences for multiple con�gurations of the Ising QEBM and for the

QCBM line ansatz trained with a �xed learning rate and for L ranging from 3 to 7 may be found in

Figure A.159, Figure A.3, Figure A.5, Figure A.7, and Figure 2.4. Plots of KL divergence as a function of

training iteration for the same training runs as in the �gures just mentioned may be found in Figure A.2,

Figure A.4, Figure A.6, Figure A.8, and Figure 2.5 (p. 14). The �nal distributions and KL divergences for

multiple con�gurations of the Ising QEBM and for the QCBM line ansatz trained using cosine annealing

with warm restarts [45] and for L ranging from 3 to 7 may be found in Figure A.9, Figure A.11,

Figure A.13, Figure A.15, Figure 2.6 (p. 15), Figure A.17, Figure A.19, Figure A.21, Figure A.23, and

Figure 2.8 (p. 17). Plots of KL divergence as a function of training iteration for the same training runs as

in the �gures just mentioned may be found in Figure A.10, Figure A.12, Figure A.14, Figure A.16,

Figure 2.7 (p. 16), Figure A.18, Figure A.20, Figure A.22, Figure A.24, and Figure 2.9 (p. 18). For these

tests, the minimum learning rate is 0.01, and the maximum learning rate is indicated in the title of each

�gure. The �rst warm restart was allowed to occur after 300 training iterations.
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Figure 2.4 Comparison of the Ising QEBM in multiple con�gurations and the QCBM line ansatz. Fixed
learning rate and L = 7.

At a high level, these results indicate that the all-to-all con�guration of the Ising QEBM with trainable


 i s performs considerably better than the other con�gurations. Note that although the nearest-neighbor

con�guration achieves a good KL divergence on the Gaussian distribution frequently, upon closer

inspection the model distribution has a stepped character to it which the all-to-all con�guration does not

have. This seems to indicate that the all-to-all connectivity adds expressivity to the model. The cosine

annealing learning rate schedule appears to be actively detrimental or at best ine�ective for the QEBM,

but does not seem to have much of an e�ect on the QCBM line ansatz, save for a few cases where it may

actually help performance. While the line ansatz achieves a very good KL divergence on the

bars-and-stripes distribution in Figure 2.8 (p. 17), the remaining results (both those referenced above and

below) do not show it achieve such a good result again, and the all-to-all Ising QEBM does achieve a

similar result on the bars-and-stripes distribution once as well.

Similar comparisons of the �nal results between just the all-to-all QEBM and the fully-connected and

line QCBM may be found in Figure A.25, Figure A.27, Figure A.29, Figure A.31, and Figure 2.10 (p. 19).

Their corresponding plots of KL divergence may be found in Figure A.26, Figure A.28, Figure A.30,

Figure A.32, and Figure 2.11 (p. 19). From these results, the all-to-all Ising QEBM seems to have better
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performance on these learning tasks than either QCBM ansatz. The QCBMs may actually be performing

slightly better on the bars-and-stripes distribution, but none of the models do especially well on that task.

This underperformance by the fully-connected QCBM is what motivated my direct comparison of the time

evolution operators, as well as the next several results.

Figure 2.5 KL divergence as a function of training iteration. Fixed learning rate and L = 7.

The �rst such test changes how the QCBM parameters are initialized. The parameters which must be

set to zero for equivalence with the QEBM are initialized to zero, and then trained as normal. The �nal

distributions for this test may be found in Figure A.33, Figure A.35, Figure A.37, Figure A.39, and

Figure 2.12 (p. 20). The corresponding KL divergence plots may be found in Figure A.34, Figure A.36,

Figure A.38, Figure A.40, and Figure 2.13 (p. 20). The KL divergence plots indicate that the

fully-connected ansatz, and to a lesser extent the line ansatz, are less stable in training than the all-to-all

QEBM. Since the QEBM generally converges quickly, the remaining tests use a smaller learning rate to

improve the stability of QCBM without harming the performance of the QEBM. Although the purpose of

this test was to see the e�ects of modifying the QCBM to be closer to the QEBM, there is an important

result for the QEBM as well. In Figure 2.12, the QEBM achieves a very respectable KL divergence of

about 0.07 on the bars-and-stripes distribution|the only time it was able to do so with as few as seven

layers. This result indicates that the QEBM with seven layers is actually capable of expressing this
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distribution fairly accurately, meaning it is only di�cult to train this con�guration of the model on this

distribution, not impossible. Further tests, whose results are in Section 2.5, show that more layers of Ising

evolution improve the consistency greatly. Thus this seems to be a manifestation of the barren plateaus

problem, which I discuss in more detail also in Section 2.5.

Figure 2.6 Comparison of the Ising QEBM in multiple con�gurations and the QCBM line ansatz. Cosine
annealing andL = 7.

The next test uses the same modi�cation to the QCBM as the previous, and just uses a smaller learning

rate. The �nal distributions for this test may be found in Figure A.41, Figure A.43, Figure A.45,

Figure A.47, and Figure 2.14 (p. 21). The corresponding KL divergence plots may be found in Figure A.42,

Figure A.44, Figure A.46, Figure A.48, and Figure 2.15 (p. 21). The lower learning rate improved the

stability of the QCBM without impacting the QEBM's performance, as expected. However, this change

alone clearly does not bring the QCBM's performance in line with the QEBM, especially on the

cardinality-constrained distribution. All further tests continue to initialize the relevant parameters to zero,

and make one or more other modi�cations in addition. There were no further issues with stability, and the

KL divergence plots do not o�er much insight beyond that, so I will not include them henceforth.

With the right parameter assignment, QCBM and the Ising QEBM are equivalent up to a Hadamard

transform on all qubits at the end, as I have established. In principle, then, without that di�erence, it is
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possible to assign the parameters of a QCBM so that it produces exactly the same �nal state as any Ising

QEBM. Whether it is straightforward to achieve such a parameter assignment in practice is not so obvious,

which is why the next test removes the �nal Hadamard transform from the QCBM. The �nal distributions

may be found in Figure A.49, Figure A.50, Figure A.51, Figure A.52, and Figure 2.16 (p. 22). Simply

removing the �nal Hadamard transform does not noticeably improve the QCBM's performance, which

indicates that there are other di�erences which make the QEBM easier to train.

Figure 2.7 KL divergence as a function of training iteration. Cosine annealing andL = 7.

As the previous results establish a strong reference for the QEBM's performance, I conducted several

tests of just the QCBM, trying each combination of modi�cations available. For the most part, the

individual changes did not make a noticeable di�erence in the outcome of training. As such, I will only

present the results for the two tests which showed the greatest increase in performance. The �rst of these

two tests has two modi�cations to QCBM in addition to zero-initializing the relevant parameters. First,

much as I initialize the Ising interaction parameters so that before training 
 i 
 j = 1 for all pairs of qubits,

in this test I initialize the QCBM entangling gate parameters to achieve the same result. Second, while I

factored out 1
L from the QCBM parameters in Section 2.2, this was just to facilitate the comparison of the

time evolution operators. In all results presented thus far, the number of layers does not in any way a�ect

the time evolution operator for each individual layer of QCBM, unlike the QEBM. However, this test
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incorporates 1
2L scaling of the argument of each exponential in simulating the QCBM, much as the QEBM

does. The �nal distributions for this test may be found in Figure A.53, Figure A.54, Figure A.55,

Figure 2.17 (p. 22), and Figure A.56. The performance of the fully-connected ansatz in this test is quite

clearly improved from the previous tests, most notably on the cardinality-constrained distribution. In

Figure 2.17, it achieves a KL divergence on that distribution of about 0.06. This is still multiple orders of

magnitude larger than the best KL divergence the QEBM has achieved on the same distribution, however,

and the QCBM does not seem to reach this performance consistently, judging by the other results in this

test.

Figure 2.8 Comparison of the Ising QEBM in multiple con�gurations and the QCBM line ansatz. Cosine
annealing andL = 7.

The �nal test of the QCBM includes the same modi�cations as the previous test, and also removes the

�nal Hadamard transform. With this, the QCBM is completely mathematically equivalent to an Ising

QEBM with one fewer layer, except for the fact that the parameters which are initialized to zero do not

necessarily stay at zero after training. The �nal distributions for this test may be found in Figure A.57,

Figure A.58, Figure A.59, Figure A.60, and Figure 2.18 (p. 23). Only in this test does the fully-connected

QCBM match the performance of the all-to-all Ising QEBM. This indicates two things. First, for this test,

I made exactly those modi�cations to the QCBM suggested by my comparison of the time evolution
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operators andonly those modi�cations, and so the di�erence in performance between the QCBM and

QEBM in the previous tests can be attributed entirely to the di�erences between the models. Second, the

Ising QEBM is apparently simply easier to train than the popular versions of QCBM, although it is not

clear whether this di�erence would be as pronounced if the models did not have access to the full

distribution. I have conducted a few tests to assess the QEBM's generalization from incomplete data, but

further work is needed before any strong conclusions can be drawn. To some extent, the results in the next

chapter show the QEBM's ability to learn an inexact distribution, but only indirectly.

Figure 2.9 KL divergence as a function of training iteration. Cosine annealing andL = 7.
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Figure 2.10 Comparison of the Ising QEBM to the QCBM line ansatz and fully-connected ansatz. Fixed
learning rate and L = 7.

Figure 2.11 KL divergence as a function of training iteration. Fixed learning rate andL = 7.
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Figure 2.12 Comparison of the Ising QEBM to the QCBM line ansatz and fully-connected ansatz. Fixed
learning rate and L = 7. Certain QCBM parameters zero-initialized.

Figure 2.13 KL divergence as a function of training iteration. Fixed learning rate andL = 7. Certain
QCBM parameters zero-initialized.
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Figure 2.14 Comparison of the Ising QEBM to the QCBM line ansatz and fully-connected ansatz. Fixed
learning rate and L = 7. Certain QCBM parameters zero-initialized.

Figure 2.15 KL divergence as a function of training iteration. Fixed learning rate andL = 7. Certain
QCBM parameters zero-initialized.
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Figure 2.16 Comparison of the Ising QEBM to the QCBM line ansatz and fully-connected ansatz. Fixed
learning rate and L = 7. Zero-initialization, no �nal Hadamard transform.

Figure 2.17 Comparison of the QCBM line ansatz and fully-connected ansatz. Fixed learning rate and
L = 6. Zero- and �xed-initialization, 1 =2L scaling.
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Figure 2.18 Comparison of the QCBM line ansatz and fully-connected ansatz. Fixed learning rate and
L = 7. Zero- and �xed-initialization, 1 =2L scaling, no �nal Hadamard transform.
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2.5 Limitations of Purely Quantum Models

One obvious limitation of both the QCBM and QEBM, as well as other models which produce output

directly from measurements on qubits, is the number of qubits required to do anything useful. For these

models, the maximum dimension of a target distribution is exactly the same as the number of qubits

available to run the algorithm. The largest experimentally-realized system has between one and two

thousand qubits [46]. By contrast, consider the canonical MNIST handwritten digits dataset, which is the

target distribution I investigate for a hybrid quantum/classical model in the next chapter. The images in

the dataset are 28 pixels by 28 pixels. If these were binary images and each pixel was just one bit, it would

still take 784 qubits to produce a measurement which could be interpreted as such an image. However, the

images are actually grayscale, with each pixel being an 8-bit integer, and so the actual number of required

qubits is instead 6272. The MNIST images are also relatively small compared to typical image resolutions.

The diagrams in this chapter, for example, have hundreds of pixels in each dimension. While a 28 by 28

binary image might be manageable for the largest devices (setting aside issues of error rates, and the fact

that not all devices support long-range connectivity), a 28 by 28 grayscale image is out of reach for the

time being, not to mention high-resolution color images.

Regardless of what quantum devices will eventually be capable of, it is currently impractical, and will

probably remain impractical, to simulate much more than about 16 qubits on any but the most powerful

supercomputer. For this reason, QCBM, for example, has not been studied at large system sizes. It has

been studied with N = 12 [35], but I am not aware of any publications which use more qubits than this. In

any event, it is still uncertain exactly how well models such as QCBM and QEBM scale to larger numbers

of qubits. Some results in the literature suggest that such models may encounter problems with trainability

as the number of qubits is increased [47]. In particular, it seems that below some critical threshold for the

number of model parameters, the cost function landscape is likely to contain barren plateaus|large regions

of parameter space where the cost function is locally 
at, which thwart gradient-based optimization

methods. To be clear, the global minimum in such a landscape may still represent a very good

approximation of the target distribution, but achieving that minimum is di�cult. However, above the

critical threshold, it seems that the landscape abruptly becomes concave, with local minima being good

approximations for the global minimum, and with the global minimum expected to be very close to the

target distribution. The problem is that the critical threshold may grow exponentially in the number of

qubits.

However, while I have observed the existence of something like a critical threshold, I have conducted

some tests which suggest that the change from one \phase" of the cost function landscape may be less
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abrupt than expected in some cases, and further that if a critical threshold exists, its location and growth

with N depend on the target distribution. I expect that this is related to the di�erences between

problem-independent and problem-informed Hamiltonians discussed in [47]. For each of the three types of

distributions studied in the previous section, I trained six independent QEBMs for each value ofL from 3

to 14. The learning rate for all of these tests was 0.05. I have plotted the best �nal KL divergence of the

six models at eachL as a function of L , and the average �nal KL divergence as a function ofL . For

bars-and-stripes, I conducted the test with N = 9 and used the three by three bars-and-stripes distribution

again. The resulting plot may be found in Figure 2.19. If it is reasonable to speak of a critical threshold in

this plot, it is from L = 6 to L = 7, where the minimum value drops into an acceptable range. However,

both the average and the minimum clearly continue to gradually decrease afterL = 7.

Figure 2.19 Average and best �nal KL divergence as a function ofL for QEBM with N = 9 trained on
three by three bars-and-stripes distribution. Error bars show one standard deviation.

For the remaining two types of distributions, I used N = 16|since this is an issue of scalability, I used

the largest number of qubits which can be practically simulated on the computing resources available to

me. I will explain why I did not use N = 16 for the bars-and-stripes test once I have presented the other

two tests. The Gaussian distribution for this test has the same parameters as in the previous section, but

calculated with N = 16 instead of N = 9. The plot for this test may be found in Figure 2.20. Here, the

presence of a critical threshold is much more obvious, and almost certainly occurs atL = 7. However, this

seems to indicate either sub-exponential growth, or at least a relatively slow-growing exponential. Between
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the previous tests and this one,N has increased by 7, which should mean the new threshold would be

seven orders of magnitude larger. Each layer of the Ising QEBM has 3N parameters. The threshold at

N = 16 is therefore approximately 336 parameters. Taking the threshold forN = 9 to be roughly L = 3

(which admittedly may be an overestimate), the number of parameters at the threshold is approximately

81. This is roughly a four times growth, which means that if the growth really is exponential, the base is

not that much larger than 1.

Figure 2.20 Average and best �nal KL divergence as a function ofL for QEBM with N = 16 trained on
discrete Gaussian distribution. Error bars show one standard deviation.

The cardinality-constrained distribution I used in this �nal test has uniform probability over all

bitstrings with eight 1s and zero probability for all others. This makes the density in the Hilbert space of

basis states which need to have nonzero probability similar for this test to the tests in the previous section,

although not identical. The plot for this test may be found in Figure 2.21. This plot, too, exhibits a very

obvious critical threshold, in this case at L = 4, although there does appear to be some small additional

improvement at L = 5. The threshold occurs at essentially the same value ofL as it does atN = 9, which

is an important �rst indication that the threshold itself, and perhaps its growth as well, depends on the

target distribution: whereas the value of L for the critical threshold increased for the Gaussian when going

from N = 9 to N = 16, it did not for the cardinality-constrained distribution, meaning a smaller growth in

the number of parameters required for the cardinality-constrained distribution. I do speculate that both

the QCBM and QEBM have a harder time learning distributions which are sparse in the Hilbert space, but
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it actually turns out that the N = 16 cardinality-constrained distribution is sparser than its N = 9

counterpart, which, if my speculation holds any weight, further supports the idea that the growth of the

threshold is very much target-dependent. The reason I speculate this is largely because of the

bars-and-stripes distributions, which both models have struggled on atN = 9.

Figure 2.21 Average and best �nal KL divergence as a function ofL for QEBM with N = 16 trained on
cardinality-constrained distribution. Error bars show one standard deviation.

The QEBM struggled even more on the bars-and-stripes distribution atN = 16, and to reiterate, I

suspect sparsity plays a role here. The three by three bars-and-stripes distribution is already fairly sparse,

but at N = 16, it is necessary to use the four by four bars-and-stripes distribution. The four by four

distribution has roughly the same number of nonzero probabilities as the three by three distribution does,

and with the larger Hilbert space, this means it is much sparser. I did attempt to run the test above for

the four by four distribution, but I found that even with L = 30 the model had not yet reached the critical

threshold. It makes sense intuitively that the QCBM and QEBM would have some di�culty producing

sparse distributions. Unitary evolution does not typically tend to produce highly localized �nal states,

which is exactly what such a distribution requires. Regardless of whether sparsity plays as important a role

as I believe, it is clear that the critical threshold is not the same for di�erent distributions at the same

system size. Further investigation of the role of the target distribution in determining the threshold, and

what that means for the scalability of quantum generative models, is an important direction for future

research.
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CHAPTER 3

QEBM AS AN ASSOCIATIVE MEMORY FOR GAN

As discussed in the previous chapter, purely quantum generative learning techniques thus far have only

been studied with relatively small numbers of qubits. Regardless of whether the barren plateaus problem

for large systems is resolved in the future, present devices do not in the �rst place have enough qubits to

apply purely quantum techniques to generative learning tasks on a useful scale. For this reason, it is worth

investigating hybrid techniques as a possible avenue for near-term quantum generative learning. Recent

e�orts [31] include the use of a QCBM to produce input for a classical Generative Adversarial Network

(GAN), and here I seek to substitute the Ising QEBM for the QCBM in this framework. In Section 3.1 I

discuss GANs, which are both the classical part of the hybrid technique and also a useful benchmark. In

Section 3.2, I discuss the hybrid technique itself. In Section 3.3 I provide details about the models and

training parameters used. Finally, in Section 3.4 I present the results of training on the canonical MNIST

handwritten digits dataset.

3.1 GAN

GANs [48] are a popular technique in classical generative learning, which can produce high quality

images as well as other types of data [49, 50]. A GAN consists of two models: a generatorG and a

discriminator D . Arti�cial neural networks are typically used as these models, and for generating images

these are often deep convolutional neural networks.D is trained to distinguish between samples from some

real dataset and samples produced byG, while G is trained to produce samples of su�cient quality that D

cannot distinguish between the real and fake data. In principle, there are no restrictions on the structure of

either, so long asG outputs data of the desired dimension, andD takes data of that dimension as input

and outputs a prediction of whether the input is real or fake. In more rigorous terms,D performs a binary

classi�cation on samplesx from the training set and samples ~x produced by G, and the two models are

trained according to the min-max game represented by the following cost function:

C = min
G

max
D

[Ex [logD(x)] + E~x [log(1 � D (~x))]] (3.1)

where Ex is the expectation value taken over the training samples, andE~x is the expectation value taken

over the samples generated byG. In the context of this cost function, the output of D must be a number in

the domain (0; 1), and can be interpreted as the probability that the input is a sample from the training set.

When G is implemented as a neural network, it must be provided with some kind of input to produce

any output. Typically, it is provided with samples z in a lower-dimensional space, drawn from a
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distribution q(z) which is e�cient to query. In successful implementations of classical GAN, these

N -dimensional samples are usually drawn from a continuous uniform (z 2 (0; 1)
 N ), continuous normal

(z 2 N (0; � ) 
 N ), or discrete Bernoulli (z 2 f 0; 1g
 N ) distribution [50]. There are, however, drawbacks [51]

to using uninformed choices of prior distribution, and one approach to addressing these is to train a smaller

model to output a more suitable prior.

3.2 AAN and QCAAN

This approach was introduced in the form of the classical Associative Adversarial Network (AAN) [52].

In an AAN, rather than an uninformed prior distribution q(z), a parameterized distribution q� (z) is

learned and used as input to the generator. The parameters� are optimized so that q� (z) models the

neuron activations in a deep layerl of the discriminator, which has the same dimensionN as the prior.

This requirement places just a small restriction on the structure ofG and D, namely that D must have a

deep layer with the same number of neurons as the input layer ofG so that the prior can be trained. The

layer l is called the latent-space layer, and it captures features extracted from the training and generated

data by the previous layers ofD . When q� (z) is trained to model the activations of l , one can say thatG

maps from the latent feature space to the data space, and thatD maps from the data space to the feature

space and performs classi�cation based on the extracted features. The prior is trained to maximize its

likelihood given the latent activations, according to the following cost function:

Cprior = max
q

Ez� l [logq� (z)] (3.2)

where the expectation value here is taken over theobservedactivations of l . If the prior is a discrete

distribution, it is equivalent to minimize the KL divergence between the prior and the observed

distribution of l .

The paper which introduced AANs proposed the use of restricted Boltzmann machines (RBMs) [53] for

the prior. However, multiple quantum models have outperformed RBMs on certain tasks [15, 22],

motivating the use of quantum Boltzmann machines as a replacement for RBMs as the prior in [54], and

the use of QCBMs as the prior in [31]. The authors of the latter call AAN with this QCBM prior Quantum

Circuit Associative Adversarial Network (QCAAN). In addition to QCBMs simply outperforming RBMs

for some tasks, in [31], there are indications that the use of QCBMs lends stability to the training of

QCAAN as compared to the original AAN with RBM prior. The authors claim that the di�erence in

stability is signi�cantly in
uenced by the di�erence in how RBMs and QCBMs produce samples|whereas

two consecutive samples from an RBM can only di�er in one bit, two consecutive samples from a QCBM

can each come from anywhere in the Hilbert space. As the QEBM generates samples by measuring a
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quantum state just as the QCBM does, and only di�ers in how the state is prepared, it is a suitable

candidate for investigation as an alternative to the QCBM in this framework.

3.3 Models and Training Details

Prior

Linear (N ! 1152)

Leaky ReLU

Deconvolution 5 � 5

Batch Normalization

Leaky ReLU

Deconvolution 8 � 8

Batch Normalization

Leaky ReLU

Deconvolution 15� 15

Batch Normalization

Sigmoid

Reshape

(a) Generator

Data

Convolution 15 � 15

Batch Normalization

Leaky ReLU

Convolution 8 � 8

Batch Normalization

Leaky ReLU

Convolution 5 � 5

Batch Normalization

Leaky ReLU

Linear (1152 ! N )

Sigmoid

Linear (N ! 1)

Sigmoid

Train prior

Flatten

(b) Discriminator

Figure 3.1 Schematic diagrams of the generator and discriminator neural networks.

In this chapter, I train both purely classical Deep Convolutional GANs (DCGANs) and QCAAN with

the Ising QEBM as a prior on the canonical MNIST digits dataset. I use the same implementation of the

QEBM here as in Chapter 2, with L = 5 layers for all tests presented here. I conduct tests with both a

prior/latent space dimension of N = 8 as well as N = 12. For a given value of N , the structures of the

neural networks used to implement the generator and discriminator are the same across all tests. The

neural networks are implemented and trained using the pytorch library. As the learning task is the same as

in [31], I have attempted to make the structure of the neural networks as close as possible to the networks

30



in that work for more direct comparison of QEBM and QCBM, but there was only a high-level description

available so there may be some di�erences.

The generator consists of a linear layer, a reshaping transformation, and then three deconvolutional

layers. The linear layer is followed by a leaky recti�ed linear unit (leaky ReLU) activation. The �rst two

deconvolutional layers are followed by a 2D batch normalization layer, and then a leaky ReLU activation.

The third deconvolutional layer is also followed by a 2D batch normalization layer, but has a sigmoid

activation afterwards instead of the leaky ReLU so the output can be easily interpreted as a grayscale

image. The linear layer maps from input vectors of dimensionN to vectors of dimension 1152. The

reshaping transformation simply rearranges the latter vectors into 128 by 3 by 3 tensors (which can be

interpreted as 3 by 3 images with 128 channels). The �rst deconvolutional layer has 128 input channels and

64 output channels, with a kernel size of 5. The second has 64 input and 32 output channels, with a kernel

size of 8. The �nal deconvolutional layer has 32 input channels and one output channel, with a kernel size

of 15.

The discriminator consists of three convolutional layers, a reshaping transformation, and two linear

layers. All three convolutional layers are followed by a 2D batch normalization layer and then a leaky

ReLU activation. Both linear layers are followed by a sigmoid activation. The convolutional layers are

essentially the inverse of the deconvolutional layers in the generator. That is, they have the same kernel

sizes but in the reverse order, and the number of channels proceeds from 1 up to 128, rather than 128 down

to 1. The reshaping transformation simply 
attens the 128 by 3 by 3 tensors output by the �nal

convolutional layer into vectors of dimension 1152. The �rst linear layer maps those vectors to vectors of

dimension N . Once the subsequent sigmoid activation is applied, these vectors exist in the latent space,

and can be used to train the prior. The second linear layer maps from latent space vectors to scalars, and

once the sigmoid activation is applied, these scalars can be interpreted as the predicted probabilities that

corresponding inputs to the discriminator come from the training data set. Both networks are also

presented in schematic form in Figure 3.1 (p. 30).

In both the generator and the discriminator, all leaky ReLU activations use pytorch's default negative

slope of 0.01. In all tests presented in this chapter, all batch normalization layers have running statistic

tracking enabled. There are a few things to note about this statistic tracking as it pertains to my

implementation. First, these running statistics are calculated on the forward pass, not when gradients are

backpropagated. This means, for example, that when using the generator to produce fake data during the

discriminator's update step, the batch normalization statistics will be updated although no gradients will

be propagated to any of the generator's parameters. The next thing to note is that it is supposed to be

possible to avoid this happening. Neural networks in pytorch can be set to training mode or evaluation
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mode, and in the case of my networks, these only a�ect the statistic tracking of the batch normalization

layers. In training mode, statistics are calculated for an input batch, used for normalization of that batch,

and then incorporated into the running statistics. In evaluation mode, no statistics are calculated for an

input batch, and the running statistics are used instead. However, there is an issue with my discriminator

which causes it to assign high probability to all inputs when it is set to evaluation mode. The generator

does not have any problems in evaluation mode, and it is set to evaluation mode when assessing its

performance at intervals during training and at the end, but for consistency with the discriminator, while

training either network, both are left in training mode. This may lead to somewhat di�erent results than if

each network could be set to evaluation mode when the other is training.

Prior to training, all the weights of the linear and convolutional layers of both networks are initialized

according to a Xavier uniform distribution with a gain of 1. The biases of those layers are initialized to 0.

The batch normalization layers use pytorch's default initialization. For the prior of the DCGAN, I use a

discrete uniform distribution of bit vectors|or in other words, bit vectors where each bit is drawn from a

Bernoulli distribution with p = 0 :5, which is how it is actually implemented. Since the DCGAN uses a

uniform distribution over bit vectors, the prior of the QCAAN is initialized so that all basis states have

equal probability to be measured, giving the two models the same starting point. Since the QEBM starts

with a uniform superposition of all computational basis states, this amounts to initializing all the

transverse �eld strengths to zero and initializing the other parameters as in Chapter 2. TheZ and ZZ

terms alone may change relative phases in the superposition, but not the measurement probabilities.

Both networks, and the prior in the case of QCAAN, are trained using the ADAM algorithm. For

training the neural networks in both DCGAN and QCAAN, I use � 1 = 0 :5, � 2 = 0 :999, and a learning rate

of 0.0002. For training the quantum prior, I use � 1 = 0 :5, � 2 = 0 :9, and a learning rate of 0:001. The cost

function for the discriminator is implemented as the binary cross-entropy between its predicted

probabilities and the class labels for the real and fake images. Soft noisy labels are used for the

discriminator for the full duration of training|that is, random numbers between 0.9 and 1 are used as

labels for the real images, and random numbers between 0 and 0.1 are used for the fake images. The cost

function for the generator is implemented as the binary cross-entropy between the discriminator's

predictions for the fake images and the inverted class labels|hard labels are used here, so these are simply

all 1. The cost function for the prior is the KL divergence, as in Chapter 2. The prior's distribution is

calculated as before, but it is worth noting precisely how the distribution of latent activations is calculated.

First, only activations on the training data are used, and not any activations on the generated data. While

the sigmoid in the latent layer of the discriminator does guarantee that the latent activations will be

between 0 and 1, this is not a stochastic network, and the activations are allowed to have any value in that
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range. In testing, I observed that, while the latent activations on a real image are frequently all very close

to 0 or 1, which might allow interpretation as a bit vector, latent vectors with at least some elements closer

to 0.5 than to either 0 or 1 are also fairly common. Therefore, it is necessary to interpret a given latent

vector as a vector of probabilities, and construct a joint probability distribution over all bit vectors based

on the individual bit probabilities. Then, for an entire batch, the joint probability distributions are

averaged to construct an estimate of the actual latent distribution.

The training data is presented to the models with a batch size of 100, and the order of the data is

reshu�ed at every epoch. For every batch of training images, the discriminator is updated �rst, followed

by the generator. For the QCAAN, at every hundredth batch, once the discriminator and generator have

been updated, the current batch of training data is used to calculate a new estimate of the discriminator's

latent distribution, and the prior is updated based on this estimate. The prior is only updated for the �rst

ten epochs of training, as continuing to update it reportedly can cause instabilities late in training [31].

3.4 Results

In this section, I present the results of 300 independent training runs for each of DCGAN and QCAAN,

with each of N = 8 and N = 12, and with each of all-to-all and nearest-neighbor connectivity in the prior

for QCAAN. Additionally, there are runs for each of 50 and 80 epochs of training. All models are evaluated

both qualitatively and quantitatively at the end of training, and the models trained for 80 epochs are

evaluated quantitatively at the end of each epoch. I evaluate the models quantitatively using their

inception score [55]. Refer to Appendix B for more on how the inception score is calculated in general.

Calculating the score requires an accurate classi�er trained on the target data set, but the pretrained

weights available in the torchvision library did not include any models trained on the MNIST digits dataset.

As such, I made a small modi�cation to the torchvision implementation of ResNet-18 [56] to allow it to

accept grayscale images, and trained it on the MNIST data. The classi�er has over 99 percent accuracy on

both the training and test sets. Because there is some randomness in calculating the inception score, each

time the score for a model is calculated (i.e. at the end of every epoch, including at the end of training), it

is calculated �ve independent times and I use the average of these �ve scores as the model's score for that

epoch. The standard deviation of a single model's score for any epoch is generally on the order of 0.02 or

less. This is an order of magnitude or more smaller than the standard deviation of the score across all

models for a given test at any epoch, so just these latter standard deviations are used in visualization, as

propagating the per-model standard deviations would not noticeably change the size of the error bars.

To visualize the inception scores, I have plotted histograms of the inception score of every model in a

test at the end of training. All histograms have the same bin edges and are plotted over the same range of
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inception scores so they can be compared directly. All histograms for a given value ofN have the same

upper limit on the y-axis. For the 80-epoch tests, where the inception score was calculated after every

epoch, I have additionally plotted the average inception score as a function of the current epoch. To

qualitatively assess the model with the highest inception score from each test, I also display 64 images

generated by each such model. The histograms may be found in Figure 3.2 (p. 35,N = 8, 50 epochs),

Figure 3.4 (p. 36, N = 12, 50 epochs), Figure 3.6 (p. 37,N = 8, 80 epochs), and Figure 3.9 (p. 39,N = 12,

80 epochs). The generated images may be found in Figure 3.3 (p. 36), Figure 3.5 (p. 37), Figure 3.7

(p. 38), and Figure 3.10 (p. 39). The plots of inception score versus epoch may be found in Figure 3.8

(p. 38) and Figure 3.11 (p. 40).

There does not appear to be a signi�cant variation in the average inception score between the di�erent

prior types. In Figure 3.11, it does seem that that the nearest-neighbor prior may have a slightly higher

average at many points, but this di�erence is probably not large enough to draw any conclusions. However,

upon observing the histograms, it is apparent that in every test I conducted, the classical GAN has the

lowest number of models with an inception score above 9. In particular, it seems that the nearest-neighbor

prior consistently has noticeably more scores above 9 and noticeably fewer just below 9 than the GAN. The

all-to-all prior generally seems to be somewhere between the other two in this regard.

Since the quantum prior begins with a uniform distribution and is trained from there, if any signi�cant

changes occur the distribution will naturally have to favor certain bit vectors more and others less. Since

the generator is deterministic, it always produces the same image from a given input. Thus the e�ect of

training the prior is to produce certain images more frequently and possibly �lter out others completely. A

reduction in the number of di�erent inputs in principle should make it easier to train the generator to

produce quality outputs from the inputs it does receive. While a high inception score does require that

outputs be easily identi�able and that images come from each class with roughly equal probability, there is

no requirement of diversity beyond that. For example, a generator which produces just ten perfect images,

one of each digit, and which produces those ten images with equal probability, will have essentially a

perfect inception score. For this reason, if a reduction in the diversity of images makes the remaining

images higher quality and does not skew the class probabilities, the result will be a higher inception score.

A reduction in diversity does appear to be one of the mechanisms by which some of the high-scoring

models achieve their scores. In Figure 3.10 for example, among the digits produced by the all-to-all

QCAAN, the same image of a 4 appears six times; with a latent space size of 4096 and only 64 images

produced, it is certainly more likely for this to occur if the prior favors that image than if the prior were

close to uniform. Therefore, the increased rate of high scores from the QCAANs over the GANs at least

suggests that training the prior is having its indended e�ect of �ltering out certain images and making the
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generator easier to train. While a reduction in the diversity of outputs is something of a problem with

small values ofN where the latent space size is not very large to begin with, a loss of diversity with larger

N is much less of a problem. Nevertheless, my GANs have performed better on average than those in [31],

while my QCAANs have performed somewhat worse, and importantly both their GAN and QCAAN

performed better with larger N whereas mine have performed worse. It therefore seems likely that my

choices of hyperparameters or the details of the neural networks could be improved. Such an improvement

would likely make it clearer what e�ect my quantum prior is having. Future work on this subject should

therefore include an investigation into whether certain con�gurations for the classical side of the algorithm

exhibit more of an improvement from a quantum prior than others.

(a) GAN (b) Nearest-neighbor QCAAN

(c) All-to-all QCAAN

Figure 3.2 Histograms of post-training inception scores.N = 8 and 50 training epochs. (a) � = 8 :8445,
� = 0 :2158 (b) � = 8 :8552, � = 0 :2265 (c) � = 8 :8581, � = 0 :2154
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(a) GAN (b) Nearest-neighbor QCAAN (c) All-to-all QCAAN

Figure 3.3 Images generated by models with best inception scores.N = 8 and 50 training epochs.
(a) IS = 9 :2694� 0:0154 (b) IS = 9:3258� 0:0194 (c) IS = 9:2817� 0:0224

(a) GAN (b) Nearest-neighbor QCAAN

(c) All-to-all QCAAN

Figure 3.4 Histograms of post-training inception scores.N = 12 and 50 training epochs. (a) � = 8 :6360,
� = 0 :4978 (b) � = 8 :5806, � = 0 :5811 (c) � = 8 :5855, � = 0 :5698
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(a) GAN (b) Nearest-neighbor QCAAN (c) All-to-all QCAAN

Figure 3.5 Images generated by models with best inception scores.N = 12 and 50 training epochs.
(a) IS = 9 :2709� 0:0024 (b) IS = 9:2437� 0:0040 (c) IS = 9:3249� 0:0056

(a) GAN (b) Nearest-neighbor QCAAN

(c) All-to-all QCAAN

Figure 3.6 Histograms of post-training inception scores.N = 8 and 80 training epochs. (a) � = 8 :9013,
� = 0 :1772 (b) � = 8 :9124, � = 0 :2405 (c) � = 8 :8897, � = 0 :2196
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(a) GAN (b) Nearest-neighbor QCAAN (c) All-to-all QCAAN

Figure 3.7 Images generated by models with best inception scores.N = 8 and 80 training epochs.
(a) IS = 9 :3853� 0:0164 (b) IS = 9:3701� 0:0257 (c) IS = 9:2744� 0:0392

Figure 3.8 Average inception score across all models as a function of training epoch.N = 8.
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(a) GAN (b) Nearest-neighbor QCAAN

(c) All-to-all QCAAN

Figure 3.9 Histograms of post-training inception scores.N = 12 and 80 training epochs. (a) � = 8 :6266,
� = 0 :5855 (b) � = 8 :6348, � = 0 :6439 (c) � = 8 :6045, � = 0 :5604

(a) GAN (b) Nearest-neighbor QCAAN (c) All-to-all QCAAN

Figure 3.10 Images generated by models with best inception scores.N = 12 and 80 training epochs.
(a) IS = 9 :5455� 0:0067 (b) IS = 9:3382� 0:0072 (c) IS = 9:2923� 0:0030
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Figure 3.11 Average inception score across all models as a function of training epoch.N = 12.
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CHAPTER 4

EXPLORING THE QUANTUM NEURON BORN MACHINE

4.1 The Quantum Neuron

Both the QCBM and the QEBM I have introduced in this work are fairly standard variational quantum

algorithms, in that they optimize the parameters of a unitary evolution to produce output. Therefore,

while their output may depend on the parameters nonlinearly, unitary evolution is fundamentally linear,

and there is no nonlinear dependence on the input, unlike in classical arti�cial neural networks. This

discrepancy prompted the development of the quantum neuron circuit [57], a type of repeat-until-success

(RUS) circuit [58]. The design of the circuit is based on a neuron with connections to all neurons in the

previous layer in a classical feed-forward neural network. A circuit diagram of the quantum neuron is

shown in Figure 4.1.

Input register
P

i ci

�
�x i

�
� �

Ancilla
�
�0a

�
Ry(2� i ) � Rz(� �

2 ) Ry
y(2� i )

Output
�
� 0

�
Y

Figure 4.1 The quantum neuron circuit.

In this circuit, all qubits except the ancilla are analogous to a neuron in a classical network. The input

register consists ofN in qubits, analogous to the neurons in a previous layer of a network, and the output

qubit is analogous to a neuron whose activation is conditioned on those neurons. In general, the input

register may be in an arbitrary superposition of basis states in the Hilbert space of allN in input qubits.

The input register is represented by a single wire in Figure 4.1, and the diagram begins with a single

controlled Y rotation on the ancilla, but this is just to make the diagram easier to understand. The

argument of the controlled Y rotations is actually given by

� i = w1x1 + w2x2 + : : : + wN xN + b (4.1)

and the rotation is implemented as shown in Figure 4.2. Note that I label the initial state of each input

qubit in density operator form, since in general the states of the individual input qubits may be mixed.

Prior to the measurement of the ancilla at the end of the circuit, the state of the whole system is

�
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�
=

X

i

ci
�
�x i

�
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�  0
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 Ry (�= 2)

�
� 0
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(4.2)
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where q(� ) = arctan(tan 2(� )). This nonlinear function, which has a sigmoid shape, is the desired outcome.

Thus, if the ancilla is measured in the state
�
�0

�
at the end of the quantum neuron circuit, the result is

accepted as a success. If the ancilla is instead measured in the state
�
�1

�
, the ancilla and output are reset

and the circuit is repeated until the ancilla is measured in the state
�
�0

�
.

� (1)
in

�

� (2)
in

�
... � � �

� (N )
in

�
�
�0

�
Ry(2w1) Ry(2w2) Ry(2wN ) Ry(2b)

Figure 4.2 Implementation of the controlled Ry gates in the quantum neuron circuit.

According to sources in the literature [44, 57, 59], the resetting protocol should consist of anX gate on

the ancilla and a rotation of Ry (� �= 2) on the output qubit, but according to di�culties I had

implementing this protocol initially, as well as some calculations I present below, the �nal state presented

above actually has a mistake in it; speci�cally, the circuit applies Ry (� �= 2) to the output qubit in the

event of an unsuccessful measurement of the ancilla, and so resetting requires the application ofRy (�= 2)

instead. I acknowledge that this may simply be the result of a di�erent choice of sign convention. Either

way, the process of resetting introduces a deformation in the input state amplitude, which I discuss in more

detail in the next section. The �nal state of the circuit once a successful result has been achieved is

�
� 	 f

�
=

X

i

Fi
�
�x i

�



�
�0a

�

 Ry (2q(� i ))

�
�  0

�
(4.3)

where Fi are the newly-deformed amplitudes of the input register.

4.2 QNBM

The quantum neuron Born machine (QNBM) [59] is a generative model which extends the quantum

neuron to create a quantum analogue of a complete classical feed-forward neural network. Much as a

classical neural network is constructed from many classical neurons, the QNBM is constructed from many

quantum neuron circuits, each with its own output qubit, and with output qubits from one layer serving as

input qubits for the next layer of quantum neuron circuits. An especially close classical analogue would be

the generator in a GAN, but modi�ed to stochastically produce bitstrings from what would ordinarily be

the �nal layer's activations. This could be done, for example, by having the output layer contain 2N

neurons, with the activations normalized to sum to unity, and each interpreted as the probability of
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drawing a particular bitstring. A key di�erence that the QNBM introduces is the ability to take

superposition states as input, and produce bitstrings conditioned on multiple basis states at once. In Gili

et al. [44, 59] and in my own simulations, a uniform superposition is used as input.

When training their QNBM, Gili et al. run each quantum neuron subroutine just once, and post-select

�nal measurements which come from runs of the whole circuit in which the ancilla was measured in the
�
�0

�

state for every quantum neuron. However, as they acknowledge, the probability that each subroutine

succeeds on the �rst attempt is exponentially small in the number of subroutines, and so post-selection is

not practical when implementing large circuits on quantum hardware due to the exponential number of

total shots required to produce a desired number of successful shots. On the other hand, the probability

that a given subroutine fails n times in a row is exponentially small in n, and when the probability of

measuring
�
�0

�
is greater than the probability of measuring

�
�1

�
, in practical terms there is e�ectively a fairly

small upper bound on the number of failures any one subroutine will exhibit. As some calculations I

present below will make apparent, it turns out that given the parameters � i for a particular subroutine, the

probability of measuring the ancilla in the
�
�0

�
state is

P
i jFi j

2 �
cos4 � i + sin 4 � i

�
while the probability of

measuring
�
�1

�
is

P
i 2jFi j

2 cos2 � i sin2 � i , and so the probability of measuring
�
�0

�
is always greater than or

equal to the probability of measuring
�
�1

�
, with equality only holding for an especially poor choice of the� i .

Therefore, performing the repeat-until-success protocol is expected to have a per-shot cost which is at

worst a constant multiple of the per-shot cost of post-selection, and it is expected to require exponentially

fewer shots since every shot can be used.

I have investigated the QNBM by simulating both post-selection and the RUS protocol. While my

results for post-selection are comparable to those of Gili et al., I have found that the RUS protocol exhibits

behavior which may prove to be a substantial barrier to training the QNBM, and I believe this behavior

demands further investigation for the claims that RUS is more e�cient than post-selection to continue to

hold weight. Using a QNBM circuit with the same structure and shot count as in [44], but using RUS

instead of post-selection, I have found that there is noticeable variation in the KL divergence from run to

run|typically, results are within about 0.05 of one another, but occasionally the variation is worse. I have

found that this variation in the KL divergence is su�cient to cause abnormal termination conditions in

algorithms such as L-BFGS-B, for example due to disagreement between the estimated gradient and the

cost function as-evaluated. In order to remove most of the variation, I found that it was necessary to

increase the shot count by about ten times for each evaluation of the KL divergence, to on the order of

100000 shots. That being said, BFGS is known to fail in the presence of noise, and other algorithms such

as Adam may succeed. I could not even successfully reproduce the post-selection results of Gili et al. using

BFGS and used Adam to achieve all the results presented in the next section, although BFGS did not
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perform as poorly with post-selection as it did with RUS. I have not had the opportunity to verify whether

Adam can succeed where BFGS fails when simulating the RUS protocol. I therefore believe that the �rst

step in any future work on QNBM must be to con�rm whether a more robust optimization algorithm such

as Adam allows the model to be trained with a reasonable shot count when implementing RUS.

The cost function for any quantum machine learning algorithm will naturally be estimated from a �nite

number of samples when implemented on a real device, and so some degree of variation from run to run is

expected. For algorithms such as QCBM and QEBM, a given set of model parameters produces a single

�nal state, and the probability of measuring a given bitstring is entirely determined by that �nal state's

amplitudes. However, the amplitude deformationsFi in QNBM impact the measurement probabilities of

the output qubits since the input and output qubits are entangled. Since theFi depend on the number of

times each quantum neuron subroutine is repeated, a single set of model parameters produces multiple

�nal states probabilistically, each with its own measurement probabilities for each bitstring. The possibility

of multiple �nal states likely contributes to the need for a larger shot count to obtain a consistent estimate

of the KL divergence.

It is illustrative to see precisely how the amplitude deformations arise, and I now present a calculation

of the �nal state of a QNBM with just two input qubits, two output qubits, and no intermediate layers. As

in my simulations, the output qubits are both initialized to the
�
�0

�
state. The uniform superposition I use

for the input qubits is the 1p
2

� �
�0

�
+

�
�1

�� 
 2
state. With the ancilla also initialized to

�
�0

�
, the overall intial

state is
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�00
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: (4.4)

Before proceeding with the calculation, I will clarify some details of my notation. First, I label the qubit on

the right in each register 0 and the qubit on the left 1. Because there are two output qubits, unlike the

circuit diagrams in the previous section, I have added an additional number to the subscript of every model

parameter. The parameters are now of the formwkj , bj , and � ij , where j is the output qubit associated

with a given parameter, k is the input qubit associated with a given weight, and i is the input register state

for which � ij is evaluated. First, I will verify that the circuit in Figure 4.2 does actually produce a

parameterizedy rotation whose argument is conditioned on the state of the input qubits.
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As expected, this does produce the desired rotation on the ancilla. It is therefore more compact to

write the state of the system at this point in the circuit as
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Now, before applying the CY gate to output 0 controlled on the ancilla, it is helpful to expand the part of

the wavefunction describing the ancilla as it is more straightforward to apply a controlled rotation by

applying the control-free rotation to components where the control is
�
�1

�
and the identity where the control

is
�
�0

�
than by computing the operator for the controlled gate in the full Hilbert space. First note the

following de�nitions in my notation:

Ry (� ) =
�
cos(�=2) � sin(�=2)
sin(�=2) cos(�=2)

�
(4.9)

and

�
�0

�
�

�
1
0

�
: (4.10)

Then, the part of the wavefunction associated with the ancilla can be expanded as
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leaving the state of the system as
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Now proceeding up until the ancilla is to be measured for the �rst time,
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If the ancilla is measured in the
�
�0

�
state at this point, then the circuit has applied the desired rotations

to output qubit 0, with no amplitude deformation, and the rest of the circuit proceeds. To demonstrate

how the amplitude deformation on the input register arises probabilistically, I will show what happens

when the circuit must be repeated once. That is, from the above state, suppose the ancilla is measured in

the
�
�1

�
state. Then, up to normalization, the state will now be

�
�	

�
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3X

j =0

�
� j
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�01

� ��
: (4.19)

Evidently, output qubit 0 will have the same probability of being measured in each of
�
�0

�
and

�
�1

�
, no

matter what the model parameters are, and this is not the desired result. Clearly, applying anX gate to

the ancilla will reset it to its pre-circuit state. According to [44, 59], applying Ry (� �= 2) to output qubit 0

will reset it as well. Note that in my choice of convention,

Ry

�
�

�
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� �
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�
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�0
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� sin
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4
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(4.20)

and
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(4.21)

so after applying both gates the state will then be
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However, after simplifying, it turns out that output 0 is in the
�
�1

�
state rather than the

�
�0

�
state as

desired. I found that in my implementation, reversing the sign of the argument produces the correct reset,

and I will now show why. Note that

Ry

� �
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� �
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�
= cos

�
4

�
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�
+ sin

�
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�
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�
(4.23)
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�
(4.24)

and with the sign of the argument reversed, the state will be (up to normalization)
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Thus, if the ancilla is measured in the
�
�1

�
state once, the amplitudes of the input register are deformed

as a result of the resetting process. The ancilla were to be measured as
�
�1

�
a second time, the amplitude

would be further deformed upon resetting. This continues until a successful
�
�0

�
measurement, which is why

the deformation is simply referred to asFi , a random variable, in [44, 59]. I will use a similar notation, but

keep the deformation from the RUS for each output separate. Then, after applying the RUS protocol to

output qubit 0, the state of the circuit up to normalization is
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Next, proceeding to the rotations for output neuron 1:
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Finally, after applying RUS to output 1 and possibly introducing another amplitude deformation, the

state of the circuit will be
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4.3 Results

Here I present my replication of the results in [44]. I use the same circuit structure, with �ve input

qubits, six output qubits, and no hidden layers. Although I only present results using post-selection,

because I have used the same implementation of QNBM for post-selection and for RUS, I use qiskit for my

simulations. It is more straightforward to implement the RUS protocol with a quantum programming

library, and in addition, while pytorch's automatic di�erentiation can estimate gradients when certain

operations have probabilistic results, it cannot preserve gradients when estimating a model's distribution

from generated samples. It is necessary to have either the exact model distribution or an estimate of it to

calculate the KL divergence, and it is intractable to calculate the exact model distribution in the case of

QNBM because of the RUS subroutines. In addition to simulating the circuit using qiskit, I use the

implementation of Adam which was built-in in older versions of qiskit, and which has since been migrated

to a separate package. My choice of parameters is informed by [59], with a learning rate of 0.2 and a

�nite-di�erences � of 0.1. The QNBMs were allowed to train for 2000 iterations. Other parameters were

left with their default values.
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The target distributions were the same as in [44], which are the same three types as in Chapter 2.

Accounting for the fact that N = 6 here, the cardinality-constrained distribution is parameterized the same

way as when training the QCBM and QEBM. The Gaussian distribution's mean is parameterized the same

way, and the distribution is discretized the same way, but the standard deviation here is simply� = 7. I

use the three by two bars-and-stripes distribution instead of the three by three distribution. As in [44], I

present the best result of a small number of training runs of the QNBM on each distribution. SinceN is

itself small, for the most part there is not a great deal of variation in the �nal KL divergence from one run

to another. The model distributions for these runs may be found in Figure 4.3, Figure 4.4, and Figure 4.5.

As a point of comparison, the KL divergences reported in [44] are 0.019, 0.04, and 0.099 for the Gaussian,

cardinality-constrained, and bars-and-stripes distributions respectively.

Figure 4.3 Best QNBM model trained on Gaussian distribution. KL = 0 :024

Figure 4.4 Best QNBM model trained on cardinality-constrained distribution. KL = 0 :054
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Figure 4.5 Best QNBM model trained on bars-and-stripes distribution. KL = 0 :134

Additionally, Gili et al. an initial assessment of the QNBM's generalization in [44], and I have

conducted a similar test. As in that work, I constructed a synthetic distribution of three discrete Gaussians

overlaid and cut o� at certain points. I used the same means and standard deviations (�; � ) of (8; 5),

(24; 12), and (48; 7), and attempted to match the cuto� points based on the diagram of this synthetic

distribution in their work. Also as in [44], I constructed two training distributions from this synthetic

distribution, one with 200 samples and the other with 300 samples. A visualization of the three

distributions may be found in Figure 4.6. The initial assessment of generalization is to train the QNBM on

these sampled distributions, and track the model's KL divergence on the training distribution as well as on

the underlying distribution. Plots of the KL divergence over the course of training for both the 200-sample

distribution and the 300-sample distribution may be found in Figure 4.7.

There are a few things to note here. First, since all usable samples generated with post-selection come

from the same �nal state, it is possible and in fact straightforward to calculate the exact model distribution

of a simulated QNBM by simply accessing the state vector directly, and I have done so here. I expect this

is why my models exhibit most of their improvements very quickly, whereas in Gili et al. (where the

authors actually sample from the simulated circuit), it is not clear that any of the four KL divergences

have converged by the end of training. It is also worth noting that while the true KL divergence from the

200-sample run does �nish training noticeably above the training KL divergence, the di�erence between the

two is not nearly as wide as for the same test in [44]. Additionally, the �nal KL divergences in my

300-sample run are noticeably worse than the best reported by Gili et al. although the best KL divergences

achieved at any point on my 300-sample run are comparably good. Most likely, these di�erences occur

because the training distributions I have used are not the same as those in [44], since they were randomly
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sampled from the underlying distribution. While those results are probably still indicative of the QNBM's

ability to generalize, my results show that more work is needed to understand how little information the

model can reliably generalize from. Nevertheless, my implementation of QNBM achieved a respectable true

KL divergence from both training distributions, and it seems that the performance Gili et al. have reported

is repeatable. To reiterate, however, it is unclear whether the RUS version of the model can be trained as

readily without incurring an excessive shot cost, and future work on the QNBM must clarify this.

(a) Underlying distribution (b) 200 sample distribution (c) 300 sample distribution

Figure 4.6 The synthetic distribution of overlaid Gaussians and the training distributions constructed by
sampling it.

(a) 200-sample training (b) 300-sample training

Figure 4.7 KL divergence over the course of training on the training distributions of overlaid Gaussians. (a)
Final true KL = 0 :143, �nal training KL = 0 :069, best achieved trueKL = 0 :066, best achieved training
KL = 0 :059. (b) Final true KL = 0 :164, �nal training KL = 0 :125, best achieved trueKL = 0 :072, best
achieved training KL = 0 :056.
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CHAPTER 5

CONCLUSION AND OUTLOOK

In this thesis, I have studied the performance of several models in the �eld of quantum generative

learning. I have considered models which either have already been implemented on a trapped ion quantum

computer, or, in the case of the model which I have introduced, which has displayed properties which

suggest that a trapped ion device is a good platform for it. In Chapter 2, I examined the popular QCBM

model, and introduced the QEBM, a continuous-time variation on the algorithm. I found that the QEBM

performs as well as or better than the two most commonly used QCBM circuit structures on all the

learning tasks I trained the models to perform. In the continuous-time regime with the

transverse/longitudinal-�eld Ising Hamiltonian as the evolution ansatz, it is straightforward to see how a

model might be implemented on a trapped ion device, and it is clear that the use of a trapped ion device

allows for easy application of long-range interactions between qubits.

I found that such long-range interactions signi�cantly improve the generative learning performance of

both the QCBM and QEBM in several of the scenarios I investigated, and have concluded that trapped ion

devices are a strong candidate for implementing QEBM, and are most likely a better platform for QCBM

than superconducting devices, for example, which typically require long sequences of SWAP gates to

implement interactions between distant qubits. However, my investigation has been limited to small-scale

datasets due to the computational complexity of simulating large numbers of qubits. Further

understanding of the quantum advantage which may be achieved through the use of QEBM and QCBM

will require the use of a real quantum simulator with a large number of qubits. Scaling up the models

under consideration is an important direction for future work. This is especially true because it will shed

light on how much of a barrier barren plateaus really are|there are possibilities for circumventing the

problem which are already known (see e.g. [60]), but it will not be clear whether these methods fully

resolve the problem until they are applied at scale.

In Chapter 3, I considered a hybrid algorithm which used QCBM to learn the prior distribution for a

classical AAN, and which has also been implemented with a trapped ion device. I investigated the e�ects

of replacing QCBM with my QEBM in this hybrid framework, and found that it largely achieves the

performance reported in the literature with QCBM. This hybrid approach is advantageous because it only

uses the quantum model for the prior distribution, which does not require an especially large number of

features, and as such the number of qubits is not a signi�cant barrier even in the NISQ [61] era. I found

that this approach is successful in generating images based on the MNIST digits dataset, which has many
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more features than would currently be practical for the QCBM or QEBM alone. Additionally, I found that

the use of the QEBM as the prior performs at least as well as, and possibly better than, a classical

DCGAN on the same problem. However, I found that the di�erence in performance is subtle, and for this

task the hybrid approach does not seem to bene�t from the increased performance the QEBM exhibits

with increased connectivity.

In future work, this hybrid approach with QEBM should be studied on more complex datasets than

MNIST digits, for example CIFAR, as the hybrid approach may show a greater advantage over the classical

DCGAN in this setting, and the connectivity of the prior may play a more signi�cant role. It is worthwhile

to note that this approach can already be implemented with quantum hardware (as indeed it has using

QCBM), as the small number of qubits required not only makes simulation possible, but is also well within

the reach of current devices, and additionally the fact that the quantum model only produces the prior

samples should make this approach robust to noise. However, whether a quantum advantage can truly be

achieved in this way is less clear than in the case of purely quantum algorithms, where a performance

advantage at small scale has been shown more de�nitively. Since samples produced from a quantum prior

are truly random, however, I nevertheless anticipate that they could o�er an improvement in quality or

robustness.

In Chapter 4, I studied the recently-introduced QNBM, which uses mid-circuit measurement to produce

a nonlinear evolution, unlike other quantum models. This approach is a timely development, as hardware

platforms with mid-circuit measurement capabilities have just recently started to become available.

However, I discovered a potential di�culty which arises from the fact that a di�erent �nal state is produced

probabilistically, depending on the outcomes of the mid-circuit measurements. It is either necessary to use

post-selection, leaving only an exponentially small portion of all runs of the circuit usable, or else to deal

with the consequences of a probabilistic �nal state, namely that the cost function for QNBM seems to vary

more widely when a given number of samples is used to calculate it than cost functions for other quantum

models do. For small system sizes, I have veri�ed that the QNBM performs as claimed in the literature,

which is signi�cantly better than RBM in those publications. However, since post-selection is intractable

for larger system sizes, it is unclear whether QNBM can be scaled, as I have been unable to determine if

the problem of the widely-varying cost function can be circumvented. One possibility is that a more robust

optimization algorithm will not have any di�culty using the cost function as it is, and investigating this

should be the immediate next step in any future work on QNBM. If the problem of the cost function

cannot be circumvented, however, perhaps there is some way to introduce nonlinearity while still producing

a single �nal state. It is the resetting process, not the mid-circuit measurement itself, that produces the

randomness in the �nal state, so alternative reset protocols may be a worthwhile subject of investigation.
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APPENDIX A

ADDITIONAL FIGURES

Figure A.1 Comparison of the Ising QEBM in multiple con�gurations and the QCBM line ansatz. Fixed
learning rate and L = 3.
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Figure A.2 KL divergence as a function of training iteration. Fixed learning rate and L = 3.

Figure A.3 Comparison of the Ising QEBM in multiple con�gurations and the QCBM line ansatz. Fixed
learning rate and L = 4.
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Figure A.4 KL divergence as a function of training iteration. Fixed learning rate and L = 4.

Figure A.5 Comparison of the Ising QEBM in multiple con�gurations and the QCBM line ansatz. Fixed
learning rate and L = 5.
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Figure A.6 KL divergence as a function of training iteration. Fixed learning rate and L = 5.

Figure A.7 Comparison of the Ising QEBM in multiple con�gurations and the QCBM line ansatz. Fixed
learning rate and L = 6.
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Figure A.8 KL divergence as a function of training iteration. Fixed learning rate and L = 6.

Figure A.9 Comparison of the Ising QEBM in multiple con�gurations and the QCBM line ansatz. Cosine
annealing andL = 3.
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Figure A.10 KL divergence as a function of training iteration. Cosine annealing andL = 3.

Figure A.11 Comparison of the Ising QEBM in multiple con�gurations and the QCBM line ansatz. Cosine
annealing andL = 4.
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