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ABSTRACT

Dexterous in-hand manipulation is one of the essential functions for intelligent robots

but also challenging to solve due to the high degrees of freedom in control and the complex

interaction with objects. Deep Reinforcement Learning (DRL) has shown its abilities to

solve dexterous in-hand manipulation, which enables the robot to learn a control policy by

interacting with the environment. Even though learning-based in-hand manipulation is

promising for the broad adoption of dexterous robot hands, the training and deployment of

the DRL policy still hold significant challenges: 1) existing approaches focus on training a

single robot-structure-specific policy through the centralized learning mechanism, lacking

adaptability to changes like robot malfunction; 2) the sparse reward is preferred to dense

rewards because it focuses on task completion with no constraints to the manipulation

behaviors, making the training easier. However, training without behavior constraints may

lead to aggressive and unstable policies, which are insufficient for safety-critical tasks; 3)

current simulation to real-world transfer methods force the DRL to accommodate and

adapt to the limited information in the real world with ambiguous and high-dimensional

input that cannot maximize the benefit of the simulation’s rich information, reducing data

explicitly and learning efficiency. Three research objectives are developed to address these

issues: 1) developing a multi-agent approach that models the in-hand manipulation as a

cooperation task and enables local observation and experience synchronization to improve

policy adaptability and generalizability; 2) constraining the manipulation behavior with

finger-specific shadow rewards constructed from the state-action occupancy measure and

enabling information sharing across the policies updating for consensus training; 3)

proposing a curriculum-based sensing reduction method to enable the DRL to start the

training with the rich feature space for higher training performance, then get rid of the

hard-to-extract features step-by-step to gradually adapt to the real-world. The reduced
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sensor signals are replaced with random signals generated by a deep random generator to

remove the dependency between the output and the reduced sensors and avoid creating

new dependencies. Overall, this dissertation presents a comprehensive learning-based

framework that improves the practicability of the training-to-deployment process of the

DRL-based in-hand manipulation.

iv



TABLE OF CONTENTS

ABSTRACT . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . iii

LIST OF FIGURES . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . ix

LIST OF TABLES . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . xiv

LIST OF SYMBOLS . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . xv

LIST OF ABBREVIATIONS . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . xvii

ACKNOWLEDGMENTS . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . xviii

DEDICATION . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . xix

CHAPTER 1 INTRODUCTION . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 1

1.1 In-Hand Manipulation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 1

1.2 Inherent Di�culties in In-Hand Manipulation . . . . . . . . . . . . . . . . . . . 1

1.3 Limitation of Current Approaches . . . . . . . . . . . . . . . . . . . . . . . . . . 2

1.4 Dissertation Goal . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 5

1.5 References . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 8

CHAPTER 2 A MULTI-AGENT APPROACH FOR ADAPTIVE FINGER
COOPERATION IN LEARNING-BASED IN-HAND
MANIPULATION . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 12

2.1 Abstract . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 12

2.2 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 13

2.3 Related Work . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 16

2.3.1 Learning-Based In-Hand Manipulation . . . . . . . . . . . . . . . . . . 16

2.3.2 Multi-Agent Approach in Learning-Based Robot Training . . . . . . . . 16

v



2.3.3 Centralized Training and Decentralized Execution . . . . . . . . . . . . 17

2.3.4 Advanced Experience Replay Strategy . . . . . . . . . . . . . . . . . . 17

2.4 Methodology . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 18

2.4.1 Multi-Agent Modeling and Representation . . . . . . . . . . . . . . . . 18

2.4.2 Global-Observation Critic and Local-Observation Actor . . . . . . . . . 19

2.4.3 Synchronized Hindsight Experience Replay . . . . . . . . . . . . . . . . 20

2.5 Experiments . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 22

2.5.1 Task Design . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 22

2.5.2 Evaluation Metrics . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 24

2.6 Results and Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 25

2.6.1 Training Process . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 25

2.6.2 Generalizability, Adaptability, Importance Evaluation . . . . . . . . . . 27

2.6.3 Con�guration Signi�cance Analysis . . . . . . . . . . . . . . . . . . . . 29

2.6.4 Finger Cooperation Analysis . . . . . . . . . . . . . . . . . . . . . . . . 29

2.7 Conclusion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 32

2.8 References . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 33

CHAPTER 3 ACHIEVING STABLE IN-HAND MANIPULATION WITH FINGER
SPECIFIC MULTI-AGENT SHADOW REWARD . . . . . . . . . . . . 37

3.1 Abstract . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 37

3.2 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 39

3.3 Related Work . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 41

3.3.1 Learning-Based In-Hand Manipulation . . . . . . . . . . . . . . . . . . 41

3.3.2 E�orts to Improve Manipulation Stability . . . . . . . . . . . . . . . . 42

vi



3.4 Methodology . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 42

3.4.1 Multi-Agent Modeling and Representation . . . . . . . . . . . . . . . . 43

3.4.2 Finger-Speci�c Multi-Agent Shadow Reward . . . . . . . . . . . . . . . 43

3.4.3 Information Sharing . . . . . . . . . . . . . . . . . . . . . . . . . . . . 45

3.5 Experiments . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 46

3.5.1 Task Design . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 46

3.5.2 Shadow Reward Design . . . . . . . . . . . . . . . . . . . . . . . . . . . 48

3.5.3 Evaluation Metrics . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 50

3.6 Results and Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 53

3.6.1 Training Process . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 53

3.6.2 Statistical Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 55

3.6.3 Manipulation Stability Analysis . . . . . . . . . . . . . . . . . . . . . . 56

3.6.4 Compare Dense and Sparse Reward . . . . . . . . . . . . . . . . . . . . 58

3.7 Conclusion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 63

3.8 References . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 63

CHAPTER 4 CURRICULUM-BASED SENSING REDUCTION IN SIMULATION
TO REAL-WORLD TRANSFER FOR IN-HAND MANIPULATION . . 67

4.1 Abstract . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 67

4.2 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 68

4.3 Related Work . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 71

4.3.1 Learning-Based In-Hand Manipulation . . . . . . . . . . . . . . . . . . 71

4.3.2 Sim2Real for In-Hand Manipulation . . . . . . . . . . . . . . . . . . . . 72

4.3.3 Curriculum Learning for Improved Learning E�ciency . . . . . . . . . 72

vii



4.4 Methodology . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 73

4.4.1 Modeling and Representation . . . . . . . . . . . . . . . . . . . . . . . 73

4.4.2 Curriculum-Based Sensing Reduction . . . . . . . . . . . . . . . . . . 74

4.4.3 Deep Random Generator . . . . . . . . . . . . . . . . . . . . . . . . . . 76

4.5 Experiments . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 78

4.5.1 Task Design . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 78

4.5.2 Evaluation Metrics . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 81

4.6 Results and Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 82

4.6.1 Training Process . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 82

4.6.2 Performance Evaluation . . . . . . . . . . . . . . . . . . . . . . . . . . 84

4.6.3 Manipulation Behavior Analysis between Simulation and Real-World . 88

4.7 Conclusion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 93

4.8 References . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 93

CHAPTER 5 CONCLUSION AND FUTURE WORK . . . . . . . . . . . . . . . . . . 97

5.1 Conclusion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 97

5.2 Future Work . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 98

APPENDIX COPYRIGHT PERMISSIONS . . . . . . . . . . . . . . . . . . . . . . 100

A.1 A Multi-Agent Approach for Adaptive Finger Cooperation in
Learning-based In-Hand Manipulation . . . . . . . . . . . . . . . . . . . . . 100

viii



LIST OF FIGURES

Figure 1.1 The scope of the research objectives in each chapter. . . . . . . . . . . . . . 6

Figure 2.1 The �nger-based multi-agent DRL approach partitions the hand
structure and assign each agent to control a speci�c portion of the hand
(5 �ngers and a wrist in our case). The agents can learn to cooperate to
complete the task. This multi-agent approach is generalizable to
di�erent tasks and the trained policies have higher adaptability to
robot malfunction. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 14

Figure 2.2 An illustration of the MAGCLA method. The critic of each agent has a
global observation to the robot hand and all actions of other agents.
The actor of each agent can observe the actions of its neighbors. For
simplicity, in the �gure, we only draw the actor local observation for
the thumb agent. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 19

Figure 2.3 MAGCLA and SHER Algorithm . . . . . . . . . . . . . . . . . . . . . . . 21

Figure 2.4 An illustration of the MAGCLA method. The critic of each agent has a
global observation to the robot hand and all actions of other agents.
The actor of each agent can observe the actions of its neighbors. For
simplicity, in the �gure, we only draw the actor local observation for
the thumb agent. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 22

Figure 2.5 The task is to manipulate the block around the Z axis to achieve an
randomly generated target pose (shown on the right of the hand). . . . . 23

Figure 2.6 The task is to manipulate the egg around the Z axis to achieve an
randomly generated target pose (shown on the right of the hand). . . . . 23

Figure 2.7 The training process in block rotating tasks. With SHER, MAGCLA
(blue) achieved comparable learning speed and converged success rate
as the single-agent DDPG (red) approach. Without SHER, MAGCLA
(yellow) had lower learning speed and success rate. The conventional
multi-agent approach (MADDPG in green) has the lowest learning
speed and di�culty to �nd an optimal policy. . . . . . . . . . . . . . . . . 26

Figure 2.8 The training process in egg rotating tasks. . . . . . . . . . . . . . . . . . 26

ix



Figure 2.9 The key frames of the manipulation process in the egg rotating task.
(a) MAGCLA+SHER learned conservative gaiting behavior that keeps
contact on the egg and slowly rotates. (b) DDPG+HER learned
aggressive tossing behavior that tosses the object to let it freely rotates. . 31

Figure 2.10 The object position in X, Y, Z axes and the object rotation in Z axis.
in a single trial. The plots show periodic movement for both methods.
Compared to single DDPG, MAGCLA needs more steps in the
preparation stage and has lower rotation speed during rotation stage,
but it makes less adjustments with the wrist (Z position), making the
manipulation more stable. . . . . . . . . . . . . . . . . . . . . . . . . . . 32

Figure 3.1 Compare sable manipulation behaviors learned by the proposed
FMSR+IS dense reward and unstable manipulation behaviors learned
by a sparse reward. The dominant failure types are shown for each
approach. The desired stable behavior grasps the object with all �ngers
for more contact points and hold the object within the center area of
the palm so that the object has less chance to fall. Nearly all failures
are incomplete task, where the agent failed to �nish the task in a given
speci�ed time window but did not damage the object and is
recoverable. The unstable behaviors include �nger cross, �ngertip
grasp, slippery edge, and less contact, leading the object falling o� the
hand when task failed, which may damage the object and is
unrecoverable Such behaviors are insu�cient in safety critical tasks in
real-world applications. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 38

Figure 3.2 An illustration of the multi-agent approach with FMSR and IS. The
critic of each agent has a global observation to the robot hand and all
actions of other agents. The actor of each agent can observe the actions
of its neighbors. The shadow gradient calculated to update the critics.
The IS method is applied across actors. The connection in this �gure is
designed for simplicity and ease of reading, which do not correspond to
the actual settings. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 44

Figure 3.3 FMSR and IS algorithm. . . . . . . . . . . . . . . . . . . . . . . . . . . . 47

Figure 3.4 The task is to manipulate the block around the Z axis to achieve an
randomly generated target pose (shown on the right of the hand). . . . . 48

Figure 3.5 The task is to manipulate the egg around the Z axis to achieve an
randomly generated target pose (shown on the right of the hand). . . . . 48

Figure 3.6 Failure type: incomplete, when the episode terminates but still not
reach the target. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 53

x



Figure 3.7 Failure type: drop, where the object falls o� the hand during
manipulation. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 54

Figure 3.8 The training process in the block rotating task. Dense+FMSR+IS
(blue) has the highest learning speed and converged success rate
compared to other con�gurations. The baseline Dense (green) has the
lowest learning speed and converged success rate. Dense+FMSR
(yellow)'s learning speed and success rate are higher than the baseline
Dense (green) when disable IS. . . . . . . . . . . . . . . . . . . . . . . . . 55

Figure 3.9 The training process in the egg rotating task . . . . . . . . . . . . . . . . 56

Figure 3.10 The temporal number of contacts for the block rotation tasks . . . . . . . 58

Figure 3.11 The temporal number of contacts for the egg rotation tasks . . . . . . . . 58

Figure 3.12 The average distanceQDCC for the block rotation tasks . . . . . . . . . . 59

Figure 3.13 The average distanceQDCC for the egg rotation tasks . . . . . . . . . . . 59

Figure 3.14 QV EW for the block rotation task . . . . . . . . . . . . . . . . . . . . . . 60

Figure 3.15 Q0
V EW for the block rotation task . . . . . . . . . . . . . . . . . . . . . . 60

Figure 3.16 QMSV for the block rotation task . . . . . . . . . . . . . . . . . . . . . . . 61

Figure 3.17 Q0
MSV for the block rotation task . . . . . . . . . . . . . . . . . . . . . . 61

Figure 3.18 QV EW for the egg rotation task . . . . . . . . . . . . . . . . . . . . . . . 61

Figure 3.19 Q0
V EW for the egg rotation task . . . . . . . . . . . . . . . . . . . . . . . 62

Figure 3.20 QMSV for the egg rotation task . . . . . . . . . . . . . . . . . . . . . . . . 62

Figure 3.21 Q0
MSV for the egg rotation task . . . . . . . . . . . . . . . . . . . . . . . 62

Figure 4.1 Illustration of the proposed CSR and DRG methods. Both the critic
and actor will start with the rich state in training, then CSR will
generate curriculum that automatically and step-by-step select reduced
sensors. The reduced signal will be replaced with the random signal
generated by DRG. The actor can train with the rich information for
high performance and gradually adapt to the real-world feature space
for easier transfer. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 70

xi



Figure 4.2 An illustration of the proposed CSR method, where the red arrow shows
the generated curriculum based on the expert de�ned sensor importance
measures that minimize the impact to the task performance. The
dashed arrow shows a random curriculum that is non-optimal. . . . . . . 75

Figure 4.3 An illustration of the DRG methods. The blue layer is the deep random
layer with is initialized with a Xavier normal distribution. The red
nodes are the target reduced sensors, who's signal will be replaced by a
two-step randomized signal to remove the existing input-output
dependency and avoid creating new dependency. . . . . . . . . . . . . . . 77

Figure 4.4 CSR Algorithm . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 78

Figure 4.5 Observation space and target tactile sensors . . . . . . . . . . . . . . . . 79

Figure 4.6 The simulation setup. The tasks is to rotate the block around Z-axis
in-hand to reach the target position that is randomly generated. . . . . . 80

Figure 4.7 Real-world setup. A single top-down camera is used in real-world to
detect the position and rotation angle of the object. . . . . . . . . . . . . 80

Figure 4.8 The training processes. The 2-step CSR and DRG achieved the highest
task performance in the designed training period. The 2-step CSR
without DRG has di�culty increasing performance after the �rst
curriculum step and dropped performance after the second step. The
3-step CSR and DRG has a negative impact to the performance at the
last curriculum step. The baseline AAC has a much lower task
performance and less learning e�ciency at the end of training. . . . . . . 84

Figure 4.9 The reduced tactile sensors in each curriculum step (AAC is not shown
since its actor starts with no tactile sensors). The reduced sensors are
marked in blue. It shows that the sensors that are closed to lower
phalanx of the �ngers are reduced �rst because the policy mainly relies
on the �ngertips. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 85

Figure 4.10 The following ability of the �rst joint of the thumb for control
frequencies in 30Hz. In 30Hz, the command is too fast to follow because
the speed of the servo motor is limited. . . . . . . . . . . . . . . . . . . . 87

Figure 4.11 The following ability of the �rst joint of the thumb for control
frequencies in 10Hz. In 10Hz control frequency, the robot has the best
following ability. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 87

xii



Figure 4.12 The following ability of the �rst joint of the thumb for control
frequencies in 5Hz. In 5Hz, the robot will slow down as the time
interval increases, however, when the output a command that is too far
from the current position, the robot cannot reach the target in time. . . . 88

Figure 4.13 Clockwise rotation with thumb, index, and middle �nger, requiring
more �nger cooperation. . . . . . . . . . . . . . . . . . . . . . . . . . . . 90

Figure 4.14 Clockwise rotation with index, middle and ring �nger, relying on object
momentum and gravity. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 91

Figure 4.15 Counterclockwise rotation with all �ngers, where the index and middle
�nger apply periodic rotation, the thumb and ring �nger maintain
stability. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 91

Figure 4.16 A comparison between a clockwise rotation case that is success in
simulation but failed in the real world. When the robot adjusts the
contact point of the middle �ngertips, it accidentally touch the object
and rotate it to the opposite direction, then it try to use index and ring
�nger to grab it, but the sudden force push the object away and fall. . . . 92

Figure A.1 Copy right permission from Dr. Jiucai Zhang for Chapter 2 . . . . . . . 100

Figure A.2 Copy right permission from Dr. Michael Bowman for Chapter 2 . . . . 101

Figure A.3 Copy right permission from IEEE Xplore for Chapter 2 . . . . . . . . . 102

xiii



LIST OF TABLES

Table 2.1 Evaluation of the Generalizability, Adaptability, and Agent Importance
(Gen means generalizability, Ada means adaptability, sr means success
rate, rd means performance reduction percentage, T, I, M, R, L, W
means thumb, index, middle, ring, little, wrist) . . . . . . . . . . . . . . . . 28

Table 2.2 Signi�cance Analysis (Two Tailed p-value, (a) MAGCLA+SHER, (b)
MAGCLA+HER, (c) MADDPG+SHER, (d) DDPG+HER. All
signi�cant p-values are italics. MAGCLA shows statistical signi�cance in
generalizability and adaptability compared to the multi-agent method
(MADDPG) and single-agent method (DDPG).) . . . . . . . . . . . . . . . 30

Table 3.1 Task Performance and Manipulation Stability Measures over 100 Trials
(B means block, E means egg, SC means success rate, TC means total
contacts) . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 57

Table 3.2 Compare Failure Types of Dense and Sparse Reward over 500 Trials . . . . 60

Table 4.1 Task Success Rate over 100 Trials . . . . . . . . . . . . . . . . . . . . . . . 86

Table 4.2 Average Number of Successful Tasks in 30 Seconds . . . . . . . . . . . . . . 88

Table 4.3 Success Rate of Di�erent Rotation Directions in Simulation and Real
world (100 Trials) . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 90

xiv



LIST OF SYMBOLS

Action space . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . A

State space . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . S

Observation space . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .O

Action . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . a 2 A

State . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . x 2 S

Observation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . o 2 O

Discount factor . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 


Transition . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . �

Reward . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .r

Total Reward . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . R =
P

r

Policy . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . �

Actor . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . �

Critic . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . Q�

Network parameters . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .�

Replay bu�er . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . D

Gaussian distribution . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . N

Total time steps . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . T

Objective . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . J

Loss . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . L

Goal set . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . G

xv



Goal . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . g 2 G

Initial state set . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . �

Goal . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . g 2 G

feature . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . f

State-action occupancy measure . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .�

Probability distribution . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . P

Reward components . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .F

Mixing matrix . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . M

Logarithm . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .log

Object center . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .c

Object rotation around Z axis . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . Z

Grasp matrix . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . GS

Determinant . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .det

Minimum singular value of the grasp matrix . . . . . . . . . . . . . . . . . . . . . .QMSV

volume of the wrench ellipsoid . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .QV EW

Distance between contacts to the object centroid . . . . . . . . . . . . . . . . . . .QDCC

mean . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .�

standard deviation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . �

Curriculum trigger threshold . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .�

xvi



LIST OF ABBREVIATIONS

Asymmetric Actor-Critic . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . ACC

Centralized Training and Decentralized Execution . . . . . . . . . . . . . . . . . . . CTDE

Curriculum Learning . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . CL

Curriculum-Based Sensing Reduction . . . . . . . . . . . . . . . . . . . . . . . . . . . CSR

Deep Deterministic Policy Gradient . . . . . . . . . . . . . . . . . . . . . . . . . . DDPG

Deep Random Generator . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . DRG

Deep Reinforcement Learning . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . DRL

Degrees of Freedom . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . DoFs

Finger-Speci�c Multi-Agent Shadow Reward . . . . . . . . . . . . . . . . . . . . . . FMSR

Hindsight Experience Replay . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . HER

Information Sharing . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . IS

Markov Decision Process . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . MDP

Message Passing Interface . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . MPI

Multi-Agent Deep Deterministic Policy Gradient . . . . . . . . . . . . . . . . MADDPG

Multi-Agent Global-Observation Critic and Local-Observation Actor . . . . . MAGCLA

Reinforcement Learning . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . RL

Robot Operating System . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . ROS

Simulation to Real-World Transfer . . . . . . . . . . . . . . . . . . . . . . . . . Sim2Real

Synchronized Hindsight Experience Replay . . . . . . . . . . . . . . . . . . . . . . . SHER

xvii



ACKNOWLEDGMENTS

No proper words can convey my deep gratitude and respect for my thesis and research

advisor Dr. Xiaoli Zhang for her invaluable patience and feedback. She has inspired me to

become an independent researcher and helped me realize the power of critical reasoning.

She also demonstrated what a brilliant and hard-working scientist can accomplish.

I also could not have undertaken this journey without my defense committee, Dr.

Michael Wakin, Dr. Tom Williams, and Dr. Andrew Petruska, who generously provided

knowledge and expertise. Additionally, this endeavor would not have been possible without

the generous support from the National Science Foundation, who �nanced my research.

I am most grateful to the collaborators for lending me their expertise and intuition to

my scienti�c and technical problems: Dr. Jiucai Zhang, Dr. Michael Bowman, Matthew

Stanley, Yunsik, June, and Qiaojie Zheng, for their kind help in researching, editing,

feedback, and moral support.

I thank my grandparents, Shengyun Xia, and Mingsheng Wang, with my heart, for

their sel
ess support and wordless encouragement during my hard times. I deeply thank

my parents, Chunchao Tao, and Ping Xia, for their endless love, encouragement, and

support to guide me in my life. I want to express my gratitude to my parents-in-law, Botao

Tao, and Huilan Yuan, for their unfailing support.

I thank with love to my wife Jinpu, who understands me the best, and has been my

best friend and great companion, loved, supported, encouraged, entertained, and helped me

get through this agonizing period in the most positive way. Finally, I wish to thank my

children, Evans and Egan, who bring me the most trouble and joy, and teach me to grow

up as a son, husband, father, and man.

xviii



To my grandma,

Shengyun Xia,

And my parents,

Chunchao Tao and Ping Xia,

And my parents-in-law

Botao Tao and Huilan Yuan

And my wife,

Jinpu Tao,

And my children,

Egan and Evans,

And all my family and friends,

For their endless love, support, and encouragement

xix



CHAPTER 1

INTRODUCTION

1.1 In-Hand Manipulation

In-hand manipulation ability is essential for future intelligent robots to interact with

the environment like humans. It requires �ne motor control for subtle interaction with the

object|for example, grasping a pen and rotating it to the proper holding position for

writing [1]. In-hand manipulation can signi�cantly impact many �elds, from industrial

productivity to �eld assistance. A single robot capable of in-hand manipulation can �nish

the assembly and installation task rather than decompose the assembly steps and assign

each step to a speci�cally designed robot [2]. An assistive robot capable of in-hand

manipulation can help disabled people do manipulation tasks like opening a jar [1]. Thus,

the intelligent robot needs the ability of in-hand manipulation.

1.2 Inherent Di�culties in In-Hand Manipulation

Two inherent di�culties need to be overcome to tackle in-hand manipulation. First, to

achieve subtle manipulability, a robot hand with a complex hand structure is usually used,

causing high degrees of freedom in robot kinematics, and increasing the control di�culty.

Second, in-hand manipulation is a dynamic and interactive process, where the robot should

perceive the object's position, orientation, and movement, decide feasible actions to grasp

the object, and then manipulate it for the task. During the manipulation, the robot may

need to adjust the grasping pose to change contact points and react to the object

movement for a better grasping performance, which requires subtle motion control for the

movement transition and real-time processing. Such ability is natural for a human but

di�cult for a robot.
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1.3 Limitation of Current Approaches

Literature has been using analytical methods to solve manipulation tasks. An accurate

robot dynamics analytical model with kinematic equations is essential [3] to predict the

joint angle for each �nger with forwarding simulation or determine the actuation for the

motors by solving inverse kinematics. Analytical approaches solve the manipulation tasks

in two ways. The �rst one is to reduce the complexity of the robotic hand by simplifying

the hand structures but still achieve a certain level of dexterity for complex manipulation

tasks. For example, the human hand has 27 degrees of freedom, a simpli�ed robot hand

like BCL-13 only has 13-degrees of freedom with four �ngers, which can achieve high

dexterity as the human hand [4]. The second type of approach tried to develop perception

models to improve the control performance of the robot hand. In [1], a contact-invariant

optimization method is proposed to optimize the contract points in a manipulation

trajectory for better performance. The friction model is considered in [5] to achieve

in-hand manipulation without the need for tactile sensing. Haptics and visual perception

are embedded in [6] to enable object exploration and interaction in an uncertain

environment. The deformation of a soft object is modeled in [7] to improve the

generalizability of a model-based control method for accurate and stable manipulation.

Analytical methods e�ectively achieve stable and robust control for their solid

mathematical foundation, which can be used for stability analysis, such as Lyapunov's

method [8]. However, due to the complexity of the kinematics model, analytical methods

usually su�ered from high computational cost and slow processing speed [9], causing

di�culty for real-time processing. Besides, kinematics models need to consider the

interaction between the object and the robot. This requires a physical model of the object,

which reduces the generalizability of analytical methods as they are object dependent.

Learning-based methods like Deep Reinforcement Learning (DRL) [10] are getting

popular in recent years. The fast-processing time of DRL makes it possible to solve

complex robot control problems with high degrees of freedom in real-time [11]. The
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learning ability of DRL helps it learn control policy that can be generalizable for unseen

objects/tasks [12]. DRL methods formulate the interaction between the robot and the

environment as a Markov Decision Process (MDP) [13], a mathematical process of the

state-action transition where an agent takes action in the current state to move to the next

state and receives a reward. The agent is trying to �nd an optimal policy that outputs the

optimal action for each state to maximize the collected reward. The manipulation task is

an MDP as the robot interacts with the object and acts optimally to maximize the

performance (i.e., reward). Several DRL algorithms were developed to solve the MDP, such

as Deep Q-learning [14], Deep Deterministic Policy Gradient (DDPG) [15], Proximal Policy

Optimization (PPO) [16], etc., which all took advantage of the Deep Neural Networks

(DNN) [17]: High computational e�ciency for real-time processing. DNN is an arti�cial

neural network with multiple hidden layers between the input and output layers.

Activation functions connect the layers containing several neurons with weights and biases.

The training of DNN is inspired by the learning of the biological neural network, which

learns the weight and bias of each neuron. Speci�cally, model-based DRL uses DNN to

approximate the model of the robot dynamics and the interaction between the robot and

the object. Model-free DRL uses DNN to directly learn policy to control the robot to act

optimally with the state observation as the input and action as the output. The much

simpler calculation process of DNN makes it faster to solve than analytical methods, which

makes the DRL method ideal for real-time processing. Recent research has proved the

ability of DRL to solve complex manipulation tasks. However, the centralized learning

mechanism, lack of behavior constraint, and sensory gap between simulation and real-world

in the current DRL approach in in-hand manipulations lead to three signi�cant problems:

How to improve policy adaptability and generalizability?The DRL agent learns by

exploring the environment, composed of action and state space. The training di�culty for

a DRL is highly dependent on the environment complexity, which is also called search

space [18]. The search space (and the training di�culty) increases exponentially as the
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observation and action space dimension increases [19]. For manipulation, a high degree of

freedom (DoF) is desired for the robotic hand to achieve dexterous control but increase the

action space. The ability to manipulate various objects is desired for generalizability but

increases observation space. Current DRL-based approaches for in-hand manipulation only

train a single policy with the global observation of the whole environment as the input and

outputs global actions to control the robot hand to interact with the object. As a result,

the policy becomes robot-structure-speci�c and object-speci�c, lacking adaptability to

changes [20], such as robot malfunction. Because the changes will a�ect the whole policy,

leading to performance reduction or task failure. Current e�orts [21, 22] to improve the

adaptability of the single DRL policy for in-hand manipulation rely on adding randomized

noise to the sensor, control signal, and appearance if using visual input. These approaches

help the DRL policy adapt to the uncertainty and disturbance in the environment but do

not adapt to changes like robot malfunction.

How to improve the manipulation stability?The lack of a mathematical foundation

makes it di�cult to ensure the control stability of DRL methods [23]. Researchers usually

take time to design the reward function for DRL methods to help the policy learn desirable

behaviors. There are generally two forms of the reward function: one is sparse rewards,

and the other is dense rewards [24]. When solving in-hand manipulation tasks with DRL

approaches, the mainstream methods [21] prefer sparse reward functions, which give reward

signals at the end of a period to evaluate the policy performance. The bene�t of sparse

reward is that with such a loose constraint on the policy behavior, training from the sparse

reward is usually faster and easier to converge to a high success rate policy [21]. However,

the sparse reward can also lead to aggressive and unstable manipulation behaviors [25]

such as �nger cross, �ngertip grasp, slippery edge, and less contact (shown in Fig. 1) that

may cause objects to fall and damage. Such unstable behaviors are insu�cient in

safety-critical tasks in real-world applications. For example, when manipulating fragile

products (e.g., food and electronics), falling products will cause unrecoverable damage.
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Thus, it is necessary to continuously evaluate the robot's behaviors during the whole

process and help the policy to learn stable manipulation behavior.

How to e�ectively deploy the trained policy from simulation to the real world?Recent

literature uses a method called Simulation to Real-World (Sim2Real) [26] transfer, which

trains the DRL policy in the simulated environment, then transfers the policy to the real

robot to complete the same task. The bene�t of using Sim2Real is that the simulation

environment can provide more explicit information [27] that is hard to extract in the real

world, such as tactile, depth, and thermal sensing, to expand the feature space of the DRL

policy and increase the task performance. Although the rich information in simulation can

signi�cantly improve policy performance, a side-e�ect is that the policy will need the same

input in the real world. The more information used in simulation, the more e�ort and cost

to extract the information in the real world will be needed. To utilize extra information in

the simulation, researchers developed the Asymmetric Actor-Critic (AAC) [28] method

based on the conventional actor-critic method. AAC allows the critic to observe explicit

information (e.g., joint, position, tactile) and help the training of the actor, who can only

observe ambiguous information (e.g., image) to accommodate the real training nature of

deep learning that the model input size cannot be changed during the training. As a result,

the feature space for the critic and actors needs to be pre-determined. If the di�erence is

small, more information is needed in the real world, increasing the e�ort to recreate the

feature space. If the di�erence is signi�cant, the agent cannot observe su�cient

information to assess the environment, reducing the learning e�ciency. Thus, in the

current AAC setup, the actor needs to compromise to balance the feature extraction e�ort

and the learning performance, which cannot maximize the bene�t from the rich

information in the simulation.

1.4 Dissertation Goal

This dissertation proposes the following approaches to address the three major

problems to enable adaptive and generalizable DRL-based in-hand manipulation. The
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scope of the research objectives in each chapter is shown in Figure 1.1.

Figure 1.1 The scope of the research objectives in each chapter.

(1). Chapter 2 proposes the Multi-Agent Global-Observation Critic and

Local-Observation Actor (MAGCLA), where the Global-observation critic means that in

addition to the environment state, the critic of an agent also has a global observation of all

other agents' actions. Compared to conventional CTDE [29] methods, the uniqueness of

MAGCLA is that the actor can observe its neighbor's actions instead of only its own state.

Observing neighbors' information helps agents learn cooperative behavior in a multi-agent

setup [30-32], which is critical for in-hand manipulation. We also propose the Synchronized

Hindsight Experience Relay (SHER) to synchronize the experience sampling across all

agents to ensure that the agents' performance increments are at the same pace. The

methods are evaluated in two in-hand manipulation tasks on the Shadow dexterous hand.

The results show that SHER helps MAGCLA achieve comparable learning e�ciency to a

single policy. The MAGCLA approach is more generalizable in di�erent tasks. The trained

policies have higher adaptability in the robot malfunction test compared to the baseline

multi-agent and single-agent approaches.

(2). Chapter 3 proposes the Finger-Speci�c Multi-Agent Shadow Reward (FMSR)

method to de�ne the stable manipulation constraints based on the state-action occupancy

measure, describing the probability distribution of state-action pairs an agent encounters

when following its policy. As a learning property of DRL, the state-action occupancy
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measure can be treated as an equivalent of the policy behavior distribution, which must be

approximated during the training process. The state-action occupancy measure is a proper

candidate to construct reward objectives for behavior constraint as it's a convex

distribution [33] as the policy learned e�ective manipulation behavior, which is proved

convergent [34] to the optimal solution. FMSR adopts the Multi-agent Shadow Reward

methods [35] to de�ne stability-aware behavior constraints for stable in-hand manipulation.

The uniqueness of FMSR is that it extends the task objective from optimizing general

utility for pure exploration to user-de�ned task objectives, which is �nger cooperation to

manipulate the object and maintain stability in our case. We embedded FMSR into the

learning framework from our previous work Multi-Agent Global-Observation Critic and

Local-Observation Actor (MAGCLA) [25], modeling the in-hand manipulation as a

multi-agent �nger cooperation task and de�ning the observation relationship between

neighbor �ngers. With FMSR, each agent is assigned a �nger-speci�c shadow reward based

on the function priorities of di�erent �ngers. Thus, instead of �nding a globally optimal

solution in a single-agent approach, the multi-agent method �nds the optimal local policies

that can cooperatively complete the task. We then enable Information Sharing (IS) [35]

across neighboring agents for consensus training and accelerating the training convergence.

The methods are evaluated in two in-hand manipulation tasks on the Shadow Dexterous

Hand. The results show that FMSR+IS converges faster in training, achieving a higher

task success rate and better manipulation stability than conventional dense reward. The

extensive comparison shows FMSR+IS achieves a comparable success rate even with the

behavior constraint but much better manipulation stability than the policy trained with a

sparse reward.

(3). Chapter 4 proposes the Curriculum-Based Sensing Reduction (CSR) method,

inspired by traditional curriculum learning [36]. The idea of curriculum learning is to use a

curriculum to train the policy from an easy task and gradually increase the task di�culty

for higher learning e�ciency and task performance, which perfectly matches our rationale:
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the actor should start with the same rich feature space as the critic, then get rid of the

hard-to-extract features step-by-step. Such an adaptive feature space enables higher

training performance with rich information at the start of training and can achieve better

adaptation for real-world feature space. The uniqueness of CSR is that it is the �rst time

building the curriculum to reduce DRL state space. To achieve this, CSR evaluates the

importance of the target sensors during the early training period based on user-de�ned

metrics and builds a sensing reduction curriculum that speci�es which sensors are removed

at each step, with an objective that minimizes the in
uence on the task performance.

Ultimately, CSR optimizes the sensing reduction process for easy setup in the real world

when transferring the actor. To address the second question, we developed the Deep

Random Generator (DRG), inspired by literature [37], using a deep random neural network

to generate random signals to replace the signal from the reduced sensors. As the actor

adapts to the random signal, DRG will remove the dependency between the output with

the reduced sensors and avoid creating new dependencies. The methods are evaluated on

the Allegro robot hand in a real-world in-hand manipulation experiment. The results show

that CSR with DRG has faster training and higher task performance than baselines and

can solve real-world tasks when selected sensors are reduced.
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CHAPTER 2

A MULTI-AGENT APPROACH FOR ADAPTIVE FINGER COOPERATION IN

LEARNING-BASED IN-HAND MANIPULATION

Modi�ed from a paper accepted by 2023 IEEE International Conference on Robotics and

Automation (ICRA 2023) 1.

Lingfeng Tao2;3, Jiucai Zhang4, Michael Bowman2, Xiaoli Zhang5

2.1 Abstract

In-hand manipulation is challenging for a multi-�nger robotic hand due to its high

degrees of freedom and complex interaction with the object. To enable in-hand

manipulation, existing deep reinforcement learning-based approaches mainly focus on

training a single robot-structure-speci�c policy through the centralized learning

mechanism, lacking adaptability to changes like robot malfunction. To solve this

limitation, this work treats each �nger as an individual agent and trains multiple agents to

control their assigned �ngers to complete the in-hand manipulation task cooperatively. We

propose the Multi-Agent Global-Observation Critic and Local-Observation Actor method,

where the critic can observe all agents' actions globally, and the actor only locally observes

its neighbors' actions. Besides, conventional individual experience replay may cause

unstable cooperation due to the asynchronous performance increment of each agent, which

is critical for in-hand manipulation tasks. To solve this issue, we propose the Synchronized

Hindsight Experience Replay method to synchronize and e�ciently reuse the replayed

experience across all agents. The methods are evaluated in two in-hand manipulation tasks

1© 2023 IEEE. Reprinted, with permission, from Lingfeng Tao, Jiucai Zhang, Michael Bowman, Xiaoli
Zhang, A Multi-Agent Approach for Adaptive Finger Cooperation in Learning-based In-Hand Manipulation,
2023 IEEE International Conference on Robotics and Automation, 07/2023.

2Graduate student at the Colorado School of Mines
3Primary researcher and author
4GAC R&D Center Silicon Valley
5Associate Professor at the Colorado School of Mines, Author for correspondence
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on the Shadow dexterous hand. The results show that the proposed methods achieve

comparable learning e�ciency to a single policy, and the multi-agent approach is more

generalizable in di�erent tasks. The trained policies have higher adaptability in the robot

malfunction test compared to the baseline multi-agent and single-agent approaches.

2.2 Introduction

Dexterous robot hands have the high potential to enable in-hand manipulation, which

is one of the essential functions for manufacturing [1], assembly [2], and assisted living [3].

The rapid development of miniaturized actuators and sensors has provided hardware

foundations for dexterous robotic hands, such as the Shadow hand [4], an anthropomorphic

robotic hand with 24 degrees of freedom (DoFs), in which 20 joints are independently

controllable. It has been used in complex in-hand manipulation tasks such as solving a

Rubik's Cube [5]. With the readiness of robot hardware, researchers have been putting

e�orts into developing generalizable and adaptable methods for in-hand manipulation

applications.

Deep reinforcement learning (DRL) [6] has shown its abilities in recent research [4, 5, 7]

to solve dexterous in-hand manipulation tasks thanks to its learning capability, which

enables the robot to �nd an autonomous control policy by interacting with the task

environment through exploration and exploitation. However, current DRL-based

approaches for in-hand manipulation only train a single policy with the global observation

of the whole environment as the input and outputs global actions to control the entire robot

hand to interact with the object. As a result, the policy becomes robot-structure- speci�c

and object-speci�c, lacking adaptability to changes [8], such as robot malfunction. Because

the changes will a�ect the whole policy, leading to performance reduction or task failure.

Current e�orts [4, 5] to improve the adaptability of the single DRL policy for in-hand

manipulation rely on adding randomized noise to the sensor, control signal, and appearance

if using visual input. These approaches help the DRL policy adapt to the uncertainty and

disturbance in the environment but do not adapt to changes like robot malfunction.
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Figure 2.1 The �nger-based multi-agent DRL approach partitions the hand structure and
assign each agent to control a speci�c portion of the hand (5 �ngers and a wrist in our
case). The agents can learn to cooperate to complete the task. This multi-agent approach
is generalizable to di�erent tasks and the trained policies have higher adaptability to robot
malfunction.

Multi-Agent DRL has shown high adaptability in multiple robot control tasks [9-11]

because of the decentralized learning approach, which improves the system 
exibility and

resilience [12-14] by limiting the in
uence of the changes on local agents instead of the

whole system. Literature [15][16] has shown that a multi-agent DRL setup can control

multiple robot arms individually by completing manipulation tasks like picking up objects.

Similarly, we can treat each �nger of the robot hand as a small robot arm because each

�nger can be individually controlled. As an inspiration, this work proposes to consider

robot �ngers as individual manipulators that cooperate to complete the manipulation task

(Figure 2.1). To the authors' knowledge, it is the �rst time solving in-hand manipulation

with the multi-agent DRL approach.

We propose the Multi-Agent Global-observation Critic and Local-observation Actor

(MAGCLA), which belongs to the category of Centralized Training and Decentralized
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Execution (CTDE) [17] method. CTDE is widely adopted in multi-agent actor-critic DRL

methods. The rationale of CTDE is that the critic can observe extra information to bene�t

the actor's training while the actor does not need the extra information in execution. In

MAGCLA, the Global-observation critic means that in addition to the environment state,

the critic of an agent also has a global observation of all other agents' actions. Compared

to conventional CTDE methods, the uniqueness of MAGCLA is that the actor can observe

its neighbor's actions instead of only its own state. Observing neighbors' information helps

agents learn cooperative behavior in a multi-agent setup [18-20], which is critical for

in-hand manipulation.

As with most DRL approaches, MAGCLA relies on a replay bu�er to manage the

exploration experience. In the multi-agent in-hand manipulation setup, if updating each

agent with individually sampled experience as in conventional multi-agent approaches, the

agents' performance increments may not follow the same pace, causing unstable training

and converging to low-performance policies. We propose the Synchronized Hindsight

Experience Relay (SHER) to solve this issue, expanding the HER method [21] to a

multi-agent setup. SHER synchronizes the experience sampling across all agents to ensure

that the agents' performance increments are at the same pace. SHER works well for all

o�-policy multi-agent DRL approaches in in-hand manipulation tasks. In summary, the

contributions of this work are:

(1). Model the in-hand manipulation task as a �nger-based multi-agent setup for the

�rst time.

(2). Develop a MAGCLA method to enable �nger cooperation in in-hand manipulation.

(3). Develop a SHER method for stable performance increments by synchronizing the

experience sampling across all agents.

(4). Validate the MAGCLA and SHER methods on the Shadow dexterous hand in two

in-hand manipulation tasks and compare their generalizability and adaptability with the

existing single-agent and multi-agent DRL approaches.
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2.3 Related Work

2.3.1 Learning-Based In-Hand Manipulation

Conventional analytical control methods rely on solving partial-di�erential kinematics

equations [22] or optimizing toward objective functions [23], bringing high computational

costs with complex robot hand structures. Thus, real-time processing [24] is usually

challenging with analytical methods. The complex interaction with the object also makes

the manipulation task di�cult for the analytical methods.

Single-agent DRL methods have demonstrated their capability to handle in-hand

manipulation tasks [4, 5]. The OpenAI Gym [25] toolkit implements challenging in-hand

manipulation tasks [26] with the Shadow robot hand as a standard benchmark. With the

maturity of single-agent DRL-based in-hand manipulation, recent literature focuses on

implementing the DRL agent trained in simulation to the physical robot hand to complete

real-world tasks, such as solving a Rubik's cube [5] or rotating a block to a target pose [4].

Randomization [27] is applied to sensing, actuation, and appearance to improve the policy

adaptability to noise and disturbance. Learn from demonstration methods [28] are also

used to improve training e�ciency by initializing the DRL policy for in-hand manipulation

tasks such as rotating door handles and using a hammer or screwdriver.

2.3.2 Multi-Agent Approach in Learning-Based Robot Training

Multi-agent DRL methods have been adopted in complex multiple robot control [9][10]

for their high adaptability, thanks to their decentralized learning mechanism. In [16], a

dual-arm multi-agent DRL approach was proposed to solve cooperative grasping tasks.

Another dual-arm setup is reported in [29] to solve the table-carrying task. Recently, a

multi-arm DRL motion planner was proposed to generate a trajectory for an 8-arm system

to reach its target end-e�ector poses [15]. Although, the principle of in-hand manipulation

is like multi-arm cooperation, where the �ngers cooperate to complete the manipulation.

However, the multi-agent DRL methods are not yet studied for in-hand manipulation.
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2.3.3 Centralized Training and Decentralized Execution

CTDE is originally developed for simulation to real-world transfer applications [30],

allowing high dimension input for the critic network and low dimensional observation input

for the actor, so the critic can bene�t from more information while training in simulation,

and the actor can adapt to the sparse information in the real world. CTDE was widely

adopted in multi-agent actor-critic DRL approaches to improve learning stability and

policy performance. CTDE allows the agents' critics to observe extra information of other

agents during the training and only use the actors as control policies in testing without

such extra information. MADDPG [31] and COMA [32] are well-known CTDE methods in

multi-agent actor-critic. The proposed MAGCLA is more like MADDPG because each

agent in MAGCLA has its own actor and critic rather than a shared critic in COMA. The

di�erence between the proposed MAGCLA and MADDPG is that the actor of an agent in

MAGCLA can still observe the actions of its neighbors instead of only its own state. The

extra neighbor information helps the agents to understand their interactions and learn

cooperative behaviors.

2.3.4 Advanced Experience Replay Strategy

Advanced experience-replay strategies like HER, Prioritized Experience Replay [33],

and their derivatives have been proposed to reuse the experience e�ciently. HER is a

post-experience editing method proposed to accelerate single-agent training in target-based

tasks, such as pushing, sliding, pick-and-place [21], and in-hand manipulation [26]. The

rationale of HER is that when the agent is exploring a goal G and collecting a trajectory

(s1; :::; sT ), where s is the state, it may end up with a statesT that is not the target,

making the trajectory a failed exploration. However, we can edit the trajectory in the

replay bu�er by treating the last state sT as a new goalG0 and re-sample the reward based

on the transition to the new goalG0. Then the failed trajectory becomes a successful

trajectory which can be used for policy updating. In this work, the proposed SHER
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method adopts the HER strategy and expands it to the multi-agent setup with an

experience synchronization approach to help the agents to learn cooperative behaviors.

2.4 Methodology

This section introduces the modeling of the multi-agent in-hand manipulation and the

agent representation in 2.4.1. The development of the MAGCLA is explained in 2.4.2. The

SHER method is shown in 2.4.3.

2.4.1 Multi-Agent Modeling and Representation

We model the multi-agent in-hand manipulation as a Markov game [34], a multi-agent

extension of the Markov Decision Process [35]. The Markov game containsN agents, a set

of action spaceA1; :::; AN , and a set of observationsO1; :::; ON that are assigned to each

agent. Each agent follows a policy� � i : Oi � A i 7! [0; 1]. A state S is de�ned to describe

the Markov game. The execution of all agents' actions produces the transition to the next

state by following the state transition function � : S � A1 � : : : � AN 7! S0. A reward

function is designed for each agent based on the state and actionr i : S � A i 7! R. The

agent i should maximize its expected total rewardRi =
P T

t=0 
 t r t
i , where
 is a discount

factor, t is the time step, andT is the maximum time steps.

For multi-agent in-hand manipulation, the action spaceA i of agent i is based on the

hand partitions (Figure 2.2). In this work, we assign each agent to control one of the

�ngers and an additional agent to control the wrist. The rationale for not assigning more

agents to control each motor or fewer agents to control two or more �ngers is that the aim

is to maximize the independence of each agent and keep its functionality as a manipulator.

The wrist agent controls the palm to adjust the hand pose during the manipulation

process. The observable state helps the agent assess the state information in the

manipulation process. The observable state is denoted asx, including the positions and

velocities of the robot's joints and the Cartesian position and rotation of the object

represented by a quaternion as its linear and angular velocities. The action and state
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spaces are normalized to� 1 to 1 for stable training and to avoid over-�tting.

Figure 2.2 An illustration of the MAGCLA method. The critic of each agent has a global
observation to the robot hand and all actions of other agents. The actor of each agent can
observe the actions of its neighbors. For simplicity, in the �gure, we only draw the actor
local observation for the thumb agent.

2.4.2 Global-Observation Critic and Local-Observation Actor

MAGCLA uses a centralized critic for agent i to approximate the action-value function

Qi with a global observation:

ocritic = ( x; a1; :::; aN ) (2.1)

wherex 2 S;(a1; : : : ; aN ) 2 AN are the actions of all agents. The observation of all agents'

actions in the critic can help the agent to understand their contribution to the

manipulation task and how their action interacts with others and the object, enabling

�nger cooperation. For actor i , the observation is:

oactor i = ( x; ai � 1; ai ; ai +1 ) (2.2)

which means that the actor can observe its neighbors' actions. It should be noted that

oactor i is 
exible. In practice, the wrist actor observes all agents' actions. The thumb actor
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only observes the index, and the little actor only observes the ring.

MAGCLA adopts the deterministic policy gradient [36] method for continuous action

space. For each agenti , we train a continuous actor� � i , where� i is the network

parameters andp� is the state distribution, to maximize the objective function:

J (� � i ) = Es p� [Ri ] (2.3)

The gradient of the actor can be calculated as:

r � i J (� � i ) = Ex;a D

h
r � i � � i (ai joactor i ) r ai Q

�
i (ocritic ) jai = � � i (oactor i )

i
(2.4)

The gradient utilizes the extra information of all agents' actions in the critic observation to

help the actor's training. D is the replay bu�er which contains a transition tuple

(x; x0; a1; : : : ; a6; r1; : : : ; r6). The critic is updated by minimizing the loss function:

L (� i ) = Ex;a;r;x 0 [Q�
i (ocritic ) � y]2 (2.5)

wherey = r i + 
Q � 0

i (o0
critic ) ja0

i = � � 0
i (o0actor i ), � 0 is the target policy with delayed parameters

� 0 for stable updating. Each agent's target policy� i
0 are updated at the end of every epoch

as:

� i
0  � � i + (1 � � ) � i

0 (2.6)

2.4.3 Synchronized Hindsight Experience Replay

HER has proved e�ective in helping train a single DRL agent for in-hand manipulation

tasks. When directly implementing HER to multi-agent in-hand manipulation setup, each

agent individually samples the experience from the replay bu�er. After editing with HER,

the agents will be updated with di�erent trajectories with di�erent goal positions

(Figure 2.4a). As a result, the policies may learn con
icting behaviors or have

asynchronous performance improvements. This is acceptable for most multi-agent tasks as

20



their policies are independent, where di�erent performed agents cause less unstable factors

to the training. The low-performed agent can quickly catch up as the training continues

[37]. However, in-hand manipulation tasks require seamless cooperation between all agents.

The task can easily fail because of mistakes made by weaker performing agents. To solve

the above issue, SHER synchronizes the replayed experience across all agents by selecting a

shared start statex � for all agents, then samples the same period of experience with HER

for all agents to update the policies (Figure 2.4b). Since the agents share the same state

transitions of the object, the SHER-edited trajectories will have the same new goal state.

The synchronized experience helps to normalize the gradient across all the critics and keeps

the performance increments of all agents at the same pace. The overall proposed

MAGCLA and SHER are summarized in algorithm 2.1 (Figure 2.3).

Figure 2.3 MAGCLA and SHER Algorithm
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Figure 2.4 An illustration of the MAGCLA method. The critic of each agent has a global
observation to the robot hand and all actions of other agents. The actor of each agent can
observe the actions of its neighbors. For simplicity, in the �gure, we only draw the actor
local observation for the thumb agent.

2.5 Experiments

2.5.1 Task Design

The MAGCLA-SHER approach requires a capable test platform to derive viable

in-hand manipulation applications. The approach will be evaluated in a simulated

environment for ease of training and testing. Speci�cally, we adopt the Shadow hand

environments from the OpenAI GYM Robotics platform, which runs on the MuJoCo [38]

physics simulator. We partition the Shadow hand into 6 agents, 5 agents control each

�nger, and the additional agent controls the wrist. Based on the hand partition, the 6 DRL

agents are wrist (2 DoFs), thumb (5 DoFs), index (3 DoFs), middle (3 DoFs), ring (3

DoFs), and little (4 DoFs). Two in-hand manipulation environments (Figure 2.5,

Figure 2.6) are designed to evaluate the generalizability of our methods in di�erent tasks:

Block manipulation: A block is placed on the hand's palm with a random initial pose.

The task is to manipulate the block around the Z axis to achieve the target pose.

Egg manipulation: The task is similar to block manipulation, but an egg-shaped object

is used.

We expect the block manipulation task is more di�cult than the egg manipulation task

due to the block's sharp edge and slippery surface. In both tasks, a goal is achieved if the

di�erence in the rotation is less than 0.1 rad. The reward function is sparse and binary,
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which gives a reward of 0 if the goal has been achieved and a reward of -1 if the task failed.

The agents are running at a time step of 0.04s. The policies are trained with the Message

Passing Interface (MPI) [39], a parallel training tool that can run multiple DRL training

threads to accelerate the experience collection process. The PC hardware for training

includes an Intel 12900K, an Nvidia RTX3080ti, and 64 GB of RAM. Most hyper

parameters are from [26], but with changes to the number of MPI workers to 4, total epoch

to 400, cycles per epoch to 25, and batches per cycle to 25 for less training time.

Figure 2.5 The task is to manipulate the block around the Z axis to achieve an randomly
generated target pose (shown on the right of the hand).

Figure 2.6 The task is to manipulate the egg around the Z axis to achieve an randomly
generated target pose (shown on the right of the hand).
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2.5.2 Evaluation Metrics

The following con�gurations were implemented for the ablation study and compared

with baselines:

(1). MAGCLA with SHER (MAGCLA+SHER)

(2). MAGCLA with HER (MAGCLA+HER)

(3). MADDPG with SHER (MADDPG+SHER)

(4). A single DDPG agent with HER (DDPG+HER)

These experimental setups allow us to compare and test our two separate contributions,

MAGCLA and SHER. Comparing 1) and 2) evaluate the improvements of the SHER

compared to the HER. Likewise, we compare MAGCLA to MADDPG with 1) and 3). We

also compare the improvements MAGCLA has to the conventional centralized control with

2) to 4). Lastly, we compare both our contributions in 1) to the centralized agent in 4).

Signi�cance analysis will be applied to the results.

During the training process of the above methods, the testing set contains unlimited

trials with target positions that are randomly generated within the range of (� �; � ) rad.

Instead of logging the episode reward and average reward, the task success rate of the

target policy is recorded at the end of each epoch for a direct and unbiased comparison.

The success rate is the percentage of successful cases in a validation set with 50 trials. Each

trial has randomly generated initial, and target poses. The success rate will be logged every

20 epochs. Each con�guration is trained 3 times, each time with 400 epochs, to obtain the

statistical results. A testing set is also generated, containing 100 trials with random target

poses and initial poses unseen in training and validation. The testing set is reused in all

evaluations for a reproducible comparison. We focused on evaluating two metrics:

Method Generalizability: We want to evaluate the generalizability of our method in

di�erent tasks. The measure is the success rate of the trained policies in the testing set.

The highest success rate con�guration has the best generalizability since it is the main

objective of in-hand manipulation.
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Policy Adaptability: The adaptability of the trained policy was evaluated with

simulated robot malfunction tests. In each robot malfunction test, one agent for the

multi-agent setups was manually disabled, or the corresponding �nger/wrist for the

one-policy setup was disabled. The malfunctioning agent was not removed; rather, it was

manually set to a fully open state. The disabled wrist was set to a neutral position. Such a

setting maintains the state space of each training con�guration and minimizes the

disturbance caused by the disabled agent. Thus, there are 6 robot malfunction tests. For

simplicity, they are denoted asno wrist, no thumb, no index, no middle, no ring, and no

little . The success rate in each malfunction test will be recorded. The percentage of

performance reduction will be calculated compared with the original success rate. The

con�guration with the lowest average performance reduction has the best adaptability. The

adaptability evaluation helps further analyze the importance of each agent for the in-hand

manipulation task. The agent that causes higher performance reduction is more important.

2.6 Results and Discussion

2.6.1 Training Process

The results of the training process are shown in Figure 2.7 and Figure 2.8. Overall, the

rotating block task is more di�cult than the rotating egg task. The block's plane surface

and sharp edges easily cause slippery movement and object falling. In contrast, the egg

object has a symmetric shape and smooth curved surface, making the grasping more stable

and easier to manipulate.

The multiple training processes in both tasks show consistent learning curves for all

con�gurations. Overall, the single-agent baseline DDPG+HER (red) has the highest

learning speed and converged success rate compared to all multi-agent strategies. The

reason is that it only trains a single agent, leading higher data e�ciency compared to

multi-agent approach. The multi-agent baseline MADDPG+SHER (green) has the lowest

learning speed and converged success rate. MAGCLA's learning speed and success rate

(blue) are higher than the baseline MADDPG (green) when both with SHER.
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Figure 2.7 The training process in block rotating tasks. With SHER, MAGCLA (blue)
achieved comparable learning speed and converged success rate as the single-agent DDPG
(red) approach. Without SHER, MAGCLA (yellow) had lower learning speed and success
rate. The conventional multi-agent approach (MADDPG in green) has the lowest learning
speed and di�culty to �nd an optimal policy.

Figure 2.8 The training process in egg rotating tasks.

MAGCLA+SHER (blue) achieved comparable learning speed and success rate as the single

agent approach (red).
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The multi-agent approaches' lower learning speed is explained in [37] and [40]. The

multiple agents need more exploration in the early stage to collect experience for

cooperative learning. Comparing MAGCLA+SHER (blue) and MADDPG+SHER (green)

proves that the extra local observation for the actor can bene�t the training. Comparing

MAGCLA+SHER and MAGCLA+HER (yellow) con�rms that synchronizing experience

replay across all agents improves learning e�ciency.

2.6.2 Generalizability, Adaptability, Importance Evaluation

The results of the generalizability, adaptability, and agent importance are shown in

Table 2.1. The highest success rate in generalizability evaluation is italics. The lowest

average performance reduction percentage in adaptability test is italics.Gen means

generalizability, Ada means adaptability, sr means success rate, andrd means percentage

of performance reduction. Since the performance for the MAGCLA in the no-ring test is

never reduced, we will not list the entries in Table 2.1. The highest success rate among the

trained policies for each con�guration is logged.

Method Generalizability: Overall, MAGCLA+SHER achieved the highest success rate

in both tasks showing higher generalizability than other methods. The DDPG method

achieved the second lowest success rate, which means it is not generalizable in di�erent

tasks. MADDPG converged to a bad policy in the block task and the lowest success rate in

the egg task, which means it has the lowest generalizability. The reason why

MAGCLA+SHER outperforms others is that the observable neighbor's actions provide

more information to help the policies learn cooperative behaviors.

Policy Adaptability: All con�gurations cannot adapt to the no-wrist test since they

failed in most trials. Thus, we do not consider it when calculating the average performance

reduction. Overall, the proposed MAGCLA achieved the lowest average performance

reduction compared to other methods. The reason is that the multi-agent approach

decomposes the manipulation task, helping each individual �nger to learn basic and

fundamental skills that can be used in di�erent tasks.
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Table 2.1 Evaluation of the Generalizability, Adaptability, and Agent Importance (Gen
means generalizability, Ada means adaptability, sr means success rate, rd means
performance reduction percentage, T, I, M, R, L, W means thumb, index, middle, ring,
little, wrist)

Block Rotating Task
Gen Ada

sr
No T No I No M No R No L No W

Ave rd
sr rd sr rd sr rd sr rd sr rd sr rd

MAGCLA
+SHER .91 .38 .58 .78 .14 .69 .24 .94 | .28 .69 .05 .95 .33

MAGCLA
+HER .82 .34 .59 .59 .28 .62 .24 .84 | .47 .43 .06 .93 .32

MADDPG
+SHER .21 .13 .38 .08 .62 .11 .48 .18 .14 .05 .76 .01 .95 .48
DDPG
+HER .76 .20 .74 .44 .42 .54 .29 .74 .03 .11 .86 .01 .99 .47

Egg Rotating Task
MAGCLA
+SHER .95 .48 .49 .89 .06 .71 .25 .92 .03 .36 .62 .04 .96 .29

MAGCLA
+HER .87 .43 .51 .66 .24 .54 .38 .80 .08 .42 .52 .02 .98 .34

MADDPG
+SHER .76 .31 .59 .24 .68 .27 .64 .37 .51 .25 .67 .03 .96 .62
DDPG
+HER .83 .36 .57 .48 .42 .56 .33 .28 .66 .15 .82 .06 .93 .56

Speci�cally, MAGCLA+SHER achieved the lowest performance reduction in most tests

except the no-little test, in which HER performs better than SHER. The reason is that the

individual HER reduces the �ngers' dependency on each other, providing more chances for

the ring agent to learn manipulation ability, which accommodates the no-little test. While

the synchronized experience replay in SHER makes the agents rely more on each other, the

ring agent only learns to keep the object in hand.

Agent Importance: For all con�gurations and tasks, the wrist is the most important

agent, which is reasonable as it controls the palm movement and contributes to most of the

cooperative movement with the �ngers. The results show two levels of importance for the

�ngers. The �rst level is the thumb and little �ngers, as they have a higher importance

level because their malfunctions cause higher performance reduction. The second level

contains the index, middle, and ring �ngers, which cause lower performance reduction. The
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reason is that during the manipulation, the thumb and little �nger take more

responsibilities to rotate the object while the remaining �ngers prevent the object from

falling, which are redundant to each other. The results also show that MADDPG and

DDPG have much di�erent �nger importance in block and egg tasks. However, MAGCLA

has consistent �nger importance when comparing the results in block and egg tasks, which

demonstrate MAGCLA's higher generalizability in similar tasks with di�erent objects.

2.6.3 Con�guration Signi�cance Analysis

Table 2.2 shows the con�gurations' signi�cance analysis. For generalizability, the

analysis applies to the original success rate. For simplicity, notations in Table Table 2.2

are: (a) MAGCLA+SHER, (b) MAGCLA+HER, (c) MADDPG+SHER, (d)

DDPG+HER. All signi�cant p-values are italics. For adaptability, the analysis applies to

the average performance reduction of all �nger agents (wrist is not considered). We chose

the N-1 Chi Squared two-tailed test and considered ap-value less than 0.05 signi�cant.

MAGCLA shows statistical signi�cance in generalizability and adaptability compared to

the multi-agent method (MADDPG) and single-agent method (DDPG). Compared to

HER, SHER shows less signi�cance in improving generalizability and adaptability, which is

reasonable because SHER mainly aims to improve training speed. The overall results show

that MAGCLA contributes more to the improvement in generalizability and adaptability.

2.6.4 Finger Cooperation Analysis

The data with MAGCLA+SHER and DDPG+HER in the egg rotating task was used

to analyze the �nger cooperative behaviors because its round and continuous shape

presents clean and clear action pattern.

The keyframes are shown in Figure 2.9. More visualization can be found in the video

attachment. Overall, both methods show three stages of behavior: preparation, rotation,

and stabilization. In the preparation stage, the robot hand adjusts the object to a

comfortable pose for rotation.
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In the rotation stage, the robot hand applies periodic actions to rotate the object. In

the stabilization stage, the robot hand readjusts the object for a stable grasping.

Speci�cally, MAGCLA+SHER shows that the thumb and little �nger try to keep in

contact with the egg and apply continuous and conjugate force to rotate the egg with a

consistent speed, which is calledgaiting [4] (Figure 2.9a). The potential reason for the

gaiting behavior is that in multi-agent approaches, the local observation of the actor leads

to cooperative behaviors that rely on fewer �ngers. This behavior reduces the rotation

speed but improves the stability. The DDPG+HER agent tends to throw up the egg with

quick wrist movement, lets it freely rotate without contact, and catches it when it drops,

which we call tossing (Figure 2.9b). Such a movement relies on the cooperation between

the wrist to adjust the palm pose to make the egg rotate under the gravitational e�ect or

applies instant impulses with �ngers to create inertial motion for the rotation. The �ngers

maintain a loose grasp to avoid falling when the egg rotates and catch it once it descends.

The global observation of both actor and critic helps it learn behaviors that rely on more

�ngers, which can rotate the object faster but is more unstable.

Table 2.2 Signi�cance Analysis (Two Tailed p-value, (a) MAGCLA+SHER, (b)
MAGCLA+HER, (c) MADDPG+SHER, (d) DDPG+HER. All signi�cant p-values are
italics. MAGCLA shows statistical signi�cance in generalizability and adaptability
compared to the multi-agent method (MADDPG) and single-agent method (DDPG).)

Block Rotating Task
Gen Ada

a b c d a b c d
a | 6e-2 0e+0 4e-3 | 8e-1 3e-2 4e-2
b 6e-2 | 0e+0 3e-1 8e-1 | 1e-2 2e-2
c 0e+0 0e+0 | 0e+0 3e-2 1e-2 | 9e-1
d 4e-3 3e-1 0e+0 | 4e-2 2e-2 9e-1 |

Egg Rotating Task
a | 5e-2 1e-4 7e-3 | 4e-1 3e-6 1e-4
b 5e-2 | 5e-2 4e-1 4e-1 | 8e-5 2e-3
c 1e-4 5e-2 | 2e-1 3e-6 8e-5 | 4e-1
d 7e-3 4e-1 2e-1 | 1e-4 2e-3 4e-1 |
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Figure 2.9 The key frames of the manipulation process in the egg rotating task. (a)
MAGCLA+SHER learned conservative gaiting behavior that keeps contact on the egg and
slowly rotates. (b) DDPG+HER learned aggressive tossing behavior that tosses the object
to let it freely rotates.

These two di�erent behaviors explain the lower generalizability of the single-agent

approach, whose aggressive policy takes fewer steps to complete the task compared to the

multi-agent policies but increases the probability of the object falling in unseen trials; thus,

the multi-agent approaches have better generalizability in unseen trials, with the sacri�ce

of time consumption.

Figure 2.10 shows the plot of the object position in theX , Y, and Z axes and the

rotation angle and speed on theZ axis in the same trial. The plots show periodic

movement for both methods. TheX and Y position plots show that MAGCLA needs more

steps in the preparation stage to adjust the object position. Then it needs more periodic

actions in the rotation stage but less adjustment in the stabilization stage than the single

agent policy. TheZ position plot shows that the single DDPG agent has more periodic

movement than MAGCLA, which means the single agent relies more on the wrist
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movement to achieve the target position, corresponding to the tossing movement. TheZ

rotation angle shows that the single policy took fewer steps to achieve the target because it

has a higher rotational speed, as shown in the velocity plot.

Figure 2.10 The object position in X, Y, Z axes and the object rotation in Z axis. in a
single trial. The plots show periodic movement for both methods. Compared to single
DDPG, MAGCLA needs more steps in the preparation stage and has lower rotation speed
during rotation stage, but it makes less adjustments with the wrist (Z position), making
the manipulation more stable.

2.7 Conclusion

This work �rst solves the in-hand manipulation task with a multi-agent DRL setup and

presents the MAGCLA approach, providing additional observation of the neighbor's action

to the actor. The experiment results show that the MAGCLA approach has higher

generalizability in di�erent tasks when tresting with unseen instance. The trained policies
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have better adaptability to keep performance in robot malfunction. We also developed the

SHER approach, which synchronizes the experience across all agents to improve the

learning e�ciency of MAGCLA to reach a comparable training speed to the single-agent

approach. In this work, we evaluate the MAGCLA-SHER method in two in-hand

manipulation tasks, but it is the highest potential to be more applicable in more in-hand

manipulation tasks and other multi-agent tasks that require more cooperative behaviors.

Our future work will focus on embedding our methodin more DRL algorithms and studying

their feasibility in real-world applications.
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CHAPTER 3

ACHIEVING STABLE IN-HAND MANIPULATION WITH FINGER SPECIFIC

MULTI-AGENT SHADOW REWARD

Modi�ed from a paper to be submitted to 2024 IEEE International Conference on Robotics

and Automation (ICRA 2024).

Lingfeng Tao6;7, Jiucai Zhang8, Xiaoli Zhang9

3.1 Abstract

Deep Reinforcement Learning (DRL) has shown its capability to solve the high degrees

of freedom in control and the complex interaction with the object in the multi-�nger

dexterous in-hand manipulation tasks. Current DRL approaches prefer sparse rewards to

dense rewards for the ease of training but lack behavior constraints during the

manipulation process, leading to aggressive and unstable policies that are insu�cient for

safety-critical in-hand manipulation tasks. Dense rewards can regulate the policy to learn

stable manipulation behaviors with continuous reward constraints but are hard to

empirically de�ne and slow to converge optimally. This work proposes the Finger-Speci�c

Multi-Agent Shadow Reward (FMSR) method to determine the stable manipulation

constraints in the form of dense reward based on the state-action occupancy measure, a

general utility of DRL that is approximated during the learning process. Information

Sharing (IS) across neighboring agents enables consensus training to accelerate the

convergence. The methods are evaluated in two in-hand manipulation tasks on the Shadow

Dexterous Hand. The results show that FMSR+IS converges faster in training, achieving a

higher task success rate and better manipulation stability than conventional dense reward.

6Graduate student at the Colorado School of Mines
7Primary researcher and author
8GAC R&D Center Silicon Valley
9Associate Professor at the Colorado School of Mines, Author for correspondence
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The extensive comparison shows FMSR+IS achieves a comparable success rate even with

the behavior constraint but much better manipulation stability than the policy trained

with a sparse reward.

Figure 3.1 Compare sable manipulation behaviors learned by the proposed FMSR+IS
dense reward and unstable manipulation behaviors learned by a sparse reward. The
dominant failure types are shown for each approach. The desired stable behavior grasps
the object with all �ngers for more contact points and hold the object within the center
area of the palm so that the object has less chance to fall. Nearly all failures are
incomplete task, where the agent failed to �nish the task in a given speci�ed time window
but did not damage the object and is recoverable. The unstable behaviors include �nger
cross, �ngertip grasp, slippery edge, and less contact, leading the object falling o� the hand
when task failed, which may damage the object and is unrecoverable Such behaviors are
insu�cient in safety critical tasks in real-world applications.
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3.2 Introduction

Dexterous in-hand manipulation is one of the essential functions for robots in

human-robot interaction [1], intelligent manufacturing [2], telemanipulation [3], and

assisted living [4], but also hard to solve due to the high degrees of freedom in control

space and the complex interaction with the object. Deep Reinforcement Learning (DRL)

[5] has shown its abilities in recent research [6-8] to solve dexterous in-hand manipulation

tasks thanks to its learning capability, which enables the robot to �nd a control policy by

interacting with the environment through exploration and exploitation.

The reward function is the guide to help the DRL policy learn how to solve the tasks.

Researchers usually take time to design the reward function for DRL methods because it is

one of the most important factors a�ecting the training outcome. There are generally two

forms of the reward function, one is sparse rewards, and the other is dense rewards [9].

When solving in-hand manipulation tasks with DRL approaches, the mainstream methods

[10] prefer sparse reward functions, which give reward signals at the end of a period to

evaluate the policy performance. The bene�t of sparse reward is that with such a loose

constraint on the policy behavior, training from the sparse reward is usually faster and

easier to converge to a high success rate policy [10]. However, from our previous study [11],

the sparse reward can also lead to aggressive and unstable manipulation behaviors such as

�nger cross, �ngertip grasp, slippery edge, and less contact (shown in Figure 3.1) that may

cause objects to fall and damage. Such unstable behaviors are insu�cient in safety-critical

tasks in real-world applications. For example, when manipulating fragile products (e.g.,

food and electronics), falling products will cause unrecoverable damage. Thus, it is

necessary to help the robot to learn stable in-hand manipulation behaviors.

Dense reward functions continuously evaluate the policy behavior and provide rich

reward signals during the DRL training. The dense reward has been widely used in

learning-based robot control problems, such as trajectory planning and object

manipulation with robot arms [12][13], safety-aware navigation for mobile robots [14], and
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object grasping with a gripper [15]. These studies prove dense reward e�ectively guides the

DRL policy to learn desired behaviors. However, recent literature [10] has pointed out that

the dense reward is more challenging for in-hand manipulation tasks than the sparse

reward. The dense reward is used in [6] for generalizable real-world in-hand manipulation.

The training requires 100 years of experience generated on a supercomputer. The reasons

are two folds. First, compared to simple robot control tasks, it is hard to empirically de�ne

reward function to guide the DRL policy not only to learn to complete the in-hand

manipulation task but also to re�ne its manipulation behaviors. An inappropriately

de�ned reward function can easily bias toward a speci�c policy that limits performance.

Second, the training process of DRL is an optimization process that maximizes the reward

function. The more complex the task and reward are, the harder it is to train a single

optimal policy, as the solution is no longer pure convex, and no global optimal solution

exists. How to enable dense reward in in-hand manipulation to help the policy to learn

stable manipulation behavior is still an open problem.

This work proposes the Finger-Speci�c Multi-Agent Shadow Reward (FMSR) method

to de�ne the stable manipulation constraints based on the state-action occupancy measure,

describing the probability distribution of state-action pairs an agent encounters when

following its policy. As a learning property of DRL, the state-action occupancy measure

can be treated as an equivalent of the policy behavior distribution, which must be

approximated during the training process. The state-action occupancy measure is a proper

candidate to construct reward objectives for behavior constraint as it's a convex

distribution [16] as the policy learned e�ective manipulation behavior, which is proved

convergent [17] to the optimal solution. FMSR adopts the Multi-agent Shadow Reward

methods [18] to de�ne stability-aware behavior constraints for stable in-hand manipulation.

The uniqueness of FMSR is that it extends the task objective from optimizing general

utility for pure exploration to user-de�ned task objectives, which is �nger cooperation to

manipulate the object and maintain stability in our case. We embedded FMSR into the
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learning framework from our previous work Multi-Agent Global-Observation Critic and

Local-Observation Actor (MAGCLA) [11], modeling the in-hand manipulation as a

multi-agent �nger cooperation task and de�ning the observation relationship between

neighbor �ngers. With FMSR, each agent is assigned a �nger-speci�c shadow reward based

on the function priorities of di�erent �ngers. Thus, instead of �nding a globally optimal

solution in a single-agent approach, the multi-agent method �nds the optimal local policies

that can cooperatively complete the task. We then enable Information Sharing (IS) [18]

across neighboring agents for consensus training and accelerating the training convergence.

In summary, the contributions of this work are:

(1). Developed the FMSR method based on the state-action occupancy measure to

constrain the stable manipulation behavior.

(2). Embedded FMSR to the MAGCLA multi-agent learning framework for speci�c

reward design for each agent and enabling �nger cooperation learning.

(3). Designed Information Sharing (IS) across neighboring agents for consensus training

and accelerating the training convergence.

(4). Validated the FMSR+IS methods on the Shadow dexterous hand in two in-hand

manipulation tasks and compared their task performance and manipulation stability in the

ablation study and the sparse reward with multiple objective stability-related evaluation

metrics from literature.

3.3 Related Work

3.3.1 Learning-Based In-Hand Manipulation

The rapid development of miniaturized actuators has provided hardware foundations

for dexterous robotic hands, such as the Shadow hand [6], an anthropomorphic robotic

hand with 24 degrees of freedom (DoFs), in which 20 joints are independently controllable.

Tactile sensors like temperature [19], Hall e�ect [20], and electroactive polymeric [21] are

developed to improve the �delity of the robot's observation space. With the readiness of

robot hardware, researchers have been putting e�orts into developing generalizable and
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adaptable methods for in-hand manipulation applications. DRL methods have

demonstrated their capability to handle in-hand manipulation tasks [6-8]. The OpenAI

Gym [22] toolkit implements challenging in-hand manipulation tasks [10] with the Shadow

robot hand as a standard benchmark.

3.3.2 E�orts to Improve Manipulation Stability

Recent research e�orts to improve manipulation stability are applied in two ways. The

�rst one is to design the reward function. Even with a dense reward for the task objective,

[6] still uses a sparse reward that gives a huge penalty if the object dropped to improve the

manipulation stability. Due to the di�culty in de�ning and learning, although it is desired

[6], the dense reward that directly constrains the manipulation behaviors are rarely

studied. The other form to improve the manipulation stability is to increase the robustness

of the control policy using methods like Domain Randomization [23]. The idea is to add

instability (random disturbance and noise) to the environment parameters, including

observation, control signal, object size, weights, friction, etc. There are other approaches to

address instability in the real world. For example, when transferred to the real world, [6]

slows down the control frequency to ensure that the robot can accurately follow the policy

command and improve stability. In [24], the policy was initialized with human

demonstrations, which are intentionally slowed down when prepared, so as the policy.

However, all these approaches are trying to bypass the unstable manipulation behavior

learned by the policy other than directly helping the policy to learn stable behaviors.

Constrained behaviors learning, such as stable in-hand manipulation are rarely studied.

3.4 Methodology

This section introduces the de�nition of multi-agent in-hand manipulation and the

agent representation in 3.4.1. The development of the FMSR is explained in 3.4.2. The IS

method is shown in 3.4.3.
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3.4.1 Multi-Agent Modeling and Representation

The learning framework in this work is based on the MAGCLA algorithm developed in

previous work [11]. MAGCLA model the multi-agent in-hand manipulation as a Markov

game [25], a multi-agent extension of the Markov Decision Process [26]. The Markov game

contains N agents, a set of action spaceA1; : : : ; AN , and a set of observationsO1; : : : ; ON

that are assigned to each agent. Each agent follows a policy� � i : Oi � A i 7! [0; 1]. A state

S is de�ned to describe the Markov game. The execution of all agents' actions produces

the transition to the next state by following the state transition function

� : S � A1 � : : : � AN 7! S0. For multi-agent in-hand manipulation, the action spaceA i of

agent i is based on the hand partitions (Figure 3.2). In this work, we assign each agent to

control one of the �ngers and an additional agent to control the wrist. The observable state

is denoted asx, including the positions and velocities of the robot's joints and the

Cartesian position and rotation of the object represented by a quaternion as its linear and

angular velocities. The action and state spaces are normalized to� 1 to 1 for stable

training and to avoid over �tting.

3.4.2 Finger-Speci�c Multi-Agent Shadow Reward

For a multi-agent setup, we de�ne the local state-action occupancy measure� �
i (si ; ai )

for agent i as:

� �
i (si ; ai ) =

TX

t=0


 tP
�
st

i = si ; at
i = ai

�
� � i ; s0

i 2 �; g 2 G
�

(3.1)

wherei 2 [1; 2; : : : ; N ] is the index for N agents,� i is the policy for agenti , s0
i is the initial

state sampled from distribution� , g is the goal sampled from distributionG. 
 is a

discount factor, t is the time step, andT is the maximum time step. P is the probability

distribution that the agent choose actionai at state si in time t when start with policy � i ,

initial state s0
i , goal g. A shadow reward functionFi for agent i is de�ned based on the

local state-action occupancy asFi (� �
i (si ; ai )).
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Figure 3.2 An illustration of the multi-agent approach with FMSR and IS. The critic of
each agent has a global observation to the robot hand and all actions of other agents. The
actor of each agent can observe the actions of its neighbors. The shadow gradient
calculated to update the critics. The IS method is applied across actors. The connection in
this �gure is designed for simplicity and ease of reading, which do not correspond to the
actual settings.

The detailed stability-related shadow reward function will be explained in 3.5.2 for

easier organization. A shared task-related reward function is designed for each agent based

on the state and actionr i : � A i 7! R, to help the agents to understand the task objective.

The agent i should maximize its expected total reward:

Ri =
TX

t=0

�

 t r t

i + �F i (� �
i (si ; ai ))

�
(3.2)

where� is a scalar to weigh the shadow reward. FMSR adopts the deterministic policy

gradient [36] method for continuous action space. For each agenti , we train a continuous

actor � � i , where� i is the network parameters to maximize the objective function:

J (� � i ) = Es� p� [Ri ] (3.3)

wherep� is the state distribution. We can write the Q function to predict the potential

state-action value of the agenti as:
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Q�
i (si ; ai ) = E

"
TX

t=0


 t r t
i + "F i

�
� �

i

�
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i ; at
i

��
j� i ; s0

i 2 �; g 2 G

#

(3.4)

The gradient of the actor can be calculated as:

r � i J (� � i ) = Ex;a D [r � i � � i (ai ) r ai Q
�
i (si ; ai )] (3.5)

whereD is the replay bu�er which contains a transition tuple (x; x0; a1; : : : ; a6; r1; : : : ; r6).

With the chain rule, the di�erentiation of shadow reward Fi (� �
i ) with respect to � i is:

r � i Fi (� � � i ) = E

"
TX

t=0


 tQ�
i

�
st

i ; at
i

�
r � i log� � i (a

t
i js

t
i )j� � i ; s0

i 2 �; g 2 G

#

(3.6)

The critic is updated by minimizing the loss function:

L (� i ) = Ex;a;r;x 0 [Q�
i (si ; ai ) � y]2 (3.7)

wherey = r i + "F i (� �
i (si ; ai )) + 
Q � 0

i (s0
i ; a0

i ). � 0 is the target policy with delayed

parameters� 0 for stable updating.

3.4.3 Information Sharing

In a multi-agent setup, because the in-hand manipulation task requires seamless

cooperation during the manipulation process, all policies must follow the same pace to

increase their performance, which means consensus training for all agents. To achieve this,

we �rst use our experience synchronization method [11], which synchronizes the replay

bu�er for all agents and trains the policies with the same experience period when updating

networks. Then, we further enable the IS method across neighbor agents so that the

neighbor agents can directly share gradient information for policy updates. In literature, IS

is employed to di�use information between agents across time while optimizing their local

policy [27, 28]. This scheme originates in 
ocking [29] and gossip protocols [30, 31], and

may be interpreted as an approximate enforcement strategy for equality constraints of the
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network parameters held by distinct agents [18].

In this work, a right-side Shadow hand is used in the experiment. The gradient

information is shared in clockwise order. The thumb and little �nger are considered

neighbors to ensure information e�ectively propagates across agents in a loop. It should be

noted that more information sharing formation is possible, which will be studied in future

research. All agents perform a simple weighted averaging step using mixing matrix M, a

symmetric doubly stochastic matrix that respects the edge connectivity" of the graph

based on the �nger relation. When agents execute information per step k, the shared

gradient is computed as:

� 0k+1
i =

X

f j :( j;i )2 "g

M (j; i )� k+1
i (3.8)

After IS, each agent's target policy� i
0 are updated at the end of every epoch as:

� i
0  � � i + (1 � � ) � i

0 (3.9)

where� is the learning rate, the overall proposed FMSR and IS are summarized in

Algorithm 3.1 (Figure 3.3), which proceeds in four stages: (1) approximate occupancy

measure to obtain the shadow reward; (2) critic updates; (3) information sharing; and (4)

actor updates.

3.5 Experiments

3.5.1 Task Design

The FMSR and IS will be evaluated in a simulated environment for easy training and

testing. Speci�cally, we use the Shadow hand environments with 92 tactile sensors from the

OpenAI Gym platform, which runs on the MuJoCo [33] physics simulator. We partition

the Shadow hand into 6 agents, 5 agents control each �nger, and the additional agent

controls the wrist. Based on the hand partition, the 6 DRL agents are wrist (2 DoFs),

thumb (5 DoFs), index (3 DoFs), middle (3 DoFs), ring (3 DoFs), and little (4 DoFs).
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Figure 3.3 FMSR and IS algorithm.

The IS method is applied across all �ngers. Two in-hand manipulation environments

((Figure 3.4, Figure 3.5)) are designed to evaluate the generalizability of our methods in

di�erent tasks:

Block manipulation: A block is placed on the hand's palm with a random initial pose.

The task is to manipulate the block around the Z axis to achieve the target pose.

Egg manipulation: The task is similar to block manipulation, but an egg-shaped object

is used.

During training, a goal is considered achieved if the di�erence in the rotation is less

than 0.1 rad. During testing, the criterion changes to 0.4 rad. Such a setting helps the

policy achieve higher performance in training. The agents are running at a time step of

0.04s. The policies are trained with the Message Passing Interface (MPI) [32], a parallel

training tool that can run multiple DRL training threads to accelerate the experience

collection process. The PC hardware for training includes an Intel 12900K, an Nvidia
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RTX3080ti, and 64 GB of RAM. Most hyperparameters are from [10], but with changes to

the number of MPI workers to 4, total epoch to 400, cycles per epoch to 25, and batches

per cycle to 25 for less training time.

Figure 3.4 The task is to manipulate the block around the Z axis to achieve an randomly
generated target pose (shown on the right of the hand).

Figure 3.5 The task is to manipulate the egg around the Z axis to achieve an randomly
generated target pose (shown on the right of the hand).

3.5.2 Shadow Reward Design

The �nger-speci�c reward is constructed based on multiple reward components. We

�rst design the task objective reward component as:
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R1 = � j zt � zgj (3.10)

wherezt is the object's rotational position,zg is the goal position,R1 provides a penalty

signal based on the distance between the object's current and goal positions.

Two shadow reward components are designed to help the policies learn stable

manipulation behaviors. The �rst component constrains the safe region by limiting the

object to stay in the center area of the palm, which is de�ned as:

R2 = F1 (� � ) = � log
�
� �

� �S
�

+ 0:1
�

; �S 2 j � � cj2 < � (3.11)

where �S de�nes the safety area, which satis�es the condition that the distance between the

object's center position� and the palm centerc is less than threshold� . The coe�cient 0 :1

is to avoid the safety region dominant the reward signal.

The second component constrains the number of contact points based on the rationale

that the more contact points with the object, the more stable the manipulation is. Instead

of directly de�ning the reward based on the number of contacts, we still construct it as a

shadow reward component based on the state-action occupancy measure, which does not

directly constrain the number of contact points but provides a reward or penalty based on

the probability of state-actions pairs that generate more contact points. This shadow

reward component is de�ned as:

R3 = F2 (� � ) = � log

 
X

s;a

� � (s; a)g ' j (s; a)g + 0:1

!

(3.12)

where ' j (s; a)g = 1 if the number of contact points is larger than threshold� . In this

work, we set� = 10, which means 10 tactile sensors among the total 92 sensors should be

activated during the manipulation. We can specify the reward function for every agent

with the three reward components. We de�ne the reward function for the wrist as:
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R 1 =
X

(R1; R2; R3) (3.13)

which means the wrist will learn all three objectives as it controls the palm movement and

a�ect the whole hand's dynamics. The thumb and little �ngers share the reward:

R 2 =
X

(R1; R2) (3.14)

Based on previous studies (Chapter 2), the thumb and little �ngers contribute more than

other �ngers to manipulating rotational tasks with active contacts. Thus, we expect these

two �ngers focus on learning the task objectives and also keep the object within the safe

area. The index, middle, and ring �ngers tend to contact the object to avoid the object

falling passively. Thus, we de�ne their reward as:

R 3 =
X

(R1; R3) (3.15)

3.5.3 Evaluation Metrics

The following con�gurations were implemented for the ablation study and compared

with baselines: 1) Dense+FMSR+IS, 2)Dense+FMSR, 3)Dense, and 4)Sparse.

These experimental setups allow us to compare and test our two separate methods,

FMSR and IS. Comparing 1) and 2) evaluate the improvements of the IS. Likewise, we

compare 1) and 3). Lastly, we compare the improvements FMSR+IS has to the sparse

reward with 1) to 4).

During the training process of the above methods, the validating set contains unlimited

trials with target positions that are randomly generated within the range of (� �; � ) rad.

Instead of logging the episode reward and average reward, the task success rate of the

target policy is recorded at the end of each epoch for a direct and unbiased comparison.

The success rate is the percentage of successful cases in a validation set with 50 trials. Each

trial has randomly generated initial and target poses. Each con�guration is trained 3 times,
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each time with 400 epochs, to obtain the statistical results. A testing set is also generated,

containing 100 trials with random target poses and initial poses unseen in training and

validation. The testing set is reused in all evaluations for a reproducible comparison.

To test the manipulation stability, we use the following objective evaluation metrics:

Success rate in the testing set.We still want to evaluate the task performance of the

trained policies as it's learning stable manipulation behavior. We expect performance

sacri�ce compared to training without shadow reward. However, it is worth analyzing the

performance di�erence for future studies to improve manipulation stability while

maintaining task performance.

Number of contact points.Compared to the distance between the object's center to the

palm center, this measure can be directly read from the tactile sensors, which is more

practical and reasonable for future evaluation on the physical robot hand. Two measures

will be collected: one is the average number of contact points for a single episode over the

testing set, which helps quantify the overall manipulation stability; the other is the

temporal number of contact points, which helps to analyze the manipulation behavior in

the time domain.

Measures of dynamic manipulation stability.In-hand manipulation is a dynamic control

process in the time domain, making the manipulation stability vary when the robot

interacts with the object. Evaluating the manipulation stability in the time domain from

the initial to the target state is necessary. Thus, we adopt the following measures from the

literature [34] to objectively assess the policy behavior regarding how the hand grasps the

object. The �rst two measures are the minimum singular valueQMSV and the derivative

Q0
MSV . QMSV is de�ned as:

QMSV = � min (GS) (3.16)

whereGS is a grasp matrix de�ned in [34] to describe the relationship between forces at

the contact points, the total wrench applied on the object, and the relation between
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velocities at the contact points and the twist, the smallest singular value of the grasp

matrix GS is a quality measure that indicates how far the grasp con�guration is from

falling into a singular con�guration [35]. A largeQMSV leads to a better grasp. The

derivative Q0
MSV indicates how fast the grasp con�guration is changing. A smallQ0

MSV

means a more stable dynamic grasp. The third and fourth measures are the volume of the

wrench ellipsoidQV EW and the derivative Q0
V EW . QV EW is de�ned as:

QV EW =
p

det (GGT ) = � 1� 2 : : : � d (3.17)

where� 1� 2 : : : � d denoting the singular values of the grasp matrixG. This measure

indicates the global contribution of all contact forces, which considers all the singular

values with the same weight and must be maximized to obtain the optimum grasp. It's

derivative Q0
V EW also indicates how fast the grasp con�guration is changing in the wrench

space. A smallQ0
V EW is preferred. The last measure is the average distance between

contacts to the object centroidQDCC , which is de�ned as:

QDCC =
1
n

nX

i =1

dist (ci ; cm ) (3.18)

wheredist(ci ; cm ) calculates the distance between contact pointsci and the object mass

center cm . QDCC indicates the compactness of power grasp. A smallQDCC means the hand

is grasping the object �rmly with the minimized e�ect of inertial and gravitational forces,

which is considered stable.

Failure type: The failure type of the policy learned by the dense and sparse reward will

be compared. First, we must understand the de�nition of success and failure in our tests.

Success means the policy completes the task in a de�ned number of steps for DRL training

and testing. The failure means the policy failed to achieve the task objectives in a de�ned

number of steps. In our case, task success is simply the robot hand rotating the object

from the initial to the target position. Likewise, the task failure is the robot fails to do so.
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However, as we studied the trained policies' manipulation behaviors, we realized that the

dense and sparse policies share the same criterion when task success, with di�erent

manipulation stability. However, the failure cases of dense and sparse policies are

signi�cantly di�erent. To demonstrate the di�erence, we categorize the failure into two

types. One is calledIncomplete (Figure 3.6), and the other is calledDrop (Figure 3.7). In

the incomplete failure type, the hand stop manipulates the object but does not reach the

target. The object falls o� the hand during manipulation in the drop failure type. For the

incomplete type, because the object is not falling o�, it is possible to reset the hand

con�guration in real-world scenarios to redo the task. The object will not be damaged.

The object falls o� the hand for the drop type, which cannot be recovered with a simple

reset. The damage will be expensive in real-world situations like manipulating fragile and

high-value objects (e.g., jewelry, electronics). Thus, the failure type incomplete is preferred

over the failure type drop.

Figure 3.6 Failure type: incomplete, when the episode terminates but still not reach the
target.

3.6 Results and Discussion

3.6.1 Training Process

The results of the training process are shown in Figure 3.8 and Figure 3.9. We only

show the training curves for dense reward functions for a fair comparison. The comparison
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between dense and sparse rewards can be found in [10]. Overall, the rotating block task is

more di�cult than the rotating egg task. The block's plane surface and sharp edges easily

cause slippery movement and object falling. In contrast, the egg object has a symmetric

shape and continuously curved surface, making the grasp more stable and easier to

manipulate.

Figure 3.7 Failure type: drop, where the object falls o� the hand during manipulation.

The multiple training processes in both tasks show consistent learning curves for all

con�gurations. With a strict success criterion, Dense+FMSR+IS (blue) has the highest

learning speed and converged success rate compared to other con�gurations. The baseline

Dense (green) has the lowest learning speed and converged success rate. Dense+FMSR

(yellow)'s learning speed and success rate are higher than the baseline Dense (green) when

disabled IS. Interestingly, the baseline methods Dense+FMSR (yellow) and Dense (green)

achieved lower performance in the egg rotation task. A potential reason is that the egg

used in the experiment is smaller than the block, making it harder to maintain a stable

grasp during manipulation, thus increasing the di�culty of learning the stable

manipulation behavior.

Comparing Dense+FMSR+IS (blue) and Dense+FMSR (yellow) proves that sharing

the gradient information across neighbors can signi�cantly bene�t the training. Comparing

Dense+FMSR (green) and Dense (yellow) shows that the shadow reward constraints have
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no negative e�ects on learning e�ciency but slightly increase it, proving the shadow reward

is an appropriate behavior constraint.

Figure 3.8 The training process in the block rotating task. Dense+FMSR+IS (blue) has
the highest learning speed and converged success rate compared to other con�gurations.
The baseline Dense (green) has the lowest learning speed and converged success rate.
Dense+FMSR (yellow)'s learning speed and success rate are higher than the baseline
Dense (green) when disable IS.

3.6.2 Statistical Results

Table 3.1 shows the results of task performance and manipulation stability measures'

results. The highest success rate among the trained policies for each con�guration is logged.

Success rate in the testing set.Dense+FMSR+IS achieved the highest success rate in

both tasks among all the dense reward con�gurations. It is slightly lower than the sparse

reward con�guration, which matches our expectations due to the constrained search space.

However, the later behavior analysis will reveal the necessity of performance sacri�ce for

stable manipulation.

Number of contact points.Table 3.1 shows the total number of contact points.

Dense+FMSR+IS achieved around 20% higher number of contacts than other baseline
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methods, which means higher manipulation stability. The temporal contact will be shown

in the next subsection.

Figure 3.9 The training process in the egg rotating task

Measures of dynamic manipulation stability.On average, the Dense+FMSR+IS

achieved a larger minimum singular valueQMSV , the larger volume of the wrench ellipsoid

QV EW , also proving the higher manipulation stability compared to other methods. For the

�rst-order derivative Q0
MSV and Q0V EW , Dense+FMSR+IS has a lower rate of change

except theQ0
MSV in the egg rotation task. A possible explanation is that the egg task is to

rotate around the Z axis, and the round button of the egg is naturally unstable. The robot

needs extra e�ort to keep the egg stay in the vertical position. This behavior is re
ected in

the higher changing rate inQMSV . However, it won't a�ect the manipulation stability

much since theQMSV is much higher than other methods. Lastly, Dense+FMSR+IS

achieved lowestQDCC , showing signs of stable power grasp.

3.6.3 Manipulation Stability Analysis

We analyze the manipulation stability of all the trained con�gurations in the time

domain. All the plots are generated in the same testing case. More videos can be found in
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the supplemental materials.

The QV EW , Q0
V EW , QMSV , Q0

MSV for the block rotation task are shown in Figure 3.14,

Figure 3.15, Figure 3.16 and Figure 3.17. TheQV EW , Q0
V EW , QMSV , Q0

MSV for the egg

rotation task are shown in Figure 3.18, Figure 3.19, Figure 3.20 and Figure 3.21.

Dense+FMSR+IS keeps consistent highQV EW for both block and egg rotation task. The

block test took less time because the target position was randomly generated. ForQ0
V EW ,

Dense+FMSR+IS and Dense+FMSR need less adjustment during the manipulation. Due

to unstable manipulation, the Dense policy applied large impulses to change the grasp

con�guration. Dense+FMSR+IS has a constant highQMSV in block and egg test, but the

egg test shows a drop inQMSV which corresponds to the large variance inQ0
MSV . This is

because the hand needs to readjust the grasping con�guration from dynamic manipulation

to static grasping as the task is nearly completed, making the stability drop during the

adjustment. Figure 3.10 and Figure 3.11 show the temporal number of contact points for

the block and egg rotation tasks. Dense+FMSR+IS can keep more than 10 contact points

during manipulation for tests most of the time. In the last two plots, Figure 3.12 and

Figure 3.13 show the average distanceQDCC for the block and egg rotation tasks.

Dense+FMSR+IS outperform the baseline methods with a much smallerQDCC when

achieved the target position.

Table 3.1 Task Performance and Manipulation Stability Measures over 100 Trials (B means
block, E means egg, SC means success rate, TC means total contacts)

SR TC QMSV QV EW Q0
MSV Q0

V EW QDCC � 10� 3

FMSR+IS 86% 7614� 331 919� 145 2644� 223 10� 60 61� 173 6.9� 2.4
FMSR 67% 5787� 251 667� 245 1558� 247 58� 122 91� 171 15.6� 3.6
Dense 61% 5359� 263 434� 85 1276� 275 36� 70 128� 269 17.6� 5.3

B

Sparse 92% 5621� 451 441� 178 1685� 436 48� 82 86� 131 19.3� 9.2
FMSR+IS 91% 6595� 374 1072� 173 2175� 251 55� 152 125� 276 3.8� 2.5

FMSR 43% 5846� 269 912� 151 1714� 304 38� 101 129� 212 6.5� 3.3
Dense 35% 5624� 203 707� 80 1266� 341 23� 68 191� 245 8.1� 1.9

E

Sparse 94% 6019� 496 764� 213 1584� 396 67� 94 168� 218 5.9� 4.1
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Figure 3.10 The temporal number of contacts for the block rotation tasks

Figure 3.11 The temporal number of contacts for the egg rotation tasks

3.6.4 Compare Dense and Sparse Reward

In Table 3.1, the task performance of the sparse reward policy is higher than

Dense+FMSR+IS. Although Dense+FMSR+IS has much higher manipulation stability in

the evaluation metrics, people may argue why not use a sparse reward function since it

performs better. In the author's opinion, we cannot simply choose one approach over others

according to the task performance. Multiple criteria must be considered for real-world

applications when choosing dense or sparse rewards. In this section, we look deeply into

the manipulation behaviors of the policies trained with dense and sparse rewards.

58



Figure 3.12 The average distanceQDCC for the block rotation tasks

Figure 3.13 The average distanceQDCC for the egg rotation tasks

To statistically compare the failure di�erence, we test the policies trained with

Dense+FMSR+IS and Sparse with 500 trials. The results are shown in Table 3.2. In both

tasks, Dense+FMSR+IS has slightly more failures than Sparse. However, considering the

percentage, Dense+FMSR+IS only has a 1:6% and 0% drop rate in block and egg tasks.

Considering the number, Dense+FMSR+IS only dropped the object once over 1000 trials,

and the Sparse policy dropped 29 times. The results further prove the importance of

manipulation stability. We can conclude that when task success is the priority, train the

policy with sparse reward. When regulating manipulation behavior, train the policy with

the proposed shadow reward approach.
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Table 3.2 Compare Failure Types of Dense and Sparse Reward over 500 Trials

# of Failures Incomplete Incomplete Rate Drop Drop Rate
Dense+FMSR+IS 61 60 98.4% 1 1.6%

Block
Sparse 42 26 61.9% 16 38.1%

Dense+FMSR+IS 53 53 100% 0 0
Egg

Sparse 37 24 64.9% 13 35.1%

Figure 3.14QV EW for the block rotation task

Figure 3.15Q0
V EW for the block rotation task
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Figure 3.16QMSV for the block rotation task

Figure 3.17Q0
MSV for the block rotation task

Figure 3.18QV EW for the egg rotation task
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