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SUMMARY

The understanding of quantum many-body systems is at the core of various quantum technologies that could
revolutionize our society, including quantum computing and quantum simulation in particular. This thesis focuses on
practical applications of machine learning to the simulation, control, and understanding of quantum manybody
systems. First, variational learning using artificial neural networks is leveraged to achieve efficient classical
simulation of quantum many-body systems and is further developed to allow GPU accelerated computing. Second, a
machine learning based quantum optimal control algorithm is developed to design speed-optimized quantum gates
for a superconducting qubit based quantum computer. Its advantage over conventional algorithms is demonstrated
both theoretically and experimentally. Third, unsupervised machine learning is applied to identify complex quantum
phase transitions. A specific method known as diffusion map is shown to be capable of learning a wide range of
non-trivial quantum phases and is applicable to state-of-art quantum simulation experiments. Finally, a new quantum
state tomography protocol based on supervised machine learning is developed, which outperforms many existing
protocols especially for states generated by one-dimensional noisy quantum computers. Each of these achievements

is integral to the development of quantum technologies in realistic settings.
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ABSTRACT

The understanding of quantum many-body systems is at the core of various quantum technologies that could
revolutionize our society, including quantum computing and quantum simulation in particular. Machine learning
promises to be a versatile tool for tackling challenges slowing the development of such quantum many-body
applications. In particular, this thesis focuses on practical applications of machine learning to the simulation, control,
and understanding of quantum many-body systems.

The exponential scaling for solving the time-independent Schrédinger equation motivates the use of efficient and
approximate state solvers as generic exact classical solutions are intractable. Approximate ground-states are found by
sequentially following the energy gradient of the approximation until the lowest possible energy and best
approximation is found. In particular, a machine learning inspired approach that approximates the quantum state as
an artificial neural network is focused on. These flexible models are shown to excel at representing states on 2D
frustrated quantum lattices. While flexible, the approach relies on sampling the approximate state. The originally
utilized Metropolis-Hastings sampling technique is slow, sequential, and exhibits auto-correlation between samples.
The speed and accuracy of the sampling step is significantly improved by recasting the wavefunction to a conditional
form. This enables the use of the fully parallel autoregressive sampling technique which is shown to run 100x faster
on a GPU as compared to a CPU. Such GPU accelerated efficient simulation of quantum many-body systems with
artificial neural networks is a flexible and fast tool that will undoubtedly prove useful for modeling and understanding
novel quantum many-body systems.

The following section of the thesis focuses on a machine learning based quantum optimal control algorithm
developed to design speed-optimized quantum gates for a superconducting qubit based quantum computer. Quantum
gates perform logic operations on qubits necessary for quantum computation. The quicker such gates can be
implemented before quantum states are washed away by decoherence, the more complex computations can be
performed. Therefore, the development of fast gates is pivotal to increasing quantum computational capabilities and
the theoretical speed limit of select gates is investigated experimentally on superconducting qubits. The
superconducting qubits are subject to both a static interaction Hamiltonian and drive Hamiltonian wherein
electromagnetic pulses are applied. Our optimal control algorithm finds the optimal pulses for the drive Hamiltonian
such that the effect of the target gate is recreated. The optimized pulses are shown to be useful in the experimental
realization of fast as possible two-qubit gates. Furthermore, our optimal control algorithm’s advantage over
conventional algorithms is demonstrated both theoretically and experimentally.

Next, unsupervised machine learning is applied to identify complex quantum phase transitions. When the

classical modeling of a system fails, quantum simulation is the last resort. But as the measurements of such quantum
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simulators must be repeated many times and exist in a large dimensional state space, it can be challenging to interpret
the data and extract relevant physical features without any a-priori understanding. In such instances, unsupervised
learning is a vital tool as it is capable of reducing the dimensions of the data for better visualization as well as
automatic separation, feature extraction, and clustering of the data. We begin our investigation with the highly
interpretable linear unsupervised algorithm, principal component analysis, which we show can be used for significant
dimensionality reduction and phase transition estimation of frustrated 2D quantum lattices. The samples for the 2D
lattices are generated with the aforementioned artificial neural network approximations. Then, with exact sampling, a
specific nonlinear unsupervised method known as diffusion map is shown to be capable of learning a wide range of
non-trivial quantum phases and is applicable to state-of-art quantum simulation experiments.

Finally, we develop a new quantum state tomography protocol based on supervised machine learning, which
outperforms many existing protocols especially for states generated by one-dimensional noisy quantum computers.
Brute force quantum state tomography requires a number of repeated measurements that scales exponentially with
the system size. Fortunately, this cost can be circumvented by postulating a functional form for the quantum state
reconstruction that restricts the search space and enables efficient quantum state tomography. There are many
functional forms for the reconstruction, each of which excels at reconstructing states with a particular structure and
may struggle otherwise. Our investigations focus on realistically structured mixed-states, in particular states
generated by near term noisy 1D quantum computers. The matrix product operator form is highlighted as exceptional
for this use case and is used to reconstruct such realistic quantum states. Our quantum state tomography protocol
starts by initializing the matrix product operator using a compressed sensing inspired reconstruction algorithm called
tensor-train cross approximation. The number of measurement bases required by the reconstruction scales linearly
with system size - significantly reducing the exponential bases cost of tomography. Moreover, we show that the
reconstruction can be improved with a subsequent supervised learning step that leverages the full statistics of the
measurements used in the initialization. Importantly, this adds no experimental measurement cost. The full protocol
therefore reconstructs realistic quantum states of 1D quantum systems with high fidelity requiring a number of basis
measurements that scales only linearly with system size.

Classical approaches that can efficiently model and reconstruct quantum systems without an experimental or
computational cost that scaling exponentially with system size are necessary to characterize, understand, and
precisely control near term quantum devices. Where and when such methods fail, we must rely on quantum
simulators and what can be learned from them. Machine learning - with a suite of optimization protocols as well as
flexible, compact, and noise resilient models and powerful nonlinear feature extraction and dimensionality reduction
techniques - is well poised to assist in both these endeavours. The development of such machine learning tools is

integral to the advancement of quantum technologies in realistic settings and is the overarching focus of this thesis.



TABLE OF CONTENTS

ABSTRACT . . . . . e iv
LISTOF FIGURES . . . . . . e e e s e e e s s s ix
LIST OF ABBREVIATIONS . . . . . . o e e XV
ACKNOWLEDGMENTS . . . . . . s e e e XVvi
CHAPTER 1 INTRODUCTION . . . . . . . e e e e s e e e 1
1.1 Machine Learning . . . . . . . . . . .. e e e e 3
1.1.1  Supervised Machine Learning . . . . . . . . . . . . . ... 4

1.1.2  Reinforcement and Variational Learning . . . . . . . .. ... ... ... ... .. ...... 4

1.1.3  Unsupervised Machine Learning . . . . . .. ... ... ... ... .. ... ... 5

1.2 Quantum Many-body Systems . . . . . . . . ... e 5
1.2.1  Qubits, Qubit States, and Composite Qubit Systems . . . . . . . .. ... ... ... ... .. 5

1.2.2  Qubit Measurements - The Fundamental Input . . . . . . .. .. ... ... ... ...... 7

1.2.3  The Time-Independent Schrédinger Equation . . . . . . . . ... ... ... ... .. ..... 10

1.2.4  Quantum Phases and Phase Transitions . . . . . . . ... .. ... .. ... . ... . ..., 12

1.2.5 Ensembles of Quantum States and the Density Operator . . . . . . . .. ... ... ...... 13

1.2.6  Quantum State Tomography . . . . . . . . . . . . . e 14

1.3 Sampling . . . . . .. e 15
1.3.1 Metropolis-Hastings Sampling . . . . . . . . . . . ... e 16

1.3.2  Autoregressive Sampling . . . . . . . ... e 17
CHAPTER 2 VARIATIONAL LEARNING OF QUANTUM MANY-BODY STATES . .. ... ... . ... 19
2.1 The Variational Method . . . . . . . . .. 19

2.2 Neural Quantum State ANSatze . . . . . . . . . . v e e e e e e e e e e e 20
2.2.1 Restricted Boltzmann Machine . . . . . . .. ... ... 22

2.2.2  Quantum Neural Autoregressive Density Estimator . . . . . . .. ... ... ... ....... 24

2.3 GPU Accelerated Training . . . . . . . . . . . e 26

Vi



2.4 Matrix Product States . . . . . . . . 28
2.5 Simulation Results and Comparison . . . . . . . . . . 28
CHAPTER 3 DESIGNING SPEED-OPTIMIZED TWO-QUBIT QUANTUM GATES . . . . ... ... ... 33
3.1 \Variational Pulse Optimizer . . . . . . . . . . 34
3.2 Experimental Setup . . . . . . e 35
3.3 Optimization Results and Benchmarking . . . . . . . . . . . . .. .. . ... . ... . . .. . 36
3.4 Error Analysis . . . . .. 38
3.5 Conclusion . . . . .. 40
CHAPTER 4 UNSUPERVISED LEARNING OF QUANTUM PHASE TRANSITIONS . . . . ... ... .. 41
4.1 Principal Component Analysis . . . . . . . . L 42
4.2 Nonlinear Dimensionality Reduction: Unsupervised machine learning of quantum phase transitions
using diffusion maps . . . . . .. e e e 50
421 IntroduCtion . . . . . . . L 50
4.2.2 Learning Symmetry Breaking Phases . . . . . . . . . .. ... 53
4.2.3 Learning Valence-bond Solid Phase Transitions . . . . . . . .. ... ... ... ........ 58
4.2.4 Learning Many-body Localization . . . . . . . ... .. ... 62
425 Conclusionand Outlook . . . . . . . . . ... 65
CHAPTERS5 MACHINE LEARNING ASSISTED QUANTUM STATE TOMOGRAPHY . . . . ... .. .. 67
5.1 Matrix Product Operator . . . . . . . . . 0 69
5.1.1 Local Basis Unitary Transformation . . . . . . . . .. .. ... . .. ... ... ..., 70
5.1.2 Pauliand Random Basis Measurements . . . . . . . . . .. ... 70
5.2 Singular Value Thresholding . . . . . . . . . . 71
5.3 PauliBasis MPO . . . . . . . 75
5.3.1 Mixture of MPS . . . . . e 76
5.3.2 Efcient MPO to MPO Distance Measure . . . . . . . . . . . . v i i it 77
5.4 Cross-Approximation MPO Initialization . . . . . . . . . .. ... . ... . 78
5.4.1 ErrorScaling Analysis . . . . . . . L 84
5.4.2 Improvements using supervised machinelearning . .. ... .. ... ... ... ....... 86

vii



CHAPTER 6 CONCLUSION AND OUTLOOK . . . . . . e 88

6.1 ConcClusion . . . . . . . 88
6.2 Outlook . . . . . 91
REFERENCES . . . . . . e 94
APPENDIX A LEARNING QUANTUM PHASE TRANSITIONS USING COMPLEX NETWORK
MEASURES . . . . . e 106
APPENDIXB COPYRIGHT PERMISSIONS . . . . . . . e e 110
B.1 APS PermissionforPRLReuse . . . . . . . . . . . . e 110

viii



Figure 1.1

Figure 2.1

Figure 2.2

Figure 2.3

Figure 2.4

Figure 2.5

Figure 2.6

Figure 2.7

Figure 2.8

Figure 2.9

LIST OF FIGURES

lllustration of the Bloch Sphere representing a qubit state. Creative Commons. . . . . . ... . .. 7

Schematic of a feedforward neural network quantum state architecture. The network must have
a number of inputs equal to the size of the sysirand must output a single complex
coefcient  (S). . . . . . . e e e 21

RBM architecture. . . . . . . . . . e e e e 23

Feed Forward Neural Network parameterizing a Quantum Neural Autoregressive Density
Estimator (QNADE). The output layer must be of sizer 2N , and masking of the input layer is
used to enforce the autoregressive property (as represente@dby. . . . . . .. ... ... ... 25

QNADE autoregressive sampling and conditional wavefunction optimization routine speedups
with 100 training epochs run on a free Google Colab notebook. Shown are the computational
wall times of the algorithm run on the CPU divided by the wall time when run on the GPU. This
speedup ratio is calculated for a constant sample size of 10000 (a) and a constant system size of
10 qubits (b) while varying the system and sample sizes, respectively. . . . . . . ... ... .... 27

QNADE autoregressive sampling and conditional wavefunction optimization routine speedup
using an Ampere A100 GPU versus an Intel i9-9880hk CPU with a boosted clock speed of
5GHz. Again, this speedup ratio is calculated for a constant sample size of 10000 (a) and a
constant system size of 10 qubits (b) while varying the system and sample sizes, respectively. . . . 28

The energy (a) and relative error between RBM and MPS methods (b) of the 1D TFIM

Eq. (1.15) ford = 1. The RBM optimization hyper-parameters used weeg = 0:1, =0:03,

2e+5 samples, and 500 iterations. The MPS hyper-parameters used are a max bond dimension of
50 and an energy variance toleranceof 1e-9. . . . . . . . . .. ... ... e 29

The energy (a) and error (b) of the 1D X8Z 1 Hamiltonian withJ = 1. The RBM

optimization hyper-parameters used wefgy = 0:1, = 0:01;0:03; 0:1 (all corresponding to

different runs), 2e+5 samples, and 2000 iterations. The MPS hyper-parameters used are a max

bond dimension of 200 and an energy variance toleranceof1e-9. . . . . ... ... ... ... .. 30

The energy (a) and error (b) of the Cluster Hamiltonian. The RBM optimization

hyper-parameters used wergy = 0:1, =0:01, 2e+5 samples, and 1000 iterations. The MPS
hyper-parameters used are a max bond dimension of 200 and an energy variance tolerance of
1e-0. 30

Convergence of the RBM ansatz to the ground-state energy of the 2D periodic triangular lattice
TFIM. Subplot a) compares the ED to RBM ground-state energies4or 4 lattice, b) shows
the energy difference between the RBM-ED energies - note the order of magnitude of the energy
difference is 10 3. Subplot c) shows the RBM ground-state energy fordhe9 lattice, at
this size there is no exact method we can use to compare to. The RBM hyper-parameters used
here are ¢y =0:1, =0:01, 2e+5samples, and 500 iterations. . . . . ... ........... 31



Figure 3.1

Figure 3.2

Figure 3.3

Figure 3.4

Figure 3.5

Figure 4.1

Figure 4.2

Figure 4.3

(a) Optical micrograph of the experimental chip including qubits, readout resonators, test
Josephson junctions, and test resonators. (b) Zoomed-in view of the two oating qubits. Each
qubit consists of two identical pads (red for the left qubit and blue for the right qubit) and a
Josephson junction connecting the two pads. Each qubit is coupled to its own readout resonator
(green). (c) Grounded circuit model of the capacitively coupled qubits. . . . . . .. .. ... ... 36

The minimum time&g (in units of Ty,y) it takes to achieve a CNOT gateBf> 99% as a

function of yax (in units of g) using either our optimization algorithm (blue curve) or the

GRAPE algorithm in QuTiP (red curve). Both algorithms ie= 16 segments of the drive

pulses an@00random restarts. The GRAPE algorithm in QuTiP can only réach 99%for a

small range of ax values, and even for such values the minimum gate time achieved is

noticeably longer than that from our algorithm. . . . . . . . . ... ... ... ... ........ 37

Experimental measurements of the average gate cﬁéiityinqaoptimized 4-segment drive
pulses , with the target gate being (a) CNOT, (b) SWAP, and @yAP. The red curves
represent experimental measurements while the blue curves represent the exact numerical
calculation ofF without considering any experimental error,.x = 6 MHz for the CNOT gate
and max = 5MHz for SWAP and SWAP gate. The error bars on the red curves represent a
bound on the statistical error of the mean for 500 repeated measurements at each point. . . . . . .

Average gate delitiz (blue curves) between the experimental quantum process and the
corresponding exact time evolution operator generated lﬁy the optimized pulse shapes for a gate
time T, with the target gate being CNOT (a), SWAP (b), an8WAP (c). The horizontal axis is
normalized by the corresponding analytical speed limit for each target gate Eq. (3.7). The red
curves (identical among the subplots but with different time ranges) reveal the average gate
delity between a dark evolution quantum process over timand the corresponding exact time
evolution operator without error and dissipation. . . . . . . . . . .. ... ... ... .. ... 39

Average gate delit{ calculated using the optimized pulse shapes in Figure 3.3, but with
random Gaussian noise %dded to each pulse shape paramgtevith the target gate being

CNOT (a), SWAP (b), and SWAP (c). The blue (red) curves correspond to a standard

deviation of the Gaussian noise@®01 max (0:05 max). - - -« « v v v v 39

Top plot: the eigenvalue spectrum of PCA (eq. 4.1) applied to the non-periodic 1D TFIM

(Eqg. (1.15)). The 2nd and 3rd lowest plots show the eigenvectors of the rst and second
eigenvalues, respectively. Note how the rst eigenvector is nearly constant over the lattice sites,
this corresponds to site magnetization the average of which is the order parameter of the TFIM

as mentioned above. The second eigenvector resembles a Fourier mode with period one over the
lattice agreeing with predictionsof . . . . . . . . ... L 43

The average of the data Xeprojected onto the rst eigenvect@. The 1st eigenvector clearly
acts as the order parameter for this data set and accurately predicts a sharp change in order near
D =lindicatingaQPT.. . . . . . .. .. 43

The values - designated by the color bar - of the rst (a) and second (b) eigenvectors
corresponding to the two largest eigenvalues plotted ol thes4 triangular lattice. Each
eigenvector corresponds to a different order present in the frustrated triangular lattice TFIM .
The “largest' eigenvector (a) corresponds to(th4; %; %) order while the second largest
eigenvector (b) corresponds to thel; 0; 1) order where the valud®; b; § are the values of the
vertices of each triangular unitcell . . . . . . . ... 44



Figure 4.4

Figure 4.5

Figure 4.6

Figure 4.7

Figure 4.8

Figure 4.9

Figure 4.10

Figure 4.11

Figure 4.12

Figure 4.13

Figure 4.14

(a) Top plot: the eigenvalue spectrum of PCA (eq. 4.1) applied to thé4 2D frustrated
triangular lattice TFIM. The 2nd and 3rd plots show the eigenvectors of the rst and second
eigenvalues, respectively. (b) Same, but applied td-tke81 2D frustrated triangular lattice
TRIM. 45

The values - designated by the color bar - of the rst eigenvector corresponding to the largest
eigenvalue interposed on the= 81 triangular lattice. This eigenvector seems to correspond

best to thg 1;0; 1) order, but is a non-trivial deviation from it. If this is indeed the best order
parameter for the QPT in this system, it shows how such dimensionality reduction methods can
potentially help guide and improve theoretical understanding. . . . . . .. ... ... ... .... 45

Projection of the = 81 frustrated triangular lattice TFIM sample data onto the rst two
eigenvectors i.eX g vs X &. The colors indicate the transverse eld strength. . . . . . . .. 46

The average of the data Xeprojected onto the rst eigenvectes for theL =81 2D
triangular lattice TFIM. This methodology for interpreting the PCA results fails to give a clear
prediction of the QPT. . . . . . . . . . . e e e 46

(a) Result of applying the k-means clustering algorithm eq. 4.2 to th&1 2D triangular
TFIM data projected on the rst two PCA eigenvectors Figure 4.6. Here, the data is transformed
asy; = (X &)? andy, = ( X &)? such that the clusters utilize the circular symmetry. (b) We
average the cluster labels assigned to each set of data points corresponding to each transverse
eldstrengthh. . . . . . . . 47

Projection of the = 81 frustrated triangular lattice TFIM sample data onto the rst two
autoencoder latent space eigenvectors. The colors indicate the transverse eld dirength . . 48

Result of applying the k-means clustering algorithm eq. 4.2 to th81 2D triangular TFIM
data projected on the rst two autoencoder latent space eigenvectors, Figure 4.9. Here, the data
is transformed ag; = (X &)? andy, = (X &)? such that the clusters utilize the circular
SYMMELIY. . . . o o o e e e e e e e e e e 49

For the autoencoder data to 2D latent space projection, we average the cluster labels assigned to
each set of data points corresponding to each transverse eld stiength. . . . . . . ... ... 49

Schematic of how the diffusion map reveals the number of clusters formed by the measurement
samples in con guration space. The hyperparametistermines the size of the clusters by
controlling the width of the Gaussian envelope in the kernel function. The qualitative pictures
for the small (. 1=(N In )), intermediate, and large ( 1=In ) regimes are shown. For
suf ciently large , the number of clusters becomesone. . . . . . ... ... ... .. ....... 53

The ground-state phase diagram of the chgdlFIM found by the diffusion map method. The
measurement samples are obtained from the ground-state found using exact diagonalization with
N =12 spins. 500 samples are used for each valdearid . (a) = 0:015 an intermediate
value that reveals all three phases and their boundaries (see Figure 4.16 and for similar phase
diagrams obtained using entanglement entropy). P :075, a large value that causes both the
samples in the PM and IC phases to be grouped into one cluster, while in the FM phase three
clustersare alwaysidentied. . . . . . . . . .. ... e 54

P
The expectation value of, ;=N from Hy (a), the variance of the same quantity (b), and the

correlation between the middle and the end spins y=»i (C) as a function of and . Same as
Figure 4.16N =24 and500samples are used foreachvaludand .. . . ... .. ... ... 55

Xi



Figure 4.15

Figure 4.16

Figure 4.17

Figure 4.18

Figure 4.19

Figure 4.20

Figure 4.21

Figure 4.22

Phase diagrams generated by PCA (a) and auto-encoder (b) applied on the same measurement
samples used in Figure 4.16. The color represents the index attachéd=hg &-means
clustering algorithm on the projected/compressed measurement sample data, averaged over all
measurement samples of the ground state of a particular Hamiltonian. . . . . . . .. .. ... ... 56

(a) Ground-state phase diagrarhl pfobtained by (a) performing diffusion maps with
=0:025 =10 2%°on 500 measurement samples of theperators, and (b) calculating the
half-system entanglemententropy. . . . . . . . . .. 57

Diffusion map of CSB in the long-range XXZ model - grayscale intensity indicates the value
In(1 1) and we plot versus axis measurement angles The invariance of ; on
indicates rotational U(1) symmetry. When the diffusion map becomes degeneratel] at

= 5 itindicates a system degeneracy in the sampled direction - in this case the X-Y plane.
This data was generated with ED on a L=20 chain with 10000 diffusion map samples-ahd . 58

(a) The number of clusters found by diffusion maps when applied to the measurement samples
of theJ;-J, model (seéH ;) as a function of. 1000 samples are used for each valué-of
(J1 = 1), obtained from exact diagonalizationldf with N = 24 spins. (b) An intermediate
( =0:02) is chosen to show that the number of clusters drops at the onset of the valence-bond
phase transition with or without a symmetry breaking perturbation. The error bar shows the
standard error of the mean frod@ repeated sampling processes. . . . . . .. .. .. ... .... 59

(a) Principle values of PCA applied to the same measurement data used in Figure 4.18. (b)
Coef cients of the rst principle component as a linear combination of each spin's
magnetization, which indicates that the rst principle component is an anti-ferromagnetic order
parameter. (c) The average index assigned by k-means clusterink withto the measurement
samples projected onto the rst two principle components, as a functidp.dfl) The dimer
correlationC};,, (r) given by Eqg. (4.4) as a function d§ calculated using the exact ground
state ofH,. Here we sely = 13 andr = 11, consistent with the choiceinRef.. . . . . ... ... 60

(a) The number of clusters identi ed by the diffusion map as a functiong#d on samples
drawn from the single dimer state versus the combined dimer staté\witt24. (b) The ratio
Ps(k)=P.(k) of the probability of nding two samples with a difference lofpins in the single
dimer state to that in the combined dimerstate. . . . . . . . ... ... ... ... ... ...... 62

Number of clusters learned by diffusion maps on the measurement samples of the long-time
dynamical state ofi 3, averaged over 50 disorder realizations. 500 samples are obtained for
N = 16 spins using exact diagonalization. (a) A smalialue (blue curve) leads to the number
of samples decreasing rapidly with increased disorder, while the peak of the number of clusters
with an intermediate value (red curve) reveals the approximate location of the thermal-to-MBL
phase transition. The error bars show the standard error of the mean calculat&@ difierent
disorder realizations areD repeated sampling processes. (b) There exists a range of
intermediate values where the number of clusters peaks near the critical disorder strength. . . . . 63

Number of clusters learned by diffusion maps on the measurement samples of the long-time
dynamical state of Eq. (4.5), averaged over 50 disorder realizations. 500 samples are obtained
for N = 12 spins using exact diagonalization. (a) The number of clusters as a functiob)f
For an intermediate value of( = 0:029), the number of clusters is peaked around the critical
disorderstrength] ¢ =3:8L . . . . . . . . . . e 65

Xii



Figure 5.1

Figure 5.2

Figure 5.3

Figure 5.4

Figure 5.5

Figure 5.6

Figure 5.7

Figure 5.8

Figure 5.9

Random XZ Pauli rotations applied to both the MPO and the target state followed by 20 gradient
descent steps of the KL divergence between the probability mass functions. Subplot (a) uses a
GHZ target state and subplot (b) uses a W target state each with a 20% identity matrix mixture.
The bumps of increasing delity correspond to Pauli XZ rotation events. The missing points in
the delity are due to negatives in the matrix square root of the delity Eq.(1.22). . .. ... ... 71

Proof-of-concept comparison of base SVT (a) approximating a mixed-state consisting of 70%
ground and 30% rst excited state to the modi ed version keeping multiple
eigenvalue/eigenvector pairs (b). Here, the local reduction size uked 2. Note that the
single pair oscillates betweedx7 (¥, mostly parallel to the ground-state) afd3 (orthogonal
to above and mostly parallel to the rst excited state). Also, the uctuations in the beginning of
(b) indicate that this occurs initially with the rank complete SVT. . . . . . .. ... ... ... .. 73

SVT rank complete evolution applied to a 0.7 ground and 0.3 rst-excited state mixture with (a)

k = 2 DMRG approximated SVT and (i) = N exact SVT. (a) Mixed state composed of 0.7

ground ar]g 0.3 rst-excited state of:,the TFIMwith=6,J =1,b=0:5with L = 10.

Enforcing ,y¥ =1 viayY = y¥=", y¥ during the optimization, the iterative DMRG

algorithm achieves a high delity, but the steady state solution is immediately found and little

evolution occurs (also note that the algorithm starts Wigh= R). Furthermore, when using

such a condition, the DMRG-SWJY almost exactly matches the SWY evolution fork = 2.

(b) Whenk = N and the “local” measurements contain all information, the uctuations

disappear. Unfortunately, such measurements defeat the speedup of local reductions. . . . . . . .. 74

Investigation of number kf= N measurements needed for the rank complete SVT algorithm
to successfully converge to the same target state as used above. 500 (a), 800 (b), and the log
scaling in the number of requirdd= N measurements to achieve sub %1 reconstruction error
(Cyareshown. . . . . . . . e 75

lllustration of the matrix cross-approximation (or CUR decomposition) procedura. An
matrix A is approximated by a product of three matri€esU *, andR, whereC is formed by
selectingJj columns fromA | R is formed by selecting j rows fromA , andU is formed by
the cross section & andR . Credit to collaborators Zhihui Zhu and Zhen Qin for this and the
following illustration. . . . . . . . . . . . e 78

lllustration of the tensor-train cross-approximation procedure . In step one, we perform a matrix
cross approximation ok 1, which is obtained from reshaping the tensgarin step two, we
reshape the matriiR ; obtained in step 1 into the matrix, and perform a matrix cross
approximation ofA ,. We iterate this step foratotal 6f 1steps. ... ... ... ....... 80

Distance measurd3 &ndDs) between the physical target states and the states recovered using
tensor-train cross approximation without measurement errors as a function of the number of
qubitsN . The target states are thermal states of a quantum Ising modeTwitd:2or T =2
(a) and random LPTN stateswith=16or =36(b). . . . . . . . . . .. .. ... ... .... 83

The number of measurement baggsequired by the tensor-cross cross approximation as a
function ofN. We also plot the number of measurement bases required by direct tomography
that is equal t@" . The target states are the same as those in Figure 5.7. . . . . ... ... .... 84

(a): Distance measuré&s &ndD ) between the physical target states and the states recovered
using tensor-train cross approximation with measurement errors quanti eck 1901 (see
Eq. (5.28)). The target states are either thermal states of a quantum Ising model=viit? or
random LPTN states with = 16. (b): The number of measurement bases needed for the cross
approximation to reconstruct both target states, as well as that for direct tomography. . . . . . . .. 86

Xiii



Figure 5.10 Cross approximation initialized MPOs with a random LPTN Eq. (5.24) are ne-tuned using

Figure A.1

Figure A.2

Figure A.3

Figure A.4

Figure B.1

gradient descent with full measurement statistics Eq. (5.31). The 6000 measurement bases used
in the DMRG cross initialization are reused, meaning this post-processing adds no measurement
cost. (a) Plots the Fidelity (blue) Eq. (1.22) and MSE (green) Eq. (5.30) between the
approximation and target. (b) Plots the in delity (blue) and the distdhdeqg. (5.19). An initial
learningrate ofie 4wasused. . . . . . ... e 87

Network measure averages eq. A.1 applied to the complex valued visible (a) and hidden biases

(b) of the RBM ansatz approximation to the= 40 TFIM ground state. . . . . . . ... .. .. 107
Network measure averages ed. A.1 applied to the complex valued interlayer convegtimins

the RBM ansatz approximation to the= 40 TFIMground state. . . . . . . ... ... ... .. 107
Network measure averages eg. A.1 applied to the complex valued visible (a) and hidden biases

(b) of the RBM ansatz approximation to the= 40 XXZ S=1 ground state. . . . . ... . .. 108
Network measure averages eq. A.1 applied to the complex valued interlayer convegtiains

the RBM ansatz approximation to the=40 XXZ S=1 groundstate. . . ... ... ... .. 108
Copyright permission stated on the APSwebsite. . . . . . . . .. ... ... ... ... ... . 110

Xiv



LIST OF ABBREVIATIONS

Bayesian mean estimation. . . . . . . . L BME
Metropolis-Hastings . . . . . . . . . e MH
chiralclockmodel . . . . . . . . . CCM
continuous symmetry breaking . . . . . . . L CSB
density matrix renormalization group . . . . . . . . L. e DMRG
informationally complete . . . . . . . . e IC
many-body localization . . . . . . . . . MBL
matrix product density operator . . . . . . . ... e e e MPDO
matrix product operator . . . . . . . L e e MPO
matrix product states . . . . . .. L e e MPS
maximum likelihood estimation . . . . . . . . . ... MLE
neural-network quantum states . . . . . . ... e NQS
noisy intermediate-scale quantum . . . . . . .. L L L NISQ
opensource matrix product states . . . . . . . . .. e e e e e OSMPS
principal componentanalysis . . . . . . . .. e PCA
quantum phase transition . . . . . . . . . L L e e e QPT
guantum state tomography . . . . . . e QST
restricted Boltzmann machine . . . . . . . . . . L RBM
restricted isometry property . . . . . . . . . e e e e e e e e e e RIP
singular value decomposition . . . . . . . . L e SVD
singular value thresholding . . . . . . . . . . . e SVT
stochastic recon guration . . . . . . . . . L e e e SR
streaming MUIIProCeSSOrS . . . . . . . . o SM
TENSOrtrain . . . . . TT
transverse-eld Isingmodel . . . . . . . . TFIM

XV



ACKNOWLEDGMENTS

I would like to thank and acknowledge my advisor Dr. Zhexuan Gong as well as my committee members and
collaborators Dr. Bo Wu, Dr. Cecilia Diniz Behn, Dr. Eliot Kapit, Dr. Lincoln Carr, Dr. Gongguo Tang, Dr. Mike
Walkin, Dr. Zhuihui Zhu, Joel Howard, Casey Jameson, Bora Basyildiz, Caleb Sanders, and Ignacio Valera for their
enlightening discussions, contributions, insightful ideas, and constructive feedback. | would like to acknowledge and
thank the NSF RAISE-TAQS program under Grant No. CCF-1839232 for funding my research, Colorado School of
Mines for enabling my research, and the Colorado School of Mines HPC center for access to computational
resources. | would also like to thank my family, my partner, and my fellow graduate students and friends for

supporting me throughout this degree.

XVi



CHAPTER 1
INTRODUCTION

The computational cost of simulating a quantum many-body system on a classical computer grows exponentially
with the size of the quantum system, while a quantum simulator or quantum computer simulating such a system does
not have an exponential resource cost. The reason for this is that superposition and entanglement in many-body
guantum systems can be utilized for quantum parallelism, which states that a combin&ti@ubits can
simultaneously pursu@" classical paths [1]. For example, a bit based classical algorithm can sequentially
investigate if00 is the best solution, thebi, 10, and11, while a qubit based quantum algorithm can simultaneously
investigate alf 00; 01; 10; 11g solution paths. In this way a quantum computer can explore all possible solutions
simultaneously. This computational parallelism can be leveraged to solve problems with superpolynomial speedups
over classical algorithms. This is commonly known as quantum supremacy [2]. Experimentally demonstrated in [3],
guantum supremacy shows that in certain scenarios quantum devices can outperform the most powerful classical
supercomputer in the world with a mere size of around 50 qubits. While a remarkable achievement, the
demonstration of quantum supremacy does not imply practically useful quantum computers yet, as running quantum
algorithms that solve real-world problems would require large, fault-tolerant quantum computers that are still in the
remote future. At the moment, we are in the era of noisy intermediate-scale quantum (NISQ) technologies [4], where
one can experimentally manipulate on the order of 100 qubits with single and two qubit gate error rates below one
percent [3]. In order to advance quantum technologies in the NISQ era, it is important to be able to model NISQ
devices classically to quantify noise and error, be able to simulate and control complex systems ef ciently, and to be
able to effectively identify quantum states and relevant physical features in the huge experimental data sets generated
by NISQ devices. All of these objectives are challenging. My research seeks to address these challenges by utilizing
methodologies developed in the eld of machine learning. Widely used in many different areas of science and
technology, machine learning has been shown to solve highly complex problems and is particularly useful for
performing dimensionality reduction of big and high dimensional data. Since quantum many-body states exhibit big,
high-dimensional data, it is natural to expect that machine learning can be very helpful for modeling the behavior of
guantum many-body systems.

This thesis is structured as follows. Chapter 1 introduces key concepts in machine learning (section 1.1) and
guantum mechanics (section 1.2) that are necessary as context for this thesis. The next two chapters focus on
applying variational learning to the simulation of quantum many-body ground-states (Chapter 2) and experimental
guantum optimal control (Chapter 3). Chapter 4 focuses on unsupervised machine learning of quantum phase

transitions. Chapter 5 then highlights the development of new quantum state tomography protocols based on



supervised machine learning.

In more detail, Chapter 2 focuses on approximating the ground state of a quantum many-body system using
arti cial neural networks [5, 6]. As mentioned, a quantum many-body state exists in a state space that scales
exponentially with the number of qubits. It is therefore generally impractical for a classical computer to store or
calculate the exact state when the system size is big, thus some form of dimensionality reduction method is necessary.
In the past, physicists invented methods such as density matrix renormalization group, tensor networks, variational
Monte Carlo, and density functional theory for such dimensionality reduction. These methods are usually built upon
physical considerations of the systems they are modeling. For example, states from systems with local interactions
often obey entanglement area law [7], and in one dimension a type of ansatz called matrix product states can
approximately represent the full many-body wavefunction using a much smaller number of parameters. However,
there are systems where none of the existing methods work well, such as most quantum states in two and three
dimensions, or after long-time dynamics of interacting quantum systems. In such scenarios, arti cial neural networks
can be a promising candidate for achieving compact representations of the many-body wavefunction [8], similar to
how they can compactly represent important features of large data sets in classical computer science. Variational
learning using such arti cial neural networks can then be used to obtain either ground states or dynamical states of a
guantum many-body system.

In Chapter 3, variational learning is again used, but in this case the objective is learning a set of electromagnetic
pulse amplitudes such that they can be used to achieve a target two-qubit gate in a shortest possible amount of time.
The motivation of this object is to increase the speed of two-qubit gates that form the bottleneck for the clock speed
of most current quantum computers. With nite coherence time shared by NISQ devices, boosting the two-qubit gate
speed is also crucial for increasing the circuit depth of noisy quantum computers vital to the solution of many
practical problems. Conventional quantum optimal control methods cannot nd the pulse amplitudes that lead to a
two-qubit gate at its theoretical limit. A machine learning based algorithm is developed in this chapter that
signi cantly outperforms existing methods and is able to nd the globally optimal solution, thus reaching the
theoretical speed limit. This algorithm is used experimentally and leads to the rst experimental demonstration of
guantum speed limits for a variety of commonly used two-qubits gate in a superconducting qubit based platform [9].

Chapter 4 focuses on unsupervised learning of quantum phase transitions from the large measurement data sets
obtained in quantum simulation measurements. Measuring a generic quantum many-body state usually yields
samples from an exponentially large set of outcomes, and unless one knows the underlying features of the state
beforehand (e.g. an order parameter), it is dif cult to know the physical properties of the underlying state. This
challenge is however a natural target for unsupervised learning, which can automatically reveal features of large data
sets. We nd that with nothing more than just measurement samples in one measurement basis, unsupervised

learning techniques can elucidate important properties of the measured system, such as the underlying symmetry that



is spontaneously broken, the quantum phase transition point, and an estimate of the order parameter. The rst half of
this chapter uses linear dimensionality reduction techniques to estimate quantum phase transitions based on
measurement samples of the ground-state of a 2D frustrated spin model. These samples are generated using the
variational learning method introduced in Chapter 2. The second half of the chapter leverages a nonlinear
dimensionality reduction method known as the diffusion map to discover complex quantum phase transitions with
nonlinear order parameters. This method can be applied to systems where existing theoretical understanding is
lacking, such as for systems with topological order and many-body localization, thus facilitating new discoveries in
guantum simulation experiments.

Chapter 5 focuses on the challenging goal of developing an ef cient quantum state tomography protocol for
generic experimental quantum states. For NISQ devices, most experimental quantum states are mixed states that may
not be even close to pure states. Quantum state tomography for mixed states is particularly challenging as one
typically needs to perform a prohibitively large number of measurements. An overview of the extensive literature on
the subject is rst provided, followed by newly developed protocols in this thesis that involve supervised machine
learning. These protocols mainly focus on states generated by one-dimensional noisy quantum computers, which
have been recently shown to exhibit a particular structure that allows ef cient representations using matrix product
operators (also known as tensor trains outside the physics community) [10, 11]. The most successful approach found
in this thesis to tomograph such states is to use a combination of supervised learning and a recently developed
method in signal processing known as tensor-train cross approximation. Such a combination method outperforms any
other tomography method that does not take advantage of the underlying structure of the target state studied.

The synergies between quantum technologies and machine learning have only begun to be explored in recent
years. This thesis focuses particularly on how machine learning can assist near-future quantum computing and
guantum simulation experiments, but the reverse - how quantum computing/simulation can assist machine learning -
is also a fascinating topic with immense interest and great applications. For example, could deep learning using
guantum computers outperform that performed on the best classical computers? We live at an extraordinarily exciting
time where the development of machine learning and quantum technologies are at amazing speeds and they are both
capable of changing our world deeply. Exploring the connections between these two fascinating elds will probably

be a very fruitful research direction for years to come.
1.1 Machine Learning

Machine learning is a sub eld of computer science and arti cial intelligence. Machine learning involves creating
statistical models of datasets, but without explicitly programming the model to t the dataset [12]. This means the
same machine learning algorithm can be used to model wholly different phenomena. For example, a machine

learning algorithm called a transformer can learn to translate English to French or German if fed sentence pairs, or it



could learn to detect objects in images if fed images with segmented objects [13, 14]. This versatility of machine
learning algorithms in adapting to different datasets without explicit reprogramming attests to the widespread use of
machine learning in commercial and research domains. This thesis applies machine learning algorithms speci cally
chosen to learn from datasets of quantum many-body systems.

Machine learning can be subdivided by the type of learning (section [12]). If for every piece of data in a dataset
the prediction outcome that the model is meant to learn is known, the learning is called supervised (section 1.1.1). It
is called supervised since a human agent is supervising the learning by de ning the data “labels' the model learns
how to predict. Conversely, unsupervised learning involves machine learning algorithms that learn features of a
dataset without any direct supervision or labels (section 1.1.3). Reinforcement and variational learning involves
sequentially learning a policy or representation that maximizes a user-de ned reward for the model (section 1.1.2). In

this thesis, each type of learning is used to accomplish different tasks on quantum many-body data.
1.1.1 Supervised Machine Learning

In supervised machine learning, the objective is to train a model to predict the correcylabegociated with a
data instance with features described by the feature ve¢tor( xi(l) P xi(f )) [12]. For example, if the task is to
correctly label fruits, then labegl could be apples angh oranges. Useful data features for such a task would be
colorxi(l) , weightxi(z) ,and texture<i(3) . For they, example, these features could be red, 100 grams, and smooth.
The supervised algorithm attempts to learn fidmlabeled examples,(x;; yi )giN;l , such that it will correctly
predicty; from unseerdatax; wheref g 62 fg. Predicting the labels of unseen data is cafjederalizatiorand
how accurately the model predicts unseen labels is an important measure of model performance. Typically a dataset
and labels will be split into a subset that used to train the model and a subset that is used to test the generalization of
the model. In this thesis, the labels are either the probability of a state or expectation values of an observable and are

generated numerically from ef cient representations of quantum states that a model is trained to accurately

reconstruct (Chapter 5).
1.1.2 Reinforcement and Variational Learning

Reinforcement and variational learning both involve sequentially updating a machine learning model based upon
a user-de ned objective. In this way these classes of learning algorithms are not wholly unsupervised, yet do not
require extensive labeling as supervised learning does. For reinforcement learning, the machine learning model will
take the state of the environment as input and execute “actions' in the environment that trigger a user-de ned reward.
The algorithm attempts to learn a policy function that will choose optimal actions to maximize a user-de ned reward
given the state of the environment [12]. Variational learning is closely related to reinforcement learning, but has some

important distinctions. Namely, a variational model does not act in an environment and update an action policy, but



rather updates its own state in order to minimize the user de ned objective. In other words, a variational model will
vary its own parameters such that it reduces the objective, and it will iteratively update itself until it reaches a
minimum for that objective. In the context of this thesis, the objective is the energy (Chapter 2) or average gate
delity (Chapter 3) and nding a variational model that minimizes these corresponds to nding the ground-state of

the model or the optimal gate reproducing pulse parameters.
1.1.3 Unsupervised Machine Learning

Unsupervised machine learning attempts to transform the unlabeled da(basgf“:j into another vector of
features or categorize the inputs based on the model output [12]. The former is known as feature learning and if the
learned feature vector has a smaller dimension than the input, then it is known as dimensionality reduction.
Alternatively, the unsupervised model can attempt to categorize the input data by identifying outliers in the date or by
grouping data instances together in a process known as clustering. In this thesis, clustering of raw spin samples or

transformations thereof is used to identify quantum phases and their transitions (Chapter 4).
1.2 Quantum Many-body Systems

This section introduces concepts and postulates integral to the quantum many-body studies performed in this
thesis such as the qubit, composite qubit systems, quantum measurement, quantum phase transitions, open versus

closed quantum systems, mixed versus pure quantum states, and quantum state recovery or tomography.
1.2.1 Qubits, Qubit States, and Composite Qubit Systems

The impressive difference in computational power between quantum and classical computing is due to the
properties of the building blocks of classical computing, the bit, and quantum computing, the qubit. Bit refers to the
most basic unit of information consisting of only two states: e.g. yes or no, True or False, 0 or 1. Although both the
bit and qubit are composed of two states, the bit must take on discrete values of 0 or 1, while the qubit can take on all
possible linear combinations of staj@s or j1i (ji is used to denote quantum states). Explicitly, a qukitcan be

written in terms of the up and down states as:
ji= o+ jli; , 2C; RSN (1.1)
Note that the linear superposition term&nd are complex valued and the conditiprj2 +j j2 =1 states that
the total probability of both possible outcomes occurring is 1. Physically, a qubit is a particle with=gpiBpin is
an intrinsic quantum property of all elementary particles and can be thought of like a spinning top that has an
associated spin direction and angular momentum.jOihgli states are the up and down orientations of that angular

momentum in the direction. A helpful illustration is the Bloch Sphere - Figure 1.1. In general, a qubit state is a unit

vector in the Bloch Sphere where= cos =2and = € sin =2. For a bit, either =1 and =0 or =0 and



=1, i.e. there is no mixture between states 0 and 1. Not only do single qubits have more information content than
bits, but ensembles of qubits exhibit information content that scales exponentially with the number of qubits while
the information content of ensembles of bits scales linearly. To see how composite systems are formed and how they
scale, it is a convenient heuristic to rst start with a composite system obeparablequbits: qubit

JAI = aj0i, + bjli, and qubifBi = cjOi; + djlig. Their composite systeji\ijBi can then be written as:

jAijBi = (ajoi, + bjli,)(cjOig + djlig) = acjOi, jOig + adjOi, jlig + bcjli, jOig + bdjli, jlig (1.2)

For simplicity, the qubit corresponding to a given state can be omitted and the qubit inferred from its position in
the list, i.e.j0i , jOi g can be written af00i where the states of qubits A and B (or 0 and 1) correspond to their order
in the list. This example shows the exponential scaling necessary to describe a composite quantum system.
Mathematically, combining two or more qubits like the example above corresponds to a tensor product between the
constituent particles and their respective state spg@B = jAi j Bi. Furthermore, these states and operations

on them can be conveniently written in matrix form:

2 3
ajoi
iAi = ajoi + bjti= 3 &
bj1i
ajoi cj0i _ acjo0i adjol

ABI= pii djli ~ bej10i bdjldi (1.3)

As for the list of states above, the state tej@& and which coef cients correspond to them can be inferred from
their position in the matrix and will henceforth be omitted. The tensor product description of composite quantum
systems can be considered a postulate of guantum mechanics [15], and it results in the exponential scaling in
dimension for quantum systems. For example, Wtlcombined qubits the number of possible spin con gurations,
js1; ;s i, oOr state space scales2S. This is sometimes referred to as the curse of dimensionality, but it is also
the source of the impressive speedup that quantum parallelism and computing can offer. That said, quantum speedup
is achievable only in the case when a tensor product description of the composite state is needed. When this is the
case, the constituent qubits are cakkedangled Quantum entanglement is simply a statement that two (or more)
guantum objects form a single entity which cannot be decomposed into or accurately described as independent
guantum objects [1]. In other words, bringing two qubits together and letting them interact can result in a quantum
state that cannot be described by just the states of each qubit. Hence the necessity to describe them in a larger tensor
product state space. Conversely, if a quantum stateparabldat means the constituent qubits are not entangled and
such a system can be decomposed into each respective qubit.SEpesablestates can also be referred to as

product states - which is a nomenclature that will be used throughout this thesis. The above Eg. (1.1) is an example of

such a state. Note how the composite state is simplypductof the constituent states and that only the local qubit



coef cients - a,b,c,d - are necessary to fully describe the composite state. The scaling in number of coef cients
necessary to describe a qubit product state only go2klage. 2 coef cients for each qubit. Therefore, the
information content of such a state is only polynomial, whereas the exponential increase in information is only
exhibited by entangled states. Below is an example of an entangled state:

ji= pl—é(jOOi + j11) (1.4)

Note how this state cannot be decomposed into a tensor product of independent qubit stphésji.B.i. To
clearly illustrate this, compare this state to the previous example in Eq. (1.2) and notice that to decompose this state
requires solving the self-contradictory set of equati@ts: p%; bc=0; cd=0; bd= pl—E The second
equation implied = 0 orc = 0, but both the rst and last equations contradict either solution. Therefore, this
entangled state must be described in the combined spaces of A and B.

This discussion of entanglement also points to how and when classical algorithms (machine learning included)
can succeed at modeling a quantum system. Explicitly, classical algorithnrmotamodel highly entangled quantum
systems. Conversely, classical algorithms have a much better chance of modeling a quantum system if the constituent
gubits are separable product states (or approximately so) and if the entanglement does not scale with the size of the

sState space.

Figure 1.1 lllustration of the Bloch Sphere representing a qubit state. Creative Commons.

1.2.2 Qubit Measurements - The Fundamental Input

Whether the quantum system consists of highly entangled qubits or not, the output generated from a qubit based

guantum computer or simulator comes in the same fundamental form. That form is a bijGtting1i which



corresponds to the observed states of the constituent qubits. It is important to note here that while qubit states can be
an arbitrary superposition of the spin stgt@isandjli, observing or measuring a qubit always returns a discrete value

of eitherj0i orjli. In quantum mechanics, these observations correspond to the measurement results of physical
guantities called observables (the spin angular momentum in this case). For qubit systems, observables are matrix
objects. Physically, a measurement of a qubit's spin is typically performed by applying an electromagnetic pulse that
interacts with the qubit and the re ected or transmitted signal is used to deduce the qubit's state. It is helpful to
introduce the Pauli matrices which model the interaction of the electromagnetic eld pointingjror z with the

spin of a particle and which represent the spin observable in that direction:
1 0

01 ,_ 0 i .
1 0 =00 =0 1 (1.5)

NAX —

HereX refers to an operator which is a matrix (for qubit systems). To relate this back to the qubit Bloch Sphere,
we must solve the eigen-equations (equations of the férm= ) of the above Pauli matrices. All of the matrices
in Eq. (1.5) have eigenvalues, of 1 and -1 corresponding to the ypi, and downjli, directions of the qubit in
respect to the Pauli matrix direction. Their eigenvectors, denot¢d,ayi andj x i for eigenvalues 1 and -1 &f

respectively, are as follows:

2 3 2 3
1 1
jx+i:{91t§%§ jxi:pl—,ﬁg
2 4 2 4
| 1
Jy+|:F-F§;L; Jy':%li (1.6)
23 23
1 0
jwi=38=joi; j.i=8%=]
0 1

Note the simplicity of the eigenvectors or eigenstates, this is because the Bloch sphere in Figure 1.1 is de ned
such that z is the so called computational basis. The eigenstates of the other directions are then parameterized in
terms of the computational basis stg@gisandjli. Importantly, each of these eigenstates are orthogonal to their
counterpart so there is no possibility of measuring jottandjli simultaneously, which is the discretized behavior
required. This orthogonality condition is a key component of projective or von Neumann measurements, which is a
mathematical formalism used to describe quantum measurements [15]. Explicitly, a projective measurement
observableM , has a real eigenvalue decomposition of measurement outaoraes their associated eigenstates

Mmn:

M= mM!Mp= mPn (1.7)



Where the “projector' is de ned &, = M}, M. The real eigenvalue condition means observalllesiust be
Hermitian, and this is a condition because observed quantities must be reaMMemeeans the Hermitian conjugate
of M, which can also be written & ,j. As a concrete example of Eq. (1.7) in the context of the Pauli matrices, if
one observes the spin in the z direction thép= jOi andM ; = jli, and the observable is
M =1j0ih0j 1jlihlj ~2. These projectors in addition to being orthogoMak(M no = m:m oMy ), must also
satisfy the completeness relatioPn,m M Mpno = | . Both conditions are satis ed by the construction of e&th
as normalized and orthogonal eigenstates of the Hermitian obseiMab@rthogonality states that each
con guration associated with a measurement outcamis uniquely identi able. The completeness relation is a
statement that the projector must include every spin con guration necessary to determine the value of the observable
M, or in linear algebra terms the projectors must span the space of the observable. Finally, to perform projective
measurements on a quantum system requires the introduction of another postulate of quantum mechanics called the
Born Rule. This postulate states that the probability of measuring a given eigenvalne its corresponding

eigenstate can be calculated with the proje&tgras:
P(M)=h jPuj i=jMnmj ij? (1.8)

For example, taking i from Eq. (1.4) and using1; = j0Gi hOQj:

P

NI N

P(11)= h jOGhOG i = pl—é(mOj+ hL1j) j00i hOOj (jOGI + j11i) p—
= %(mqoa + HLLOO )(HOGOG + FOGLLi) = (1 + 0)(L + 0) %:

The orthogonality condition was used to easily comgitg00i = 0 andh00j00i = 1. This result means there is
a50%chance of measuring qubit A and B to be in the up gitevith eigenvalue 1. In practice though, the true state
j i is unknown and the probability of a given state has to be experimentally determined. Preparing and observing the
above state many times, approximately half the states wjld@ieand the other halfL1li. Thus the probabilities of
the true state are recovered, though not exactly. Importantly, if the state is identically prepared and dbserved
times, the observed probabiliB,(m) will typically fall within a normal distribution with a mean of the true
probability P (m) and a standard deviation upper bounde(ﬁa%)/NiS (the exact standard deviation ism=p Ns
where m is the standard deviation of a single measurement which is strictly less than 1). This latter term is referred
to as thesampling noiseAnother important feature of quantum measurement is that it does not recover the complex
coef cientsc,, of the state (for example in Eq. (1.2}, = ,c 1 = ), butrather the real and positive probabilities
jcmjz. This is a consequence of the Born rule wheen) = h jmihmj i = jg, hmjmij 2= jcmjz. Thereforegcn,

can have an unknown, arbitrary phase sirgzee = jcmjz.



Furthermore, projectors can be used to measure individual or select subgroups of qubits. For example to nd the
probability of observing just qubit B to have an eigenvaluenof 1, create a projector that leaves qubit A
unchanged and observes the= 1 state on qubit B. Such a projector is formedmRy = 1 o | 1lihlj. The projector

acts on each qubit subsystem separately, for example:

M01j P jOLi = KO 1 jOi h 2jlihljli = MOj0ihYjli = 1

In this thesis, unless otherwise speci ed, every “spin sample' measurement is the result of a computational basis
P
observable =, P, where:
ED

- ~Z NKZ — iNZ-NZ.eoet NZ i WMAZ-NZwevne N2
Pnz_ _J 11 23 NIh 1 210 NJ (19)

The observations of which result in sets of the eigenvalu@$ pdlenoted as = ('s;;Sp;::;; Sy ) where
s; 2 [ 1;1]. These spin samples, are a fundamental input for all of the projects in this thesis. In the quantum phase
discovery project described in Chapter 4, spin samples are simply stacked to form a large datX nugoix which
unsupervised machine learning techniques are applied. In the supervised quantum state tomography project described
in Chapter 5, sets of spin samples generated from a target state are used to estimate the probability of the spin states,
which are then used to train a model that ef ciently reconstructs the target state. In the variational learning of
ground-states project described in Chapter 2, spin samples are used to estimate the expectation value of the energy
which is used to direct the approximation towards the minimum energy state. Explicitly, the expectation value of an

observable®* acting on stat¢ i can be calculated as:

X
hjrji= mP(m) (1.10)

m

The expectation value is a weighted sum of the eigenvalues of the obsemablilaes the likelihood of that
eigenstate being observdel(m).

This discussion of quantum measurement is integral to understanding how the inputs utilized by methods
throughout this thesis are generated from quantum systems. That said, it may not yet be clear how thé atates
generated, manipulated, or theoretically determined. This requires the introduction of another set of quantum

postulates which are the subject of the next chapter.
1.2.3 The Time-Independent Schidinger Equation

Closedquantum systems are described by unitary dynamics. Closed means that the quantum system is isolated
and does not interact with external objects. Unitary dynamics necessitates that all transformations of the quantum
state can be described by unitary operators or matrices. Unitary operators/matrices have the important properties (

that their hermitian conjugate is also its inverse dngthiey preserve inner products (i.e. products of the forin i):
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(i) wvwu=I
(i) haj2i=hajlj2i=hUUj o =(j 1iUPUj 2i=hd Ji

% = Uj ii. Recalling that the probability of a state is an inner product, Eq. (1.8), the second property of

wherej |

unitary operators ensures that the probability of the closed system is conserved and always sums to 1. If a quantum
system is not completely closed it is “dissipative', which describes the fact that the outside will interact with the
guantum system, decohering and randomizing the internal quantum state. Closed quantum systems obey the

Schibdinger Equation and their steady states can be found by solving the time-independédirgeniEquation:
Hj i=Ej i (1.11)

whereH = T + V¥ is the Hamiltonian operator which models the kindtiand potentiall energy terms of the
systemj i is the eigenstate df with energyE . Solving for this eigen-equation results in a set of eigen-energies
E, and their corresponding eigenstates or mgdésA generic stat¢ i, can be in a superposition of these energy

eigenstatep ni:
- . X . .
I Cn] nl (1.12)
n

For quEbit systems, these eigenstates can be represented by a weighted superposition of the spin con gurations

jSi ™ |likein Eq. (1.1):
X
j ni= Cs jSi (1.13)
S
Normally the Hamiltonian of the quantum system being modeled is known. In this thesis quantum spin lattice

Hamiltonians are used. By quantum spin lattices, we refer to systems in which a qubits are con ned to a lattice
geometry and qubit spin is the only degree of freedom (this means the Hamiltonian has no kinetic energy term). Such
Hamiltonians can be expressed as a set of spin operators that act on the qubit states. For example, one of the simplest
spin lattice Hamiltonians is a set of non-interacting spins in a uniform magneticBeltheret! = B P iN:1 &.
This form comes from the potential energy of a magnetic dipole momeBt where hereB is in the2 direction.
This Hamiltonian matrix is formed by a sum of tensor products:
B=8B® f, =fyv+l & wffy+m+f 5 ::8y). Again the tensor products result in exponential
2N scaling of the Hamiltonian and state space. Although there are often more ef cient ways to construct the
Hamiltonian via selection rules, this is the most general method. Quantum spin lattice Hamiltonians are typically
sparse if formed frontocal spin operators (as matrix products$f {* consist primarily of 0's).

Exact diagonalization (ED) is the straightforward and exact method for nding the set of eigen-energies and
eigenstates. The computational complexity of doing ED(&3N ), and one has to store the Hamiltonian as a full,

non-sparse matrix. Even with high performance computing resources, one is typically limited to a maximum size of
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the system equivalent to 20 spin-1/2s. If one is only interested in the low energy eigenstates of the system, one can

use the Lanczos algorithm which takes advantage of sparse matrix representation of the Hamiltonian to more

ef ciently nd the lowest few eigenvalues and eigenstates. A maximum system size of 30 spin-1/2s is then reachable.

Nevertheless, the exponential increase of memory and running time cost is inevitable for exact numerical methods.
With these quantum many-body eigen-energies and eigenstates, system features and dynamics can be understood.

One feature of import is the phase that the quantum system is in.
1.2.4 Quantum Phases and Phase Transitions

The discovery of materials in various quantum phases such as super- uidity, high temperature superconductivity,
and topological insulators can lead to major technological advances. The ongoing development of quantum materials
relies crucially on the understanding of quantum phases and the phase transitions between them, known as quantum
phase transitions (QPTSs). Classical phase transitions are de ned by a discontinuity in the derivative of the
thermodynamic free energy in respect to a thermodynamic variable. Such transitions can often be identi ed by
drastic changes in the symmetry or order of the material. An order parameter is a quantity that can be de ned such
that it is sensitive to differences in the material's state and can therefore indicate the presence of a phase transition.
QPTs differ from classical phase transitions in that the transition occurs by varying a physical parameter which is not
temperature, the transition is driven by quantum uctuations instead of thermal uctuations (a consequence of
Heisenberg's uncertainty principle), and the transition occurs at or very near absolut& ze€d{) [16, 17]. Most
of the QPTs studied in this thesis are second order QPTs which occur when the energy of the rst excited state
becomes equal to that of the ground state in the in nite lattice limit. Explicitly, the in nite lattice limit energy gap

E: Eg of second-order QPTs behaves as [16]:
Jig g’ (1.14)

whereg is the phase parametey, its critical value,J the system energy scale, and are the critical and dynamical

critical exponents, respectively. The crossing of energies at the criticalggaiméans that the minimum energy

ground state switches to a very different con guration across the QPT. This means that certain quantities measured in
the ground state can change abruptly over the QPT. A important quantity that changes abruptly over a QPT is the
correlation between local operators. The correlation length, the length scale at which correlations between operators
decay, will diverge at QPTs. A paradigmatic example is the ferromagnetic-paramagnetic QPT of the Transverse Field

Ising Model (TFIM):

Hrem = 3 MNg+h o A (1.15)
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In the ferromagnetic phase (whete> 0 andJﬂ < 1), the spins of the ground-state are all aligned in-ttzeor
z direction, each with equal energy and probability. The ferromagnetic ground-states have a spin correlation length
in z proportional to the system size. However‘j“at 1, the system undergoes a quantum phase transiticgh>lf1
the system is in the paramagnetic phase where the ground-state consists of spins aligned iditeetion. In this
phase the correlation length goes to zero as the spins are now randomly alignedzrditextion. For this example,
an order parameter that can indicate the QPT would thus3sg, i wherer 1andh i indicates an expectation
value.

While quantum phases are traditionally discovered by physicists using their theoretical understanding of different
systems, it has become increasingly challenging to discover new, interesting quantum phases as the associated
complexity of systems is ever increasing. As motivated by the Materials Genome Project, new computational
methods that can automatically sift through large data sets of measurements and discover interesting features
indicative of novel phases are in great need. In this context, machine learning techniques and particularly
unsupervised ones are promising methods. Speci cally, one may use them to understand quantum phases and QPTs

when theoretical understanding is lacking.
1.2.5 Ensembles of Quantum States and the Density Operator

The previous discussions focus on a special case of quantum stategpcoadisthtes, but in general quantum
states can exist imixedstates Mixed states refer to quantum systems for which the state is a mixture of multiple
pure states and also systems that are entangled with another system whereby the state cannot be described as a pure
state. The formalism for describing mixed states relies omémsity operator or density matrix, which for an

ensemble of pure statgs;i each withp; probability of being observed is de ned as:
X . - -
pij ith i (1.16)
[

A valid density operator must satisfy two conditions which correspond to the requirements that probability must

be conservedF: i pi =1, andis positivep;  O:
X - - . . . - X
tr()= hij(@jiih)ji= mp=1 (1.17)
hj ji= phjiih;ji= pijh ij ij= 0O (1.18)

wherej i is an arbitrary state in the state space af)ddenotes the trace operation which is simply the sum along
P
the diagonal of a matrix or equivalently(t) =, h ;j j ii. The density matrix of pure state satis es

tr( 2) = 1, while that of amixedstate satis es {f ?) < 1. Eq.(1.18) is also a statement that the density matrix is
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positive semi-de niter PSD. PSD matrices always allow the spectral decomposition:
X

= i jiihij (1.19)
:
where ; must be real, non-negative eigenvalues (PSD condition) that sum to 1 and the jié@oerthogonal.
The seff ;;jiig also serves as a valid ensemble of states for the density matrix. This illustrates the non-uniqueness of
density matrices, namely if the getji generates, then any unitary transformation pf;ji also generates. This
means there are in nitely many equivalent ensembles that generate a given density matrix. As these ensembles are
equivalent up to a unitary transformation, any ensemble that generates a density matrix is a valid description of the

guantum state. This begs the question, how does one recover the density matrix from measurements of the system?

This requires a protocol called quantum state tomography.
1.2.6 Quantum State Tomography

Quantum state tomography involves measuring a set of observables for 8tateean be used to uniquely

reconstruct . The expectation value of an observaBldor a state described by density operatas:
hOi = tr(O) (1.20)

In practice, as also discussed in section 1.2.2, the measurement outcome for a given observable results in a
discrete set of eigenvalues for the observable,( 01;:::; oy ). For example, in the computational basis with
observablé*? this is the familiars = ( s3;:::; sy ). Then to estimat&™?i requires measuring the observable many
times, obtainind\s outcome setés; ; :::Sy ), and averaging these outcomedia&i P i Si=Ns. This average
differs from the exact expectation value with a standard deviation again proportiohilajl tds. Furthermore, each
measurement on the statérreversibly alters the state, so to generate the above measurement outcomes generally
requiresN identical preparations of. Essentially this involves identically repeating whatever experiment resulted
in the state . For a quantum simulator or computer, if a set of qubit operations applied to the initially prepared state

o results in , the same set of operations can be appliedhthls times to obtairNg copies of . This protocol
generates an estimate of a single observ@hlbut generally cannot be fully described by the basis spanned by a
single observabl®. Therefore, recreatingin general requires choosing a set of observables that span the full
Hilbert Space of the system. A convenient and commonly used choice of observables is the set of Pauli observables

f igwhere ; 2 (0;1,2;3)and %123 =; X: ¥: Z AnarbitraryN qubit density matrix can be expanded as:
1 X
= N tr( ¢t 2o N Ot 2 N (1.22)

o -
The combinations _ * 2 N where~ = ( 1;::; n) span the full state space on which the

density matrix is de ned. The expectation value of each con guration tr 2 N ) is estimated via

repeated measurements as outlined above. Thed atembinations of observables= ( 1;:::; ) for which
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expectation values must be estimated in order to reconstridie ( terms correspond to the identity which leaves
the qubit state unchanged and can be estimated by settingrakkasurement terms to 1, thereby reducing the
number of unique measurements necessary to reconstto@ . This demonstrates the computational cost of direct
guantum state tomography, namely the expectation values 8\ albmbinations of the observables must be
estimated by repeated measurements where the estimates differ from their true values with standard deviation
bounded bylzp N;. Therefore using this direct tomography scheme, a whop®ing N copies of must be
generated and measured to recreatgth element-wise reconstruction inaccuracy proportionah%m! This
quickly becomes untenable as the system Kizs increased.
Fortunately, this is not the only way to reconstruct the density matfimm quantum measurements. There are
many proposed quantum state tomography schemes that do not require a number of measurements that scales
exponentially with the system size [18-26]. Some of these approaches can only be applied to pure states or 1D
systems, and many tend to succeed only if the state is or is close to a pure state (or in other words if the density matrix
is low-rank). In Chapter 5, we demonstrate a mixed quantum state tomography scheme that initializes a tensor-train
approximation to the state from measurement results and further ne-tunes the tensor-train approximation with
supervised learning using gradient descent. The approach scales very favorably in the number of unigue measurement
bases, though it does suffer from an exponential accumulation of measurement errors as the system size is increased.
A good metric for determining the equivalence of two density matrices (typically one being an approximation) is

the quantum delity:
F(; )=1r ~ (1.22)

The delity will approach 1 as the similarity between the density matrices increases. It should also be mentioned

that another convention for Fidelity 2.
1.3 Sampling

To get sample data for the machine learning methods requires sampling methods that generate spin states
S = js1; Sp; 181 from the many-body wavefunctign i. In the context of quantum spin systems Eq. (1.8) implies

that the probability of observing stageis:

X _ X
P(S)=hj i ksj (S) (8%is% = j (9)] (1.23)
S;S0 S

As usual, the total probability must be normalized to 1. For small systems which were solved with ED, samples
can be directly generated from the probability distribution de ned by the exact wavefunct{&)s To sample from
(S), a uniform random numbér< a < 1is generated and if this value falls betwelfarg;i s, ) (Si )j2 and
S/ <S (1 j (S )j2, whereSy is thel throughD linear index of an arbitrary state, then the stgte= jsi1;S,;:::SL i

is sampled.
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Given the exponential scaling of the state space, we cannot in general simply cal¢@afer every state and
then pull samples from the probabilities as above. Therefore for large systems, ef cient approximate sampling
methods are needed. Two such sampling methods are introduced in the next two subsections. There is the broadly
applicable but sequential Metropolis-Hastings sampling method introduced in section 1.3.1, and the highly parallel
autoregressive sampling method that can only be applied to models that exhibit an autoregressive conditional

probability form introduced in section 1.3.2.
1.3.1 Metropolis-Hastings Sampling

Metropolis Hastings (MH) sampling is a type of Monte Carlo sampling that starts with and evolves an initial
random stat&, [27]. For spin models, this technique involves a local rotation of a random site. Given a starting state
con gurationSy = js;:::sy i and a random rotatio° = jsl::s‘lf::sN i, theSCstate is accepted as the next s@te;

with probability:

o(S9 ?
g(S«)

If random numbea  A(Sx; S9, then the next sample in the iteration is chosen to be the alternative

A(S¢;SY = min(1; ) (1.24)

con guration,Sg+; = S° Otherwise the next sample is set to the previous 8pg, = Si. This method is iterated
K times and the spins recorded to generate a Markov cKain, S ;k =1;::; K. Itis important to note
however that this sampling method suffers from severe auto-correlation due to its iterative nature and the sampling
can become localized. The latter can occur when starting at an initialSstéde which states differing frongy by a
spin ip have a vanishingly small probability. FurthermoreSi is separated from con gurations that have a
signi cant probability according to the true distribution by a barren region Whe(rS)j2 =0, then those
con gurations will never be sampled. Speci cally, the MH sampling method may exhibit these issues for probability
distributions that are not continuous or ergodic and may fail altogether at accurately modeling such distributions [28].
Lastly, MH sampling is very slow as it is sequential, generating just one sample on each iteration (and we typically
want many samples).

To alleviate the localization issue, we use many random initial st@gs::; S§ g and run a MH sampling
routine on each initial state. The Markov chains generated from each initial condition are then combined to improve
the accuracy of the sampling. This adds diversity to the sampled Markov chains such that it is less likely that the
sampling will be completely localized. Furthermore, if each unique MH sampling routine is run in parallel and the
Markov chains of each (with sidzds=X) are combined, the full Markov chain (sikg) can be generate times
faster. Lastly, we also implement a methodology called burn-ins whereby for each of the initial random states we run
the MH sampling and discard some of the rst samples generated. This extra step reduces the randomness of the

sampling as random initial states - which could have a vanishingly small probability of occurring according to the
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distribution - are evolved for a period to reach the longer term “transient' states where the probability is nite.
Despite these improvements to the MH sampling algorithm, it can still be quite inaccurate and slow, especially in

comparison to autoregressive sampling for which sampling is inherently parallel and exact.
1.3.2 Autoregressive Sampling

Given the correlation and speed issues of Metropolis Hastings sampling, a more ef cient and accurate approach is
to use autoregressive sampling which utilizes probability distributions with a conditional form:
W .
P(s1;:5sn) = pi(SijSi 1;::S1) (1.25)

i=1
Importantly, the conditional probability & only depends upon the previous spsg . This dependence on

only previous values is a necessity for autoregressive sampling and is the meaning of autoregressive. As long as the
probability can be written as an autoregressive conditional probability like Eq. (1.25), all Bfteamples o&; can

be generated at once! This parallel sampling leads to huge speedups. Giyg(shas parameterized by some

functionF (s«i ) which only depends upon the previously sampled statesia@d 0; 1g with indexk

corresponding to thk™ sample, then the sampling is performed as follows:

S=2zerogN Ng)= s 12 (LN) k2 (L;Ny)
P(sk;unsk) =1

For i=1;:;N:

pi(si =0)= F(sj<i )

- pi (si)
Normalize: pi(si) =
pl( |) S|:0’1p|(8|)
a=randN) = fa:;aVsg; 0 a¢ 1 (1.26)

Where pi(si =0) a<; samplesf =0; elsesf =1
Update Conditionals: P(s¥;::;sK) = pi(s¥) P(sk;::sK)
End For

This algorithm simultaneously generates probabilitiesP (s :::; sK ), where each probability is the likelihood
of observing sample; :::; sk , and the accompanying sample Set sk. The inherently parallel sampling
performed in the second to last step compa&tesiniformly random variables between 0 and 1 with the conditional
probabilityp; (s;) and samples all ¢ bits fors; at once. That said, the algorithm is sequential in the number of
qubits,N , and must loop over each qubit. Therefore in contrast to the MH sampling method which sequentially
cycles over the number of sampldg and samples all qubit states 1;:::; N at once, this sampling methodology
sequentially cycles over the qubits, but generateks alll ; :::; Ng states of qubit at once. This key difference in the
sampling methodologies demonstrates that the speedup offered by autoregressive sampling is contingent upon the

number of samples being larger than the number of qdbits N . This is unanimously the case in this thesis.
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Furthermore, the localization issue of MH sampling is not exhibited by autoregressive sampling because each sample
s has a unique random evolution governed byahevhich are independent of each other and randomly generated
each for loop step.

In this thesis, the autoregressive sampling method in Eq. (1.26) is used to greatly accelerate and improve the
accuracy of spin samples generated by Tensor Networks (Chapter 5) and, in combination with GPUs, masked neural

networks (Chapter 2).
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CHAPTER 2
VARIATIONAL LEARNING OF QUANTUM MANY-BODY STATES

In quantum mechanics, the ground-state is the lowest energy con guration possible and any state that reaches this
lowest possible energy is a valid ground-state. This result, detailed in section 2.1, implies that any function mapping
the state con guration to a set of complex coef cients approximates the quantum wavefunction - this is called an
ansatz wavefunction. The ground-state energy then acts as both a gure of merit and hard optimization limit for the
ansatz. Roughly speaking, the lower the ansatz energy, the better the ansatz approximates the ground-state. This
chapter focuses on applying the universal function approximation capacity of neural networks [5, 6] to the task of
approximating the ground-state wavefunction, a procedure outlined in section 2.2. Neural networks are promising
ansatzes not only because of their exible representations, but also because they are capable of modeling high
entanglement states [29, 30] and high dimensional quantum systems - areas where many state-of-the-art ansatzes
struggle. Matrix product states are one such ansatz which is still state-of-the-art in 1D (introduced in section 2.4) and
it is used to benchmark neural network ansatz performance on 1D models in section 2.5. In section 2.2.1 a speci ¢
neural network ansatz, the restricted Boltzmann machine, is discussed. In section 2.2.2, the procedure for converting
any neural network into a conditional neural network via masking is demonstrated. The conditional form allows
embarrassingly parallel autoregressive sampling (section 1.3.2) on a GPU which increases sampling accuracy and

speeds up the variational ansatz training by a hundred-fold (section 2.3).
2.1 The Variational Method

Although quantum many-body problems are burdened with the “curse of dimensionality”, one can develop
approximation methods that signi cantly alleviate the exponential increase of the parameter space. A particularly
successful approximation method is the so-called variational method that uses an ansatz (trial) state to variationally
nd the ground state or dynamical state of a quantum many-body system. For simplicity | will focus on the ground
state search as a similar method can be applied to search for dynamical states. For the study of quantum phases and
guantum phase transitions, one typically only needs to know the ground state of the system.

Let me now explain how the variational ground state search method works. For all quantum spin models, it is
straightforward to prove that there always exists an energy minimum given by the lowest energy eigeg\&dne
simplicity of discussion we ignore cases where there are degenerate ground states). Using the eigenstate

decomposition Eq. (1.12), the energy of a sfateis given by:
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X X X X
hjRj i=  cCmhnjRj mi=  GiGmEmhnj mi =  jGJ°En = jcoj°Eo+  jGnj°En

n;m n;m n n> 0

P P
Probability normalization, jcnj2 =1, impliesjcoj2 =1 > 0jcnjz, substituting this in:

X L2 X L2 X L2
E = Eo(1 jenj )+  jenj°En = Eo+  jcj(En Eo) Eo (2.1)

n>0 n> 0 n> 0

By de nition E» ¢ > E g and asjcnj2 > Q, if there are any non-zem;s o then the energy is necessarily higher
than the ground-state enerBy. Furthermore, iE = Eo, thenjcoj2 = h o] oi =1 and the ansatz statei must be
equal to the ground stajegi. As a result variationally minimizing the energy of an ansatz $tateobtains the
ground-state wavefunction of the system if and only if the global minimum of the energy is reached.

In the context of machine learning, the variational method conveniently provides a sequential objective or reward
for the variational ansatz, namely minimizing the energy. The protocol then is to vary the parameters of the ansatz
statg] i such that it reduces the expectation value of energy. The gradient of the energy in respect to the ansatz state
parameters provides the parameter update that will optimally reduce the energy. In the next section, we will introduce
a speci ¢ type of ansatz states known as quantum neural network states, which can provide a very good
approximation of ground states in a variety of quantum lattice models in arbitrary spatial dimensions. We will also
brie y mention another type of ansatz states called matrix product states that are known to be the best performing

ansatz states for 1D quantum systems.
2.2 Neural Quantum State Ansatze

The idea of quantum neural network states is to represent a quantum many-bogly isteimg an arti cial
neural network (ANN) as shown in Figure 2.1. Speci cally, the coef cienf of for a speci ¢ spin basis state
jSi = js1;S2;::sn i is determined by the output of a neural network parameterizedcbyf W ; bg with

S =(s1;Sp;:::8n ) @s input:

X
ji= (S)jSi 2.2)

S
(S) = k(W 1(:::00(W 0]jSi + hp)) + b (2.3)

whereW;, by, andg; are the weights, bias, and activation function ofithelayer of the feedforward neural
network, respectively. Eq. (2.2) applies to any type of neural network that performs the mappirtg tocmtomplex
number (S). Importantly, the number of free parameters in these models scales polynomially with the system size,
thus ensuring computational tractability of the representation. Also, the sequential application of weights, biases, and

activation functions in each layer generally results in a nonlinear mapping from the input to the output. The ability of
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neural networks to learn nonlinear mappings is integral to their expressibility and enables the network to model
complex entanglement correlations between qubits in the system. The fact that the neural network outputs a complex
number is one of the main differences between the neural networks used in typical machine learning and here. This
means that the parameters of the neural network used here should also be allowed to have complex values [31]. This
lead to technical dif culty in using well optimized machine learning libraries such as Tensor ow and Pytorch as they
were initially not capable of dealing with complex values and gradients. One option is to write independent codes
that accommodate complex valued neural network, as was done in my own code and the NetKet code library [32]).
Another option is to use two real valued neural networks to respectively represent the real and imaginary parts of the
wavefunction, allowing the use of existing machine learning libraries, which was the direction pursued in my object

oriented PytorclQuantumStates repository on Github.

Figure 2.1 Schematic of a feedforward neural network quantum state architecture. The network must have a number
of inputs equal to the size of the syst&mand must output a single complex coef cient (S).

To perform a variational ground state search, rst take the gradient of the expectation value of the Hamiltonian as

a function of the neural network parameter$, 33]:

.|q. .
e=r (P D uEgy @plRe(Ew(s) E)E

Here the argument was reformulated as a statistical average indicaag,by ;- (terms formulated analogously

)] (2.4)

to Eq. (2.5)). Consequently, the energy argument and its gradient can be estimated from spinSarhihles

variational ansatg (S)jz. The statistical average ensures computational tractability as any expectation value can
instead be calculated as a statistical average using sampling methods instead of an exact expectation value which
requires summing over the exponentially scaling basis. The statistical error of these estimates is propopﬁ%f]al to
For most physical Hamiltoniartd , the sparsity i©O(N ) to O(N 2) meaning a single calculation &fio. (S) is of

similar order. The effective computational order can be further reduced if the system is translationally invariant, in

which case the parametersgo from O(N) (note this assumption greatly depends on which neural network is
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used)to O(1). An arbitrary operator®) = Os:so, can be estimated from spin samples of the ansatz state as:

X 0Ogsof (89
Esyj jz[o] = L(ZO)J (2.5)
so 1 (8)j
P
In Eq. (2.4), the ternke is the estimated energy whdte= s2i (S))? Eioc (S) and:
X s
Eoc()  EssoS) 26)

SO
This is the so called local energy term and its sum over the sampled spinSiatd® energy estimaté which

can be tracked throughout the variational optimization as a measure of performance. Eqg. (2.4) de nes the optimal
parameter update for any spin con guratiSrfor any ansatz of the form in Eq. 2.2. Each parameter of the ansatz can

then be updated according to:

I r E 2.7)

t+1 t

This simple but highly utilized parameter update rule is called gradient descentiam@lled the learning rate.
The update rule can also be achieved by more robust and complex “optimizers' such as ADAM, Adagrad, stochastic
gradient descent with momentum, among others (see Pytorch Optimizers). Optimizers modulate the learning rate
depending on the history or current state of the optimization, but the direction of the parameter change is still
determined by the gradient or a modi ed gradient method speci cally designed for quantum systems called
stochastic recon guration [8, 34, 35].

Although an ef cient approximation method has been identi ed, the exponential complexity of the wavefunction
must still be roughly representable by the chosen arbitrary wavefunctidn order for minimization to be possible
[36]. Among the myriad of neural network architectures, for this application we seek a network that re ects physical
properties, can represent many quantum states, and is ef cient to compute. The so called Restricted Boltzmann

Machine (RBM) ful lls these requirements.
2.2.1 Restricted Boltzmann Machine

This variational ansatz pioneered by Carleo and Troyer as well as Melko and Torlai postulates a RBM neural
network as the ansatz wavefunction [8] [37]. The RBM is a type of arti cial neural network that learns to reproduce
the input probability distribution in a process known as reconstruction. The RBM consists of one hidden layer and
one visible layer; the visible layer acts as both the input and output layer. It is called restricted because it is a bipartite
graph as there are no connections between neurons in the same layer (see Figure 2.2).

The RBM architecture is akin to the classical partition function of a ga¢$ efsible unitsjSi interacting withM
hidden unitghi. This familiar statistical physics form encourages its applicability to physics problems with the hope

that it well re ects the underlying physics. In most NQS wokk, is typically an integer multiple ol i.e.
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M = N with 2 Z*.

X P P PP
(S;)= e kaksit Jbhen T siwig hy (2.8)

hj=( SiS)M

Figure 2.2 RBM architecture. [38]

This expression is the unnormalized RBM “probability’, whageandly are the visible and hidden unit biases,
respectively, and the weight; are matrix elements relating the visible ursisto the hidden unité; . Here the
parameters are again complex valued as the quantum wavefunction must be comp@xC. Also as spin systems
are being modeled, the units of the RBilands, can each take on the valuesS;1  S;:::S 1;S. The bipartite
nature of the RBM means it is easily factorized as the hidden units are independent of a given state of the visible units

(and vise versa). The expression can therefore be rewritten as:

P X P PyP
(S; )= e K aksy e I Bhi+ ¥ siwg b
hj=( S;S)M
!

Py L ¥ X Py, L ¥
=e « %S 2cosh b + spwy =e k%% 2cosh( ;) (2.9)

j k ]

P
With | = b + I s?w, . The derivative®@ In (S) = @ _©) necessary to compute Eq. 2.4 are then:
i k Sk Wi S)

Y
@ . @IeP &S 2cosh( )= (S)= s

S ,.
@ (S)_ Puagt _ _ ey _ 2sinh( ) _
T—e jg.ZCOSh(])@ZCOSh( )= (S)—m—tanh( 1
@'""(Sgs):tanh( )@, 1=shtanh( ) (S)
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In summary:
@lhn (S)=¢ @In (S)y=tanh( ) @,, In (S)= sy tanh( |) (2.10)

Note that these expressions are true for both the imaginary and real components of the parameters. With eq 2.4
now well de ned for the RBM, all that is left is to optimize the parameters. It is found that the stochastic
recon guration optimization method tends to be more robust in this scenario as opposed to basic gradient descent. In

this method, parameters are updated as:

w1! ¢ C Ytr E@) (2.11)

whereC is the covariance matrix:
Co (S)=h@In (S) @cln  o(S)i h @In (S) ih@oln o(S)i + c:c:

wherehi is shorthand for statistical averages calculated accordigg fp ;.. The optimization can be made
more robust by regularizing the above@%’ = C o + (gg(t) o C o [8,34].

We originally tested the above variational algorithm using a code | wrote from scratch. Once the open-source
code library NetKet came out in mid 2019 [32], we started using NetKet for most of the calculations as we nd it
better optimized for performance and stability since it was developed by a large team. We detail below in section 2.5

the performance of the RBM based variational ground-state learning, as well as the problems we encountered.
2.2.2 Quantum Neural Autoregressive Density Estimator

The sampled estimates of the energy and its gradient in Eq. (2.4) exhibit statistical error with the number of
measurements dsp Ns. Additionally, the generic sampling approach for NQS ansatzes is the MH sampling
technigue which exhibits autocorrelation and localization issues that result in inaccurate modeling of the probability
distribution (see section 1.3.1 for more details). Furthermore, the computational cost of MH sampling scales
proportionally to the number of sampliis. Therefore, doubling the number of MH samples to increase the
estimation accuracy of Eq. (2.4) by a factor ofjms? 2 incurs double the computational c@stchvariational
iteration. Thus, to simultaneously increase the accuracy of the variational optimization and reduce its computational
cost, the autoregressive sampling method (described in section 1.3.2) is used. This requires reformulating the
probability of a given spin state to be in the autoregressive conditional probability form like Eq. (1.25). Conditional
probability models offer an exact estimation of the target probability and samples drawn from conditional
probabilities are independent of each other - resulting in a greater diversity of sampled con gurations. As quantum

states are described by complex wavefunction coef cients and not real probabilities, the ansatz is instead formulated
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as an autoregressive conditional wavefunction [33]:
Nl
(s1;:558n) = i(sijsi 1:::581) (2.12)
N

The conditional wavefunctions;(s;) can be parameterized by any FFNN with a suitable number of output
neurons. Speci cally, each unique spin conditiong{s;) can be mapped to an output neuron requiring an output
layer of size2 N (2if qubit,D N if qudit). Conversely, the conditional for each spin value can be parameterized
by the same pair of neurons for every qubit conditionalas shown in Figure 2.3. This architecture is used in this

thesis. As a slight modi cation to Eq. (1.26), the conditional probabilities are normalized according to:

(s)= P (2.13)
s 1 i(s)?

Figure 2.3 Feed Forward Neural Network parameterizing a Quantum Neural Autoregressive Density Estimator
(QNADE). The output layer must be of si2er 2N , and masking of the input layer is used to enforce the
autoregressive property (as representedby

Lastly, to utilize autoregressive sampling, the FFNN must obey the autoregressive property. The autoregressive
property requires that the conditional wavefunction of neurorust only depend on previous neurgrsi . To
ensure this property, th&.; input neurons of the neural network can be masked such that the oy{i®)tonly
depends upon previously sampled spins in the chain In practice, a binary mas# = ( my; :::; my ) with
m; 2 (0;1) masks the inpuS® S m=(symy;:::; sy my). This mask is initially set to be all 0s. Then, ias
increased in the autoregressive sampling and probability generation algorithm (Eq. (1.26)), the mask is updated such
thatm;« =1, thereby enforcing®= (s1;::5;5;0;::;;0) and ((S% = i(sj«i ). This masking protocol can

enforce the autoregressive property on any neural network!
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Autoregressive ansatzes greatly improve the accuracy and speed of the sampling step necessary to calculate both
the energy and energy gradient. Speci cally, autoregressive sampling does not suffer from localization issues like
MH sampling and the time required to generate samples does not scale with the number of samples. Therefore, not
only is each autoregressive sample more representative of the true probability distribution, but it is more tractable to
generate orders of magnitudes more samples per variational iteration in order to maximize accuracy. Looking
forward, the improvements to the variational ground-search algorithm that autoregressive ansatzes enable can be

further improved by utilizing GPUs as shown next in section 2.3.
2.3 GPU Accelerated Training

Autoregressive sampling is further accelerated by distributing batches of samples among multiple computer
processors. Graphics processing units or GPUs are specialized electronic devices originally designed for fast parallel
transformations of and rendering of polygons which represent 2D or 3D objects in computer graphics [39]. GPUs
contain up to hundreds of streaming multiprocessors each of which consist of many arithmetic units (or CUDA cores
if using an NVIDIA GPU) speci cally designed to perform mathematical operations quickly. For example, the
NVIDIA Ampere A100 GPU used to generate the results in this section contains 128 streaming multiprocessors each
with 64 CUDA cores resulting in a total of 8192 CUDA cores to perform parallel computations.

GPUs are particularly useful for tasks and algorithms that are so called “embarrassingly parallel”. Tasks are
embarrassingly parallelizable if there is little effort in splitting the task into multiple tasks where each task is
independent of each other [40]. The combined sampling and conditional wavefunction generation algorithm (eq.
1.26) is embarrassingly parallel as each generated sanaie corresponding conditional evolves independently,
meaning the generation of the full sample Sednd conditionals can be easily split into independent batches. The
network and its parameters are held in the GPU node's shared memory while batches of autoregressive sampling
paths can be assigned to separate streaming multiprocessors and evolved simultaneously. We leverage the highly
optimized CUDA GPU API which adapts the Pytorch based QNADE sampling and probability algorithm to ef cient
parallel machine instructions [41]. Speci cally, the algorithm is run for 100 training epochs on the free Google Colab
K80 and the Ampere A100 GPU on a GPU node of the Colorado School of Mines Wendian HPC and the speedup
results are shown in Figure 2.4 and Figure 2.5, respectively. Both of the GPUs are compared to the time it takes to run
the same 100 training epochs on a Colab CPU runtime. Thank you to Lincoln Carr, Eliot Kapit, and Zhexuan Gong
for access to Wendian and the GPU nodes therein. | would also like to acknowledge Caleb Sanders and Ignacio

Varela who helped complete and test the GPU algorithm as their senior design project.
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(a) Autoregressive optimization routine speedup on an K80 GPU gbpAutoregressive optimization routine speedup on an K80 GPU as a
function of the number of qubits. function of the number of samples.

Figure 2.4 QNADE autoregressive sampling and conditional wavefunction optimization routine speedups with 100
training epochs run on a free Google Colab notebook. Shown are the computational wall times of the algorithm run
on the CPU divided by the wall time when run on the GPU. This speedup ratio is calculated for a constant sample
size of 10000 (a) and a constant system size of 10 qubits (b) while varying the system and sample sizes, respectively.

As can be seen in Figure 2.4(b), the speedup provided by the K80 GPUs saturates and the slope of the speedup
decreases as the sample size approaches the memory limit of 228&®(000samples). This can be circumvented
to a large extent by having more RAM for the simulation and by running the algorithm on faster more modern GPUs
such as the Ampere A100. As shown in Figure 2.5(b), the speedup is not only more drastic, but there is no noticeable
saturation in the speedup as the sample size is increased. That said, the Ampere A100 can theoretically perform 5x
more FLOPs operations than the K80, but the speedup afforded by the A100 is at most 2x and not 5x that of the K80.
The reason for this is not entirely clear. One potential avenue for increasing the speedup to the theoretically
achievable with the A100 would be to port the algorithm to CUDA and optimize the routine there.

The speedups shown in Figure 2.4 and Figure 2.5 demonstrate the GPU versus CPU autoregressive algorithm
speedup when either the samples or number of qubits is held xed. The speedup when increasing both the number of
gubits and number of samples will stack as long as the GPU node's memory limit is not reached. As mentioned
before since sampling error is proportionatltep N, the signi cant GPU speedup allows the use of much larger
sample sizes in the variational NQS algorithm which in turn leads to more accurate and smoother convergence,

bene ting variational ground-state algorithms.
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(a) Autoregressive optimization routine speedup on an Ampere A1@) Autoregressive optimization routine speedup on an Ampere A100
GPU as a function of the number of qubits. GPU as a function of the number of samples.

Figure 2.5 QNADE autoregressive sampling and conditional wavefunction optimization routine speedup using an
Ampere A100 GPU versus an Intel i9-9880hk CPU with a boosted clock speed of 5GHz. Again, this speedup ratio is
calculated for a constant sample size of 10000 (a) and a constant system size of 10 qubits (b) while varying the
system and sample sizes, respectively.

2.4 Matrix Product States

The matrix product state (MPS) is a powerful ansatz for nding the ground and dynamical states of 1D quantum
systems variationally [42]. While not designed for machine learning tasks initially, there have been recent studies
showing that the MPS (and its 2D generalization tensor networks) shares similarities with ANNs such that they can

even be used for image recognition [43]. A MPS can be explicitly expressed as a product of matrices:

X
i mpsi = Tr(ASt 1 ASN)|Si (2.14)
S
Comparing with (2.2), the MPS can be regarded as a special type of quantum neural networks' state where the

network is parameterized by the matriges= 1; ;ASv= 1 where each matrix is uniquely de ned for each

gubit spin state. The details of the ground state search algorithm using MPS can be found in Ref. [42]. We did not
develop our own code for MPS methods. Instead, we rely on the well-established Open Source MPS (OSMPS)
library developed by Prof. Lincoln Carr's group [44]. Given the impressive accuracy of the OSMPS library in
simulating 1D quantum systems with at most area law entanglement scaling, it is periodically used throughout this

thesis to generate MPS representations that serve as the ground truth states of suitable quantum systems.
2.5 Simulation Results and Comparison

To show the performance of the variational learning method using quantum neural network states, we will

compare with MPS methods when possible. We start with the 1D nearest-neighbor TFIM introduced in 1.2.4 which is
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a paradigmatic model for quantum phase transitions. It is exactly solvable for arbitrary systéindazea
Jordan-Wigner transformation [45]. Recalling Eq. (1.15):
X X
Hrem = 3 MM +h A
i=1 i=1
where [*¥** are Pauli matrices anfj h are the coupling and transverse eld parameters respectively. We show

the agreement of the aforementioned variational learning method using RBM as ansatz states in Figure 2.6 with MPS

- which is treated as essentially exact in 1D. The relative error between the two mefiiggis_Eues— is below

10 4 for a wide range of transverse eld strengths across the quantum phase transitiornpoih}.(

Figure 2.6 The energy (a) and relative error between RBM and MPS methods (b) of the 1D TFIM Eq. (1.15) for
J =1. The RBM optimization hyper-parameters used wegg = 0:1, = 0:03, 2e+5 samples, and 500 iterations.
The MPS hyper-parameters used are a max bond dimension of 50 and an energy variance tolerance of 1e-9.

As additional examples, we also calculate the ground states of the 1D spin-1 XXZ model (Eg. 2.15 below) and
the cluster-state Hamiltonian (Eq. 2.16 below) using RBM based variational learning algorithm and plot the energy of

ground states as a function of the tunable parameter in the Hamiltonians in Figure 2.7 and Figure 2.8 respectively.

X h
Hxxz =3  (fa+ ) g+ 3 i) (2.15)

He = NZ /\IX/\iZ+l h nXnX (2.16)
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Figure 2.7 The energy (a) and error (b) of the 1D XX¥Z 1 Hamiltonian withJ = 1. The RBM optimization
hyper-parameters used wergg = 0:1, =0:01;0:03;0:1 (all corresponding to different runs), 2e+5 samples, and

2000 iterations. The MPS hyper-parameters used are a max bond dimension of 200 and an energy variance tolerance
of 1e-9.

Figure 2.8 The energy (a) and error (b) of the Cluster Hamiltonian. The RBM optimization hyper-parameters used
were g =0:1, =0:01, 2e+5 samples, and 1000 iterations. The MPS hyper-parameters used are a max bond
dimension of 200 and an energy variance tolerance of 1e-9.

While good agreement with MPS methods (which again can be treated as more-or-less exact) is achieved, a
nontrivial amount of parameter tuning was needed. In fact, it took hundreds of runs with different sets of optimization
parameters to get the best converged results shown in the above two gures.

In principle, the accuracy of RBM results can be further improved by increasing the hidden to visible layer nodes
ratio , eventually reaching the same level of accuracy as the MPS methods [8]. However, in practice we nd that this
approach of improving accuracy does not work reliably, as an RBM with more hidden nodes has greater

representational power. One is more susceptible to local minimum problems with a larger number of parameters to

30



optimize. We nd that often increasing the hidden layer to input layer ratieads to larger error of the ground state
energy found.

What we nd so far is that the variational learning method (at least for the RBM ansatz), although able to beat the
system size tractable by exact diagonalization, is unlikely to surpass the performance of MPS methods for 1D
guantum many-body systems. However, the true strength of this new method lies in its ability to calculate 2D lattice
models [8] which can host a rich family of topological phases [31]. These models are not tractable using MPS
methods and even the tensor network based methods may struggle. Below, we explore the performance of the RBM
based variational method on a once very challenging model - the anti-ferromagnetic TFIM on a triangular lattice [46]
(with an Hamiltonian similar to Eqg. (1.15) but with spins on a triangular latticeJardl ). This model has an
important feature called geometric frustration, where the spins occupying the sites of a triangle cannot all be
anti-aligned to minimize the energy [47]. Finding the ground state of such frustrated 2D systems is an on-going
challenge in condensed matter physics [48]. As shown in Figure 2.9, we nd that the RBM based method achieves a
good approximation of the ground state when compared to exact diagonalization for a 4x4 lattice. The method is still
tractable when increasing the system size to 9x9 which is way beyond the reach of exact diagonalization. We will
show in sect 4.1 that an unsupervised learning method applied to the samples generated by the ground states found

using RBM can also predict the quantum phase transition of this frustrated model.

Figure 2.9 Convergence of the RBM ansatz to the ground-state energy of the 2D periodic triangular lattice TFIM.
Subplot a) compares the ED to RBM ground-state energies4or 4 lattice, b) shows the energy difference between
the RBM-ED energies - note the order of magnitude of the energy differencd @ 2. Subplot ¢) shows the RBM
ground-state energy for tie 9 lattice, at this size there is no exact method we can use to compare to. The RBM
hyper-parameters used here ayg = 0:1, =0:01, 2e+5 samples, and 500 iterations.

In conclusion, we have explored the neural network based variational learning method (using RBM as a speci ¢
neural network) for a number of 1D and 2D quantum spin lattice models and show that the variational learning
method holds great promise, particularly for 2D models. More importantly, the compact representation of many-body
wavefunctions using RBM or other neural networks allows us to generate measurement samples of ground states

ef ciently, as the probability for a particular spin con guration can be computed easily using the converged neural
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network (or MPS). This enables our study of unsupervised learning in 4.
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CHAPTER 3
DESIGNING SPEED-OPTIMIZED TWO-QUBIT QUANTUM GATES

One major issue plaguing physical quantum computers is their nite decoherence time. Decoherence occurs in
imperfectly isolated quantum systems, which all physical realizations are. Decoherence describes the leaking of
information from the quantum state of interest into the coupled environment and is an example of a non-unitary,
irreversible process. The quantum state is quantum-entangled with the environment as decoherence occurs and the
off-diagonal terms of the quantum subsystem density matrix vanish, becoming more “classical” and losing quantum
information [49]. The lower the decoherence time, the faster quantum information leaks and typically the more
dif cult it is to use the system for quantum computation. Computation with a quantum system requires qubit gates
which perform logic operations using the qubits and their states. Qubit gates are, ideally unitary, operations on one or
more qubit and take a time to be performed with the speed depending on the system and gate drive. A quantum
simulation run is a race against decoherence. The desired gate operations must be performed on the initialized state
before the system has a chance to decohere and ruin the computation. Therefore, for effective quantum computation
it is crucial to have fast gates and slow decoherence times, explicitly the full application of gates must be faster than
the decoherence time to increase the chances of a successful, controlled simulation. To perform arbitrary
computations with a quantum computer requires a “universal” set of quantum gates. A set of quantum gates is
universal ifanyunitary operation can be approximated to arbitrary accuracy by applying gates from the set. As any
n-qubit unitary matrix can be written as a combination of single- and two-qubit gates [50], the simplest universal gate
sets that are foundational for universal quantum computing require single- and at least two-qubit gates (e.g. some
universal sets use single- and three-qubit gates). Single-qubit gates can be performed much faster than decoherence
times and their speed is proportional to the power deliverable to the qubit. Such gates are typically implemented by
driving single-qubit transitions with an electro-magnetic eld or pulse, increasing the power delivered to the qubit
increases gate speed. As universal gate sets also include at least two-qubit gates, it is pivotal to also optimize
two-qubit (and greater) gate speeds to achieve universal quantum computation. Two-qubit gate speeds depend upon
the interaction strength between the qubits, the form of interaction, and the number of other involved qubits. In [51],
an analytical expression for the speed limit or minimal speed of a two-qubit gate unitary given their coupling
Hamiltonian is derived. This derivation assumes in nitely fast and arbitrary single-qubit gates, an unrealistic
assumption. To investigate the speed limit of realistic and physical two-qubit gates, my friend and collaborator Joel
Howard created a two-qubit transmon chip [9]. Speci cally, the goal was to use this chip to experimentally realize the
speed limit for a type of two-qubit gates called entangling gates, which involve acting upon two qubits initially in a

product state such that after the gate the qubits are maximally entangled [52]. | assisted in this endeavour by creating
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a variational based optimal pulse solver which nds square and Gaussian pulses that optimally recreate the action of

an arbitrary unitary gate within the time-frame of the theoretical gate speed limit.
3.1 \Variational Pulse Optimizer

The optimal pulse solver starts with randomly initialized pulse parameters which de ne the drive Hamiltonian
Eqg. (3.2) and serve as the learn-able parameters. The static Hamiltonian of the system Eq. (3.1) de nes the two-qubit

interactions which in the rotating frame of the two qubit frequencies can be written as<(with):

Ho=9( 1+ 3+ 132 (3.1)
X X
Hy = i (D)~ (3.2)
=xyi=1;2
whereg is the coupling strength and™ (t) denotes the Rabi frequency of the drive resonant with qsbit
transition in the X or Y quadrature at tinheThe single-qubit drives; (t) consist ofM piece-wise pulses, i.e.
()= fortm 2 [mvlT; o T1, whereT is the total evolution time anch = 1; 2; ;M. Each pulsen has a
learnable amplitudd,, these are the parameters optimized via the solver. For square pulsssnply modulates
the height of the piece-wise function. For Gaussian pulses, the pulse is givep,lfy) = Ane (t tn)*= * \where
tm = m,\TA— is the center of then™™ pulse and / J,— is typically set t%. The effect of these pulses on the quantum
state, determined by the combined Hamiltorlihr= Ho + H(t), are then integrated via the time-dependent or

time-independent ( Eg. (1.11)) Sddinger equations for Gaussiat {(t)) and squareH ) pulses, respectively. In

the square pulse time-independent case, the evolution opératm be simply calculated by iteratively applying:
i (Mm)y =
Um+1 - e i(Ho+H;"’) t=M Um (33)

whereU = Uy andt = T=M is the pulse duration. When the pulse is Gaussiants(d) has time dependence,

the evolution operator is found by numerical integration of the &imger equation:
i~@ = H (3.4)

For a given combined Hamiltoniath = Hy + H(t), the evolution operator is integrated as
U=Te' RICHTROLY whereT denotes the time ordered integral ahdlenotes the total evolution time.
Numerical integration of this differential equation can be performed by ODE solvers and methods such as Runge
Kutta. Importantly, for the pulse parameters to be variationally learned, the ODE solvers must support gradient
tracking. The helpful torchdiffeq library [53-55] was used as the backbone ODE solver with gradient tracking for
numerically integrating the evolution operator with Gaussian pulses. Once the evolution opeigatategrated, the
average gate delityr [56] is calculated and serves as the variational target or loss function:

_1 1X y y
F=g+o5 T UQUUGU (3.5)
j
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whereU; 2 f 0g with  2=f X; ¥; Z:1gandU is the target unitary. Once the delity is calculated
for a given set of pulse parameteks, , the gradient of the delity in respect to each parameter is back-propagated.
Once gradients are back-propagated, an optimizer updates the parameters based upon a user-de ned learning rate and
the gradient values, typically ADAM [57] or SGD with Nestrov momentum [58] is used here. During optimization, a
plateau based learning rate scheduler is also used to change the learning rate based upon the convergence of the loss
function. The cycle of generating the evolution operator fldom, calculating the delity, and then applying the
variational gradients té\, is repeated until the delity reaches a threshold or a maximum number of epochs is
reached. A$ is a highly nonlinear function df . g, to avoid obtaining only a local maximum fér, we repeat
each gradient descent process with a large number (up to 200) of random seeds used for both initialization and SGD,

and then select the global maximum among all repetitions.
3.2 Experimental Setup

Our experimental platform consists of strongly-coupled xed-frequency superconducting transmon qubits with
static capacitive couplings in a hanger readout geometry [59]. An intrinsic silicon substrate is used on which
aluminum oxide tunnel junctions are fabricated via an overlap technique [60]. The remaining circuit components are
made of niobium. The full chip design and corresponding circuit model is shown in Figure 3.1. The two transmon
qubits' transition frequencies afl10; 5:26 MHz, anharmonicities are70, 320MHz, T, decay times ard0;21 s
andT, decay times aré2;10 s, respectively. The static Hamiltonian in Eq. (3.1) approximates the interaction
between the two qubits whege 2 1:75MHz represents a xed Ising coupling strength between the qubits. To
interact with the qubits, we deliver two microwave drives — resonant with each qubit's transition frequency —
simultaneously through the feedline. Each of the drive elds contain two adjustable quadratures (X or Y), and can be
described by the drive Hamiltonian in Eq. (3.2). For perfect single-qubit drives ; . However, due to the strong
Ising coupling between the two qubitskty, the drive strength on one qubit is dependent on the other qubit's state,
resulting in~; = (jOhQj + r2j1hlj) and~, = (jOhQj + rqjlh1lj) ,withr; 1:1andr, 0:7for our
current chip. We note that with a weaker coupling strength or with a tunable coupler [61, 62, [@ottir, can be

made closer to or equal to 1.
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Figure 3.1 (a) Optical micrograph of the experimental chip including qubits, readout resonators, test Josephson
junctions, and test resonators. (b) Zoomed-in view of the two oating qubits. Each qubit consists of two identical
pads (red for the left qubit and blue for the right qubit) and a Josephson junction connecting the two pads. Each qubit
is coupled to its own readout resonator (green). (c) Grounded circuit model of the capacitively coupled qubits.

3.3 Optimization Results and Benchmarking

To benchmark the numerical optimization method, we choose the target gate to be the CNOT gate and nd the
above-mentioned numerical speed lifhit for F = 99% as a function of o We setM = 16, which allows the
calculation to be done within a few hours on a small HPC cluster. Further incrddsihges not lead to noticeable
improvements. As shown in Figure 3.2, we clearly see thatas=gincreases]r approaches the analytical speed
limit Tmin, indicating that the optimization succeeded in reaching the theoretical speed limit. Importantly, the
maximum single-qubit drive strengthyax does not need to be signi cantly larger than the interaction stregi¢ih
get close to the analytical speed limit. For example, settingk = 3g already gives us a minimum gate time of
1:05Tmin with F > 99% We also note from Figure 3.2 that our method signi cantly outperforms the standard

GRAPE algorithm in the widely used QuTiP software [63].
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Figure 3.2 The minimum tim&g (in units of Ty,,) it takes to achieve a CNOT gate l6f> 99% as a function of

max (in units of g) using either our optimization algorithm (blue curve) or the GRAPE algorithm in QuTiP (red
curve). Both algorithms ugd = 16 segments of the drive pulses ad@0random restarts. The GRAPE algorithm in
QuTiP can only reack > 99%for a small range of o« values, and even for such values the minimum gate time
achieved is noticeably longer than that from our algorithm.

To demonstrate the utility of our optimization algorithm, it is imperative to introduce the analytical speed limit.

As described in [52], any two-qubit unitaty can be decomposed as:
P

U=(U U)UsVi Vo); Ug=e ' =xm (3.6)
whereUs; Vi (Uy; V2) are single-qubit gates acting on the rst (second) qubit, andUtliependent  satisfy
xyz 2 [ 7z 7] Assuming the single-qubit gates can be implemented arbitrarily fast, the constraining factor for the
time it takes to perform the two-qubit gate is then the minimum time required to impldggenthich is:
g =(4g) CNOT

_3=(4g) SWAP (3.7)
" 3=(8g) = SWAP

Tt oyt
The analytical speed limit for a two-qubit gdtkin Eq. (3.7) is used to derive the minimum implementation time
for the CNOT, SWAP, ang SWAP gates, also shown in Eq. (3.7). In Figure 3.3 below, we compare the performance

of the optimization algorithm and the experimental realization oHhdor each of the aforementioned gates. Each
plot shows the delity during the real implementation tiMienormalized by the speed limit of the corresponding gate
Tmin - The experimental and numerical gate delities rise quickly and reach almost unit delity=afl i, for most
gates. Surprisingly, the optimizer can actually bEgt, for the SWAP gate, a result that is being investigated for

future research.
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() (b) (c)

Figure 3.3 Experimental measurements of the gverage gate drelitying optimized 4-segment drive pulses , with
the target gate being (a) CNOT, (b) SWAP, and (§WAP. The red curves represent experimental measurements
while the blue curves represent the exact numerical calculatiBnwithout considering any experimental error.

max = 6 MHz for the CNOT gate and max = 5 MHz for SWAP and SWAP gate. The error bars on the red curves
represent a bound on the statistical error of the mean for 500 repeated measurements at each point.

3.4 Error Analysis

One error source shared among all our data points is the statistical error. To quantify this error, we simulate
additional measurements by adding a Gaussian distributed random noise with zero mean and unity standard deviation
on each Pauli operator measured during our QPT. This allows us to set an upper bound on the statistical error of the
mean that would be obtained on re-performing the full experiment with all other error sources held xed. As shown
in Figure 3.3, this statistical error on the measufeid less tharl%in all cases.

To better quantify and understand the experimental errors in Figure 3.3, we calculated the average gate delity
between the experimental quantum process and the corresponding exact unitary generated by the engineered
Hamiltonian with optimized pulse shapes for each value of gate Tiraad each target gate demonstrated. As shown
by the blue curves in Figure 3.4, the in delity due to experimental error sources are in generals#thamd we
observe a general trend of increasing error as we inciea$e nd out potential error sources, we rst performed
guantum process tomography for the dark evolution of the system (i.e. only under the static Hamfittghian
varying evolution T and calculate the average gate delity of such process with regard to the exact evolution operator
e HoT We ndthat such delity also decreases Asincreases (see red curves in Figure 3.4), from abéetat
T =0 to about95%at the longest gate tim&.QT 3AP) we explored. We attribute the error sources due to the dark
evolution to state relaxation (due to nife, andT, times), imperfect calibration or uctuations of the coupling

strengthg in Hg, and the fact thatl ¢ is only an approximation of the actual superconducting circuit [64].
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() (b) (c)

Figure 3.4 Average gate delit§F (blue curves) between the experimental quantum process and the corresponding
exact time evolution oper@tor generated by the optimized pulse shapes for a gale tiittethe target gate being

CNOT (a), SWAP (b), and SWAP (c). The horizontal axis is normalized by the corresponding analytical speed limit
for each target gate Eq. (3.7). The red curves (identical among the subplots but with different time ranges) reveal the
average gate delity between a dark evolution quantum process oveiltiarel the corresponding exact time

evolution operator without error and dissipation.

To explain why the delity in Figure 3.4 is noticeably lower when driving the qubits, we numerically simulate the
effects of imperfect calibration or noises on the optimized pulse shapes (either for amplitudes or phases) by adding
random perturbations to each optimized pulse paramgigr. We expect such perturbations to be present in our
experimental setup with magnitudes of a few percentgf«. The simulated average gate deliy is shown in
Figure 3.5, where all other parameters are identical to the &aatrves in Figure 3.3. We see that our optimization
method is robust to small amount (1%) of noises on the pulse shapes, but for larger noises (5%), we can lose a few
percent of delity compared to the exact cases, and the delity lost is larger Wwhapproaches unity, consistent with
the behavior of the experimentally measuFeéh Figure 3.3. We suspect that the combined effects of the error
sources in the dark evolution and the engineered pulse shapes, as well as errors caused by leakage to non-qubit states,

account for the majority of experimental errors we observe.

@ (b) ©

Figure 3.5 Average gate delitf§F calculated using the optimized pulse shapes in Figure 3.3, but with random
Gaussian noise added to each pulse shape paramgtewith the target gate being CNOT (a), SWAP (b), and

SWAP (c). The blue (red) curves correspond to a standard deviation of the Gaussian Arlée @ix (0:05 max).
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3.5 Conclusion

In summary, we have demonstrated speed limits for various two-qubit gates experimentally using optimized
pulses found via a variational learning optimization method. The speed limits are determined by the limited
two-qubit interaction strength and single-qubit drive strength in a physical platform. Importantly, the two-qubit gates
we implemented based on this method are much faster than those implemented using a combination of single qubit
gates and the controlled-Z gate, even outperforming the SWIPHT protocol that is a specially optimized protocol for
achieving CNOT gates for our hardware. In conclusion, we believe our method is useful for designing
speed-optimized two-qubit gates in a variety of quantum computing platforms, especially those with non-negligible

single-qubit gate times and always on interactions.
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CHAPTER 4
UNSUPERVISED LEARNING OF QUANTUM PHASE TRANSITIONS

Chapter 2 focused on nding ground states of large, many-body quantum systems. Now suppose we have these
states at hand (either numerically or experimentally) and can perform measurements on them. What physical
properties can we learn from the states without a-priori knowledge? In particular, we would like to know what
guantum phases and symmetry classes the states belong to, and if there is a quantum phase transition when a
parameter is changed. The concept of quantum phase transitions is introduced in section 1.2.4. In this chapter, we
will address these questions using unsupervised learning.

Recent research applying both supervised and unsupervised algorithms to quantum phase transitions
identi cation have demonstrated that machine learning is an effective tool for identifying features relevant to phase
transitions [65—68] - even explicitly identifying the order parameters in some cases [69, 70]. Supervised learning of
phase transitions requires previous knowledge of where the phase transition occurs, the phases of the system in
extreme limits, or the phases of a similar system to that under study [69]. Therefore, supervised learning lacks
general applicability in that it cannot discover novel phase transitions in poorly understood or exotic materials. For
this reason, we focus on the more generally applicable unsupervised learning techniques for this task. In addition,
inspired by the success of recent techniques involving von Neumann entropy networks in detecting QPTs [71, 72], we
also explore the idea of using network complexity measures of the quantum neural network states to predict QPTs
(Appendix A).

Whether the sample data be generated from direct sampling of the exact diagonalized wavefunction, MH or
autoregressive sampling of variational states, or measurement results from experiment, the subsequent analysis
presented here is very generalizable. For sampleksidattice sizel, and parameter array length we organize the
K 'V L matrix in blocks of samples for each parameter by the lattice size. Then dimensionality reduction
techniques are applied to these samples - in particular principal component analysis (PCA), autoencoders, and
diffusion maps [73—76] - and a subsequent clustering of the data in the reduced feature space may also be applied.
This chapter rst explores the use of a linear unsupervised algorithm known as PCA along with k-means clustering to
estimate phase transition points of frustrated quantum lattices in section 4.1. Then in section 4.2 a non-linear
unsupervised clustering algorithm known as diffusion maps is shown to discover complex phase transitions which the

contrasted machine learning algorithms struggle to identify.
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4.1 Principal Component Analysis

For unsupervised learning, we will start our exploration with the simplest linear dimensionality reduction
technique known as principle component analysis (PCA), which can predict the order parameter of many quantum
phase transitions. However, the order parameters predicted by PCA must be linear functions of the measurement data
and for more complex quantum phases of interest - such as many-body localized (MBL), topological, and
valence-bond phases - the order parameters are non-linear. Therefore, we will also study non-linear dimensionality
reduction technigues such as the diffusion map method (section 4.2).

The process of projecting some data or a function that exists in larger dimensional space onto a smaller
dimensional space is aptly called dimensionality reduction or compression. The lower dimensional representation of
the higher dimensional object can at best reproduce the higher dimensional object (called loss-less compression), but
more often has some loss of information (called lossy compression). The goal of any worthwhile dimensionality
reduction algorithm is to reduce the higher dimensional object in such a way that a maximal amount of information
of the object is retained in the lower dimensional space. There are many compression and dimensionality reduction
techniques in use today, in particular we focus on automatic clustering algorithms like K-means and projective
algorithms like principal component analysis (PCA), autoencoders, and diffusion maps.

For a given data sét , PCA involves solving the eigenvalue equation: [73]
XTXE ="E (4.1)

This equation is just the eigen-decomposition of the covariance matrix of the data. Therefore, the eigeavectors
(E = fgg;i =1::N) of the largest eigenvalues (or principal components) point in the direction of the ddts
highest variance. After solving eq. 4.1, projecting the datanto the plane of the rsk eigenvectorsX Ej..«,
reduces the data's dimensionkauch that the maximum linear variance of the datl dimensions is retained [74].
As a proof of concept, we begin with the TFIM Eq. (1.15). This model exhibits a 1st order ngf at with the
total magnetizationl,3 . {,as an order parameter for the (anti-) ferromagnetic cise Q) and the sublattice
magnetizationl,3 ( 1)" Z, for the anti-ferromagnetic casé € 0) [16]. PCA has been shown to explicitly discover
these order parameters for the classical phase transitityrat= 2:269[70], here we con rm that the QPT can also

be detected (see Figure 4.1 and Figure 4.2).
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Figure 4.1 Top plot: the eigenvalue spectrum of PCA (eq. 4.1) applied to the non-periodic 1D TFIM (Eq. (1.15)). The
2nd and 3rd lowest plots show the eigenvectors of the rst and second eigenvalues, respectively. Note how the rst
eigenvector is nearly constant over the lattice sites, this corresponds to site magnetization the average of which is the
order parameter of the TFIM as mentioned above. The second eigenvector resembles a Fourier mode with period one
over the lattice agreeing with predictions of [77].

Figure 4.2 The average of the data Xeprojected onto the rst eigenvect@ . The 1st eigenvector clearly acts as
the order parameter for this data set and accurately predicts a sharp change in or@ew: reardicating a QPT.
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The reason PCA detects phase transitions is because it searches for the highest variance vectors in the data in
respect to the varied parameter(s); this is the same role that the order parameter plays in phase transition prediction.
Some results also suggest that the eigenvectors are Fourier modes of the system [77] which agrees with Figure 4.1.
Therefore, this method not only predicts the QPT, but it also provides the rst eigenweet®la prediction of the
phase transition order parameter and can even predict other order changes in the system via the other eigenvectors.
This can be seen in the PCA results of the frustrated 2D TFIM on a triangular lattice in Figure 4.3. In this gure, two
competing triangular unit cell orde¢s 1; %; %) and( 1;0;1) are identi ed by PCA [78]. In Figure 4.4(a), we
see the two prominent orders identi ed in the eigenvalue spectrum and the eigenvectors plotted against lattice site.
The two eigenvectors retain a fairly large portion of the variance in the data:24%) as the variance retained for a
given eigenvector is proportional to its respective eigenvejif&ned = Pl— But this leads to an opportunity to
distinguish between competing orders. If PCA can better explain the variance of the data with another set of
eigenvectors then this implies that these eigenvectors are a better set of order parameters than the previous. We nd
this to be the case for a run with= 81, where PCA results and lattice imposed rst eigenvector are shown in
Figure 4.4(b) and Figure 4.5, respectively. The variance retained by just the rst eigenvector in this228%e is
which is the equivalent compression achieved by the algorithm when compressiDgtidd representation space
to justD = 1! This, along with Figure 4.6, demonstrates the impressive power of PCA when the changes in order
between phases are linear. In Figure 4.6 we show an image of the data compression. Here the data is projected onto
the rst two eigenvectors and plotted. This projection shows a clear separation betwedn<oi25) and high
(h > 1:75) transverse eld strengths as well as an intermixed region with intermediate values. In Figure 4.7, we plot

the average of the data projection on the rst eigenvector similarly to Figure 4.2.

Figure 4.3 The values - designated by the color bar - of the rst (a) and second (b) eigenvectors corresponding to the
two largest eigenvalues plotted on the= 64 triangular lattice. Each eigenvector corresponds to a different order
present in the frustrated triangular lattice TFIM . The “largest' eigenvector (a) correspondg tdlthel; %) order

while the second largest eigenvector (b) corresponds t6 theg0; 1) order where the valugs; b; § are the values of

the vertices of each triangular unit cell [78].
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(@) (b)

Figure 4.4 (a) Top plot: the eigenvalue spectrum of PCA (eq. 4.1) applied to thé4 2D frustrated triangular
lattice TFIM. The 2nd and 3rd plots show the eigenvectors of the rst and second eigenvalues, respectively. (b) Same,
but applied to thé. = 81 2D frustrated triangular lattice TFIM.

Figure 4.5 The values - designated by the color bar - of the rst eigenvector corresponding to the largest eigenvalue
interposed on the = 81 triangular lattice. This eigenvector seems to correspond best {o thé®; 1) order, butis a
non-trivial deviation from it. If this is indeed the best order parameter for the QPT in this system, it shows how such
dimensionality reduction methods can potentially help guide and improve theoretical understanding.
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Figure 4.6 Projection of the = 81 frustrated triangular lattice TFIM sample data onto the rst two eigenvectors i.e.
X e vsX &. The colors indicate the transverse eld strength

Figure 4.7 The average of the data Xefprojected onto the rst eigenvect@ for theL = 81 2D triangular lattice
TFIM. This methodology for interpreting the PCA results fails to give a clear prediction of the QPT.
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Unfortunately, for this more complex model such an analysis does not directly indicate the QPT predicted to be at
Jﬂ = 1:65[78]. PCA does distinguish the phases as can be qualitatively seen in Figure 4.6 by the separation between
low and high transverse elds in the projection. To truly utilize the potential of PCA and other such dimensionality
reduction methods we further process the results with an automatic clustering method called k-means clustering (eq.
4.2). K-means The k-means algorithm automatically assigns labels to data, distinguishing labeled ‘clusters' by their
distance from each other in the data space. It begins by rst assigning random initial data points as ‘centroids'. The
set of points nearest a centroid are then assigned to the centroid. Each centroid then moves to the mean of its
respective assigned data set. This iterative algorithm performs best when the number of clusters can be speci ed
initially, but it is not always known how many distinct orders or clusters should be searched for in a respective data
set. Overall, the algorithm assigns labels to the projected data peiatgh that the following objective function is
minimized:

X X

J = kXi j k2 (4-2)

j=1i2y;
whereK is the number of clusters); is the subset of data points assigned to clystand ; is the mean of the
subset. In Figure 4.8(a), we show a circularly symmetric k-means clustering algorithm applied.ts 8 2D
triangular TFIM PCA data projection as in Figure 4.6. The sharp decision boundary between cluster one and cluster
two can be seen clearly and is also plotted in Figure 4.8(b) versus the transverse eld. The clusters two and one
indicate a frustrated ferromagnetic and paramagnetic order respectively, and the transition between the two roughly

agrees with thé" = 1:65QPT point.

(@) (b)

Figure 4.8 (a) Result of applying the k-means clustering algorithm eq. 4.2 to th&1 2D triangular TFIM data
projected on the rst two PCA eigenvectors Figure 4.6. Here, the data is transforrgeg4sX & )? and

y> = (X &)? such that the clusters utilize the circular symmetry. (b) We average the cluster labels assigned to each
set of data points corresponding to each transverse eld stréngth
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We also mention in passing that Autoencoders, a non-linear generalization of PCA, were also used on these
models and those yet to be mentioned, but this method offers little to no improvement over PCA and often just
mimicked its linear order parameters and predictions. Autoencoders typically consist of two sections: an encoder that
transforms the input data into a lower dimensional latent space, and a decoder which transforms the latent space
representation back to the input data space [75]. The autoencoder is trained so that the mean squared error of the
decoded data minus the encoded data is minimized. This dimensionality reduction technique is non-linear due to the
non-linear activation functions that modulate the network transformed inputs - in this work both the encoder and
decoder use the sigmoid activation function. Despite the non-linearity of the method, it generally failed to elucidate
non-linear order parameters or accurately predict QPTs any better than PCA. Therefore, to nd a more generalizable
dimensionality reduction technique that can effectively help predict QPTs with complex and non-linear order
parameters we use the diffusion map method which recently was shown to detect distinct topological sectors of
symmetry class Alll [79]. In Figure 4.9, Figure 4.10, and Figure 4.11 we apply similar processing as in the PCA
results above to the autoencoder trained on the 4am@®&1 2D triangular TFIM data. As can be seen, the projection
separation is not as clear as in PCA (Figure 4.9) and k-means on a naiively circular symmetry transformed data set

(Figure 4.10) doesn't give much more than noise (Figure 4.11).

Figure 4.9 Projection of the = 81 frustrated triangular lattice TFIM sample data onto the rst two autoencoder
latent space eigenvectors. The colors indicate the transverse eld stiength

48



Figure 4.10 Result of applying the k-means clustering algorithm eq. 4.2 to th81 2D triangular TFIM data
projected on the rst two autoencoder latent space eigenvectors, Figure 4.9. Here, the data is transformed as
y1 = (X &)? andy, = ( X &)? such that the clusters utilize the circular symmetry.

Figure 4.11 For the autoencoder data to 2D latent space projection, we average the cluster labels assigned to each set
of data points corresponding to each transverse eld streimgth
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4.2 Nonlinear Dimensionality Reduction: Unsupervised machine learning of quantum phase transitions
using diffusion maps
The material in the remainder of this chapter is modi ed from an article publishBthysical Review Letters
Reprinted with permission from Lidiak, A. and Gong, Bhysical Review Lettersol. 125, no. 22, p. 225701,
(2020). See Appendix B for more details. DOI: http://dx.doi.org/10.1103/PhysRevLett.125.225701. Authors:

Alexander Lidiak and Zhexuan Gong.
4.2.1 Introduction

With the recent demonstration of quantum supremacy [80], the need for understanding well-controlled
experimental quantum systems that cannot be simulated ef ciently on a classical computer is growing rapidly.
However, experimental data sets generated by measurements on post quantum-supremacy devices can be too large
and complex for traditional data analysis tools to extract useful features from. This in particular poses a major
challenge in using quantum simulators to make new discoveries at the frontier of quantum many-body physics, where
existing theoretical understanding is often lacking [81]. A promising method to address this challenge is
unsupervised machine learning, which can extract important features from data with little to no a priori understanding
of the data [31, 37, 65, 69, 70, 82-88].

While machine learning has become a standard toolbox for data analysis in many areas of physics, including
high-energy, astrophysics [31], and condensed-matter physics [89], the use of unsupervised machine learning in
experimental quantum simulators, in particular for studying quantum phases and phase transitions, is so far lacking.
For example, the standard approach to demonstrate a quantum phase transition in quantum simulation is to extract
some feature from the measurement data related to an “order parameter” [90-92]. However, for the discovery of a
new quantum phase or phase transition, it is often unclear what feature or order parameter one should extract from
the data. For a simple symmetry breaking phase transition, one can usually nd an order parameter that is linear in
the measured observables. In such a scenario, a common unsupervised machine learning method known as principal
component analysis (PCA) can be applied [67, 70, 93], which performs a linear projection of the sample data onto a
lower dimensional subspace for feature extraction. But for quantum systems with phases whose order parameters are
complex, nonlinear functions of local observables [31], where machine learning could be particularly useful in
discovering new physics, PCA will fail. Example systems include valence-bond solids [94], quantum spin liquids
[95], topologically ordered matter [96], and many-body localized (MBL) systems [97]. A number of nonlinear
dimensionality reduction methods in machine learning can be applied for these systems, such as kernel PCA [98],
auto-encoders [67], self-organizing maps [99], and diffusion maps [79]. The success so far is however limited, with a
notable exception that the diffusion map method has recently been used to identify certain topological phases

unsupervised [79], which has long been regarded as challenging.
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In this work, we show that the diffusion map is in fact a rather versatile method that can identify a variety of
complex quantum phases. It is also computationally ef cient and works for data easily obtained by quantum
simulation experiments, such as the measurement of all spins in a single direction [100]. This is in contrast to many
machine learning approaches [69, 82, 101-104] that require the entanglement spectrum of quantum states, which is
dif cult to obtain experimentally.

The main idea of the diffusion map is to reveal the structure of the measurement samples in con guration space
and perform automatic clustering of the samples with a tunable cluster radius [76]. Major changes in the
con gurations of quantum states can be revealed as a result, suggesting the onset of a phase transition. As examples,
we will show how diffusion maps can correctly identify incommensurate phases, valence-bond solid phases, and
many-body localized phases, all of which are dif cult to learn using traditional data analysis on expectation values,
variances, and two-point correlations of local observables, or simple unsupervised machine learning methods such as
PCA and k-means clustering (see Figure 4.15 and Figure 4.19). Note that our primary goal is to learn phases of
guantum matter from experimental data with minimal theoretical understanding. For precisely locating phase
transition points, supervised learning methods can be applied afterwards [69, 82, 101, 102].

We will rstintroduce the diffusion map method and describe a general picture of how it can identify different
guantum phases. In the following, the diffusion map is always applied to a collection of measurement samples.
Without loss of generality, we assume each sample is from a measuremmuzEntum spins in some direction.

Each measurement sample thus containsumbers, denoted by &h-dimensional vectoX ; (i =1;2; ;M).

We obtainM such samples by preparing and measuring the same\dtéitees, a routine practice in quantum

simulation experiments [100]. One can also obtain these measurement samples computationally using either direct
sampling if exact diagonalization is used or Monte Carlo sampling if a variational ansatz is used [105-108]. For exact
diagonalization, we can obtain the ground or dynamical stajteias P s, (Sk)iSki, wherejSci is a basis state for

the particular measurement akids a linearized index. We then pick a random numberx < 1 and if it falls in the
window betweenP i« | (Si )j2 andP ick +1 1 (Si )j2 for some value ok, then the basis staj&yi will be sampled.

The diffusion map sets a ctitious diffusion process among the samples based on their distances. First, a distance
metric needs to be de ned. Here, we use the normalized Euclidean distance between two samgjlede ned as
di";’ Ni P ,':':1 Xik Xk )2, whereX . is thek™ element of the sample vect¥r;, andN N is a normalization

constant that ensurely 2 [0; 1]. Next, a kernel function is used to associate a transition probability between samples

di = ), where the hyperparameter

based on their distances. A common choice is the Gaussian ket e
controls how fast the transition probability decays with distance. Finally we intragipice Kj; :(P « Kik) as the
normalized probability of the diffusion process from samplés;j .

Since the transition probability between any two samples is nonzero for a nite above-mentioned diffusion

process is ergodic in the long time limit. This means the largest eigenvalue Bfriterix is always exactlt
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[76, 79]. If there are clusters of samples in which the samples have arrapsts in different con gurations, then up
to a time scale = €N | the diffusion process will be largely restricted within each cluster. The number of such
clusters will correspond to eigenvalueshothat are larger thath where 1= [76]. Thus by choosing

r=(N In ), we can nd the number of clusters of a particular size. For the examples we shall discuss, we keep
the diffusion time xed by choosing =10 2 (the exact value does not matter).

Schematically shown in Figure 4.12, when 1=(N In ), each different sample will be identi ed as one cluster,
and the number of clusters in this regime is simply given by the number of unique measurement samples. For a
generic quantum many-body state that contains non-negligible weights of exponentially many basis states, almost all
measurement samples are different from each other. However, for a many-body localized quantum system, the
number of uniqgue samples can be signi cantly smaller than the number of samples. Thus a diffusion map with such a
small should be able to distinguish an ergodic many-body state from a localized many-body state. On the other
hand, when 1=In , only samples with N spins in different con gurations will belong to different clusters. If
multiple clusters of samples are identi ed in this regime, one can expect a discrete spontaneous symmetry breaking in
the measurement direction of the spins, with the order of the symmetry group equal to the number of clusters.
Between the small and largeegimes, we can tuneto reveal the number of clusters with variable sizes (note that
changing requires no additional experimental data). As shown below, the intermediegéne
(3=(N'In ). . 1=In )isthe key to learning a variety of complex quantum phases that cannot be identi ed using
linear dimensionality reduction methods such as PCA. We emphasize that the diffusion map is computationally
ef cient for the number of sampled(? 10%) in a typical quantum simulation experiment [100], and we can

compute diffusion maps with different system parameters or hyper-parameters in parallel.
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Figure 4.12 Schematic of how the diffusion map reveals the number of clusters formed by the measurement samples
in con guration space. The hyperparametefetermines the size of the clusters by controlling the width of the

Gaussian envelope in the kernel function. The qualitative pictures for the small€(N In )), intermediate, and

large ( 1=In ) regimes are shown. For suf ciently largethe number of clusters becomes one.

4.2.2 Learning Symmetry Breaking Phases

To demonstrate the power of diffusion maps with a tunaldfelearning complex quantum phases, we start with a
Z, transverse- eld Ising model (TFIM) (also known as the chiral clock model [109]) with3. This model can be
simulated using Rydberg atoms experimentally [110, 111] and has a nontrivial incommensurate phase between the

usual ferromagnetic and paramagnetic phases of the TFIM. The Hamiltonian of the model reads
P , P , 1 0 0
Nojé @ f) Nt v.é +hc,where = o0e2=* o and = 300 arethe
j j ] 0 0 e 23 010
Z3 spin operators. Without chirality (= 0), the ground state dfi; undergoes a simple ferromagnetic (FM) to

H1: f

paramagnetic (PM) phase transition when increabifpm 0 to 1. For > 0, an incommensurate (IC) phase
appears for intermediate valuesfafwhere spin correlations ; ji decay as a power law. The ferromagnetic phase
can be easily identi ed using the averagefiof ; ig which is nonzero in the FM phase. However, such an order
parameter cannot tell the PM phase from the IC phase, as both phases have vanishing FM order. Therefore we nd
that PCA (as well as two-point correlations) cannot identify the IC phase and its boundary (see Figure 4.15).

The incommensurate phase and its boundary can be numerically identi ed using entanglement entropy

[112, 113], a quantity hard to measure in large experimental systems [114]. Here we show that using just the
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measurement samples of the spin operétoyg, the diffusion map is able to produce a phase diagram in an
unsupervised manner that well matches the one obtained using entanglement entropy. Using an intermediate value of
, the number of clusters identi ed by the diffusion map identi es all three phases &4Heé-IM, as shown in

Figure 4.13(a). This result can be understood as follows: (1) Deep in the PM phase the measurement samples are
approximately drawn from a uniform probability distribution of every possible spin con guration. As a result, two
different samples will have on averalje2 spins in different con gurations. Since in practice the number of samples
is often much smaller than the number of spin con gurations, each sample will be treated as a separate cluster if

1=In . The number of clusters will thus be close to the number of samples. (2) Deep in the FM phase, the
ground state undergoes spontaneous symmetry breaking, resulting in one of the 3 FM states, each being ordered in a
different direction. The samples drawn from each of the 3 FM ordered states should have small distances between
each other while the samples drawn from different FM ordered states have very large distances. With
1=(NIn ) 1=In , the number of clusters identi ed will be close to 3. (3) The samples drawn from the IC
phase should have a rather diverse set of distances and the number of clusters identi ed by the diffusion map should
vary strongly depending on the parameters of the Hamiltonian. Note that no ne tunirig néeded to learn the
incommensurate phase. In addition, we have shown in Figure 4.16 that one can identify all three phases equally well

if the samples are drawn from measurements of tbperators instead.

Figure 4.13 The ground-state phase diagram of the chydlFIM found by the diffusion map method. The
measurement samples are obtained from the ground-state found using exact diagonalizatbawRhspins. 500
samples are used for each valud aind . (a) = 0:015 an intermediate value that reveals all three phases and their
boundaries (see Figure 4.16 and [113] for similar phase diagrams obtained using entanglement entropy). (b)

= 0:075 a large value that causes both the samples in the PM and IC phases to be grouped into one cluster, while in
the FM phase three clusters are always identi ed.

The diffusion map also allows unsupervised learning of the order of the discrete symmetry group underlying a

symmetry breaking phase transition. For a large enoygh1=In ), samples in the PM and IC phases will be
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identi ed as a single cluster while samples in the FM phase are cleanly sorted into 3 clusters as a residl of the
spontaneous symmetry breaking [see Figure 4.13(b)]. Contrast this to the k-means clustering algorithm used
frequently in unsupervised machine learning [115], where the number of clusters has to be guessed or predicted using
a priori knowledge of the data.

Now we will show that traditional data analysis methods in quantum simulation that focus on the expectation
value, variance, or two-point correlations of local observables will not identify the incommensurate phase associated
with H1. As seen from Figure 4.14, expectation values and variances ofdperators (averaged spatially) do not
identify any phases. This is because the samples are obtained from the exact ground-stateamite system
size, thus spontaneous symmetry breaking does not happen. The two-point correlationsafenators between
the edge spin and the central spin is capable of revealing the ferromagnetic phase, but does not distinguish the

incommensurate phase and the paramagnetic phase clearly.

P
Figure 4.14 The expectation value of, ;=N from H (a), the variance of the same quantity (b), and the correlation
between the middle and the end sping n=»i (C) as a function of and . Same as Figure 4.18l = 24 and500
samples are used for each valud aind .

Next, we show that principle component analysis (PCA) together with k-means clustering is also unable to learn
the incommensurate phase and its boundary. We perform PCA on the same collection of measurement samples used
for the diffusion map in Figure 4.13 and extract the projection of the sample set onto the rst two principle
components. We then apply a k-means clustering algorithm to associate eachXamyptl an index
Li =1;2; ;k.Inan attempt to identify all three phases within the samples, we manually set the number of
clusters tck = 3 (note that the diffusion map does not require such a priori knowledge of the number of distinct
phases in the data). We then averagdor samples belonging to a particular set of Hamiltonian paramedterg,(
and obtain a phase diagram using this averaged index [see Figure 4.15(a)]. While we can identify the ferromagnetic
phase and its boundary, there is no clear identi cation of the paramagnetic or incommensurate phases, similar to the

scenario with two-point correlations discussed above.
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Figure 4.15 Phase diagrams generated by PCA (a) and auto-encoder (b) applied on the same measurement samples
used in Figure 4.16. The color represents the index attached by& k-means clustering algorithm on the
projected/compressed measurement sample data, averaged over all measurement samples of the ground state of a
particular Hamiltonian.

We have also used an auto-encoder included in MATLAB to perform nonlinear dimensionality reduction of the
measurement data in substitution of PCA. The auto-encoder trains an arti cial neural network to retain as much
information of the sample data as possible with two latent variables onto which we then encode each measurement
sample (similar to projecting onto the rst two principle components obtained via PCA). Applying the same k-means
clustering algorithm wittkk = 3 leads to the phase diagram shown in Figure 4.15(b), which again is unable to identify
the incommensurate phase. This is because the incommensurate phase cannot be identi ed using a single linear or
nonlinear function of the measured observables, as the spin con gurations in this phase vary strongly with the system
parameters (andf ). The diffusion map method instead detects the change in the distribution of the measurement
samples in con guration space which is often linked to a phase transition.

The diffusion map method can also be applied to measurement samples ajgbkeators irH;. As shown in
Figure 4.16(a), we see that the number of clusters identi ed by the diffusion map can also reveal all three phases and
their boundaries. This is because if we obtain samples for thgerator, then the paramagnetic phase will have the
least number of clusters (approaching 1 deep in the paramagnetic phase), the ferromagnetic phase will have the most
number of clusters and the incommensurate phase will have an intermediate number of clusters (as it is quasi
long-ranged in the operator). The phase diagram is thus nearly identical to Figure 4.16(a) with the color map

ipped, the main difference being that the discr&tge symmetry is identi ed in Figure 4.16, which is expected as the
symmetry applies to the operators only.

Finally, we show in Figure 4.16(b) a phase diagranigfobtained using the half-chain entanglement entropy for

the same system size and parameter range studied (similar to Ref. [113]). One can see that the location and sharpness
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of the phase boundaries learned by the diffusion map method is comparable to that using the entanglement entropy.

Figure 4.16 (a) Ground-state phase diagrarH pobtained by (a) performing diffusion maps witk= 0:025
=10 25 on 500 measurement samples of theperators, and (b) calculating the half-system entanglement
entropy.

With the success of the diffusion map method in detecting discrete symmetries, we next investigate its ef cacy in
detecting other symmetries. Explicitly, we next explore the continuous symmetry breaking (CSB) in the long range

XXZ model:

X 1
H= gl SIS Sis/+ 35757 (4.3)

i>j

For spin one-half, this system exhibits four distinct phases [116]. In Figure 4.17, we plot the log difference between
the rst (always= 1) and second largest eigenvalue of the diffusion map versus the measurement argles
(where is inthe X-Y plane and is in the X-Z) deep in the CSB phasd, =0 and = 1:5. Figure 4.17 shows a
U(1) symmetry in and the second eigenvalue becomes approximately degenerate-neaindicating that there is
symmetry in the X-Y plane. This is indeed the de ning characteristic of the CSB phase of the long range XXZ
model. Indicating that with just sample inputs, diffusion maps are able to elucidate regions of continuous symmetry
and thereby also symmetry breaking QPTs.

For continuous symmetry, it is surprising how sensitive the diffusion map method is to variation in the
measurement axis. In principle the reasons diffusion maps succeed in detecting the CSB are the same as those
mentioned for the discrete symmetry case above, in that the inter-sample distances are maximal in the XY phase, but

by adding measurements in arbitrary directions diffusion maps can discover the continuous symmetry.
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Figure 4.17 Diffusion map of CSB in the long-range XXZ model - grayscale intensity indicates thdn@lue 1)

and we plot versus axis measurement angles The invariance of ; on indicates rotational U(1) symmetry.

When the diffusion map becomes degeneraieu 1) at = 5 itindicates a system degeneracy in the sampled
direction - in this case the X-Y plane. This data was generated with ED on a L=20 chain with 10000 diffusion map
samplesand=1.

4.2.3 Learning Valence-bond Solid Phase Transitions

Valence-bond solids (VBS) are important in condensed matter physics and quantum information as they are
closely related to quantum spin liquids [95], symmetry protected topological order [117, 118], tensor network states
[106], and cluster states for quantum computing [119]. Because VBS cannot be identi ed using an order parameter
linear in spin operators, this is another scenario where unsupervised learning methods such as PCA will fail while
diffusion maps are useful. As a speci c example, we consider a spin-1/2 chain with nearest-neighbor and
next-nearest-neighbor antiferromagnetic Heisenberg interactions [120], commonly knowrd ggthmodel, with
the HamiltoniarH , = P szl (J1S; Sj+1 + J2S; Sj+2). For simplicity we sel; = 1 below. This is a
paradigmatic model exhibiting VBS order, where the ground stale at0:5 is exactly solvable and made of two
degenerate VBS (dimer) states, corresponding to two different ways of pairing neighboring spins into spin-1/2
singlets (one witls; + Sj.; =0 for oddi and the other for ever). At aroundJ, 0:3[121], the system is
expected to undergo a phase transition from the Luttinger liquid to the VBS phase.

As expected, we nd no signatures of the VBS phase transition and no special behalior @t5 using PCA
and k-means clustering (see Figure 4.19). With diffusion maps, as shown in Figure 4.18(a), we can easily identify the
exactly solvable point o, = 0:5, where the ground state has spontaneous translational symmetry breaking even for
a nite system size. To better see the phase transitiah at 0:3, we add a small symmetry breaking perturbation of
the formH%= g P ]-N:l [1 ( 1y I1S; Sj+1 that breaks th&; translational symmetry dfl, for the small system size

our calculation is limited to. As shown in Figure 4.18(b), we see a large dip in the number of clusters starting around
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J, 0:3for an intermediate value. This is because when the VBS phase transition occurs, symmetry breaking in
the ground states picks one of the dimer con gurations, while away from the phase transition point, both dimer

con gurations coexist. The probabilities of nding two samples with a small distance from each other is much lower
if the two samples are from different dimer con gurations than from a single dimer con guration. Thus the number
of clusters identi ed by the diffusion map drops when translational symmetry breaking takes place. This argument
can be made mathematically precise for the exact degeneracy pdintdd :5, where nite-size effects are

irrelevant (se@?). We expect a similar picture for general VBS phase transitions.

Figure 4.18 (a) The number of clusters found by diffusion maps when applied to the measurement samples of the
J1-J> model (sedH ) as a function of. 1000 samples are used for each valud0fJ; = 1), obtained from exact
diagonalization oH, with N = 24 spins. (b) An intermediate( = 0:02) is chosen to show that the number of
clusters drops at the onset of the valence-bond phase transition with or without a symmetry breaking perturbation.
The error bar shows the standard error of the mean #0mepeated sampling processes.

Next we will show that for thel;-J, model discussedH;), PCA and k-means clustering cannot detect the
formation of valence-bond solids (VBS) or the spontaneous symmetry breaklpg-ad :5. We rst perform PCA
on the same measurement samples used in Figure 4.18. As shown in Figure 4.19(a), the ef cacy of dimensionality
reduction is poor in this case, with many principle components contributing signi cantly to the variance of the data.
Moreover, the rst principle component only identi es an anti-ferromagnetic order, which is irrelevant for the VBS
phase transition [Figure 4.19(b)]. Keeping the rst two principle components, we apply a k-means clustering
algorithm withk = 2 and plot the average index as a functionlgffFigure 4.19(c)]. There is no clear signature of a
phase transition happeninght 0:3 and no indication of the spontaneous translational symmetry breaking at
J, = 0:5. We have also used an auto-encoder in place of PCA and nd it performs no better.

On the other hand, we show in Figure 4.19(d) that the VBS phase transition can be identi ed using a complex

order parameter known as the dimer correlation (see Eq. (4.4) and Ref. [122]). For the nite systeh si24
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studied here, the dimer correlation cannot locate the phase transition point exactly, and we nd that the sharpness of
the phase transition indicated by the dimer correlation is comparable to that obtained by the diffusion map method
(see Figure 4.18(b)).

S

1 .
Cc)i(im (I’) = @I'SIXD +1 (SIX0+ %S|X0+ 5+1 S|X0+ 5+1 SI);+ 5+2 )' (4-4)

r L
2 2

Figure 4.19 (a) Principle values of PCA applied to the same measurement data used in Figure 4.18. (b) Coef cients
of the rst principle component as a linear combination of each spin's magnetization, which indicates that the rst
principle component is an anti-ferromagnetic order parameter. (c) The average index assigned by k-means clustering
with k = 2 to the measurement samples projected onto the rst two principle components, as a fundtiofdf
The dimer correlatiol©};,, (r) given by Eq. (4.4) as a function db calculated using the exact ground statélot
Here we sely = 13 andr = 11, consistent with the choice in Ref. [122].

Next, we will explain in detail the sharp drop in the number of clusteds at 0:5 identi ed by the diffusion map
with an intermediate value of First, we point out that at, = 0:5, we only obtain one of the two degenerate dimer
states (one witls; + Sj.; =0 for all oddi and the other for all ever) as the ground state numerically, which is
also expected in an actual experiment due to spontaneous symmetry breaking. A small deviatibn=#rom will
lift the degeneracy of the two dimer states and the ground state becomes approximately a superposition of the two
dimer states, which we will call the “combined dimer state' below. Thus to see why the number of clusters identi ed

by diffusion maps suddenly drops&t = 0:5, we can compare the results of the diffusion map on a single dimer

state with that of the combined dimer state. This comparison is sho@®Pand is very similar to how thé, = 0:5
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curve compares to thi& close to0:5 curves in Figure 4.18(a).

To understand why the number of clusters for the single dimer state decreases much more rapidly than the
combined dimer state, let us start from the following analysis: if we get two random measurement samples from the
combined dimer state, then thereli2 probability that both samples are drawn from either one of the single dimer
states (Case I), antd=2 probability that the two samples are drawn from two different single dimer states (Case II).
The intuition is that the probability of nding two samples that are close to each other is much smaller in Case Il than
in Case |. For example, in Case I, for a given rst sample, the chance of getting the second sample that has zero
distance (i.e. identical) to the rst sample is alwaly22V=2. But in Case Il, the chance of getting a identical sample is
2=2N because there are two identical samples that can be obtained from both the even and odd dimer states (which
are the two perfect antiferromagnetic states), and each only appears with a probah##) ofAs a result, we can
largely ignore the probability of nding two samples close to each other in case Il. As we will show below, in the
thermodynamic limitll ! 1 ), case Il can be completely ignored except when we are considering two samples with
exactly half of the spins in different directions. After ignoring case Il, the probability of nding two sampleskwith
spins different for the combined dimer state, denote®i(k), is only half that of the single dimer state, denoted by
Ps(k), in the largeN limit.

The above analysis can be made precise mathematically. We né ik} = =27 and

INESINES

P.(k) =2 71 Ng + ﬂ =2V . We have plotted the ratiBs(k)=P.(k) in ?2(b) for N = 24 andN = 1000. In the

N !'1 limit, one can show analytically th&t(k)=P.(k) = 2 fork 6 N=2and

Ps(k)=Pc(k) =2=1 + P 2) 0:83fork = N=2. Note that bottPs(k) andP¢(k) are symmetric arounkl = N=2.
Because the probability of nding samples for most distances in the single dimer state is two (or close to two for

nite N) times larger than that in the combined dimer state, the number of clusters for the single dimer state will

decrease with the cluster radius (proportional)tat twice the rate of that for the combined dimer state. This twice as

fast decay is what we observe in Figure 4.20(a) as well as Figure 4.18 which exhibits similar physics.
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Figure 4.20 (a) The number of clusters identi ed by the diffusion map as a functionsdd on samples drawn from
the single dimer state versus the combined dimer stateNvith24. (b) The ratioPs(k)=P.(k) of the probability of
nding two samples with a difference &f spins in the single dimer state to that in the combined dimer state.

4.2.4 Learning Many-body Localization

A 1D quantum system with tunable disorder can exhibit a dynamical phase transition from a thermal, ergodic
phase to a many-body localized (MBL) phase [97]. There is no simple order parameter to detect the MBL phase
transition. Theoretically, one can use the inverse participation ratio, level statistics, or entanglement entropy to detect
a MBL phase transition [123]. However, these quantities are dif cult to obtain experimentally. A more practical way
to detect MBL is to use quench dynamics. For example, one can measure local observables after a long-time
evolution from some initial, simple-to-prepare product state. Here we show that the diffusion map method can learn
the thermal-to-MBL phase transition using the measurement samples obtained in quench dynamics experiments
unsupervised. This is different from existing machine learning studies of MBL that require supervised learning
[101, 102].

As an example, we study a paradigmatic model exhibiting the thermal-MBL phase transition, i.e. the spin-1/2
Heisenberg model with a random eld [101, 123], with the Hamiltontitn= P iN=1 JSi Siv1 + hiS. Here
hi 2 (' h;h) is arandom number drawn from a uniform distribution &ndienotes the disorder strength. It has been
found numerically that the thermal-MBL phase transition takes place at the critical disorder strgng®h5 1.0
with J = 1. We perform quench dynamics using an initial state @i = % and measure af?

(i=1;2; ;N)afteralongtimet(= 104=J). As mentioned before, since the number of unique samples decreases
with increasing disorder strength, we see that the diffusion map with a siweati already indicate the onset of MBL

[Figure 4.21(a)]. But we can learn more about where the thermal-MBL phase transition occurs by using an
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