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ABSTRACT 
 

SafeGuards Analysis (SGA) is a computational toolbox able to simulate different 

safeguards scenarios across a number of different fuel cycles and at many different scales within 

a Matlab Simulink framework.  SGA functions by simulating Material Balance Areas (MBAs) 

under safeguards materials control and accountability and allows the user to define the 

uncertainty parameters of the associated flow and inventory measurements.  The simulated 

safeguard system uses the uncertain measurement estimates to calculate mass-balance across the 

MBA.  This mass balance is then evaluated by one or more of a number of different statistical 

tests to determine if a significant amount of material has been removed from the MBA.  This 

thesis describes the development of SGA, and presents a number of example scenarios consisting 

of one or more MBAs.  The goal of each of these scenarios is to determine the ability of SGA to 

calculate the Type I (false detect) or Type II (missed detection) error probability of the scenario.  

In each of these example scenarios, SGA generated reasonable results.  To fully demonstrate 

SGA’s capabilities, the thesis also examines a more complicated scenario representative of a 

closed fuel cycle.  This examination is paired with the operations research NUclear Measurement 

System Optimization (NUMSO) toolbox  which calculates the best configuration of 

measurements based on a user-defined set of objectives.  The two toolboxes allow a user to 

develop quickly develop a potentially optimal safeguards system with NUMSO, and then use 

SGA to examine the detailed behavior of that system.  In every example considered in the thesis, 

SGA performs as designed. 

.  
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CHAPTER 1 

INTRODUCTION 

  1
As nuclear technology becomes more widely used outside of nuclear weapon-armed 

nations, the importance of preventing the illicit development of nuclear weapons has increased 

dramatically.  A system of nuclear safeguards prevents proliferation, with the goal of stopping 

the diversion of nuclear material from civilian facilities for the construction of nuclear weapons.  

This is done through a combination of accountancy measurements and physical security at every 

nuclear facility.  The primary burden for overseeing the worldwide safeguards effort has fallen 

on a small number of international organizations, spearheaded by the International Atomic 

Energy Agency (IAEA).  With limited resources, the IAEA and its sponsor nations need to be 

assured that their efforts are not being wasted; and, as the number of nuclear facilities grows, so 

will the pressure on the current nuclear non-proliferation effort.  Correctly allocating current 

resources and research and development money could greatly ease some of this difficulty. 

Most current safeguards techniques rely on the management of the inventory of batch 

processes (Doyle, 2008).  Little published research exists on continuous monitoring of nuclear 

facilities, and the existing research has focused on examining single facilities in detail (Cipiti and 

McDaniel, 2012; Cipiti and Zinaman, 2010).  Little to no research is documented on examining 

safeguards from an overall state level.  As such, there is no quantification of the ability of a non-

weapons state or outside actor to clandestinely remove a significant total quantity of nuclear 

material from multiple connected facilities that are each seperately controlled under nuclear 

safeguards.   

Furthermore, current safeguards technology is poorly adapted to meet the challenges of a 

growing number of both nuclear facilities and nuclear nations.  Up to this point, safeguards 
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engineers have relied on looking at each individual facility, as opposed to the fuel cycle as a 

whole.  This was sufficient when most nations with extensive fuel cycle facilities also 

maintained nuclear arsenals; but, as the number of nations pursuing nuclear power, but not 

nuclear weapons, grows, it becomes obvious that considering an entire nuclear system, not just 

the pieces, will be essential in preventing nuclear proliferation.  This becomes more important as 

more complicated nuclear fuel cycles are developed and implemented, which grant non-nuclear 

nations and organizations more opportunities to gather nuclear material for illicit use. 

This thesis develops a computational toolkit capable of taking output data from any 

nuclear fuel cycle code and adding safeguards measurement and decision-making models to 

simulate a system of nuclear safeguards.  These simulations assist safeguards engineers in 

designing systems to prevent material diversion, and help guide future technology development.  

The resulting simulations also provide the ability to characterize the sensitivity of the overall 

safeguards system to errors, the importance of different measurement devices, and to evaluate a 

variety statistical decision-making techniques.   

To maximize the compatibility with current fuel cycle codes, the toolkit is not tied to any 

particular fuel cycle code, and is able to use the data produced by almost any code.  The final 

product takes the form of two toolkits: SafeGuards Analysis (SGA) and NUclear Measurement 

Systems Optimization (NUMSO).  This thesis describes the development and testing of SGA in 

Chapters 3 & 4, and SGA and NUMSO’s interactions in Chapter 5.  The development and testing 

of NUMSO was part of another thesis.   

This thesis includes the following objectives: 

1) Develop the SGA logic and interfaces, 

2) implement SGA in a Matlab Simulink framework, 
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3) demonstrate SGA on open and closed fuel cycle implementations, 

4) show how both SGA & NUMSO complement each other. 

 Objective 1 developed the framework for SGA.  As SGA receives fuel cycle data from 

numerous fuel cycle models, it is important that the interfaces between the modules and outside 

programs is well documented.  SGA is developed in Matlab Simulink, and Objective 1 provides 

the framework for the different modules developed in Objective 2.  These modules represent the 

different MC&A schemes described in Chapter 2. 

 Objective 2 constructed the SGA modules.  SGA is capable of simulating the safeguards 

process, including safeguards measurements and associated uncertainties, comparing those 

measurements to expected values, and then making a final safeguards determination.   SGA 

consists of a library of Simulink blocks that can be combined by a user to construct specific 

safeguards models.  SGA also includes statistical tests that cover the current techniques used in 

safeguards, as well as additional techniques that may prove useful for future safeguards 

modeling. 

 Objective 3 uses SGA, combined with the VISION fuel-cycle code, to analyze the 

effectiveness of a hypothetical safeguards scheme representing a single enrichment facility, and 

then eventually an entire fuel cycle that includes used-fuel reprocessing.  VISION provided the 

actual material flow information, including at least one scenario with an undetected flow of 

material.  This analysis tests SGA on a basic safeguards system while also demonstrating the 

ability to model the entire fuel cycle. 

Objective 4 demonstrated SGA’s ability to work with NUMSO.  NUMSO is an 

optimization code that works to calculate a best solution from a given problem space for a given 

set of objectives (Johnson et al., 2017).  NUMSO calculates the optimal configuration, or 
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parameters, for a safeguards system based on specific, user-defined objectives.  This means that, 

for a given problem, NUMSO can calculate what the final solution should appear as, but not how 

that configuration will perform.  This task falls to SGA, and the interplay of these two toolkits is 

described in Chapter 5. 

The next chapter provides background information for this thesis.  This includes a 

description of the nuclear fuel cycle, different nuclear fuel cycle codes that could provide input 

data for SGA, a discussion of the safeguards process, and a description of previous safeguards 

modeling work.  Chapters 3, 4, and 5 present three papers that describe the four objectives listed 

previously.  Chapter 3 focuses on Objectives 1 and 2; Chapter 4 examines Objective 3, and 

Chapter 5 describes Objective 4 in a joint paper written with the developer of NUMSO.  Chapter 

6 provides a summary and conclusion for the thesis. And Chapter 7 provides future work. 

1.1 Works Cited: 

Cipiti, B. and M. McDaniel, Reprocessing Plant Scale Model integration, Sandia National 
Laboratory, SAND2012-7779, 2012. 

Cipiti, B. and O. Zinaman, The Integration of Process Monitoring for Safeguards, Sandia 
National Laboratory, SAND2010-6593, 2010. 

Doyle, J., Nuclear Safeguards, Security, and Nonproliferation, Elsevier, Burlington, MA, USA, 
2008. 

Johnson, B., K.R. Wood, A. Newman, et al., “Optimally Configuring a Measurement System to 
Detect Diversions from a Nuclear Fuel Cycle,” Submitted to  INFORMS Journal on 

Computing, 2017, vol. TBD, . 
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CHAPTER 2 

BACKGROUND 

  2
Nomenclature �  - beginning physical inventory. 

 - sum of increases to the inventory. 

 sum of decreases to the inventory. �  - ending physical inventory. 

 - coefficient that depends on the inventory and total measurement variances. �  - variance of the individual measurement. � � - variance on the total final calculated value of interest. ℎ – decision interval value for the pages test 

 - reference value for the pages test. � - half-angle for the v mask 

 - scale factor equal to the vertical scale distance per horizontal plotting interval.   

 - normalized residual for the current result point.   

� – upper calculated cumulative sum 

�� – lower calculated cumulative sum 

 

This thesis involves combining tried and tested information about the nuclear fuel cycle 

with newer statistical and safeguards modeling techniques to accurately model the safeguards 

process.  While this thesis uses external fuel cycle models to generate the base material flow and 

inventory data for analysis, a general understanding of nuclear fuel cycles is necessary to be able 

to accurately use this output, as well as to construct reasonable safeguards scenarios.  
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Furthermore, nuclear safeguards is a large field, including radiation detection and measurement 

techniques, statistical analysis, and emergency management.  This chapter provides background 

information, including the current state of the art in safeguards research. 

2.1 . The Nuclear Fuel Cycle 

Nuclear engineering covers a large array of technologies and systems that cover the entire 

life cycle of modern nuclear technology, extending from mining to the final destination of used 

nuclear fuel.  Ultimately, all fuel cycles deal with moving uranium from cradle to grave to 

produce electricity; furthermore, nuclear fuel cycles tend to be isolated from other industrial 

processes, in that nuclear fuel has little use outside of nuclear reactors (World Nuclear 

Association, 2014).  Throughout the history of nuclear engineering, multiple different fuel cycles 

have been proposed and implemented, although most fuel cycles fall into two general categories: 

open and closed (Tsoulfanidis, 2013).   

In general, a nuclear fuel cycle consists of nine steps: mining, milling, conversion, 

enrichment, fuel fabrication, reactor power production, spent fuel management, reprocessing, 

and final disposal (Tsoulfanidis, 2013).  Figure 2.1 illustrates the relationship between these 

steps. 

An open fuel cycle is one in which the nuclear material (fuel) used in the reactors is 

placed into a repository without reuse or recycling.  It is “open” in that material both enters and 

leaves the system.  In most nuclear power reactors, even spent nuclear fuel contains roughly one-

third of the original uranium-235 (the primary fissile fuel), and most of the original uranium-238 

(a fertile material that can be transmuted into nuclear fuel), meaning most of the potential energy 

available from uranium remains in the fuel (Lewis, 2008).  The fuel also contains the by-

products of the fission reactions (fission products), which need to be disposed of in such a way 
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that the public is adequately protected. 

A closed fuel cycle involves a system in which the nuclear fuel removed from the 

reactors is reused or recycled (Tsoulfanidis, 2013).  While closed cycles do still produce some 

waste, and therefore still need some form of final disposal, the focus of a closed fuel cycle is to 

reduce this waste as much as possible (Simpson and Law, 2010).  Some closed cycles also focus 

on breeding nuclear fuel using fertile materials (materials that can become fissile by capturing 

neutrons and undergoing radioactive decay, such as uranium-238 and thorium-232).  This serves 

to greatly extend the amount of potential fuel available to produce nuclear energy.   

Mining is, as the name implies, the mining of nuclear fuel, normally natural uranium, 

 

Figure 2.1. Illustration of the nuclear fuel cycle. 
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although some proposed fuel cycles use thorium as well.  The most important aspect of mining 

uranium is that natural uranium contains only 0.72 at% uranium-235, which is the primary fissile 

fuel, with the remaining 99.3% not being fissile (either uranium-234, which only makes up 

0.0055 at% of natural uranium or uranium-238 which is the remainder of elemental uranium) 

(United States Environmental Protection Agency, 2012).  This makes most mined uranium not 

useful for current generation reactors; however, some proposed fuel cycles utilize the unused 

uranium to breed nuclear fuel (Lewis, 2008).  Mined uranium is converted from its natural ore 

form (dependent on where in the world the uranium is mined from) into its commodity form at 

milling facilities before it can be sold (Tsoulfanidis, 2013).  This final form of mined uranium is 

transferred to the next phase of the fuel cycle as U3O8, known as yellowcake (Tsoulfanidis, 

2013).   

Conversion facilities convert yellowcake into uranium hexafluoride (UF6).  A chemical 

process, either a wet solvent extraction process or a dry hydroflour process, extracts the uranium 

from the yellowcake and mixes it with fluorine gas for further processing, as shown in Figure 2.2 

(Tsoulfanidis, 2013).  Uranium-hexafluoride is a gas at room temperature, which is required for 

the primary enrichment methods used today (Tsoulfanidis, 2013).  During this stage of the fuel 

cycle, the uranium’s chemical form is simply changed, and the isotopic composition remains 

unaltered, meaning that, from a safeguards standpoint, converted uranium is no different than 

freshly mined uranium (Loden and Begovich, 2012). 

Uranium hexafluoride needs to be enriched to be useful in either nuclear reactors or 

weapons.  Enrichment involves separating uranium-235 from the rest of the natural uranium, 

generating a product with a proportionally larger amount of uranium-235.  For power reactors 

this enrichment is generally less than 5 at% uranium-235, while weapons generally require an 
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enrichment of over 90 at% uranium-235 (Lewis, 2008).  Several different technologies can 

enrich uranium, but the two primary ones in current use are gaseous diffusion and gas centrifuges 

(United States Nuclear Regulatory Commission, 2014c).  Both work by exploiting the difference 

in mass between uranium-235 and uranium-238 to separate the isotopes, and both require large 

facilities to generate reactor grade, let alone weapons grade, material (Tsoulfanidis, 2013).  As a 

waste product of any enrichment scheme, depleted uranium (with an enrichment of ~0.2 at% 

uranium-235) is formed, which is either stored on site, or used in a number of military or 

industrial processes (Craft et al., 2004). 

Gaseous diffusion processes a stream of uranium hexafluoride through a porous 

membrane and was the first large-scale enrichment process adopted by the nuclear industry 

 

Figure 2.2. Flow diagrams for the two primary methods of uranium conversion (Tsoulfanidis, 
2013). 
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(Cotton, 2006).  The process is shown in Figure 2.3, and involves exploiting the slightly lighter, 

uranium-235 molecules that rise through the membrane just faster than the heavier uranium-235 

molecules (uranium-234 tends to concentrate with the uranium-235) (United States Nuclear 

Regulatory Commission, 2014c).  Because of the small difference in mass between the isotopes, 

a cascade of membranes is needed to enrich uranium, with up to 3000 stages needed to enrich 

uranium to weapons grade (90+ at% enrichment) (Cotton, 2006). 

Gas centrifuges use centrifugal force to separate the two isotopes.  By rotating the 

cylinder at very high speeds (up to 900 m/s with modern technology), the gas is pushed towards 

the outer edge of the cylinder (Glaser, 2008).  The slight weight difference between the two 

primary isotopes allows a slightly enriched stream of uranium gas to be pulled from closer to the 

center of the cylinder, as shown in Figure 2.4.  To reach the necessary velocity, the cylinders are 

run in a vacuum (United States Nuclear Regulatory Commission, 2014c).  Like gaseous 

diffusion, this technique requires a cascade of centrifuges to meaningfully enrich uranium, but is  

 

Figure 2.3. The gaseous diffusion process. 
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Figure 2.4. Diagram of a gas centrifuge (United States Nuclear Regulatory Commission, 
2014a). 
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more efficient.  Gas centrifuges have become the primary method of enrichment around the 

world (Cotton, 2006).  After enrichment by either method, the uranium is processed to form fuel 

useable in a reactor or into a form useable in a weapon. 

Most nuclear fuel in the United States is comprised of a ceramic fuel material referred to 

uranium oxide (UO2).  Specialized fuel fabrication facilities construct this fuel by converting 

uranium hexafluoride into the final fuel forms used in nuclear reactors (Tsoulfanidis, 2013).  The 

uranium gas from uranium enrichment plants arrives and is converted into the powdered oxide 

form, as shown in Figure 2.5 (United States Nuclear Regulatory Commission, 2014b).  The 

powder is then processed into pellets that form the basis of nuclear fuel rods or bundles (Figure 

2.5).  Each rod consists of a number of pellets stacked on top of one another, and sheathed in a 

metal (normally zirconium) cladding.  Rods are then combined into assemblies that are shipped 

to different nuclear reactor facilities (Tsoulfanidis, 2013).  In closed cycles, the uranium oxide is 

sometimes replaced with a mixed oxide (MOX) that contains depleted uranium and plutonium 

recovered from used nuclear fuel (Tsoulfanidis, 2013).  France is the chief user of MOX fuel, but 

Japan is constructing a plant to reprocess used nuclear fuel to create MOX for their own use, and 

 

Figure 2.5 The process used to convert uranium hexafluoride to fuel used in nuclear reactors 
(United States Nuclear Regulatory Commission, 2014b) 
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every nuclear armed nation has the technical capacity to carry out this process, even following 

the event at the Fukushima-Daiichi Nuclear Plant (Doyle, 2008; Energy Supply and Demand 

Policy Office et al., 2014).  

Most power reactors around the world are one of two types, pressurized water reactors 

(PWRs), or boiling water reactors (BWRs).  Both types of reactors function by heating water 

through nuclear fission to produce steam, which turns a turbine to produce electricity in a manner 

identical to a conventional power plant.  A common feature of all western nuclear power plants 

is the containment building that serves to protect the reactor, and isolate the core from the 

outside world. 

Figure 2.6 shows the outline of a typical PWR.  The PWR consists of four primary 

 
Figure 2.6. Illustration of a pressurized water reactor (United States Nuclear Regulatory 
Commission, 2014c). 
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systems: the reactor core, an inner loop, a primary heat exchanger, and an outer loop.  The 

reactor core houses the nuclear fuel, and is where nuclear fission takes place.  Here coolant water 

is passed through the core to both cool it, and remove heat for use.  The core also contains the 

shutdown control mechanisms for the reactor, to disable the nuclear reaction when the operators 

wish to (for maintenance or operations reasons), or during emergency situations.  Coolant water 

then travels through an inner loop to a heat exchanger where the heat is transferred to an outer 

loop of coolant, that serves to drive the turbine to produce electricity.  This system means that no 

radioactive material leaves the reactor containment structure, minimizing the risk of radiological 

exposure due to damage within the turbine system.   

Figure 2.7 illustrates the primary components of a BWR reactor.  Unlike a PWR, a BWR 

uses a single loop with steam generated inside the reactor vessel sent directly to the turbines to 

 

Figure 2.7. Illustration of a boiling water reactor (United States Nuclear Regulatory 
Commission, 2014d). 
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generate electricity.  While this does contaminate the turbine, it also leads to a greater efficiency.  

Otherwise, a BWR functions under the same principles as a PWR. 

Fission reactors produce radioactive by-products from the fission of fissile material, and 

from neutrons activating surrounding atoms to create transuranic waste (United States Nuclear 

Regulatory Commission, 2014a).  Regardless of the initial composition of nuclear fuel, after a 

long duration of exposure to the neutron flux from nuclear fission, the material will contain a 

large number of radioactive elements, many of which will remain hazardous to human life for 

tens of thousands of years (United States Nuclear Regulatory Commission, 2014a). Each fission 

event produces two daughter atoms, one lighter and one heavier.  Figure 2.8 shows the 

probability of any particular mass numbered element being produced by a single fission event 

(International Atomic energy Agency, 2006).   

Nuclear fuel elements are designed to contain the radioactive material, keeping it from 

 

Figure 2.8 Fission product yields for uranium-235 from thermal fission (International Atomic 
energy Agency, 2006).  
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spreading from the core.  In this way, the radioactive waste is contained when the reactor is re-

fueled; but, the used fuel is too radioactive for transport offsite, and the radioactive decay 

produces enough heat that external cooling is required until enough time has passed following 

refueling for some of the fission products in the fuel to decay away (United States Nuclear 

Regulatory Commission, 2014a).   This fuel is stored on site in cooling pools, generally referred 

to as “wet storage” until the fuel is thermally cool enough to be placed in dry casks, and 

maintained on site until it can be moved to a final repository (Tsoulfanidis, 2013).  

In an open cycle, the aged used fuel is then disposed of, theoretically in a long-term 

disposal site; however, to date, no long-term repository for commercial reactor fuel has been 

licensed in the U.S., and used fuel is currently stored on site at the nuclear plants (Tsoulfanidis, 

2013).  Regardless, in an open fuel cycle, the used nuclear fuel is treated as a waste product: 

disposed of, and not recycled to generate more power from the material (Tsoulfanidis, 2013). 

In a closed fuel cycle, the used nuclear fuel is recycled and/or reprocessed for one of two 

reasons.  One is to separate out the most toxic and radioactive nuclear waste products to facilitate 

disposal, and to minimize the long-term hazard of the used fuel; the other is to recover 

fissionable material from the used nuclear fuel to minimize the amount of new uranium that must 

be mined (Tsoulfanidis, 2013).  Technically, a closed fuel cycle will not be a fully closed system, 

as new fuel material will be needed, and some waste will need to be disposed of even after 

reprocessing; however, closed systems are designed to minimize the material inputs and outputs 

(Simpson and Law, 2010). 

Historically, several different reprocessing methods have been proposed; but, the 

Plutonium-Uranium Recovery Extraction process (PUREX) and its derivatives are the current 

methods of reprocessing (Benedict et al., 2007; Tsoulfanidis, 2013).  PUREX is a solvent 
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extraction technique that separates plutonium and uranium from the rest of the used nuclear fuel 

(Simpson and Law, 2010).  In this process, the used fuel is chopped and dissolved in acid.  Then 

the dissolved mixture goes through a solvent extraction step, where tri-n-butal phosphate (TBP) 

is used to separate the uranium and plutonium from the rest of the used fuel (Tsoulfanidis, 2013).    

The separated uranium and plutonium can both be recycled to create new fuel, or blended with 

fresh depleted uranium to create mixed-oxide (MOX) fuel (Simpson and Law, 2010). 

2.2 . Nuclear Fuel Cycle Models 

This section summarizes previous nuclear fuel cycle modeling efforts.  Nuclear power is 

very expensive to implement, especially in a nation without any history in nuclear technology.  

Nuclear facilities are held to some of the strictest safety standards of any industrial endeavor, 

making them particularly expensive and time consuming to construct.  This makes it important to 

be able to make accurate predictions of future needs.  Over the history of the industry, many 

nuclear fuel cycle models have been developed to allow engineers and policy makers to calculate 

projections about future demand, and to examine the economic costs of implementing different 

fuel cycles.  SafeGuards Analysis (SGA) is not a fuel cycle model, but rather examines the 

ability of a safeguards system to track material as it flows through a nuclear cycle.  This purpose 

differs from almost all previous fuel cycle codes, requiring the development of SGA as a major 

new package that can use input from a variety of existing fuel cycle codes.  This section 

describes a selection of fuel cycle models developed by a variety of groups followed by an in-

depth description of the VISION fuel cycle modeling code that will be used to provide input data 

for most of the modeling efforts in this thesis. 

A large number of nuclear fuel cycle codes have been developed both in the United 

States and by the other nuclear nations.  The codes still in use generally have one of two goals: 
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predicting future nuclear growth, or assisting in economic projections for nuclear energy 

(Aquien, 2006; Bjornard, 2005; Boucher and Grouiller, 2006; Elmore et al., 2009; Huff, Wilson, 

and Gidden, 2011).  While different codes are sometimes optimized for a specific fuel cycle, or a 

number of fuel cycles, most codes simulate a given fuel cycle through a series of time-dependent 

differential equations (Huff, Wilson, and Gidden, 2011; Jacobson et al., 2010). 

From a safeguards perspective, neither of these two objectives are directly useful.  While 

a “traditional” fuel cycle code will examine the changes in the nuclear industry over decades, 

safeguards are generally considered over timeframes of days to months.  This means that no 

single fuel-cycle is code obviously better at providing data suitable for safeguards analysis than 

any other. 

The adaptability of a fuel cycle code is dependent on the purpose envisioned for the code 

during its original development.  Some codes, such as CYCLUS, are designed to be modular by 

nature, while other codes, such as FAMILY or NUWASTE, were developed to solve only 

specific problems and would require significant effort to be made acceptable for this project 

(Huff, Wilson, and Gidden, 2011; Nuclear Energy Agency, 2012; U.S. Nuclear Waste Technical 

Review Board, 2011).  Many codes, such as COSI, DANESS and NFCSim, while originally 

designed for specific problems, have been expanded to include additional features (Boucher and 

Grouiller, 2006; Schneider, Bathke, and James, 2005; Van Den Durpel, Wade, and Yacout, 

2006).  While this made several codes obviously unsuitable for safeguards work, it did not lead 

to a single obvious choice for this project. 

From the standpoint of this project, twenty-two different codes were examined based on 

how easily they could serve as the basis for a safeguards analysis.  This included a number of 

foreign and domestic codes, and a brief description of each is listed in Appendix A.  While non-
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proliferation has become more important in fuel cycle research, only one model specifically 

focuses on safeguards, the Separations and Safeguards Performance Model (SSPM) (Cipiti et al., 

2011).  Even this model does not cover the entire fuel cycle, but only considers a single 

reprocessing facility, making it more of a safeguards model than a fuel cycle model (Cipiti and 

McDaniel, 2012).  Table 2.1 displays a list of the codes examined during the research into this 

project. 

As the table shows, only a small handful of codes consider safeguards analysis as part of 

their package.  Many of the codes examined were developed to answer a specific question related 

to the fuel cycle (DESAE, DYMOND, ENVI, FCSNE, NUWASTE, ORION, SESAME, SSPM, 

SUPERSTAR), as opposed to being developed as general purpose fuel cycle modeling codes, 

(Tsibulskiy et al., 2006; Juchau, Dunzik-Gougar, and Jacobson, 2010; Hwang and Miller, 2009; 

Finch, Hwang, and Deland, 2010; U.S. Nuclear Waste Technical Review Board, 2011; Rayment, 

2012; Bjornard, 2005; Cipiti et al., 2011; Ichimura, 2003).  Recently, this trend has shifted to 

more generalized codes, with CYCLUS being the most ambitious of these projects (Huff, 

Wilson, and Gidden, 2011).  The trend has also been to develop new codes when new difficulties 

arose, as opposed to expanding the capabilities of the current codes. 

There is also a large amount of overlap in the functions of various codes.  While much of 

this comes from each nuclear nation having its own domestic fuel cycle code for internal use, it 

has led to a large number of functionally similar codes without significant differences from a 

safeguards perspective.  Since no existing code could be easily adapted for safeguards modeling, 

the primary concern for the project was to find a fuel cycle code that would be accessible to the 

project team, preferably with active support; that is sufficiently developed and validated to allow 

its results to be representative of real fuel cycles, and that could be easily modified to generate  
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Table 2.1. Fuel cycle codes examined as part of this thesis. 

Code Developer Status 
Primary 

Objective 
Connections to 

Safeguards? Modular 

CAFCA 
Massachusetts Institute of 

Technology 
Active 

Reactor Growth 
Projections/ 
Economic 
Porjections 

NO NO 

COSI 
Nuclear Energy Direction at 

CEA 
Active 

Economic 
Porjections 

NO YES 

CYCLUS University of Wisconsin Active 
Modual 

Expansions 
NO YES 

DANESS 
Argonne National 

Laboratory 
Active 

Economic 
Porjections 

YES YES 

DESAE 
UNK Group at the 

Kurchatov Institute in 
Russia 

Active 
Economic 
Porjections 

NO NO 

DYMOND 
Argonne National 

Laboratory 
Inactive 

Reactor Growth 
Projections 

NO NO 

ENVI 
Korea Atomic Energy 

Research Institute 
Active 

Reactor Growth 
Projections 

NO NO 

EVOLCODE 

Center for Energy-Related, 
Environmental and 

Technological Research - 
Spain 

Active 
Reactor Growth 

Projections 
NO NO 

FAMILY 
Japan Atomic Energy 

Agency 
Active 

Reactor Growth 
Projections 

NO NO 

FCSNE Sandia National Laboratory Active 
Reactor Growth 

Projections 
NO NO 

GENIUS 
University of Wisconsin 

and Idaho National 
Laboratory 

Inactive 
Reactor Growth 

Projections 
NO YES 

MARKAL 
UCL Energy 

Institute/USEPA 
Active 

Reactor Growth 
Projections 

NO YES 

NFCSim 
Los Alamos National 

Laboratory 
Active 

Reactor Growth 
Projections 

MAYBE NO 

NFCSS 
International Atomic 

Energy Agency 
Active 

Reactor Growth 
Projections 

NO NO 

NUWASTE 
US Nuclear Waste 

Technical Review Board 
Active 

Reactor Growth 
Projections 

NO NO 

ORION 
National Nuclear 

Laboratory (United 
Kingdom) 

Active 
Reactor Growth 

Projections 
NO YES 

OSIRIS 
North Nottinghamshire 

College (United Kingdom) 
Active 

Reactor Growth 
Projections 

NO YES 

SESAME Idaho National Laboratory Inactive 
Safeguards 
Modeling 

YES YES 

SINEMA Idaho National Laboratory Inactive 

Reactor Growth 
Projections/ 
Economic 
Projections 

NO NO 

SSPM Sandia National Laboratory Active 
Safeguards 
Modeling 

YES NO 

SUPERSTAR TEPCO Inactive 
Reactor Growth 

Projections 
NO NO 

VISION Idaho National Laboratory Active 
Reactor Growth 

Projections 
NO NO 
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the output needed by SGA without too much development.  Based on these criteria, the 

VerIfiable Fuel Cycle SImulatiON (VISION), was chosen as the basis for the majority of the  

model development in this project.   

2.2.1 The Verifiable Fuel Cycle Simulation (VISION) 

The Verifiable Fuel Cycle Simulation (VISION) code is a fuel cycle code currently under 

development at the Idaho National Laboratory (INL).  VISION is based on the Powersim Studio 

software, a commercial systems-dynamics code similar to Matlab Simulink.  This system is 

easily modifiable, but has the disadvantage of being tied to the Microsoft Windows operating 

system.  Powersim constructs models via a GUI interface that connects different blocks of code 

into a flowchart representing the system being examined. 

VISION models a fuel cycle at a system level; meaning, that instead of simulating 

individual facilities, VISION models the total material flow through an entire facility type.  

VISION keeps track of how many facilities of each type exist, but instead of modeling the actual 

process at each different part of the fuel cycle, simply transmutes the input material to the 

appropriate output material without including any of the intermediate steps.  The fuel cycle to be 

modeled is determined at the start of the simulation by selecting a scenario from a separate input 

file.  VISION comes pre-packaged with a number of scenarios, including multiple options for 

current generation once-thru and closed fuel cycles, as well as advanced fuel cycles including 

fast reactors and advanced reprocessing schemes.  The VISION development team was working 

to include thorium fuel cycles in the VISION simulation, but this has not yet been implemented 

(Jacobson et al., 2009). 

Material moves through a simulation controlled by a combination of the input settings 

and a series of different recipe files included with VISION.  Each recipe is a series of transfer 



22 
 

functions that control what isotopes are present at each step of the fuel cycle.  This simulates the 

nuclear transmutation within the reactor, different reprocessing techniques, and the composition 

of the final nuclear waste product.  Before material enters a reactor, only the enrichment is 

tracked to save on computation time.  The input deck defines which recipes will be used at each 

applicable stage of the fuel cycle.  Furthermore, VISION allows multiple different reactor and 

reprocessing types to be used in a single model (for instance, to simulate having both boiling 

water reactors and pressurized water reactors in a single nation).  These options allow VISION to 

model a number of different fuel cycles at different scales by modifying the number of facilities 

to be modeled for each recipe and scaling the amount of material moving through each stage of 

the fuel cycle. 

When this project began in 2012, VISION had a number weaknesses that have since been 

corrected by the project team and which have been integrated into the latest VISION release.  

The primary change modified VISION so that the simulation could run at arbitrary time-steps.  

Like most fuel cycle codes, VISION's primary objective is long-term nuclear fuel-cycle 

projections.  In support of that objective, VISION originally used a hard-coded three-month 

time-step.  To be suitable for safeguards analysis, the model needs to be able to track material on 

the order of days.  VISION was already designed with speed in mind, with an individual 

simulation of four-hundred steps taking roughly five minutes.  Since only one VISION 

simulation is needed for every SGA scenario (not each SGA simulation), there was no need to 

improve this.   

2.3  Safeguards 

Nuclear safeguards and security is an engineering and policy field focused on preventing 

the use of civilian nuclear technology for the production of nuclear weapons.  This involves a 
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combination of both physical protection and materials control and accountability within civilian 

nuclear facilities by both state and independent organizations.  This combination prevent either 

purposeful or illicit diversion of nuclear technology into military use by either the host state or a 

foreign entity (Doyle, 2008). 

2.3.1  Safeguards History 

The nuclear age began under a cloak of secrecy during the Second World War.  As the 

technology was developed for war, and was demonstrated first as a weapon, the potential damage 

from a full-scale nuclear war immediately placed a dark cloud over the peaceful use of nuclear 

technology.  The Manhattan project used secrecy to keep as few as possible of the thousands of 

individuals involved in the project aware of what it was they were actually developing (Cecil, 

1945).  History has now shown that these efforts were largely ineffective at preventing the spread 

of nuclear technology; and, by the time of the Hiroshima and Nagasaki bombings, the United 

States realized that with the genie out of the bottle, this new technology, with its potential as an 

energy source and as a weapon of war, needed to be regulated (United States Department of 

Energy, 2014). 

The first attempt at nuclear safeguards was known as the Baruch Plan, based on the 

Acheson-Lilenthal Report (United States Department of State, 2014).  Following the Second 

World War, the United States was initially the only nuclear power (the Soviet Union did not 

complete a weapon until 1946).  Even at this time, the United States understood the threat of a 

nuclear war, as well as the possible benefits of civilian nuclear technology (Doyle, 2008).  The 

Baruch Plan separated nuclear technologies into “safe” activities, such as the use of tracer 

isotopes and “dangerous” activities, which were, in effect, anything that could support a nuclear 

weapons program (Doyle, 2008; United States Department of State, 2014).  It also proposed 
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creating an “international monopoly” to control the “dangerous” activities to stop nuclear 

weapons proliferation (Doyle, 2008; United States Department of State, 2014).  The plan was 

presented to the United Nations in 1946, but was blocked by the Soviet Union to remove any 

possible obstacles to their weapon program (Doyle, 2008; Griffith, 2013).  This failure led to a 

period of secrecy in nuclear technology, and started the nuclear arms race the Baruch Plan 

attempted to prevent.  This remained the status quo until President Eisenhower’s Atoms for 

Peace Initiative in 1953. 

Atoms for Peace was introduced in 1953 by President Eisenhower (Doyle, 2008).  The 

goal of Atoms for Peace was to replace the program of secrecy (which the arms race had shown 

was a failure) with one where the United States would provide nuclear technology and technical 

assistance to nations in exchange for those countries allowing the United States to inspect their 

facilities to ensure that the technology was not being used to develop weapons (Doyle, 2008).  

To enforce these agreements, the United Nations established the International Atomic Energy 

Agency (IAEA) to oversee the agreements between nations (International Atomic Energy 

Agency, 2014a).   

The IAEA’s first real experience was with the West Valley Reprocessing plant in the 

United States in 1969 (Ehinger and Johnson, 2009).  For West Valley, IAEA safeguards 

consisted only of independently verifying the accounting the facility was already doing, which 

involved IAEA inspectors reading the facility’s measurements, and independently computing the 

material balances for the facility (Ehinger and Johnson, 2009).  The IAEA initially mirrored the 

operations of the Atomic Energy Commission (AEC) (Ehinger and Johnson, 2009).  However, 

the AEC was not an independent regulator in the way the IAEA was meant to be, and so changes 

between how the two organizations would behave were needed.  At this point, the IAEA had not 
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established practices to independently confirm the measurements made by the facility operator 

and state, nor did they require additional measurements or calculations be made over the ones 

made by the facility (Ehinger and Johnson, 2009).  The initial procedure of the IAEA inspection 

closely mirrored contract monitor procedures at the time, although the IAEA realized that these 

were insufficient (Ehinger and Johnson, 2009).  This added importance to the development of 

better non-destructive analysis techniques for safeguards work. 

In 1970, signing began on the Treaty on the Non-Proliferation of Nuclear Weapons 

(NPT) (Doyle, 2008).  The NPT codified the principles of the Atoms for Peace initiative, and 

formalized the concepts of international safeguards.  The treaty is based around three guiding 

“pillars:” nonproliferation, disarmament, and the peaceful use of nuclear energy (Government of 

Canada, 2008; United Nations, 2014).  The principle remained the same, with nuclear weapons 

states granting access to nuclear technology in exchange for non-nuclear states agreeing to 

accept a system of safeguards to prevent the misuse of that technology (Doyle, 2008; 

Government of Canada, 2008).  Based on this, the NPT constructed the framework for 

international cooperation that exists to this day. 

The first obvious weakness of the NPT regime was its lack of universal acceptance 

(Doyle, 2008).  Any nation outside of the NPT is not bound by its rules.  This was made most 

apparent in 1974 when India detonated a nuclear weapon, leading to tightening the international 

nuclear market in an attempt to better regulate the flow of nuclear technology and material 

between states (Doyle, 2008).   

The next change came following the first Gulf War in 1991, with the realization that the 

then-current safeguards programs had been unable to detect the Iraqi weapons development 

program (Doyle, 2008).  This led to the creation of the Additional Protocols to the IAEA, which 
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were ratified in 1997, granting IAEA inspectors more rights and powers.  Under the Additional 

Protocols, inspectors were able to perform more detailed inspections at declared nuclear 

facilities, and to investigate undeclared facilities to attempt to discover nuclear weapons 

programs (International Atomic Energy Agency, 1997).  The specific techniques used in nuclear 

safeguards have evolved over the years, but have always focused on identifying critical material 

paths, and accounting for the material within a facility.   Furthermore, the underlying policies 

laid down in the Additional Protocols still form the basis of modern safeguards policy. 

2.3.2  Safeguards Techniques 

The technical basis of nuclear safeguards comes from a combination of radiation 

detection and measurement and nuclear chemistry.  The basic principle behind all safeguards is 

to prevent a non-nuclear weapons state entity from gaining a nuclear weapon by diverting 

nuclear material from a civilian nuclear facility, or by secretly developing an independent 

weapons program.  Safeguards fall into two general categories:  material control and 

accountability (MC&A), and physical protection (PP); however, these are more of an organizing 

tool than hard and fast divisions.  Material control and accounting involves inventory control and 

maintaining a continuity of knowledge concerning nuclear materials throughout the fuel cycle 

(Doyle, 2008).  Physical protection involves all of the physical barriers, including guards and 

Table 2.2. Significant Quantities defined by the International Atomic Energy Agency 
(International Atomic Energy Agency, 2001). 
Material SQ 
plutonium 8 kg plutonium 
uranium-233 8 kg uranium-233 
highly enriched uranium 
(uranium-235 ≥ 20 at%) 

25 kg uranium-235 

low enriched uranium 
(uranium-235 <  20 at%) 

75 kg uranium-235 (or 10 tons natural uranium or 20 
tons depleted uranium) 

thorium 20 tons thorium 
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off-site security, intended to prevent a nuclear diversion (Doyle, 2008).  In effect, material 

controls and accounting serves as the eyes of the safeguards process, while physical protection is 

the teeth.  To facilitate these goals, the IAEA developed the concepts of significant quantity (SQ) 

and timeliness goal (Doyle, 2008; International Atomic Energy Agency, 2001). 

The concept of significant quantity is related to critical mass.  The IAEA defines a 

significant quantity (SQ) as “the approximate amount of nuclear material for which the 

possibility of manufacturing a nuclear explosive device cannot be excluded” (International 

Atomic Energy Agency, 2001).  Significant quantities are established for both direct and indirect 

use materials.  Direct use materials can be directly used to construct a nuclear weapon, while 

indirect use materials require additional processing before they can be used in weapons.  Table 

2.2 presents the significant quantities currently defined by the IAEA (International Atomic 

Energy Agency, 2001).  The smallest values (for plutonium, uranium-233, and highly-enriched 

uranium) correspond to direct use materials suitable for making nuclear weapon cores.  The final 

two materials require either further enrichment (low-enriched uranium) or nuclear transmutation 

(thorium) for use in weapons, leading to much larger significant quantity values. 

Timeliness goals are the time windows in which the IAEA desires to detect a loss of a 

significant quantity of material; and, much like the definition of a significant quantity, depend on 

how easy it would be to manufacture the diverted material into a weapon (Doyle, 2008; 

Table 2.3. Timeliness goals defined by the International Atomic Energy Agency 
(Doyle, 2008). 
Nuclear Material Material Form Timeliness Goal 
plutonium, highly enriched 
uranium, or uranium-233 

metal, oxide, fresh fuel or 
scrap 

1 month 

plutonium, highly enriched 
uranium, or uranium-233 

in irradiated fuel 3 months 

low enriched uranium, natural 
uranium, depleted uranium and 
thorium 

unirradiated fresh fuel 1 year 
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International Atomic Energy Agency, 2001).  In theory, detecting the loss of a SQ within the 

timeframe of a timeliness goal will provide sufficient warning of a possible nuclear weapons 

threat.  Table 2 shows different timeliness goals used by the IAEA.  The results in this paper are 

generally expressed in terms of timeliness intervals (TI), where one TI is equal to the IAEA 

timeliness goal for a particular material. 

In material controls and accountability, both significant quantities and timeliness goals 

are applied to Material Balance Areas (MBA), which represent controlled areas where nuclear 

material may enter or exit under safeguards monitoring (see Figure 1).  The purpose of an MBA 

is to designate how measurements are made to calculate inventories, flow-rates, and the material 

unaccounted for (MUF), which is essentially a mass-balance for the MBA.  The material 

unaccounted for in a given material balance area is calculated as: 

 = � + − − � , (2.1) 

where �  is the beginning physical inventory,  is the sum of increases to the inventory,  is the 

sum of decreases to the inventory, and �  is the ending physical inventory (Doyle, 2008).  The 

data for � , � ,  and  come from a number of Key Measurement Points (KMP) (International 

Atomic Energy Agency, 2014b).  These are the locations where important safeguards 

measurements are taken for inventory control.  While this is the most basic definition of an 

MBA, most MBAs actually involve a number of intermittent storage locations. 

Ideally, the MUF for a given MBA should be zero; but, in reality, measurement 

uncertainties ensure that this is never the case.  Thus, minimizing and quantifying uncertainties is 

an important aspect of safeguards.  Controlling both Type I and Type II errors is also critical to 

an effective safeguards scheme.  Type I errors refer to false positives, while Type II errors refer 

to failures to detect actual conditions.  Since the most critical significant quantities are measured 
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on the order of kilograms as part of chemical processes involving metric tons of material, even a 

small amount of uncertainty can lead to Type I errors without correct accounting (Doyle, 2008; 

Ehinger and Johnson, 2009; International Atomic Energy Agency, 2001; Johnson and Ehinger, 

2010). 

Physical Protection surrounds the material controls and accounting process.  Physical 

protection systems (PPS’s) serve three functions: detection, delay, and response (Doyle, 2008).  

Detection is discovering an adversary in action (Doyle, 2008).  Unlike material controls and 

accounting, the goal of detection in the physical protection systems is to locate the actual person 

engaged in a diversion, whereas material controls and accounting focuses on finding the material 

unaccounted for.  Detection involves systems such as on-site cameras and physical patrols to 

locate intruders or adversaries on-site either before or during their diversion attempt (Doyle, 

2008).  Delay is slowing down the adversary during their activity.  This includes deterrents such 

as locks, barriers, and even personnel (Doyle, 2008).  The final function, response, generally 

involves the actions of security personnel to prevent the adversary from completing their task 

and diverting nuclear material (Doyle, 2008).  Physical protection systems are highly dependent 

on the physical location, and would be very complicated and difficult to simulate in a system 

dynamics model.  Because the focus of this project is on the effect of uncertainties on safeguards 

decision making, physical protection is not included in SGA. 

Another aspect is deterrence.  Barriers such as seals, doors, and gates act to make 

diverting material (that is, removing nuclear material from a facility in an unauthorized manner) 

difficult (Doyle, 2008).  This hopefully deters many diversion activities from even being 

attempted, and generally a balance is sought between deterrence and more traditional physical 

protection systems.  Obviously, physical protection systems are highly dependent on the physical 
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location, and would be very complicated and difficult to simulate in a system dynamics model.  

Because the focus of this project is on the effect of uncertainties on safeguards decision making, 

physical protection is not included in SGA. 

Past safeguards modeling has focused on creating detailed models for specific problems, 

as opposed to constructing a model generic framework.  The next section describes a number of 

these past efforts. 

2.4  Previous Safeguards Modeling Efforts 

Retrofitting a flow-model with safeguards logic is a relatively untapped idea, as 

traditional safeguards have traditionally been done at periodic intervals timed to coincide with 

the largely batch processes used in much of the nuclear fuel cycle.  This, combined with the 

relative scarcity of nuclear facilities outside of nuclear-armed states, made extensive modeling 

historically unnecessary.  Of recent work, the most active has been at the Sandia National 

Laboratory (Cipiti and McDaniel, 2012). 

2.4.1  Separations Safeguards Performance Model 

A small team of scientists at the Sandia National Laboratory developed the Separations 

Safeguards Performance Model (SSPM).  SSPM provides a detailed model of safeguards 

performance in a reprocessing plant (Cipiti and Zinaman, 2010b; Cipiti et al., 2011; Cipiti and 

McDaniel, 2012; Cipiti and Zinaman, 2010a; Durkee et al., 2016).  SSPM models both the 

UREX and PUREX reprocessing methods using Matlab Simulink (Cipiti et al., 2011).  The 

model tracks the material inventories and mass flow rates through a hypothetical facility, 

incorporating a number of measurements, including those installed specifically for safeguards, as 

well as other process control measurements used in the day-to-day operation of the plant (Cipiti 

et al., 2011).  All of these measurements incorporate uncertainty in their results (Cipiti et al., 
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2011).  This reflects one of the goals of the SSPM project, which considers how to integrate 

existing process measurements into safeguards (Cipiti et al., 2011; Cipiti and McDaniel, 2012; 

Cipiti and Zinaman, 2010a).  Each of the measurement points can be configured to output a 

simulated measurement at an interval designated by the user, allowing for both continuous and 

discrete sampling (Cipiti et al., 2011).  The model also incorporates diversion blocks to allow the 

user to simulate diversion attempts at almost any point of the process (Cipiti et al., 2011). 

SSPM uses several tests on the measured results in an attempt to compensate for the 

errors introduced by uncertainty (Cipiti et al., 2011).  The first of these is the Page’s Test, to 

determine the statistical independence of each value in a series of measurements (Page, 1954).  

The model implements a simplification of the Page’s Test to allow it to run during the simulation 

without taking up too much computational time (Cipiti et al., 2011).  SSPM begins by 

transforming the measured values (� ’s) into an independent series : 

 

=  �  =  � − + � , = , , …. (2.2) 

where  is a coefficient that depends on the inventory and total measurement variances by: 

 

=   

=  �� �� − � , = , , …. (2.3) 

where �  is the variance of the individual measurement, and � � is the variance on the total 

final calculated value of interest (Cipiti et al., 2011).  While a normal Page’s Test can examine 

both a high and a low boundary, SSPM is only interested in the high alarm (positive numbers 

representing material loss), leading to the test taking the form of: 

 =   (2.4) 



32 
 

=  { − +  −  ��, �− }, = , , …, 

and 

 

��, =  � �, , 
��, =  � �, −  ����4��,�− , = , , …, 

(2.5) 

indicating an alarm if  > ℎ ��,  (Cipiti et al., 2011).  Both ℎ and  are tuning parameters for 

the Page’s Test, and SSPM uses values of ℎ = 6 and  = 0.02 (Cipiti et al., 2011). 

SSPM uses two other methods to analyze measurements.  One incorporates an alternative 

pattern recognition test that looks for changes in the measurements over time to detect diversions 

(Cipiti et al., 2011).  The other method uses Bayesian statistics to generate a prediction of future 

model values based on the known uncertainty in the different model measurements (Cipiti et al., 

2011).  To simplify the analysis, SSPM uses an external code, WinBUGS to handle the Bayesian 

analysis (Cipiti et al., 2011). 

SSPM is still in development.  Work has been done to incorporate better process models 

to better represent the reprocessing plant allowing for better material data (Cipiti and McDaniel, 

2012).  The focus is on improving SSPM’s level of detail on a facility level, and exploring how 

process monitoring devices can be integrated into safeguards measurements. 

2.4.2  Automated Analysis of Measurements Using Cumulative Sum Tests 

Another project examined measurement uncertainty through the Automated Statistical 

Modeling of Analytical Measurement Systems (Jacobson, 1992).  This model used a cumulative 

sum (CUSUM) test to differentiate between changes introduced by measurement uncertainty, 

and changes (Page, 1954).  CUSUM virtually constructs a V-shaped mask originating some 

distance in front of the point of the data being examined (Jacobson, 1992).  Figure 2.9 shows a 

visual description of the CUSUM method. 
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CUSUM defines the lead distance (d) as: 

 =  ℎ
, (2.6) 

where ℎ is the decision interval value and  is a reference value (Jacobson, 1992).  The half-

angle for the v mask, � is then defined by: 

 � = � , (2.7) 

where  is a scale factor equal to the vertical scale distance per horizontal plotting interval.  

Finally, the reference value  is defined by: 

 =  ∆
 (2.8) 

 

Figure 2.9. Visual example of the CUSUM method (Jacobson, 1992) 
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where ∆ is a displacement that should be quickly detected.  Normally setting  to a value of 0.5 

detects a standard deviation shift in the data quickly (Jacobson, 1992).  The decision value, ℎ, 

determines when the CUSUM calculates a change is not due to uncertainty (Jacobson, 1992). 

The CUSUM used in this project was a double-sided inspection scheme, meaning that 

residuals both less than and greater than the target value were examined (Page, 1954).  To 

perform the test, CUSUM calculates two values: �and ��by: 

 
� = [ , − +  �− ] and 

�� = [ , − − +  ��− ]. 
(2.9) 

where  is the normalized residual for the current result point.  If either of these values are 

greater than ℎ then the difference is due to an actual change of value, and not uncertainty 

(Jacobson, 1992). 

The model expanded on this basic test to be less sensitive to a single outlier triggering the 

CUSUM test, possibly from a single incorrectly entered data-point.  The correction, referred to 

as a “two-in-a row” scheme, ignored but flags the first trigger of the alarm, and only signals an 

actual change based on two flags.  The initial values applied to the CUSUM, and � , while 

normally set to zero, were also modified to make allow the simulation to be more sensitive 

during the first few measurements to be more responsive in situations where there are only a few 

measurements in the series being examined (Jacobson, 1992). 

2.4.3  Other Safeguards Models 

Other safeguards models have been developed, but few have focused on the impact of 

measurement uncertainty on final safeguards decisions.  One such model, the Proliferation 

Resistance and Physical Protection (PRPP) study, focused mainly on organizational response to a 

diversion rather than the safeguards measurement process (Generation IV International Forum, 



35 
 

2007; Generation IV International Forum, 2006).  The methodology in the PRPP study, takes a 

probabilistic approach to the problem as opposed to the specific system dynamic approach used 

in SSPM (Generation IV International Forum, 2007).  Hence, while the PRPP model is useful for 

big picture analysis of the efficiency of the entire safeguards process from detection to 

preventing diversion, it does not overlap with the specific goals of SafeGuards Analysis (SGA). 

Other publications are similar in their focus on the methodology of safeguards analysis as 

opposed to the specific systems configuration of facilities of fuel cycles.  That means that while 

this work is useful as both background, and as insight for developing future scenarios for SGA, 

the studies do not directly overlap with this project. 

The next chapter is the first of the three journal articles developed by this thesis.  This 

article covers the development of the basic SGA logic, and the testing of the fundamental 

modules that make up the SGA toolkit. 
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CHAPTER 3 

A NEW MODELING TECHNIQUE TO ANALYZE SAFEGUARDS 
MEASUREMENTS IN LARGE SYSTEMS 

  3
Modified from a paper submitted to 

Nuclear Technology 

Nicolas Shugart1, Dr. Jeffrey King2 

Abstract 

SafeGuards Analysis (SGA) is a computational toolbox able to simulate different 

safeguards scenarios across a number of different fuel cycles and at many different scales within 

the Matlab Simulink framework.  SGA functions by simulating Material Balance Areas (MBAs) 

under safeguards materials control and accountability and allows the user to define the 

uncertainty parameters of the associated flow and inventory measurements.  The simulated 

safeguard system uses the uncertain measurement estimates to calculate a mass-balance across 

the MBA.  This mass balance is then evaluated by one of a number of different statistical tests to 

determine if a significant amount of material has been removed from the MBA.  This paper 

describes the design of SGA, the results of testing each element of the toolbox, and a number of 

single MBA example scenarios.  In all of the test cases SGA performed as expected, and 

produced acceptable results from the single MBA scenario. 

Keywords: SAFEGUARDS, MODELING, UNCERTAINTY ANALYSIS 
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 - sensitivity control 

 - is the number of iterations in the inner loop. � – time �  – time since last calibration 

 - data point i,  �  – measurement reading 

 – sampled value from a probability density function 

 – sampled value from a probability density function − – lower CUSUM counter variable + – upper CUSUM counter variable 

 – linear drift rate 

 – normal systematic uncertainty 

 – Exponential weighted moving average ∑  – the sum of all the statistical test binary variables from each SGA iteration within the 

inner loop �� – final inventory �  – initial inventory � – key measurement point 

 – the result for the inner loop LCL–  lower control limit    – linear drift uncertainty offset 

 – material balance area 

 – material unaccounted for 
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�  – beginning physical inventory �  – ending physical inventory   

 – receipts 

 – shipments 

 – constant between 0 and 1 

 - expected value for the quantity of interest,  � - timeliness interval 

 – basic systematic uncertainty 

 – upper control limit 

 - sum of increases to the inventory 

 - sum of decreases to the inventory � - constant between 0 and 1 � - uncertainty 

3.1 Introduction 

As nuclear technology becomes more widely used outside of nuclear weapon-armed 

nations, the importance of preventing the illicit development of nuclear weapons has increased 

dramatically.  A system of nuclear safeguards reduces the likelihood of nuclear weapons 

proliferation, with the goal of stopping the diversion of nuclear material from civilian facilities 

for the construction of nuclear weapons.  This is done through a combination of accountancy 

measurements and physical security at every nuclear facility (Doyle, 2008; International Atomic 

Energy Agency, 2014; Johnson and Ehinger, 2010).  The primary burden for overseeing the 

worldwide safeguards effort has fallen on a small number of international organizations, 

spearheaded by the International Atomic Energy Agency (IAEA).  With limited resources, the 
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IAEA and its sponsor nations need to be assured that their efforts are not being wasted; and, as 

the number of nuclear facilities grows, so will the pressure on the current nuclear non-

proliferation effort.  Correctly allocating resources and research and development money will be 

increasingly important. 

Most current safeguards techniques rely on the management of the inventory of batch 

processes (Doyle, 2008).  Little published research exists on continuous monitoring of nuclear 

facilities, and the existing research has focused on examining single facilities in detail (Cipiti and 

McDaniel, 2012; Cipiti and Zinaman, 2010b).  Little to no research is documented on looking at 

safeguards from an overall statewide level.  As such, there are a limited number of publications 

concerning the prevention of the removal of a significant total quantity of nuclear material from 

multiple connected facilities that are each separately controlled under nuclear safeguards. 

To address this gap, SafeGuards Analysis (SGA) is a computational toolbox developed 

using the MatLab Simulink software suite.  SGA is capable of taking output data from any 

nuclear fuel cycle code and adding in safeguards measurement and decision-making models to 

simulate complex systems of nuclear safeguards.  Developed as a modular framework, SGA does 

not directly simulate material flows, and relies on an outside code for this information.  Instead, 

it represents a series of safeguards measurements and decisions for a variable number of 

facilities, allowing the simulation to focus on information relevant to safeguards. This 

combination permits users to study different scenarios based on the computational models they 

have available to them.  The SGA modeling toolbox can be combined with outside fuel-cycle 

and flow-model codes to produce detailed safeguards simulations independent of the particular 

flows of a given fuel cycle model. 



44 
 

3.2 Background 

SGA incorporates a number of different measurement uncertainty models, and combines 

them to provide a comprehensive toolbox for safeguards simulation.  The toolbox contains 

functions that supplement traditional safeguards logic with more advanced statistical trend-

testing methods, and built on top of previous safeguards modeling efforts. 

3.2.1 Safeguards 

Nuclear safeguards and security is an engineering and policy field focused on preventing 

the use of civilian nuclear technology for the production of nuclear weapons.  This involves a 

combination of both physical protection and materials control and accountability within civilian 

nuclear facilities by both state and independent organizations.  This combination prevents either 

purposeful or illicit diversion of nuclear technology into military use by either the host state or a 

foreign entity (Doyle, 2008). 

The technical basis of nuclear safeguards comes from a combination of radiation 

detection and measurement and nuclear chemistry.  The basic principle behind all safeguards is 

to prevent a non-nuclear weapons state entity from gaining a nuclear weapon by diverting 

nuclear material from a civilian nuclear facility, or by secretly developing an independent 

weapons program.  Safeguards fall into two general categories:  material control and 

accountability (MC&A), and physical protection (PP); however, these are more of an organizing 

tool than hard and fast divisions.  Material control and accounting involves inventory control and 

maintaining a continuity of knowledge concerning nuclear materials throughout the fuel cycle 

(Doyle, 2008).  Physical protection involves all of the physical barriers, including guards and 

off-site security, intended to prevent a nuclear diversion (Doyle, 2008).  In effect, material 

controls and accounting serves as the eyes of the safeguards process, while physical protection is 
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the teeth.  To facilitate these goals, the IAEA developed the concepts of significant quantity (SQ) 

and timeliness goal (Doyle, 2008; International Atomic Energy Agency, 2001). 

The concept of significant quantity is related to critical mass.  The IAEA defines a SQ as 

“the approximate amount of nuclear material for which the possibility of manufacturing a 

nuclear explosive device cannot be excluded” (International Atomic Energy Agency, 2001).  

Significant quantities are established for both direct and indirect use materials.  Direct use 

materials can be directly used to construct a nuclear weapon, while indirect use materials require 

additional processing before they can be used in weapons.  Table 2.2 presents the significant 

quantities currently defined by the IAEA (International Atomic Energy Agency, 2001).  Note 

that most of these values refer to the weight of the isotope of interest, and not total material.  The 

smallest values (for plutonium, uranium-233, and highly-enriched uranium) correspond to direct 

use materials suitable for making nuclear weapon cores.  The final two materials require either 

further enrichment (low-enriched uranium) or nuclear transmutation (thorium) for use in 

weapons, leading to much larger significant quantity values. 

Timeliness goals are the time windows in which the IAEA desires to detect a loss of a 

significant quantity of material; and, much like the definition of a significant quantity, depend on 

how easy it would be to manufacture the diverted material into a weapon (Doyle, 2008; 

Table 3.1. Significant Quantities defined by the International Atomic Energy Agency 
(International Atomic Energy Agency, 2001). 
Material SQ 
plutonium 8 kg plutonium 
uranium-233 8 kg uranium-233 
highly enriched uranium 
(uranium-235 ≥ 20 at%) 

25 kg uranium-235 

low enriched uranium 
(uranium-235 <  20 at%) 

75 kg uranium-235 (or 10 tons natural uranium or 20 
tons depleted uranium) 

thorium 20 tons thorium 
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International Atomic Energy Agency, 2001).  In theory, detecting the loss of a SQ within the 

timeframe of a timeliness goal will provide sufficient warning of a possible nuclear weapons 

threat.  The loss of 1 SQ of material over a longer period of time are also a concern to the 

safeguards community, but these scenarios are outside of the scope of this paper.  Table 3.2 

shows different timeliness goals used by the IAEA.  The results in this paper are generally 

expressed in terms of timeliness intervals (TI), where one TI is equal to the IAEA timeliness goal 

for a particular material. 

In material controls and accountability, both significant quantities and timeliness goals 

are applied to Material Balance Areas (MBA), which represent controlled areas where nuclear 

material may enter or exit under safeguards monitoring (see Figure 3.2).  The purpose of an 

MBA is to designate how measurements are made to calculate inventories, flow-rates, and the 

material unaccounted for (MUF), which is essentially a mass-balance for the MBA.  The material 

unaccounted for in a given material balance area is calculated as: 

 = � + − − � , (3.1) 

Where �  is the beginning physical inventory,  is the sum of increases to the inventory,  is 

the sum of decreases to the inventory, and �  is the ending physical inventory (Doyle, 2008).  

Table 3.2. Timeliness goals defined by the International Atomic Energy Agency 
(Doyle, 2008). 
Nuclear Material Material Form Timeliness Goal 
plutonium, highly enriched 
uranium, or uranium-233 

metal, oxide, fresh fuel or 
scrap 

1 month 

plutonium, highly enriched 
uranium, or uranium-233 

in irradiated fuel 3 months 

low enriched uranium, natural 
uranium, depleted uranium and 
thorium 

unirradiated fresh fuel 1 year 
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The data for � , � ,  and  come from a number of Key Measurement Points (KMP) 

(International Atomic Energy Agency, 2014).  These are the locations where important 

safeguards measurements are taken for inventory control.  While this is the most basic definition 

of an MBA, most MBAs actually involve a number of intermittent storage locations. 

Ideally, the MUF for a given MBA should be zero; but, in reality, measurement 

uncertainties ensure that this is never the case.  Thus, minimizing and quantifying uncertainties is 

an important aspect of safeguards.  Controlling both Type I and Type II errors is also critical to 

an effective safeguards scheme.  Type I errors refer to false positives, while Type II errors refer 

to failures to detect actual conditions (in safeguards, generally the removal of one SQ within one 

TI).  Since the most critical significant quantities are measured on the order of kilograms as part 

of chemical processes involving metric tons of material, even a small amount of uncertainty can 

lead to Type I errors without correct accounting (Doyle, 2008; Ehinger and Johnson, 2009; 

International Atomic Energy Agency, 2001; Johnson and Ehinger, 2010). 

While the IAEA does not have a standardized method for dealing with uncertainty in the 

measurement process, a combination of redundant measurements can minimize the uncertainty 

of any one measurement; and, statistical tests can inform safeguards determinations based on the 

MUF calculated by Equation 1.  These tests tend to vary based on the facility and measurements 

considered.  SGA currently includes three different statistical tests: a basic control-chart test, a 

 
Figure 3.1. Illustration of a conceptual material balance area. 
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cumulative sum test, and an exponential-weighted average test.  These are described in more 

detail in Section 3.3.4. 

Past safeguards modeling has focused on creating detailed models for specific problems, 

as opposed to constructing a generic model framework.  The next section describes a number of 

these past efforts. 

3.2.2 Past Safeguards Modeling Efforts 

Retrofitting a flow-model with safeguards logic is a relatively untapped idea, as 

traditional safeguards have traditionally been done at periodic intervals timed to coincide with 

the mostly batch processes used in much of the nuclear fuel cycle.  This, combined with the 

relative scarcity of nuclear facilities outside of nuclear-armed states, made extensive modeling 

historically unnecessary.  Sandia National Laboratory has been the most active research 

institution in modeling the safeguards MC&A process in the past decade (Cipiti and McDaniel, 

2012). 

A small team of scientists at the Sandia National Laboratory developed the Separations 

Safeguards Performance Model (SSPM).  SSPM provides a detailed model of safeguards 

performance in a reprocessing plant (Cipiti and Zinaman, 2010b; Cipiti et al., 2011; Cipiti and 

McDaniel, 2012; Cipiti and Zinaman, 2010a; Durkee et al., 2016).  SSPM models both the 

Uranium Extraction (UREX) and Plutonium Uranium Extraction (PUREX) reprocessing 

methods using Matlab Simulink (Cipiti et al., 2011; Tsoulfanidis, 2013; Simpson and Law, 

2010).  The model tracks the material inventories and mass flow rates through a hypothetical 

facility, incorporating a number of measurements, from instruments installed specifically for 

safeguards, as well as other process control measurements used in the day-to-day operation of 

the plant (Cipiti et al., 2011).  All of these measurements incorporate the uncertainties associated 
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with the measurement instruments in their results (Cipiti et al., 2011).  This reflects one of the 

goals of the SSPM project, which considers how to integrate existing process measurements into 

safeguards (Cipiti et al., 2011; Cipiti and McDaniel, 2012; Cipiti and Zinaman, 2010a).  Each of 

the measurement points can be configured to output a simulated measurement at an interval 

designated by the user, allowing for both continuous and discrete sampling (Cipiti et al., 2011).  

The model also incorporates diversion blocks to allow the user to simulate diversion attempts at 

almost any point of the process (Cipiti et al., 2011). 

Other safeguards models have been developed, but few have focused on examining the 

impact of measurement uncertainty on final safeguards decisions.  One such model, the 

Proliferation Resistance and Physical Protection (PRPP) study, focused mainly on organizational 

response to a diversion rather than the safeguards measurement process (Generation IV 

International Forum, 2007; Generation IV International Forum, 2006).  The PRPP study takes a 

probabilistic approach to the problem, as opposed to the specific system dynamic approach used 

in SSPM (Generation IV International Forum, 2007).  Hence, while the PRPP model is useful for 

a big picture analysis of the efficiency of the entire safeguards process, it does not overlap with 

the specific goals of SafeGuards Analysis (SGA). 

Other publications are similar in their focus on the methodology of safeguards analysis as 

opposed to the specific safeguards system configurations across facilities in nuclear fuel cycles 

(Bjornard, 2005; Boucher and Grouiller, 2006; Ehinger and Johnson, 2009).  All of these have a 

different focus than SGA, and so are not described in detail in this paper.  The next section 

describes the current status of SGA 

3.3 SafeGuards Analysis 

SGA is designed as a toolbox and not as a specific model.  This choice ensures that SGA 
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is not tied into one specific scenario or model, but can be applied to a wide range of scenarios 

and fuel cycles.  During SGA’s development, the programing approach taken in SGA involved 

constructing the toolbox without a specific scenario in mind, and then applying the resulting 

tools to a number of test scenarios.  SGA is based on MATLAB Simulink, allowing for an 

intuitive visual interface, while also allowing the code to be used without needing extensive 

scientific computing expertise (The MathWorks, Inc, 2014).   

SGA functions by simulating MBAs and calculating MUF values for those MBAs based 

on simulated measurements that include a range of uncertainties.  Figure 3.2 shows the basic 

flow for a single MBA in SGA.  It begins with a “source” signal that represents a single, possibly 

time-variant, data point provided by an outside flow model.  The signal is fed into a 

measurement block, which adds uncertainty to the flow or inventory value to produce a 

simulated measurement signal.  The appropriate uncertainty values are determined by the user 

for each measurement block, depending on the scenario being constructed. 

SGA does not attempt to simulate the measurement process; it simply provides a reasonable 

approximation of the measurement results; and, the measurement blocks are entirely generic.  

 
Figure 3.2. Data flow for a measurement in SGA. 
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The uncertainty-added stream combines with a number of other uncertain streams to yield a 

MUF estimate.  Finally, the estimated, uncertainty-added, MUF value is fed into a decision 

making algorithm that makes the final safeguards determination based on predetermined criteria.  

Depending on the simulation, if this final step detects a possibly significant loss of material, the 

simulation will generate an alarm signal.  What values trigger this detection step are defined by 

the user based on the goals of each individual SGA scenario.  The remainder of this section 

describes the primary blocks offered by SGA, which are summarized in Table 3.3. 

3.3.1 Input into SGA 

Since SGA does not generate its own flow and inventory data, this data needs to be imported 

from an external source.  Input into SGA comes in one of two forms: constant data input can be 

provided internally through a SGA input block, while time-dependent data can be input from a 

modified XML file that MATLAB reads and translates to a structure Simulink can interpret.  The 

external data input block reads the output from a fuel-cycle code or similar simulation from a 

series of XML files that include the time-dependent data, as well as the units for the time indices, 

the mass indices, and the rate values, as applicable. 

Table 3.3. List of complete SGA blocks examined in this paper. 
 Block Type   

Input Measurement Statistical Test 
Time Variant from XML file Uniformly Distributed Error 

- No Calibration 
Control Chart 

Constant Manual Input Normally Distributed Error - 
No Calibration 

Control Chart - No 
Simulation Stop 

 Uniformly Distributed Error 
- Absolute Range 

Two-Sided CUSUM 

 Normally Distributed Error - 
Absolute Range 

One-Sided CUSUM - Upper 

  One-Sided CUSUM - Upper 
No Simulation Stop 

  Exponential Weighted 
Moving Average Test 
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3.3.2 Measurements in SGA 

SGA simulates several types of measurements which are generally variations on a central 

theme: uncertainty in some form is added to the known input to create an uncertain measurement 

output.  The most basic measurement considers two forms of uncertainty, random and 

systematic.  Random uncertainty is an uncertainty that adds a different offset to the source value 

every time a measurement is made.  The measurement frequency for all measurement methods in 

SGA is defined by the user.  Systematic uncertainty is a one-time offset sampled at the start of 

the simulation or whenever the measurement is recalibrated, which is applied every time a 

measurement is made.  A third measurement uncertainty can be added in the form of linear drift.  

Linear drift is a form of systematic uncertainty where the offset increases linearly as a function 

of time.  This takes the form of: 

 =  � + , (3.2) 

where  is the linear drift rate, �  is time since the measurement was last calibrated, and  is the 

normal systematic error.  Both  and  are sampled at the beginning of the simulation and each 

time the measurement is recalibrated.  Figure 3.3 displays an example of linear drift and 

recalibration.  In Figure 3.3 the initial calibration for the measurement yields a response just 

under 105.  For the first period the drift rate, , is zero so the measured value is constant.  On the 

fifth day the measurement is recalibrated to just under 97, with a drift rate leading to the 

measurement value increasing over time.  This continues every five days, with a new calibration 

re-setting the initial  value, and a new drift rate leading to this to change in a linear fashion until 

a new calibration resets the system. Regardless of the methodology used, the final output from a 

measurement block is an uncertainty added signal representing the quantity measured.   
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3.3.3 Material Unaccounted For Calculations in SGA 

SGA calculates the MUF based on several measurements from a MBA.  To do this, the 

definition of MUF from Equation 1 is reformulated as: 

 = ∑ − ∑ + � − ��, (3.3) 

or 
 = ∑ − ∑ −  ∆�, (3.4) 

 

where  is the material unaccounted for,  are the receipts,  is shipments, �� is the final 

inventory, �  is the initial inventory, and both  and  are index variables for situations where 

there is more than one receipt or shipment stream in the MBA.  A receipt is a single addition to 

the inventory and a shipment is a single removal from the inventory.  The sum of the receipts 

from an MBA yields X in equation 1 and the sum of the shipments yields Y. 

 
Figure 3.3. Example of linear drift in SGA. 
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As SGA normally functions around semi-continuous measurements, this formulation is 

inadequate, and must be expanded.  There are two basic ways to expand the MUF calculation 

into a semi-continuous function.  The first expansion assumes the semi-continuous nature of the 

system acts like a series of individual MUF measurements, which are then added over one TI to 

calculate a total MUF.  In this case Equation 3 changes to: 

 ∑ = ∑ ∑ − ∑ + � − − � , (3.5) 

where � represents the current time step of the simulation.  In reality, SGA functions over a series 

of discrete time steps and Equation 3.5 approaches an integral calculation as ∆� approaches 0.  In 

this case, the integral from � =  to � = � will produce the same results as Equation 3.1.  While 

Equations 1 and 5 are identical mathematically for situations where input values have no 

uncertainty, this is not generally true in SGA.  Since each element in both equations will have 

some form of uncertainty associated with it, Equation 3.5 introduces a co-variance between the 

two measurements, as the MUF for any given � will be dependent on a measurement from the 

previous time step.  This adds a new level of complexity into each SGA model. 

The second expansion methodology integrates the measurements of the receipts and 

shipments, and only examines the final measurement for the inventory and the initial 

measurement for the inventory at � = .  This is represented as: 

 = ∑ (∑ ) − ∑ ∑ + � − � , (3.5) 

where the sums over � become integrals as ∆� approaches zero. 

Currently there are no pre-buillt SGA blocks for calculating MUF, as any MBA may 

have a number of measurements leading to the final calculation.  Figure 3.4 shows a simple 

example of a MUF calculation using the basic blocks included in MATLAB.  Each flow 

measurement is integrated by the integrator (1/s) blocks before being combined in the final MUF 



55 
 

calculation block (see Figure 3.4).  Flows into the MBA are added while flows out are 

subtracted.  For the inventory, the measurement for that time step is subtracted from the initial, 

known, inventory and then also added to the MUF total.  Because of the potentially infinite 

number of valid MBA combinations SGA does not contain a pre-build MUF calculation blocks.  

Specific MUF calculations must be constructed by the user. 

3.3.4 Statistical Tests in SGA 

After calculating a MUF value, SGA uses one or more statistical tests to determine 

whether or not the calculated MUF value represents an actual loss of material, or is the result of 

statistical uncertainty.  SGA contains three statistical tests. The first is a basic control chart test 

which compares the MUF to a user-determined trigger value.  A cumulative sum (CUSUM) test 

relates the current MUF value, the expected value, and the expected uncertainty to determine if 

the MUF  value is significant or not.  Finally, an exponential weighted moving average (EWMA) 

test tracks the behavior of the average value of a MUF over a time window to determine if the 

MUF value is significant.  The following subsections describe the implementation of each of 

 

Figure 3.4. Simulink code for calculating an MBA with one input and two outputs. 
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these tests in SGA in more detail. 

3.3.4.1  Control Chart Test 

A control chart test is a very basic form of process control monitoring where the quantity 

of interest (in this case the MUF) is compared to a trigger value (Shewhart, 1939).  Should the 

quantity of interest ever reach or exceed the trigger value, the alarm is triggered.  Hence, an SGA 

simulation using a control chart test would give a loss of material alert whenever the MUF for a 

MBA exceeds an established trigger value (Shewhart, 1939).  For a given system with 

measurement uncertainties to detect a MUF of one SQ with reasonable accuracy, the trigger for 

the control chart test would be set to some value lower than one SQ.  For example, a control 

chart test might be set to trigger at less than one SQ to provide a margin of safety.  Control chart 

tests can be two-sided, meaning that if the absolute value of the quantity of interest exceeds the 

trigger then the test triggers an alarm (Shewhart, 1939).  SGA only considers a one-sided control 

chart tests, as safeguards engineering is only concerned with missing material. 

3.3.4.2 Cumulative Sum Test 

The Cumulative Sum (CUSUM) test enables statisticians, especially medical 

professionals, to determine if a detected trend in a line is real or caused by the effects of random 

uncertainty (Page, 1954).  This makes the CUSUM test useful with respect to the goals of SGA.  

The CUSUM test works by calculating the residual (the difference between the expected value 

and the measured value) and comparing this to a sensitivity level that represents the expected 

level on uncertainty (Page, 1954).  If the residual is greater than this sensitivity, it is considered 

potentially important and added to the cumulative sum.  This sum exceeding a user-defined 

trigger point indicates that the system has an actual true trend away from the expected value; 

otherwise, the detected trends are considered too small to be significant.  In a safeguards 
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situation, this represents a trend corresponding to a loss of one SQ over a time period of one TI 

or less. 

Before computers were common, CUSUM testing was generally performed using a V-

mask test (Jacobson, 1992).  This is a visual data inspection method that involves placing a V-

shaped mask on a plot of the cumulative sum of the data series in front of the most recent data 

point, as shown in Figure 3.5.  Using this visual technique α represents the angle of the v-mask 

while d is the lead distance between the tip of the mask and the most recent measurement 

(Jacobson, 1992).  Smaller values for both of these make previous measurement that differ more 

 
Figure 3.5. Visual representation of a CUSUM test using a V-mask test 
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likely to fall outside of the mask, making the test more sensitive (Jacobson, 1992).  Modern 

CUSUM tests generally use a tabular form of the test. The tabular form is easier to implement in 

simulations, and is not inherently two-sided.  SGA uses the tabular CUSUM approach. 

The tabular CUSUM method involves tracking two values: + and −.  A one sided 

scheme only would track + or −, depending what is being tested.  These values are defined as: 

 

+ = , − + + −+  ,  
and 

(3.6) 

 − = , − − + −−  , 
(3.7) 

where  is the data point i, is the expected value for the quantity of interest, and  is a 

sensitivity control.  The test triggers an alarm whenever either +or − exceed a defined trigger 

value.  Both the sensitivity control ( ) and the trigger value are user defined, and must be 

calibrated for each scenario, as they are dependent on both the randomness of the quantity of 

interest and the amount of trend to be detected.  Unlike a normal control chart, the CUSUM test 

has two different tuning variables, making it easier to adjust. 

3.3.4.3 Exponential Weighted Moving Average Test 

The exponential weighted moving average (EWMA) test is similar to the CUSUM test, 

but uses slightly different methodology.  The EWMA test is a two-sided test with the 

exponentially weighted moving average defined as: 

 � = � + − � � −  , 
(3.8) 

where �  is the EWMA,  is the data point, and � is a constant between 0 and 1.  The EMWA is 

then compared to an  and , respectively, to determine if an out of control state has 

occurred: 
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 =  + �√ �− � [ − − � ] , (3.9) 

and 

 =  −  �√ �− � [ − − � ] , (3.10) 

where  is the expected value and  is the width of the control limits.  Because the term in the 

brackets quickly approaches unity as  increases, it can be simplified to one as long as the value 

of � is sufficiently large, and the number of iterations, , is large. 

The  and � variables in the EWMA test can be configured to determine the sensitivity of the 

test.  A larger value of � implies a higher weighting to more recent values, with older values 

contributing less to the average.  The value of  determines the “width” of the control limits, 

making it comparable to the trigger value in a CUSUM test.  That said, one inherent weakness of 

the EWMA test is that both of these variables require more calibration than the control variables 

as they are less closely related to the values or uncertainty of the trend then the control variables 

used for the CUSUM test, making the EWMA test harder to properly configure. 

3.3.5 SGA Blocks 

In SGA, each of the functions described in the previous sub-sections is condensed into a 

“block” of Simulink code, which can be combined to form a full SGA model.  There are two 

blocks for input in SGA: a constant value block, and a block that reads in an external XML file 

to generate a time-dependent input signal.  Both blocks create a combined input signal that 

contains the data as a function of time, as well as the units of the data, the time indices, and the 

rate (the “s” in “kg/s”).  Figures 6a and 6b display how the input parameters for each input block 

appear to the user. The constant value block (Figure 6a) is more efficient for steady-state source 
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values by allowing all of the flow data to originate within the Simulink model without having to 

process outside data files.   

For the time-variant input block (Figure 6b), SGA reads in formatted input from any 

arbitrary system simulation code.  To facilitate this, SGA uses a conversion script to convert 

formatted XML files to objects useable in SGA.  This script converts the XML data into a series 

of Matlab structures.  These structures are then fed into Simulink as a series of flows for use by 

the SGA model.   

Measurement blocks in SGA currently come in two varieties: a block that includes basic 

random and systematic uncertainty, and a block that also incorporates linear systematic drift.  For 

each block, options exist for these values to be entered as absolute values or as percentages, 

 
Figure 3.6. Parameters for the input blocks in SGA. 

 
 

 
 

b) Input from external data file block.a) Constant value input block.
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depending on the needs of the user or the type of measurement.  SGA measurement blocks also 

include options to set the measurement frequency, the seed for the random-number generator, 

and the measurement units.   

Figure 3.7 shows the complete list of available parameters for an SGA measurement block that 

includes linear drift. 

Finally, SGA contains multiple blocks for each of the statistical tests.  For each test there 

is a block that stops the simulation once triggered, and a block which records that the trigger 

value was exceeded and allows the simulation to continue.  In large scenarios with multiple 

MBAs containing multiple statistical tests, the non-terminating testing block allows multiple 

tests to be applied to a single scenario.  Thus, SGA can provide accurate statistics about the 

triggering of multiple tests in a given scenario without being sensitive to when during the 

simulation each test triggers.  Finally, the CUSUM test also has a two-sided version available, 

although this version is not generally applicable to safeguards applications. 

3.3.6 Measuring Error Probabilities Using SGA 

By itself, SGA is only capable of modeling individual measurement realizations for a 

given safeguards materials control and accountability scenario.  To generate statistically 

meaningful error probabilities (both Type I and Type II), a separate algorithm is implemented in 

the Matlab Software package to run the SGA Simulink simulation through a Monte Carlo 

method to generate the results presented in this paper. 

The Monte Carlo algorithm calculates the error probability for a system using two nested 

loops.  The inner loop runs the SGA simulation a number of times defined by the user.  After 

each run, a binary variable is set based on whether or not one of the statistical test blocks in the  
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Figure 3.7. Input parameters for an SGA measurement block that includes linear drift. 
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Simulink model detected a possible material loss or not.  At the end of the inner loop, these 

values are averaged to determine the probability to detect a material loss for that statistical test: 

 =  ∑  , (3.11) 

where  is the result for the inner loop, ∑  is the sum of all the statistical test binary variables 

from each SGA iteration within the inner loop, and  is the number of iterations in the inner 

loop.  The next loop then re-runs this scenario to generate another average value for the detection 

rate, and this value is saved in memory.  After the second loop completes, the algorithm 

calculates an average value and standard deviation for the entire scenario based off this list of 

saved probabilities.  A third outer loop can also be added that allows the user to run multiple 

cases, each with different variable settings for the SGA model, such as different uncertainty or 

statistical test bounds, or even different flow rates. 

A unique implementation of the Monte Carlo algorithm is required for each SGA 

simulation.  This lets the user define how many Monte Carlo iterations and batches the model is 

run through, what variables are examined, and what model output is eventually compiled.  The 

algorithm results in this paper include SGA for one-hundred batches each of one-thousand 

iterations. 

3.4 Testing Scenario and Testing Cases 

A simple, single-MBA, scenario based on a once-through fuel cycle from the fuel cycle 

code VISION tested each block during development (Jacobson et al., 2009). The scenario 

represents an enrichment facility that provides reactor grade uranium (4.5% uranium-235) for 

three light water nuclear power stations (each equivalent to a Generation II Light Water 

Reactor).  This simple model minimized the number of scenario variables while giving generally 

predictable results.  This allowed new blocks to be tested without having to worry about the 
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complications of a more complete model.  Table 3.4 lists the numerical flowrates and the 

inventory for the test scenario and Figure 3.8 shows a flow-chart for the scenario. 

The enrichment facility MBA has a SQ goal of 75 kg of uranium-235 in low-enriched 

uranium (Table 2.2).  Hence, the measurements in the simulation detect uranium-235 

(representing a combination of enrichment and flow measurements leading to a calculation of 

total isotopic mass).  The timeliness interval (TI) for this scenario is one year based on the 

conversion times used by the IAEA to guide their detection times (Table ) (International Atomic 

Energy Agency, 2001).  Each scenario is run for one TI (360 days, corresponding to one year in 

the VISION fuel-cycle code (Jacobson et al., 2009)).  The scenario is run in one of two modes; a 

base mode with the flow rates shown in Table 3.4, and an unidentified-stream mode where the 

output flow is decreased by 0.2084 kg/day to represent a loss of 1 SQ of material (75 kg) across 

one TI (360 days) 

Each of the measurements in the test scenario had default uncertainty bounds of +/- 5%.  

This means that the uncertainty offsets for each measurement device in the MBA are sampled 

from a uniform distribution ranging from -5% to 5%.  While each device therefore had a 

different uncertainty offset each time the model ran, the uncertainties were all within the same 

bounds.  The measurements of large inventories (such as the enrichment cascade) were the one 

exception to this; as the enrichment cascade contained several-thousand times the amount of 

Table 3.4. Flow rates and inventory values 
used in the test scenario. 
Model Point Value 

Input (kg/day) 10.0578 
enrichment cascade (kg) 3620.808 
to tails storage (kg/day) 3.1341 

Output (kg) 6.9237 
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material passing through the inlets and outlets (see Table 3.4), and roughly three-hundred times 

the amount of material as the SQ goal.  To prevent these areas from dominating the MUF 

determination, the uncertainties of these portions of the model were represented as absolute 

values instead of percentages, so that an uncertainty of 5 kg would represent the actual ±5 kg 

value.  This placed the uncertainties in the large inventories on roughly the same order of 

magnitude as the inlets and outlets in this scenario. 

The Monte-Carlo algorithm executes the SGA model for each of the cases examined.  

Unless explicitly stated otherwise, the Monte-Carlo algorithm executed SGA in one-hundred 

batches of one-thousand iterations each, leading to an average 1-sigma uncertainty of roughly 

1% for the results presented in this paper.  This study considered four SGA cases based on the 

test scenario.  The first case is a basic testing case that checks that the basic blocks are 

performing as expected.  The next three cases expanded the scenario to examine the potential 

applications of SGA to different lines of inquiry: a single upgrade to one of the measurements in 

the MBA, the impact of measurement frequency, and a simple, brute force, optimization of the 

placement of a set of different flow measurements. 

 

 

 

 

Figure 3.8. SGA test scenario. 
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3.4.1 Block Testing Case 

Figure 3.9 displays the flow diagram for the first case.  This case ran a number of 

parameter studies over hypothetical ranges of detector uncertainty using common distributions to 

check that SGA functions correctly.  The iterations were run using different combinations of 

error or statistical test blocks, while changing the block’s control variables over a range to record 

each block’s impact on the basic scenario.  For the different error blocks, these variables were 

the uncertainty bounds or drift rates (where applicable); for the statistical test blocks, the 

variables were the control parameters for each test.  Unless otherwise stated, both the base and 

unidentified-stream modes were run for each block, with the goal of determining SGA’s 

behavior in terms of the predicted rate of Type I and Type II errors for the modeled safeguards 

system. 

 
Figure 3.9. Flow diagram for the block testing case. 
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3.4.2 Single Measurement Improvement Case 

This case examined SGA in one of its primary conceived roles, providing support for 

improving existing nuclear safeguard systems.  In this case, all of the measurements for the 

MBA have a fixed random error of ±5 % for the flow measurements and ±5 kg for the inventory 

measurements.  One measurement is to be improved to ±3 (% or kg) uncertainty, and the case 

determines which measurement is the most effective to improve.  This case included an 

unidentified stream; and, the quantity of interest was the ability of the system to detect the 

unidentified stream, based on a predicted detection rate.  The detection rate is defined as the 

percentage of times the system successfully detects the MUF resulting from the unidentified 

stream.  By definition, this means that the system cannot generate Type I errors (false detects), as 

there is always a valid detection condition.  Figure 3.10 shows the flow-diagram for this case. 

 
Figure 3.10. Flow diagram for the single measurement improvement case. 
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For a large, complicated system, SGA could potentially be an inefficient tool to identify 

points of potential improvement, as SGA needs to be run using a Monte-Carlo method to 

determine a predicted detection rate, and each data-point potentially take several hours to 

complete.  This will quickly become very time-intensive for a large scenario with many 

measurement devices to be examined.  For this small scenario, with only three possibilities, the 

algorithm can provide a relatively rapid, brute-force, calculation of every possible system layout 

in a reasonable timeframe of roughly four hours per layout. 

3.4.3  Measurement Frequency Case 

Figure 3.11 shows the flow diagram for the measurement frequency case.  This second 

application case looks at how increasing the measurement frequency decreases the detection rate 

 
Figure 3.11. Flow diagram for the  measurement frequency case. 
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for a system with only random uncertainty, going from an initial frequency of one measurement 

per TI to a final frequency of one measurement .  This parameter study should see the random 

uncertainty results approach the systematic uncertainty results as the measurement frequency 

decreases; however, how quickly this occurs is of interest to provide guidance to how many 

measurements must be taken to overcome systematic behavior for a measurement.  This type of 

study is useful, as taking measurements in actual practice costs resources (i.e. money and time) 

that may be better put to use in other parts of the safeguards system, or at other facilities.  If there 

is little difference in the performance of the system as a result of decreasing the measurement 

frequency, then reducing the measurement frequency may be a reasonable, and economical 

process modification. 

3.4.4  Measurement Optimization Case 

Figure 3.12 shows the flow-diagram for the third case.  This final application case 

considers a set of three different flow measurement devices to be installed in the MBA.  Each 

device has different bounds for its random uncertainty (none of the devices include systematic 

uncertainty) and the goal of this case is to determine the optimal placement of devices, assuming 

that each device must be used, and can only be placed at on of the three available locations..  

Similar to the measurement improvement case (Section 3.4.2), this would be an inefficient 

approach for large systems; but, the small number of possible permutations in this case (six), 

allows this case to serve as a useful demonstration of SGA’s functionality.  Each permutation 

included the unidentified stream in the scenario. The permutation that yields the highest 

detection rate then represents the optimal placement of the three devices.  In the future, SGA will 

be paired with a dedicated optimization toolbox that will work with SGA to make this process 

faster and more time efficient for large systems (Johnson et al., 2017). 
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3.5 Results 

Using the Monte-Carlo algorithm described in Section 3.3.6, SGA produced results for 

each of the cases described in Section 4.  Unless otherwise stated, the Monte Carlo algorithm 

used to generate these results ran 100 iterations of 1000 simulations. 

3.5.1 Block Testing Results 

The first examination, shown in Figure 3.10, included a basic control chart test, and 

examined both basic systematic and random uncertainty.  Figures 13 and 14 show the results 

from the Type I and Type II error tests, respectively.  The configurations with only systematic 

error approached a 50% Type I error probability (the probability that the system will generate a 

Type I error on any given run under the tested conditions) as the uncertainty bounds increased, 

while random uncertainty alone produced very few Type I errors at the examined uncertainty  

 
Figure 3.12. Flow diagram for the measurement optimization case. 
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Figure 3.13. Type I Error probability as a function of uncertainty bounds. 

 
 

 
Figure 3.14. Type II error probability as a function of uncertainty bounds 
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bounds (Figure 3.13).  At high values, systematic uncertainty trended the calculated MUF to 

either a large positive or negative value with equal probability (50%).  Since the basic control 

chart test is one sided, the control chart test will detect a significant MUF 50% of the time 

(corresponding to the positive MUF value).  For random uncertainty, the simulation is essentially 

a random walk as a new value is sampled for each measurement.  This means that as time goes 

on, the calculated MUF will always be a random walk centered on zero; and, only in cases where 

the uncertainty is large enough for this walk to encompasses the trigger value is there any chance 

of triggering a Type I error.   

As shown in Figure 3.14, systematic uncertainty results in a uniform 50% Type II error 

probability, as the defined scenario removes one SQ, which is also the trigger value.  The 

systematic uncertainty will either increase or decrease the measured value, with an equal chance 

of either result, and thus 50% of the time the SQ of missing material will not be detected.  For 

random uncertainty, the situation becomes more complicated, as the simulated MUF behaves like 

a random walk.  While the expected value of MUF in this scenario is one SQ (which would 

result in a positive detection), the control chart test triggers whenever the trigger value (one SQ, 

or 75 kg of uranium-235) is reached or exceeded by the uncertainty-added MUF value.  This 

means that the final value of the MUF is less important than the range of possible values the 

simulation’s random walk may include, as Figures 3.15a-d show.  Figure 3.15a-d display several 

different random walks from individual instances of the simulation.  Figure 3.15a represents a 

case with an unidentified stream and low uncertainty (1%).  Figures 3.15b and 15c show 

individual random walks with an unidentified stream and high random uncertainty (10%).  

Figure 3.15b shows a case where the significant MUF is detected before the simulation ends 

because of the random walk.  Figure 3.15c shows a situation where the trigger value is reached 
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by the random walk early, even though the final MUF value is below the trigger value.  Figures 

15b and 15c show how the final value of the random walk does not define the final output from 

the SGA model.  Instead, the basic control chat is triggered as soon as the value crosses the 

trigger value regardless of the simulation time, even if the final value is below the trigger value.  

Finally, Figure 15d shows a plot of the expected value and the 1σ and 3σ error bounds for a 

random walk with 10% random uncertainty.  Figure 15d provides an example of how the 

possibility of the random walk exceeding the trigger value increases with uncertainty.  As the 

bounds of the random walk increases for the measurement results, this also increases the 

probability that at some point, this walk will include a value above the trigger value, regardless 

of the value of the walk at 360 days.  As uncertainty increases, so does the range of possible 

 
Figure 3.15. Four random-walks generated by SGA, all with an unidentified stream with 

varying uncertainty bounds. 
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values, which increases the possibility that the calculated MUF will exceed the control chart 

trigger point.  This has the effect of decreasing the Type II error probability by increasing the 

trigger rate of the control chart.  These visualizations are representative of the apparent drop in 

Type II error probability as uncertainty increases being seen  in Figure 3.14. 

Figure 3.16 presents the effects of very low uncertainty bounds on a system with basic 

random uncertainty.  At very low uncertainty ranges (< ±0.005%), basic random uncertainty has 

no impact on the trigger rate.  Above ±0.005% the trigger rate for the control chart begins to 

decrease to a minimum of 57% at ±0.1% before beginning to increase.  This is driven by the 

random walk behavior; as, at very small bounds, the random walk will likely not vary from the 

 
Figure 3.16. Trigger rate as a function of basic random uncertainty bounds with a 1 SQ 
unidentified loss of material. 
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real value by enough to trigger the control chart before the simulation ends. In this situation, the 

final safeguards determination is based on the final calculated value of the MUF.  As the 

uncertainty bounds increase, the random walk behavior of the simulation dominates and can 

result in an early triggering of the control chart.  Since the Type II error probability is the inverse 

of the trigger rate, early triggers decrease the Type II error probability as shown in Figure 3.14 

Figure 3.17 displays the detection rate as a function of uncertainty bounds for several 

different drift rate bounds. The examination of the Type I error probability as a function of linear 

systematic drift shows the interplay between the overall uncertainty bounds for the measurement, 

and the drift rate.  For a set recalibration time of one month (30 measurements), the drift rate 

becomes less important as the uncertainty bounds become larger.  At around ±25% uncertainty 

bounds, the constant component of the linear drift overwhelms the time-dependent component, 

 
Figure 3.17. Type I Error probability as a function of uncertainty bounds and drift rates 
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leading to a convergence of the error probability (Figure 3.17).  Currently, the drift rate is limited 

to a small fraction of a percent per time step in the Simulink simulation.  At higher values, the 

drift uncertainty quickly triggers basic control chart tests. 

Figures 3.18 and 3.19 display the results for the other two statistical tests included in 

SGA (CUSUM and EWMA tests, respectively).  These examinations held the uncertainty bounds 

constant at ±5% for flows and ±5 kg for inventories, and then examined the different control 

variables for each test.  As the CUSUM and EWMA tests each have two control variables 

(Section 3.3.4), both of these variables need to be set to provide appropriate results.  Both the 

CUSUM and EWMA tests are exceptionally good at detecting basic systematic uncertainty (a 

predictable, linear trend), as well as effectively filtering random uncertainty from the system as 

shown by the Type I error probabilities for systematic and random error, respectably.  Both of 

these tests are unsuitable for cases with only basic systematic uncertainty, as they will trigger off 

the uncertainty-added trend unless the control parameters are set to so large a margin that the 

tests become effectively useless at detecting diversions.  In effect, these trend tests are unable to 

differentiate between the uncertainty-added trend, and a deliberate trend from an unidentified 

stream.  Both figures display this by only having Type I error probabilities below 10% at values 

for the control variables that are so large as to make the tests essentially meaningless.  This is 

one reason previous works using trend tests have put in a pre-processing stage to filter out 

systematic uncertainty from the measurement signal (Cipiti and Zinaman, 2010b).  As SGA 

allows the user to define which error types to use with which test, SGA does not include a 

specific filter to remove systematic uncertainty, as the user is able to simply remove it from 

scenarios where it would cause problems with CUSUM and EWMA tests. 



77 
 

  

 
Figure 3.18. CUSUM test Type I error rates as a function of the control variables. 

 

 
Figure 3.19. EWMA test Type I error rates as a function of the control variables. 
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Figure 3.20 shows the results for the CUSUM test run against a scenario with an 

unidentified  

stream.  The uncertainty bounds in this scenario are still at ±5% (or ±5 kg), and Figure 3.20 

highlights how well the CUSUM test is able to detect the unidentified stream in spite of random 

uncertainty.  That the CUSUM test is unable to detect the unidentified stream in the last two  

cases (implied by the 100% Type II error probability in Figure 3.20) is unsurprising, given that 

the MUF diversion in this case is less than the sensitivity control value ( ).  For cases of 

systematic uncertainty, the CUSUM test at first appears marginally better than a standard control 

chart test; however, considering the results in Figure 3.18 and the results of Figure 3.20 implies 

that, in order to make the CUSUM test cease generating a large number of Type I errors, it is 

necessary to introduce an unreasonably large number of Type II errors. 

 
Figure 3.20. Type II error rate as a function of the CUSUM test control variables 
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Figure 3.21 shows the Type II error results for the EWMA test.  Like the CUSUM test, 

the EWMA test is very good at detecting random uncertainty until the point where the control 

variables make the test too imprecise to detect the unidentified stream.  Similar to the CUSUM 

test, the effect of systematic uncertainty is less pronounced; but, it does show that, similar to the 

CUSUM test, configuring the test to ignore Type I errors from systematic uncertainty severely 

hinders the EWMA test’s capability to detect an unidentified stream.  Both tests are unable to 

differentiate between a trend caused by an actual loss of material, and a trend caused by 

systematic uncertainty in the MUF calculation.  As the tests were developed to detect systematic 

trends in data, this is unsurprising (Shewhart, 1939; Page, 1954).  From this analysis, both tests 

perform roughly the same; thus, the remainder of the paper will use the CUSUM test when an 

advanced statistical test is needed, as the CUSUM test is slightly easier to configure, and has 

been used in previous safeguards measurement uncertainty analyses (Cipiti et al., 2011). 

3.5.2 Single Measurement Improvement Results 

The single measurement improvement case focused on improving the uncertainty bounds 

 
Figure 3.21. Type II error rate as a function of EWMA control variables 
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from ±5 (% or kg+ to ±3 (% or kg) for one of the measurement devices in the MBA.  This case 

seeks to determine which location provides the greatest improvement in the facility’s ability to 

detect an unidentified stream (as indicated by the detection probability). 

Table 3.5 shows the results for the device improvement case.  The base instance with all 

uncertainties set at ±5% or ±5 kg established a detection probability of 69.55%.  Improving the 

uncertainty on each of the flow measurements leads to an increase in the detection rate.  As 

expected, the amount of improvement is tied to the magnitude of the flow or inventory value, 

with larger flows or inventories having larger impacts.  One improvement gave a clear optimal 

choice: improving the input flow measurement.  Improving the flow measurements provided an 

improvement to the detection rate in each case; however, decreasing the uncertainty of the 

cascade measurement resulted in a decrease of the detection percentage.  Figure 3.22 illustrates 

the impact of changing the uncertainty bounds of one measurement while keeping the bounds of 

the other three measurements constant at ±5 (% or kg)  in an attempt to explore the difference in 

the cascade’s behavior.  The impact of the uncertainty bounds of the cascade inventory 

measurements are different from the other measurements in two aspects: it has a greater impact 

on the overall detection rate, and decreasing the uncertainty bounds decreases the detection rate.   

The first difference between the inventory and flow trends results from a simple matter of 

magnitude.  As explained in Section 5.1, the other measurements have uncertainties of +/- 5%, 

Table 3.5. Changes in the detection probability from decreasing the random 
error at the listed measurement point. 

Improved Measurement Detection Probability Standard Deviation 
base 72.78 0.93 

input flow rate 77.95 0.84 
output flow rate 74.5 0.94 

tails flow rate 73.14 1.02 
cascade inventory 64.37 1.05 
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while the cascade uncertainty is +/- 5 kg.  As the input flow (roughly 10 kg/day) is the largest 

flow, its largest possible contribution to the total error residual (the difference from the actual 

value to the measured value) is only 0.5 kg.  This is 1/10 of the maximum impact the cascade 

residual can have on the final MUF residual (5 kg for the same uncertainty bounds), meaning 

that the cascade measurement has the most significant impact on the model predictions. 

The second difference is a result of the way basic random uncertainty functions.  In an 

instance with an unidentified steam, the random uncertainty generates bounds of possible values 

that can exceed the trigger value in the basic control chart before the actual value triggers the test 

(see Section 3.5.1).  In this instance, decreasing the uncertainty bounds of the inventory 

measurement makes it less likely that the random walk will exceed the trigger value of the basic 

control chart early.  This impact is not seen with the flow measurements, as the magnitude of the 

uncertainty is not large enough to significantly increase the detection probability (see Figure 

3.15a in Section 3.5.1). 

 

 

 
Figure 3.22. Detection rate as a function of the error bounds of a single measurement with the 
uncertainty bounds of the other measurements fixed at ±5 % or ±5 kg. 
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3.5.3 Measurement Frequency Results 

Figure 3.23 shows the results for the measurement frequency case for a single MBA with 

and without an unidentified stream.  For the configuration with an unidentified stream, the 

detection probability was tracked, for the case without any material loss, the Type I error 

probability was tracked instead, the arrows show which trend is linked to which axes.  As 

predicted in Section 3.5.1, the model calculates that the effect of the measurement uncertainty 

changes from random to approximately systematic as the measurement frequency approaches 

one measurement per TI.  This implies that the timing in SGA is working correctly, as the results 

follow this expected trend.  These results highlight how important multiple measurements are to 

the random-walk behavior simulated by SGA’s random uncertainty block.  It is surprising, 

however, how quickly the random walk behavior converges to the systematic uncertainty 

behavior.  At less than ~70 measurements per TI the ±1 (% or kg) random uncertainty instance 

converges the behavior to the purely systematic uncertainty case with no random error.  With 

 
Figure 3.23. Detection and Type I error rates as a function of measurement frequency using a 
basic control chart test. 
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uniform ±5 (% or kg) uncertainty bounds, the detection probability remains above the systematic 

uncertainty detection rate of 50% until only one measurement is made (which is functionally 

equivalent to systematic error, as there is no random-walk).  The ±1 (% or kg) uncertainty bound 

instance approaches a detection rate of roughly 55% (with a 1-σ uncertainty of roughly 1.6%)  

The dip at 51.3 measurements per TI results from the measurement frequency imperfectly 

dividing into the timeframe of the model.  This is a limitation of the Simulink framework. 

The no-unidentified stream instance also behaves as expected, with the random walk 

providing no Type I errors (false detections) above a measurement frequency of 30 

measurements per TI.  The false detect probability slowly increases as the measurement 

frequency decreases below that value.  This trend is different from the diversion instances, and is 

linked to how it is easier to cause a Type II error (missed detection) than a Type I error in this 

scenario.  This relates to the behavior of the random walk described in Section 3.5.1.  Hence, to 

trigger an alarm without an unidentified stream, the cumulative uncertainty measurement has to 

produce a MUF of 75 kg.  The actual MUFs in the instances without an unidentified stream 

remain at zero.  In this case, as the measurement frequency decreases, the length of time that 

each measurement is integrated into the MUF calculation increases, increasing the impact of 

each measurement on the MUF calculation.  At high frequencies, any one measurement has less 

impact, and is more likely to be “corrected” by subsequent measurements that bring the 

cumulative MUF trend back to the actual trend.  At low frequencies, there is a greater chance for 

any one measurement to trigger the control chart.  In the instance with an unidentified stream, the 

MUF with no uncertainty is one SQ.   

Applying a CUSUM test to the same parameter study produced very different results, as 

shown in Figure 3.24.  The CUSUM test performs much better than a basic control chart test at 
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detecting the unidentified stream at both ±1 (% or kg) and ±5 (% or kg) uncertainty bounds.  

This is expected as the control variables for the CUSUM test were calibrated to ±5 (% or kg) 

uncertainty bounds (see Section 3.5.1).  This makes the CUSUM test far better at detecting the 

unidentified stream with lower uncertainty bounds.  As expected, as the measurement frequency 

approaches one measurement per TI, the CUSUM tests with 1 or 5 (% or kg) random uncertainty 

become worse at detecting the unidentified stream, showing a sharp decline in the CUSUM test’s 

ability to handle systematic uncertainty (Figure 3.24).  The instance without an unidentified 

stream is more interesting, as the trend is not uniform; and, the system is actually more prone to 

false detects at measurement frequencies between two and ten measurements per TI. 

It should also be noted that these results do not exactly match up with the findings for the 

systematic uncertainty analysis (Figures 3.18 and 3.19).  This is caused by a limitation in the 

model, which results because Simulink only outputs a measurement when asked by the 

measurement frequency parameter.  If the CUSUM test attempts to track data outside of these 

 
Figure 3.24. Detection rate and Type I Error rates as a function of measurement frequency 
using a CUSUM test. 
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measurements, it causes an error in the simulation as no value is sent to the CUSUM test.  With 

basic systematic uncertainty, the system simply repeats the output each time it is called, while 

random uncertainty sends a new signal for each measurement, meaning that the CUSUM test is 

only able to function at each measurement time, as opposed to once per day as was examined in 

Section 3.5.1.  Hence, in this examination, the CUSUM test is also operating at a reduced 

frequency compared to Section 3.5.1.  As measurement frequency drops, so too does the number 

of values examined in the CUSUM test, making it less likely for the test to detect a significant 

MUF.  The CUSUM test was developed for evaluating continuous data streams; it does not 

perform well with a small sample sizes. 

3.5.4 Measurement Optimization Results 

The measurement optimization case looks at the possible placements of three different 

measurement devices in the three flow positions within the MBA.  The case determines the 

arrangement that give the best chance of detecting an unidentified stream.  The case does not 

consider Type I Errors and tests every possible measurement configuration using SGA; however, 

this would not be practical for large models with many different measurement locations.  SGA 

took over twenty-four hours to calculate the detection probabilities for the six configuration of 

this small-scale system.  Each additional measurement increases the number of options 

exponentially, meaning that for a realistic system of dozens, if not hundreds of measurements, 

SGA would be an inefficient method of determining the optimal solution.  For such problems, a 

dedicated optimization solver code would be better suited than SGA. 

Table 3.6 shows the uncertainty bounds for each measurement device, and the detection 

rate calculated for that configuration, including the standard deviation of the result.  There are six 

possible arrangements for the measurements (Table 3.6), with some giving clearly better results 
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than the others.  Configuration 4 in Table 3.6 is clearly the preferred arrangement for the three 

different devices.  Assigning the smallest uncertainties to the largest flows leads to the highest 

detection rate; however, when the standard deviations are considered, Configuration 1 provides 

effectively the same detection rate as Configuration 4.  The unidentified stream is taken from the 

output stream, potentially giving an advantage to this value being known with more accuracy.  

Configuration 1 shares the tails measurement uncertainty bounds with Configuration 4 (giving 

the greatest uncertainty to the smallest flow, resulting in the smallest impact).  As discussed in 

Section 3.5.2, which considered the same unidentified stream, the tails is the least important 

stream, while the input is the most important.  This validates the strategy of reserving the lower 

uncertainty devices to the more important flows.   

Small uncertainties from an individual device can have large impacts on the final MUF 

calculation.  It is likely that the number of measurements needed to shift from a random walk to 

systematic error behavior (seen in Section 3.5.3) is actually related to the total number of 

measurements used in the MUF calculation.  Thus, a MBA with more devices might be able to 

operate at a lower measurement frequency to achieve the same results; however, demonstrating 

this will require further testing on larger scenarios. 

3.6 Summary and Conclusions 

SGA is a computational toolbox able to simulate different safeguards scenarios across a 

Table 3.6. Results for the three-measurement optimization scenario. 
Configuration 1 2 3 4† 5 6 

input uncertainty bounds (±%) 5 5 2 2 10 10 
output uncertainty bounds (±%) 2 10 10 5 5 2 
tail uncertainty bounds (± 10 2 5 10 2 5 
detection probability (%) 84.81 74.57 77.71 85.69 70.61 71.43 
standard deviation 0.99 0.25 1.31 1.13 1.49 1.43 

†Configuration 4 is the optimal configuration 
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number of different fuel cycles and at many different scales within the Matlab Simulink 

framework.  SGA functions by simulating Material Balance Areas (MBAs) under safeguards 

materials control and accountability and allowing the user to define the measurement parameters 

for each inlet and outlet flow, as well as an inventory measurement.  The simulated safeguard 

system uses the uncertain measurement data to calculate a mass-balance across the MBA, and 

uses this to calculate a MUF value for that MBA.  SGA then feeds this MUF value into one of 

several available statistical tests that determine whether the MUF value represents an actual loss 

of material, or if it is simply the result of measurement uncertainty.   Validation tests on the 

individual code “blocks,” plus three example analyses, show that SGA is working properly and 

how it may be used to study systems of safeguards. 

The three forms of uncertainty simulated in SGA each performed as designed, with 

random, systematic, and linear drift producing the anticipated uncertainty trends.  The available 

statistical tests included in SGA provide the expected results.  The basic control chart test 

provides a simple option to track MUF with a basic control level.  For a more accurate control 

method, the two included trend tests allow for systems to better handle random uncertainty at the 

cost of being more sensitive to systematic uncertainty.  These tests allow researchers to focus on 

locating and correct systematic uncertainties, while also serving to filter out random noise that 

cannot be simply corrected. 

Three example analyses demonstrate SGA’s potential capabilities.  The first example 

analysis demonstrates that SGA can provide guidance on where to most effectively improve a 

single measurement in a simulated MBA.  While SGA is capable of directly computing the 

solutions for a small case, allowing the best solution to be found, this method will likely not be 

efficient for larger, realistic systems.  The second example examines how measurement 
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frequency effects the detection rate in SGA.  This example determines the measurement 

frequency at which random uncertainty begins to act like systematic uncertainty.  The final 

example uses SGA to determine the optimal placement of three different measurements in an 

MBA.  As in the first example, for a limited number of cases, SGA can be used to directly 

compute every possible configuration for an optimization problem; but, without an integrated 

optimization routine, this is a computationally expensive way to determine the best configuration 

for these forms of problems.  In the results for this case, SGA confirms conventional logic that 

the least accurate devices should be placed on the smallest values, to minimize the residuals they 

generate in the final analysis.  SGA provides safeguards engineers the capability to accurately 

model existing and proposed safeguards monitoring schemes to identify potential weaknesses 

and to guide future improvements. 
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CHAPTER 4 

EXAMINING FUEL-CYCLE SCENARIOS WITH THE  
SAFEGUARDS ANALYSIS TOOLBOX 

  4
Modified from a paper to be submitted to  

Nuclear Technology 

Nicolas Shugart3, Dr. Jeffrey King4, Jake Jacobson5 

Abstract 

SafeGuards Analysis (SGA) is a toolbox developed to allow engineers and scientists to 

create detailed simulations of safeguards material control and accountability simulations.  SGA 

accepts material flow data from an external material flow model, and can be used with any 

existing fuel cycle or material control code.  This paper examines some new developments to the 

SGA code that allow the code to consider material losses over long timeframes.  The first 

scenario described in this paper examined an enrichment facility consisting of two material 

balance areas (MBAs).  Cumulative sum and basic control chart tests evaluate to a case involving 

a loss of material from both MBAs simultaneously and a case in which material is removed from 

the facility over a timescale of double the one that the tests were calibrated to detect.  A second 

scenario represents an entire fuel-cycle consisting of four MBAs and two materials of interest 

(low-enriched uranium and plutonium).  This scenario evaluated the calibrated safeguards system 

with three blind unidentified stream cases, with the goal of determining the calibrated system’s 

ability to detect where the material loss occurred in each case.  SGA was able to produce the 

expected results for all of the examples examined in this paper, demonstrating that modules 
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produced using the toolbox are capable of examining larger systems in realistic multi-MBA 

scenarios. 

Nomenclature 

 – upper bounds for the cumulative sum in the CUSUM statistical test 

 – sensitivity control variable for the CUSUM statistical test �  – is the beginning physical inventory �  – is the ending physical inventory 

 – is the sum of increases to the inventory 

 – is the sum of decreases to the inventory 

4.1 Introduction 

As nuclear technology becomes more widely used outside of nuclear weapon-armed 

nations, the importance of preventing the illicit development of nuclear weapons has increased 

dramatically.  A system of nuclear safeguards reduces the likelihood of nuclear weapons 

proliferation, with the goal of stopping the diversion of nuclear material from civilian facilities 

for the construction of nuclear weapons.  This is done through a combination of accountancy 

measurements and physical security at every nuclear facility (Doyle, 2008; International Atomic 

Energy Agency, 2014; Johnson and Ehinger, 2010).  The primary burden for overseeing the 

worldwide safeguards effort has fallen on a small number of international organizations, 

spearheaded by the International Atomic Energy Agency (IAEA).  With limited resources, the 

IAEA and its sponsor nations need to be assured that their efforts are not being wasted; and, as 

the number of nuclear facilities grows, so will the pressure on the current nuclear non-

proliferation effort.  Correctly allocating current resources and research and development money 

could greatly ease some of this difficulty. 
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SafeGuards Analysis (SGA) is a computational toolbox developed using the MatLab 

Simulink software suite (Shugart and King, 2017).  SGA is capable of taking output data from 

any nuclear fuel cycle code and adding safeguards measurement and decision-making models to 

simulate a system of nuclear safeguards.  Developed as a modular framework for simulating the 

safeguards process, SGA relies on an outside code for material flow information.  SGA 

represents a series of safeguards measurements and decisions for a variable number of facilities.  

This allows users to develop different scenarios based on the fuel cycle models they have 

available to them.  SGA allows safeguards engineers to examine specific safeguards 

measurement configurations in detail, permitting researchers to determine how each 

measurement impacts the overall system.  SGA’s focus on modular, high-fidelity results comes 

at the cost of being computationally expensive.  For large problems, SGA can work in tandem 

with a faster optimization code that limits the number of problem cases to a relatively small 

number of highly relevant instances (Johnson et al., 2016). 

This paper presents SGA examinations of two hypothetical safeguards systems.  The first 

is a two material balance area (MBA) scenario representing an enrichment facility producing 

low-enriched enriched uranium (LEU) at two different enrichments (4.5% and 19.75%).  The 

second simulates an entire fuel-cycle for a large nuclear system, based on the VISION fuel-cycle 

code (Jacobson et al., 2010), and shows how SGA can analyze the bulk data provided by 

VISION to analyze a system of defined safeguard uncertainties against several unidentified 

material loss streams. 

4.2 Background 

SafeGuards Analysis (SGA) incorporates a number of different fields of study, and 

combines them to provide a comprehensive toolbox for safeguards simulation.  The toolbox 
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contains functions that combine traditional safeguards logic with more advanced statistical trend-

testing methods to simulate the safeguards process for a user-defined safeguards materials 

control and accounting (MC&A) system. 

4.2.1 Safeguards 

Nuclear safeguards and security is an engineering and policy field focused on preventing 

the use of civilian nuclear technology for the production of nuclear weapons.  This involves a 

combination of both physical protection and materials control and accountability within civilian 

nuclear facilities by both state and independent organizations to prevent either purposeful or 

illicit diversion of nuclear technology into military use by either the host state or a foreign entity 

(Doyle, 2008). 

The technical basis of nuclear safeguards comes from a combination of radiation 

detection and measurement and nuclear chemistry.  The basic principle behind all safeguards is 

to prevent a non-nuclear weapons state entity from gaining a nuclear weapon by diverting 

nuclear material from a civilian nuclear facility, or by secretly developing an independent 

weapons program.  Safeguards fall into two general categories: material control and accounting 

(MC&A), and physical protection (PP); however, these are more of an organizing tool than hard 

and fast divisions.  Material control and accounting involves inventory control and maintaining a 

continuity of knowledge concerning nuclear materials throughout the fuel cycle (Doyle, 2008).  

Physical protection involves all of the physical barriers, including guards and off-site security, 

intended to prevent a nuclear diversion (Doyle, 2008).  In effect, material controls and 

accounting serves as the eyes of the safeguards process, while physical protection is the teeth.  

To facilitate these goals, the IAEA developed the concepts of significant quantity (SQ) and 

timeliness goal (Doyle, 2008; International Atomic Energy Agency, 2001). 
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The concept of significant quantity is related to critical mass.  The IAEA defines a 

significant quantity (SQ) as “the approximate amount of nuclear material for which the 

possibility of manufacturing a nuclear explosive device cannot be excluded” (International 

Atomic Energy Agency, 2001).  Significant quantities are categorized into direct and indirect use 

materials.  Direct use materials can be directly used to construct a nuclear weapon, while indirect 

use materials require additional processing before they can be used in weapons.  Table 4.1 

presents the significant quantities currently defined by the IAEA (International Atomic Energy 

Agency, 2001).  The smallest values (for plutonium, uranium-233, and highly-enriched uranium) 

correspond to direct use materials suitable for making nuclear weapon cores.  The final two 

materials require either further enrichment (low-enriched uranium) or nuclear transmutation 

(thorium) for use in weapons, leading to much larger significant quantity values. 

Timeliness goals (Table 4.2) are the time windows in which the IAEA desires to detect a 

loss of a significant quantity of material; and, much like the definition of a significant quantity, 

depend on how easy it would be to manufacture the diverted material into a weapon (Doyle, 

Table 4.1. Significant Quantities defined by the International Atomic Energy Agency 
(International Atomic Energy Agency, 2001). 
Material SQ 

plutonium 8 kg plutonium 

uranium-233 8 kg uranium-233 

highly enriched uranium 
(uranium-235 ≥ 20 at%) 

25 kg uranium-235 

low enriched uranium 
(uranium-235 <  20 at%) 

75 kg uranium-235 (or 10 tons natural uranium or 20 
tons depleted uranium) 

thorium 20 tons thorium 
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2008; International Atomic Energy Agency, 2001).  In theory, detecting the loss of a SQ within 

the timeframe of a timeliness goal will provide sufficient warning of a possible nuclear weapons 

threat.  The results in this paper are generally expressed in terms of timeliness intervals (TI), 

where one TI is equal to the IAEA timeliness goal for a particular material.  To provide a 

consistent basis for comparison, this study refers to the interval from the beginning of a 

simulation to the appropriate IAEA timeliness goal as a Timeliness Interval (TI).  For a material 

with a timeliness goal of one year, the TI would also be one year. 

In material controls and accountability, both significant quantities and timeliness goals 

are applied to Material Balance Areas (MBAs), which represent controlled areas where nuclear 

material may enter or exit under safeguards monitoring (see Figure 4.1).  The purpose of an 

MBA is to designate how measurements are made to calculate inventories, flow-rates, and the 

material unaccounted for (MUF), which is essentially a mass-balance for the MBA.  The material 

unaccounted for in a given material balance area is calculated as: 

 = � + − − � , (4.1) 

where �  is the beginning physical inventory,  is the sum of increases to the inventory,  is the 

sum of decreases to the inventory, and �  is the ending physical inventory (Doyle, 2008).  The 

data for � , � ,  and  come from a number of Key Measurement Points (KMP) (International 

Table 4.2. Timeliness goals defined by the International Atomic Energy Agency (Doyle, 
2008). 

Nuclear Material Material Form Timeliness Goal 

plutonium, highly enriched 
uranium, or uranium-233 

metal 1 month 

plutonium, highly enriched 
uranium, or uranium-233 

in irradiated fuel 3 months 

low enriched uranium, natural 
uranium, depleted uranium and 
thorium 

Unirradiated fresh fuel 1 year 
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Atomic Energy Agency, 2014).  These are the locations at which important safeguards 

measurements are taken for inventory control.  While this is the most basic definition of an 

MBA, most MBA’s actually involve a number of intermittent storage locations. 

Ideally, the MUF value for a given MBA should be zero; but, in reality, measurement 

uncertainties ensure that this is never the case.  Thus, minimizing and quantifying uncertainties is 

an important aspect of safeguards.  Controlling both Type I and Type II errors is also critical to 

an effective safeguards scheme.  Type I errors refer to false positives, while Type II errors refer 

to failures to detect actual conditions.  Since the most critical significant quantities are measured 

on the order of kilograms as part of chemical processes involving tons of material, even a small 

amount of uncertainty can lead to Type I errors without correct accounting (Doyle, 2008; 

Ehinger and Johnson, 2009; International Atomic Energy Agency, 2001; Johnson and Ehinger, 

2010). 

While the IAEA does not have a standardized method for dealing with this, a 

 
Figure 4.1. Illustration of a material balance area. 
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combination of redundant measurements can minimize the uncertainty of any one measurement, 

and statistical tests can inform safeguards determinations based on the MUF in Equation 4.1.  

These tests tend to vary based on the facility and measurements considered.  SGA was to 

consider the impact of uncertainty on the MC&A process, and is described in more detail the 

next section. 

4.2.2 SafeGuards Analysis (SGA) 

SafeGuards Analysis (SGA) allows safeguards engineers to analyze uncertainty across 

multiple MBAs.  This analysis can consider uncertainties within a single system, or across a full 

fuel-cycle, depending on the required analysis.  SGA simulates the material control and 

accountability (MC&A) measurement and decision-making process for a given configuration of 

MBAs.  SGA is also capable of simulating multiple forms of uncertainty, although this paper 

only examines basic random error.  This means that the code samples a new value for the 

uncertainty offset from a set probability distribution function for each measurement. 

4.2.2.1 SGA Methodology Description 

SGA is designed as a toolbox and not as a specific model.  This choice ensures SGA is 

not tied into one specific scenario or model, but can be applied to a wide range of scenarios and 

fuel cycles.  The programing approach taken in SGA’s development involved constructing the 

toolbox without a specific scenario in mind, and then applying the resulting tools to a number of 

test scenarios (Shugart and King, 2017).  SGA is based on MATLAB Simulink, allowing for an 

intuitive visual interface, while also allowing the toolbox to be used without needing extensive 

scientific computing expertise.   

SGA functions by simulating material balance areas (MBAs) and calculating material 

unaccounted for (MUF) values for those MBAs based on simulated measurements that include a 
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range of uncertainties.  Figure 4.2 shows the basic flow for a single MBA in SGA.  It begins with 

a “source” signal that represents a single, possibly time-variant, data point provided by an 

outside flow model.  This signal is imported into a form SGA can use; either manually in the 

case of steady-state signals, or by a script for time-dependent signals.  The signal is fed into a 

measurement block, which adds uncertainty to the flow or inventory value to produce a 

simulated measurement signal.  The uncertainty functionally serves as an additive offset to the 

flow model value sampled from a defined distribution to represent the unknowns inherent in the 

measurement procedure.   

SGA does not attempt to simulate the physical measurement process; it simply provides a 

reasonable approximation of the measurement results.  The uncertainty-added stream combines 

with a number of other uncertain streams to yield a MUF estimate.  Finally, the estimated, 

uncertainty-added, MUF value is fed into a decision making algorithm that makes the final 

safeguards determination based on predetermined criteria.  Depending on the simulation, if this 

final step detects a possibly significant loss of material, the simulation generates an alarm 

notification.  Many of the individual blocks, the calculation of the MUF value, and the different 

statistical tests available in SGA are described in a previous paper (Shugart and King, 2017). 

 

Figure 4.2. Data flow for a measurement in SGA. 
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Using Simulink and the SGA library, SGA is only capable of modeling individual 

measurement realizations for a given safeguards materials control and accountability scenario.  

To generate statistically meaningful error rates (both Type I and Type II), a separate algorithm 

written in the Matlab Software package  runs and evaluates the SGA Simulink simulation 

through a Monte Carlo process (Shugart and King, 2017) to generate the results presented in this 

paper. 

The specifics of the Monte Carlo algorithms are unique for each SGA simulation.  The 

Monte Carlo framework lets the user define how many Monte Carlo iterations and batches to 

run, what variables are examined, and what model output is eventually compiled.  For this paper, 

the Monte Carlo algorithm ran SGA for one-hundred batches, each including one-thousand 

iterations. 

4.2.2.2 New Developments in SGA 

This paper presents several additions to the previous version of the SGA toolbox (Shugart 

and King, 2017).  The most important is an expansion to the MUF calculation algorithm and the 

statistical tests to allow SGA to perform analyses over multiple TIs.  SGA offers two possible 

methodologies for handling the continuity of data from one TI to the next.  These options allow 

the SGA user to decide how the simulation transfers data from one TI to another, and how long a 

single measurement has an impact on SGA’s safeguards decision making. 

The first option resets the MUF between TIs.  In this methodology, once one TI has 

passed, the simulation resets all of the MUF values to zero.  While easier to implement, this 

methodology does not allow of any transfer of information from one TI to the next interval.  

SGA normally pairs this option with the basic control chart test, which is also not reliant on past 

information for its safeguards determination. 
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The second data transfer option available in SGA treats the available statistical tests as 

rolling windows.  In this methodology, the rolling window holds measurement values in 

memory; and the tests use these stored values to make safeguard determinations.  Values older 

than the specified time interval are removed from memory and replaced with the most recent 

measurements.  This means that earlier contributions to the CUSUM or control chart tests are 

removed after a set period of time.  For both cases, the measurement interval can be set by the 

user. 

The final addition to Simulink is an intermediate MatLab script for data input.  Before 

this addition, SGA could either directly read in data from an XML file within the Simulink code, 

or accept hardcoded values for constant streams.  The first method of having Simulink load in 

data is very easy to use, but also extends the scenario run time by a large degree.  SGA is 

designed as a toolbox extension for the MatLab Simulink code; but, to generate useful 

information, an individual Simulink model must be run a statistically significant number of times 

to properly characterize a given configuration of the Simulink model.  This is generally done 

through an external MatLab .m-file that runs the Simulink model based on a Monte-Carlo 

algorithm.  While these .m-files have some common formatting, each is unique to the Simulink 

model being run, the parameters being examined, and the variables compiled from the SGA 

model.  Thus, each control file is custom built for each SGA Simulink model.  For moderately 

complicated systems, such as Scenario 3 in this paper, the direct reading of XML files in 

Simulink extended the run time by roughly a factor of 10 over the constant-data input used in the 

other scenarios, as the data-files were read in each time the Matlab Script ran the Simulink 

simulation.  To improve execution time, a Matlab script is available to take the data from an 

XML file and convert it into a format that can then be fed directly into a Simulink model during 
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the initialization of the Matlab Monte-Carlo script.  This hybrid method still allows the user to 

enter constant data (such as units) into the Simulink block before beginning the scenario, but the 

data input occurs only once at the beginning the Monte-Carlo routine, removing the overhead 

from Simulink and greatly improving simulation speed. 

4.3 Multiple-MBA Scenario Demonstration 

This paper examines two different safeguards scenarios.  The first is a small-scale 

multiple-MBA scenario that serves as an expansion from the single-MBA scenario used in a 

previous paper (Shugart and King, 2017) to demonstrate how SGA performs with more 

complicated systems.  This section described that scenario, the test cases run using the multiple-

MBA scenario, and the calculated results. 

4.3.1 Multiple-MBA Scenario Description 

The multiple-MBA scenario comprises two enrichment facilities producing low-enriched 

uranium (LEU) (Figure 4.3).  The first MBA represents a small reprocessing facility providing 4 

wt% enriched LEU for a number of commercial power reactors, while the second facility takes 

some of the output from the first facility and further enriches it to <20wt% for use in one or more 

research reactors.  Figure 4.3 shows the material flow-chart and measurement locations for this 

scenario.  This scenario allows for the examination of SGA’s newest features, and provides an 

example of how SGA functions when examining multiple MBAs.  Table 4.3 shows the material 

flows and inventories for this scenario.  For several of the examinations in this paper, an 

unidentified stream, which acts as a reduction of one or more outlet streams, is also present, and 

removes one SQ of material from the scenario within a given time-window. 
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This paper examines three cases for this scenario.  The first is an expanded parameter 

study using the cumulative sum (CUSUM) statistical test (Page, 1954).  As the CUSUM test was 

developed for quality control of industrial processes, it is well-suited for this application; 

however, this sensitivity also makes it also easy for the CUSUM test to incorrectly trigger based 

off simple random uncertainty.  The goal of this CUSUM test parameter study is to test the 

sensitivity of the CUSUM test with varying levels of random measurement uncertainty.  Unlike 

previous examinations, in which the goal is to maximize detection rate (Shugart and King, 2017), 

the goal here is to properly calibrate the CUSUM test to minimize Type 1 errors (false detects), 

while maintaining the ability to detect actual material loss.  In this case, the uncertainty of every 

detector in the scenario is set to ±5% for the flows, and ±5 kg for the inventories.  Since the 

research reactor cascade flows and inventories are much smaller than those in the power reactor 

cascade, the first case does not include the research reactor cascade. 

The second case represents a safeguards system working across both MBAs.  In this case, 

 

Figure 4.3. Flow chart for the multiple-MBA scenario. 
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while a significant quality of material is removed from the system as a whole, this amount is 

distributed between the two MBAs, preventing detection based on exceeding a significant 

quantity at a single MBA.  In this case, a combined MBA based on signals from both facilities 

will attempt to detect the material loss.  This case considers both a basic control chart test and a 

CUSUM test over several uncertainty bounds to see how the system behaves.  For each test used, 

the Monte Carlo algorithm determined the detection percentage (the percentage of times the 

system registered a significant loss of material) for both MBAs separately, and for the combined 

system of both MBAs. 

The second case considered different configurations for the unidentified stream (Table 

4.4).  In the first configuration, 0.5 SQ was removed from the “outlet to fuel fabrication” streams 

from both MBAs (Figure 4.3).  In the second configuration, 0.6 SQ was removed from the power 

reactor “outlet to fuel fabrication” stream, while 0.4 SQ was removed from the same stream from 

the research-reactor MBA (Figure 4.3).  The second case evaluated both configurations using 

basic control chart and CUSUM tests.  CUSUM tests use two different control variables:  

Table 4.3. Flow rates for the multiple-MBA scenario. 

Power Reactor Enrichment Cascade 

  uranium-235 

Input 10.2381 kg/day 

Output 6.9243 kg/day 

Tails 3.1901 kg/day 

To Research Reactor Cascade 0.1237 kg/day 

Cascade 3685.72 kg 

Research Reactor Enrichment Cascade 

  uranium-235 

Input 0.1237 kg/day 

Output 0.118 kg/day 

Tails 0.0057 kg/day 

Cascade 44.532 kg 
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which is the sensitivity for the CUSUM calculation, and , which is the control level that 

determines the level at which the cumulative sum determines a significant loss of material.  The 

 and  levels for the CUSUM tests were set to 15 and 75, respectively, for all of the tests in 

the second case.   

The third case tested SGA’s ability to detect material loss over more than one timeliness 

interval.  This case of the multiple-MBA scenario examined the impact of removing material 

over a period of two TI.  The basic control chart test should be unable to detect this unidentified 

stream, as the year-to-year MUF will not equal or exceed one SQ.  While the basic control chart 

was expected to not detect this material loss, a CUSUM test should provide a better detection 

probability, as the CUSUM test is more sensitive to material loss than a basic control chart test.  

Similar to the second case, two material loss pathways are examined, one in which one SQ of 

material is removed from the power reactor MBA “outlet to fuel fabrication” flow, and one 

where 0.5 SQ is removed from the “outlet to fabrication” flow from both MBAs. 

For the basic control chart test, the MUF value is re-set at the beginning of each TI.  

Thus, the MUF value is re-set half-way through the two-year run.  The CUSUM test uses two 

approaches: the first approach continuously accumulates MUF; with the CUSUM test operating 

with a rolling boundary of one year (as described in Section 4.2.2.2).  In the second approach, the 

CUSUM test operates with a rolling boundary of one year and the MUF is re-set after one year.  

Table 4.4. Description of the different material loss configurations used in case’s 2 and 3. 
Case Configuration Description 

2   
 1 0.5 SQ from "outlet to fabrication" in both MBA's 

 2 
0.6 SQ from power reactor "outlet to fuel fabrication", 0.4 SQ from 
research reactor "outlet to fuel fabrication" 

3   
 1 1 SQ from "outlet to fabrication" in power MBA 
 2 0.5 SQ from "outlet to fabrication" in both MBA's " 
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The bounds of the random walk expand as time progresses, making it more likely that the MUF 

value reaches a point where the CUSUM test triggers regardless of the presence of an 

unidentified stream.  The CUSUM test in the third case used the same parameters as the CUSUM 

test in the second case (k=15 and CL = 75). 

4.3.2 Multiple-MBA Scenario results 

The Monte Carlo algorithm described in Section 4.2.2.1 evaluated all of the 

configurations of the three cases.  The following sections describe the results for each case. 

4.3.2.1 CUSUM Test Parameters study 

This case calibrates the CUSUM tests for the multiple-MBA scenario for use in the other 

two examinations.  Figure 4.4 shows the results of altering the CUSUM control variables, k and 

CL, over a large range of values.  Parameter values of  = 10 and  = 50 resulted in false 

detects (Type 1 errors) in roughly 9% of the runs in the base configuration (without an 

 
Figure 4.4. Results of the CUSUM parameter study showing the Type I error probability as a 
function of the two CUSUM control variables k and CL. 
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unidentified stream).  Increasing  and  to 15 and 50, respectively, reduces the Type I error 

rate to ~1.5%, which provides an effective starting value for the subsequent evaluations. 

The large drop is sensitivity detected once  reaches roughly 5 matches the expected 

behavior of the CUSUM, as ±5 kg is roughly the lower bound of the total random uncertainty in 

the system (as the uncertainty bounds for the inventory, the single largest source of uncertainty).  

For the CUSUM test to properly differentiate between random noise and a true trend caused by a 

diversion,  needs to be able to discard the expected error, which occurs at k values of roughly 

15, as shown in Figure 4.4.  Because the goal for this system is to detect a loss of 75 kg, once the 

MUF exceeds 15 from actual loss, the CUSUM will rapidly detect the loss, as is shown in the 

next two subsections. 

 This case illustrates that the CUSUM test requires configuration to reduce Type I errors 

when an unidentified stream is present in a given scenario.  This was established previously, but 

this subsection demonstrates that the CUSUM test needs calibration for every situation it is 

developed for, as it is highly sensitive to the two control variables (Shugart and King, 2017). 

4.3.2.2 Material Removal from Multiple MBAs 

Figures 4.5 and 4.6 show the detection probability results for the second case where 

material is removed from multiple MBAs.  Figure 4.5 shows the first unidentified stream 

configuration where 50% of one SQ is removed from each MBA at a constant rate over one TI.  

As both MBAs contain the same material, low enriched uranium, this constitutes a total removal 

of 1 SQ from the system, a potential safeguards concern.  Unsurprisingly, a simple control chart 

test does not detect the unidentified streams, unless the measurement uncertainty is large enough 

that the random-walk behavior of the simulation causes the calculated MUF to exceed the trigger 

value for the control chart test.  Initial testing of SGA demonstrated this behavior (Shugart and 
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King, 2017).  A high measurement uncertainty is also associated with a high probability of false-

detect (Type I) errors and this remains consistent in more complicated models (Shugart and 

King, 2017). 

The opposite trend appears when a CUSUM test is applied to the model.  At low 

uncertainty bounds, the CUSUM test is able to accurately detect the unidentified stream 

consistently in both MBAs.  However, as the uncertainty bounds for the measurement system 

increase, the random walk behavior allows the unidentified stream’s trend to become obscured in 

the added uncertainty, lowering the detection rate.  In spite of this effect, the CUSUM test is still 

more sensitive at all uncertainty levels, and is able to reliably detect the material loss in the 

research reactor stream under all error conditions.  The CUSUM test’s proportionally lower 

detection probability for the power reactor MBA is likely because the amount of material loss 

from the power reactor MBA is much lower in proportion to the normal flows (Table 4.3) in the 

 
Figure 4.5. Detection probability as a function of the uncertainty bounds in Configuration 1 of 
Case 2. 
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research reactor MBA.  This makes the impact of the loss of material from the research reactor 

MBA much easier to detect, even with the larger uncertainty bounds than the power reactor 

MBA. 

Figure 4.6 shows detection rate as a function of uncertainty bounds for Configuration 2 of 

Case 2.  In this configuration, 60% of one SQ is removed from the power reactor MBA, while 

40% of one SQ is removed from the research reactor MBA.  For this diversion configuration, 

both schemes are less effective at detecting the unidentified stream than they are in 

Configuration 1 at low levels of uncertainty.  The system becomes more likely to detect the 

diversion from the power reactor MBA at higher levels of uncertainty.  In this situation, the rate 

of material loss from this facility is closer to the trigger value for the test, increasing the odds 

that the random walk will trigger the control chart.  The combined MBA for the control chart test 

has nearly identical results for the same uncertainty in both configurations.  From the perspective 

of the combined MBA, one SQ of material is being removed in both configurations; the only 

 
Figure 4.6. Detection probability as a function of the uncertainty bounds in Configuration 2 of 
Case 2. 
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difference is a change in the combined uncertainty for the MUF calculation.  This case illustrates 

how moving from a single MBA and taking advantage of the new options for material loss 

pathways quickly exposes the differences and weakness of simple control charts in favor of more 

advanced statistical tests. 

4.3.2.3 Multiple Timeliness Interval and Multiple MBA Removal Case 

Table 4.5 shows the results for Case 3 using a basic control chart test.  The first 

configuration, shown in Table 4.5, displays how by simply extending the time for the 

unidentified streams to reach one SQ, it becomes almost impossible for a basic control chart test, 

configured to track MUF for one year, to detect the unidentified stream.  As shown in Table 4.5, 

removing material from multiple MBAs over multiple TIs further reduces the ability of a basic 

control chart test to detect an unidentified stream at any one facility.  The changes made for 

Configuration 2 have no statistically significant impact on the detection capabilities of the 

system as a whole.  From a safeguards standpoint, a detection rate of 3% is as unacceptable as a 

rate of nearly 0%. 

Table 4.6 shows the results for both configurations of Case 3 with the basic control chart 

Table 4.5. Percentage detection probability for the first multiple-TI examination. 
Configuration 1      
Uncertainty 

(±%/kg) 
Power 

Reactor MBA 
Standard 
Deviation 

Research 
Reactor MBA 

Standard 
Deviation 

Both 
MBAs 

Standard 
Deviation 

1 0 0 0 0 0 0 
5 0 0 0 0 0 0 

10 3.62 0.58 0 0 9.7 0.93 
Configuration 2      
Uncertainty 

(±%/kg) 
Power 

Reactor MBA 
Standard 
Deviation 

Research 
Reactor MBA 

Standard 
Deviation 

Both 
MBAs 

Standard 
Deviation 

1 0 0 0 0 0 0 
5 0 0 0 0 0.002 0.014 

10 0.0003 0.004 0 0 9.85 0.84 
 

 

Table 4.6. Percentage detection probability for the multiple-TI case with a MUF reset at 360 
days. 
Configuration 1            

Uncertainty 
(±%/kg) 

Power Reactor 
MBA 

Standard 
Deviation 

Research 
Reactor MBA 

Standard 
Deviation 

Both 
MBAs 

Standard 
Deviation 

1 100 0 0 0 96.39 0.6 
5 100 0.002 0 0 85.25 1.06 

10 99.65 0.200 0 0 83.62 1.22 
Configuration 2 

     Uncertainty 
(±%/kg) 

Power Reactor 
MBA 

Standard 
Deviation 

Research 
Reactor MBA 

Standard 
Deviation 

Both 
MBAs 

Standard 
Deviation 

1 91.07 0.96 100 0 96.44 0.59 
5 82.73 1.07 99.93 0.0082 85.22 1.05 

10 84.87 0.95 99.38 0.23 83.33 0.92 
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test replaced by a CUSUM test.  For the results shown in Table 4.6, the MUF calculation is reset 

once every 360 days (matching the MUF behavior for the basic control chart).  The CUSUM test 

is much better at detecting the unidentified stream than the basic control chart, even though 1 SQ 

of material is never removed within the tracking period of the test.  This highlights the advantage 

of using a more sensitive test, as once the total amount of material diverted exceeds the  value 

of the CUSUM test (15 kg in this case, based on the results of Case 1), then each successive time 

step of the simulation is nearly guaranteed to contribute to the cumulative sum.  Thus, while the 

CUSUM test may not detect the unidentified stream within the first year of the simulation, it is 

highly likely to detect the stream during the second year when the MUF values becomes 

increasingly large compared to the expected value of zero.  Since one SQ has not been removed 

from the facility until the end of year two, the CUSUM test is still able to detect that an 

unidentified stream is present before one SQ of material is removed. 

Table 4.7 shows the results for both configurations of Case 3 without the MUF reset for 

the CUSUM test.  In these results, the MUF value is accumulated across two TIs and the 

CUSUM test consider a rolling window of 360 days of MUF values.  The most obvious change 

is that the addition of a MUF reset slightly decreases the detection probability for most MBAs, 

with the largest decrease being for both MBAs on the second configuration.  This does imply 

that while allowing the random-walk to continue for the full simulation does make the CUSUM 

more likely to trigger, it is not an absolute necessity.  The research reactor cascade in the first 

case, which does not possess an unidentified stream, further supports this.  Both Table 4.6 and 

Table 4.7 show that SGA predicts a 0% detection probability for the research reactor MBA, 

which is correct.  This heavily implies that the random walk is not artificially triggering the 

CUSUM test without the presence of an actual trend caused by an unidentified stream.  Hence, 
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while the addition of the MUF reset is likely to be more realistic, and does have an impact on the 

simulation, not including it does not invalidate the simulation, nor violate any of SGA’s 

operating principles. 

4.4 Full Fuel Cycle Scenario Demonstration 

The second scenario examined in this paper contains several facilities that form a closed 

fuel cycle including a PUREX reprocessing step.  This scenario demonstrates SGA simulating an 

aggressor-defender case using two researchers.  One researcher developed the flows and 

unidentified streams in VISION (Jacobson et al., 2010) and then prepared this data for SGA 

while the other researcher prepared the SGA model to attempt to detect these unidentified 

streams.  This scenario brings together all of SGA’s primary features in a single scenario with a 

single case. 

4.4.1 Full Fuel Cycle Scenario Description 

The full fuel cycle scenario is a closed fuel-cycle representative of the type of scenarios 

the SGA toolbox was initially conceived to examine.  Figure 4.7 shows the scenario flow-chart, 

and flow-chart displays all of the primary facilities in this scenario shaded based on the primary 

Table 4.7. Percentage detection probabilities for both cases using a CUSUM control chart 
without a 360 day MUF reset. 
Configuration 1            
Uncertainty 

(±%/kg) 
Power 

Reactor MBA 
Standard 
Deviation 

Research 
Reactor MBA 

Standard 
Deviation 

Both 
MBAs 

Standard 
Deviation 

1 100 0 0 0 100 0 
5 100 0 0 0 100 0 

10 99.97 0.001 0 0 98.58 0.4 
Configuration 2            
Uncertainty 

(±%/kg) 
Power 

Reactor MBA 
Standard 
Deviation 

Research 
Reactor MBA 

Standard 
Deviation 

Both 
MBAs 

Standard 
Deviation 

1 100 0 100 0 100 0 
5 98.48 0.38 100 0 100 0.014 

10 90.47 0.86 100 0 98.51 0.36 
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materials of concern to the safeguards process.  While this scenario technically covers the entire 

closed fuel-cycle, several facilities have been omitted from the analysis, and are shown with 

hatching in Figure 4.7.  The reactor facility and the on-site storage facilities at the reactor site are 

not included because these facilities operate on timescales outside of the bounds of this 

safeguards scenario.  The scenario does not include the storage locations and final repositories 

for used nuclear fuel, as the material flows into these locations also take place on timeframes far 

longer than the scenario timeframes.  VISION groups facilities into single, black-box MBAs, as 

VISION’s primary objective is long term planning, not high-fidelity material tracking.  As a 

consequence of this, VISION’s material flow recipes do not include waste calculations for many 

of the MBAs in the safeguards scenario, limiting the flows examined to those shown in Figure 

4.7.  Table 4.8 presents the material flow data for this scenario during steady-state operations.  

Because the flow data is directly fed into SGA from the VISION output files, the data presented 

 

Figure 4.7. Flow chart for the full fuel cycle scenario. 
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in Table 4.8 has been rounded to 7 decimal places to show values in the kg range.  The data 

transferred from the VISION output files are floating point values. 

Because of the gap in material flow information at the reactor, the scenario exists in two 

sections: the fresh-fuel section that produces LEU fuel for use in LEU reactors in the cycle, and 

the separations section that manufactures MOX fuel.  The sections have different safeguards 

concerns and materials.  The first two MBAs monitor LEU, similar to the scenario in Section 3; 

however, plutonium (in both the used and MOX fuels) is the material of concern in the 

separations section.  Plutonium has much shorter timeliness goals than LEU (3 months for the 

Separations MBA, and 1 month for the MOX Fuel Fabrication MBA, see Table 4.2), making the 

second half of the scenario a thorough test of SGA’s ability to handle multiple materials over an 

extended time.   

This scenario examines a single case that demonstrates how SGA functions with a larger 

and more detailed problem.  For this case, the scenario uses a base-case data set based on the 

flow values from Table 4.8 to calibrate the system to minimize Type I errors from both the basic 

control chart and CUSUM tests.  Following this, a number of material losses were introduced 

where material was removed from an unknown location in the system at an unknown starting 

time during the scenario.  The goal was for SGA to be able to determine where the material loss 

was occurring for each case.  To ensure the measurement calibration was not biased detect a 

particular diversion, two researchers were involved.  One, the VISION operator, developed the 

Table 4.8. Flow values for Scenario 3 with no material loss. 

Base Enrichment 
UOX Fuel 
Fabrication Separations 

MOX Fuel 
Fabrication 

Input (kT/day) 0.1198582 0.0136431 0.0147084 0.0147084 
Output (kT/day) 0.0136431 0.0136431 0.0147084 0.0147084 

Inventory (kT) 43.0290804 4.9115212 0.0147084 5.2950135 
Waste (kT/day) 0.1062150 0.0000000 0.0000000 0.0000000 
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material data-sets while the other, the SGA operator, ran the safeguards simulation. 

The VISION operator developed four material flow data-sets within the VISION code.  

One is a base-case data set to provide a basis for the examination, and three contain unidentified 

streams that removed a significant quantity material from the system over two years.  VISION 

generated the material flow and inventory results for each case.  This is information that, once re-

formatted into XML, can be read into SGA through SGA’s input blocks and Matlab scripts to 

drive the SGA simulation without the SGA operator knowing the details of material flows.  The 

SGA operator used the base-case data-set to develop the operating parameters for the safeguards 

system.  The SGA operator then ran the configured system with each of the material loss streams 

provided by the VISION operator, in an attempt to detect the location of each unidentified stream 

within the scenario.  In this way, the SGA operator did not know where or when the material loss 

would occur beforehand, and was therefore unable to attempt to pre-optimize the scenario.  This 

represents an aggressor-defender case where the safeguards engineer must attempt to make the 

safeguards system flexible enough to limit both Type I and Type II errors.  The three challenge 

configurations included an unidentified stream from the enrichment facility for Configuration 1, 

from the UOX fuel fabrication facility for Configuration 2, and from the separations facility for 

Configuration 3.   

4.4.2 Full Fuel Cycle Scenario Results 

A parameterization study of the full fuel cycle system without an unidentified stream 

developed the baseline behavior of the system.  Figure 4.8 shows how the Type I error rate varies 

as a function of the uncertainty bounds for the various measurements feeding a basic control 

chart test with a trigger value of 1 SQ for their respective materials  Hence, a measurement with 

uncertainty bounds of ±1 kg will vary around the measured value by ±1 kg for each 
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measurement. (Shugart and King, 2017).  With uranium, the Type I error rate begins to rapidly 

increase after the bounds exceed roughly ±1.5 kg, while the tests for the plutonium MBA are far 

more sensitive (due to their much lower SQ goals), and start producing Type I errors at 

uncertainty ranges of roughly ±0.1 kg.  The results of this study provided the baseline 

uncertainty bounds for the rest of the examination.  As Figure 4.8 illustrates, there is an expected 

difference between the requirements of the LEU and MOX portions of the scenario due to the 

different SQs and TIs involved in each portion.  This led to the selection of an uncertainty bound 

of 1.5 kg for the LEU MBAs, and 0.25 kg for the MOX MBAs.  

Figure 4.9 shows the results for running the same test using a CUSUM test with a number 

of different  and  values.  The CUSUM test is more sensitive than the basic control chart test, 

as shown by the large Type I error probabilities at uncertainty ranges of ±1.5 kg.  Similar to Case 

2 of the multiple-MBA Scenario in Section 4.3, the full fuel-cycle scenario reset the MUF value 

 
Figure 4.8. Type I error rate as a function of detector uncertainty bounds for the four MBAs in 
Scenario 3 using basic control chart tests. 
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every 360 days.  Figure 4.9 indicates that lower uncertainty bounds were needed for the CUSUM 

test.  The CUSUM test is very sensitive to the uncertainty bounds, and is ineffective for 

situations in which the random walk behavior is able to trend a significant distance from the 

expected value.   

With only random uncertainty, any case that generates a Type I error using a basic 

control chart test is unsuitable for a CUSUM test.  At that level of uncertainty, there is an explicit 

chance that the random walk reaches a value of 1 SQ for that scenario.  This means that the 

CUSUM test must be sufficiently sensitive to detect a real trend that would reach one SQ within 

one TI while also being able to dismiss a false signal that is also capable of reaching one SQ 

within one TI, which is logically impossible.  In effect, the signal noise for a CUSUM test needs 

to be much smaller than the expected trend the CUSUM test is designed to detect.  If the signal 

and the noise are roughly the same magnitude, the CUSUM test will be unable to differentiate 

 
Figure 4.9. Type I error rate as a function of detector uncertainty bounds for the four MBAs in 
Scenario 3 using basic CUSUM tests. 
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between the trend and the noise, leading to the large Type I error rate shown in Figure 4.9 for 

large uncertainty bounds.  At lower uncertainty bounds, this is no longer a problem, and the 

CUSUM test is able to perform in a manner similar to that presented in Figure 4.4  The CUSUM 

test provides a smaller Type I error rate for the plutonium MBAs (see Figure 4.9), because the TI 

for plutonium is much shorter than the TI for LEU.  As the uncertainty bounds for the simulation 

decrease, the CUSUM test’s Type I error rate also drops.  For the three unidentified stream cases, 

a  value of 10 with a  value of 50 were chosen for this analysis, with measurement uncertaies 

of ±0.25 kg. 

Using the values determined during the calibration case, the SGA model then evaluated 

the three configurations provided by the VISION operator, each containing an unidentified 

stream associated with one of the MBAs.  The only properties for the three cases known by the 

SGA user were that the unidentified stream would remove material from a single stream within 

the scenario at some time before the end of the scenario, resulting in a loss of at least 1 SQ of 

material. 

Table 4.9 shows the results for each unidentified stream case using the basic control chart 

test.  In each case, the SGA model detected a clear location where the unidentified stream was 

located.  For Configurations 1 and 2 the detected losses were associated with the UOX fuel 

fabrication facility; however, in Configuration 1, material was actually removed from the 

Table 4.9. Percentage detection percentage for each MBA for each unidentified 
stream case using basic control charts. 

  
Configuration 1 

(%) 
Configuration 2 

(%) 
Configuration 3 

(%) 
Enrichment Facility 0.82±0.30 1.55±0.38 0.0±0.0 

UOX Fuel Fabrication 100.0±0.0 100.0±0.0 0.0±0.0 
Separations Facility 23.22±1.37 23.22±1.37 100.0±0.0 

MOX Fuel Fabrication 23.22±1.37 23.22±1.37 100.0±0.0 
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enrichment facility.  While SGA did not detect this, it did detect the down-stream effect this had 

on the UOX fuel fabrication facility.  This result arose from how the material was removed from 

the enrichment facility.  In this case, additional material was added into the enrichment facility, 

and then removed from the outlet in the scenario, generating a negative MUF for the enrichment 

facility in the SGA scenario.  Because the SGA tests are one-sided, they are unable to detect 

additional material being inserted into the enrichment facility; none-the-less, the model did 

detect the impact of the resulting input on the later UOX fuel fabrication MBA.   

For Configuration 3 in Table 4.9 the SGA model was only able to determine that the 

unidentified stream occurred in the plutonium half of the fuel-cycle.  The unidentified stream 

was actually associated with the separations facility, leading to less material reaching the MOX 

fuel fabrication plant than expected.  This triggered the tests at both MBAs and, while not ideal, 

provided the information that one or both of the facilities were potentially losing material.  

Because the SGA model was not configured to track the time of the trigger, this is a reasonable 

result.  In this situation, the SGA model was able to detect the initial unidentified stream, and the 

material loss in the MBAs downstream from the location of the unidentified stream. 

The SGA model generated identical overall results for all three cases when the basic 

control chart tests were replaced with calibrated CUSUM tests (Table 4.10).  Similar to the basic 

control chart tests, the one-sided CUSUM tests did not detect the material loss at the enrichment 

Table 4.10. Percentage detection rate for each MBA for each diversion case 
using CUSUM test. 

  
Configuration 1 

(%) 
Configuration 2 

(%) 
Configuration 3 

(%) 
Enrichment Facility 0.96±0.33 1.9±0.045 0.0±0.0 

UOX Fuel Fabrication 100.0±0.0 100.0±0.0 0.0±0.0 
Separations Facility 0.37±0.16 0.37±0.16 100.0±0.0 

MOX Fuel Fabrication 0.22±0.17 0.22±0.17 100.0±0.0 
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facility from Configuration 1, but did detect the downstream effect in the UOX fuel fabrication 

facility.  In Configuration 2, the SGA model detected the diversion in the UOX fuel fabrication 

facility. Finally, the model for Configuration 3 with CUSUM tests detected both the unidentified 

stream at the separations facility, and the downstream effect of the unidentified stream at the 

MOX fuel fabrication facility. 

While the SGA model was only able to correctly locate the unidentified stream in two of 

the three unidentified stream cases, using either the basic control chart or CUSUM tests, the 

SGA model did determine a material loss in every case.  This scenario demonstrated SGA’s 

ability to model a more complicated safeguards materials control and accountability system.  The 

SGA model discovered a potential vulnerability in the system, but also the robustness of 

examining multiple MBAs togther, allowing a potential missed detection at one point to be 

detected by a later MBA calculation. 

4.5 Summary and Conclusions 

SafeGuards Analysis (SGA) is a toolbox created to provide safeguards engineers the 

ability to model measurement uncertainty throughout arbitrary safeguards material control and 

accountability systems without being tied to a specific material flow model.  The toolbox 

functions as an extension of the Matlab Simulink software, and allows the user to examine 

systems of safeguards consisting of multiple material balance areas with options to look at 

multiple materials and to operate for extended timespans.  This paper examines a number of 

complex SGA use cases with multiple materials and extended operation times. 

Moving to larger, more complicated models required several improvements to SGA.  The 

first improvement enhanced the ability of the various statistical tests within SGA to track data for 

longer than a single IAEA timeliness goal.  This modification was implemented in two ways.  
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The first implementation includes a hard reset that can be applied to the material unaccounted for 

(MUF) calculation at an interval of the user’s choice.  The second modification, which is more 

suitable for SGA’s advanced statistical tests, allows the test to have a rolling time window where 

the test discards contributions from before a user-specified time window.  This feature can also 

be combined with the MUF reset feature to prevent the occurrence of large-time step random 

walks.   

Two new scenarios demonstrated the enhanced capabilities of SGA.  The first scenario 

examined an enrichment facility consisting of two material balance areas (MBAs) producing 

low-enriched uranium for use in both power (4 wt% uranium-235) and research reactors (<20 

wt% uranium-235).  The first case of this scenario calibrated the CUSUM tests for use with the 

new system.  The scenario then applied the CUSUM tests along with basic control chart tests to a 

case involving a loss of material from both MBAs simultaneously.  The scenario also applied 

both statistical tests to a case where material was removed from the facility over a timescale of 

double the one that the tests were calibrated to detect.  In both cases, the CUSUM test was able 

to detect the material loss with more sensitivity than the basic control chart test in all instances. 

A scenario developed to represent an entire fuel-cycle consisting of four MBAs and two 

materials of interest (low-enriched uranium and plutonium) provided a second demonstration of 

SGA.  The safeguards system was calibrated for both basic control chart and CUSUM tests.  The 

scenario then tested the calibrated safeguards system with three blind unidentified stream cases, 

with the goal of determining the calibrated system’s ability to detect where the material loss was 

occurring in each case.  The calibrated basic control chart and CUSUM tests were able to 

successfully identify a material loss in each case; however, in one case, the control chart tests for 

the enrichment facility were fooled by adding in an abundance of new material to the enrichment 
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facility, hiding the loss in that MBA.  The model still detected the downstream loss of material 

from a later MBA.  This scenario displayed SGA’s ability to simulate complicated safeguards 

material control and accountability systems, and to generate reasonable results for these systems 

under less structured conditions than in previous test scenarios. 

With proper calibration, the SGA toolbox is capable of simulating a number of 

complicated safeguards material control and accountability scenarios.  As the complexity of the 

scenario increases, so too does the necessity of properly aligning the control variables for each of 

SGA’s statistical tests to properly take account of every aspect of the safeguards simulation, 

including the measurement errors, the material being tracked, and the length of the simulation.  

SGA is a useful tool for determining the behavior of safeguard material control and 

accountability systems at the measurement level.  SGA models are able to resolve the particular 

strength and weaknesses of a number of different safeguards material control and accountability 

implementations. 
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CHAPTER 5 

OPTIMIZING NUCLEAR MATERIAL CONTROL AND 
ACCOUNTABILITY MEASUREMENT SYSTEMS 

  5
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Nuclear Technology 
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This is a joint paper that includes elements from two PhD Theses.  The portions relating to this 

thesis concern the SGA toolbox, and are in Sections 5.1, 5.2.1, 5.2.4, 5.3, 5.5, and 5.6. 

Abstract 

The ability to create nuclear weapons from uranium-235 and plutonium-239 makes it 

imperative to closely account for these materials as they progress through a nuclear fuel cycle. 

Improved measurement systems provide more accurate estimates of material quantities and 

material unaccounted for (MUF). This paper provides examples of how two new safeguards 

computational toolboxes can optimize and analyze hypothetical nuclear fuel-cycle scenarios.  

The NUclear Measurement System Optimization (NUMSO) toolbox uses operations research 

techniques to find optimal solutions to safeguards measurement problems based on minimizing 

the variance of the estimated MUF. The SafeGuards Analysis (SGA) toolbox employs Monte 

Carlo techniques to analyze a given configuration of measurement devices and material flows to 

determine the probabilities of Type I (false detect) and Type II (missed detect) errors. Applying 

these toolboxes to a realistic fuel cycle scenario demonstrates the capability of NUMSO and 
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SGA to address nuclear safeguards problems. 

Nomenclature 

General Acronyms 

IAEA – International Atomic Energy Agency 

MC&A – material control and accountability 

MUF – material unaccounted for 

MBA – mass balance area 

HEU – high-enriched uranium 

CMUF – cumulative material unaccounted for 

UOX – uranium-oxide 

LEU – low-enriched uranium 

MOX – mixed-oxide 

Toolboxes and Models 

NUMSO – NUclear Measurement System Optimization 

MVCM – Minimum Variance Configuration Model 

MIVM – Minimum Improved Variance Model 

MICM – Minimum Improvement Cost Model 

SGA – SafeGuards Analysis 

5.1 Introduction 

As nuclear technology becomes more widely used outside of nuclear weapon-armed 

nations, the importance of preventing the illicit development of nuclear weapons has increased 

dramatically.  A system of nuclear safeguards reduces the likelihood of nuclear weapons 

proliferation, with the goal of stopping the diversion of nuclear material from civilian facilities 
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for the construction of nuclear weapons.  This is done through a combination of accountancy 

measurements and physical security at every nuclear facility (Doyle, 2008; International Atomic 

Energy Agency, 2014; Johnson and Ehinger, 2010).   

The International Atomic Energy Agency (IAEA) implements nuclear safeguards to 

ensure its 140 member states are not using their nuclear fuel cycles to produce nuclear weapons 

(International Atomic Energy Agency, 2016). Nuclear safeguards seek to ensure that nuclear 

materials are not lost from within a nuclear fuel cycle. Material control and accountability 

(MC&A) is a type of safeguard that attempts to prevent the development of these weapons by 

detecting and deterring the theft or “diversion” of nuclear material (United States Department of 

Energy, 2011). 

This paper displays the synergy between two different safeguards MC&A modeling 

techniques to optimize and then analyze a hypothetical safeguards system consisting of multiple 

facilities, while tracking multiple materials of interest over an extended period of time.  

Specifically, this paper analyzes the optimal placement of measurement techniques within the 

hypothetical system with the goal of minimizing Type I (false detect) errors. Then, the paper 

considers two different optimization problems to further improve the performance of this system 

within fixed budgets. The second problem generates the greatest decrease in the Type I error rate 

using a fixed improvement budget.  The third problem seeks to minimize the cost to reach a fixed 

improvement in the Type I error rate. Both problems 2 and 3 use the solution for the first 

optimization problem as the starting configuration. 

The NUclear Measurement System Optimization toolbox (NUMSO) uses operations 

research techniques, specifically, integer programming, to find optimal solutions to these 

problems based on minimizing the scaled, estimated material unaccounted for (MUF) variance in 



126 
 

the system (Johnson et al., 2016). NUMSO uses the Minimum Variance Configuration Model 

(MVCM), the Minimum Improved Variance Model (MIVM), and the Minimum Improvement 

Cost Model (MICM) to obtain solutions to Problems 1-3, respectively. The SafeGuards Analysis 

toolbox (SGA) then calculates the Type I error probabilities for each of NUMSO’s solutions 

(Shugart and King, 2017; Shugart, King, and Jacobson, 2017).  SGA techniques can also 

evaluate the Type II (missed detection) error probabilities; however, this is not the focus of the 

present work (Shugart and King, 2017; Shugart, King, and Jacobson, 2017).  The SGA results 

provide a meaningful metric with which to determine the impact of NUMSO calculations on the 

scenarios within this paper.  

Providing optimal solutions to the three problems presented in this paper, and then 

verifying NUMSO’s effectiveness using SGA demonstrates the capabilities of NUMSO and 

SGA to address pertinent problems in nuclear safeguards. These toolboxes use hypothetical 

measurement methods because the focus of this paper is to demonstrate their ability to give 

answers to representative problems. Figure 5.1 shows the relationship between the problems, the 

 

Figure 5.1. Relationship between the problems, the NUMSO models, and the SGA analyses 
presented in this paper. 
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NUMSO models, and the SGA analyses. 

The remainder of the paper is organized as follows: Section 5.2 details general MC&A 

measurement systems, introduces operations research methodology, and describes NUMSO and 

SGA in depth. Section 5.3 defines the specific fuel cycle scenario studied by NUMSO and SGA 

in this demonstration, details Problems 1-3, and conveys the rationale of SGA’s analyses. 

Sections 5.4 and 5.5 provide results and discussion for each problem using NUMSO and SGA, 

respectively. Section 5.6 concludes the paper with a summary of results and recommendations 

for future work. 

5.2 Background 

The focus of material control within MC&A is to protect nuclear materials and prevent 

their unapproved removal from authorized locations or to detect their absence in a timely 

manner; the purpose of material accountability within MC&A is to ensure there is an accurate 

account of nuclear material within a nuclear fuel cycle (United States Department of Energy, 

2011). More specifically, MC&A focuses on the flow and inventory balance at one or more 

material balance areas (MBAs) to assess if any nuclear material is missing (International Atomic 

Energy Agency, 2001). 

The theft or loss of nuclear and/or other radioactive material is an international security 

concern (International Atomic Energy Agency, 2015). From 1993-2014, there were 714 

instances of theft or loss of nuclear and other radioactive material from facilities or during 

transport reported to the Incident and Trafficking Database (IAEA’s system of tracking illicit 

incidents involving nuclear and other radioactive material) (International Atomic Energy 

Agency, 2015). The majority of these occurrences involved materials from industrial or medical 

applications. Several instances, however, included high-enriched uranium or plutonium, which, 
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if accumulated in sufficiently large quantities, can be made into nuclear weapons. These events 

underscore the importance of continually improving MC&A methods to help identify its 

potential theft or loss. Table 5.1 shows the confirmed nuclear material trafficking incidents 

reported to the Incident and Trafficking Database involving high-enriched uranium (HEU) and 

plutonium between 1993 and 2007 (Bunn, 2013). 

5.2.1 Material Control and Accountability 

An MC&A measurement system estimates material entering (i.e., receipts) and exiting 

(i.e., shipments) one or more nuclear fuel cycle facilities, in addition to deriving estimates for all 

batch quantities of material present at the facilities (i.e., physical inventory). To do this, a 

MC&A system utilizes measurement methods to quantify a physical attribute of the material. A 

measurement system configuration is a specific arrangement of these methods and their 

Table 5.1. High-Enriched Uranium and plutonium incidents confirmed by the 
Incident and Trafficking Database, 1993-2007. 

Date Location Material Quantity 

5/24/1993 Vilnius, Lithuania HEU 150 g 

03/??/1994 St. Petersburg, Russian  Federation HEU 2.97 kg 

5/10/1994 Tengen-Wiechs, Germany Pu 6.2 g 

6/13/1994 Landshut, Germany HEU 795 mg 

7/25/1994 Munich, Germany Pu 240 mg 

8/10/1994 Munich Airpoty, Germany Pu 363 g 

12/14/1994 Prague, Czech Republic HEU 2.73 kg 

06/??/1995 Moscow, Russian Federation HEU 1.7 kg 

6/6/1995 Prague, Czech Republic HEU 415 mg 

6/8/1995 Ceske Budejovice, Czech Republic HEU 16.9 g 

5/29/1999 Rousse, Bulgaria HEU 10 g 

12/??/2000 Karlsruhe, Germany Pu 1 mg 

7/16/2001 Paris, France HEU 500 mg 

6/26/2003 Sadahlo, Georgia HEU 170 g 

03/??/2005 to 04/??/2005 New Jersey, USA HEU 3.30 g 

6/24/2005 Fukui, Japan HEU 1.7 mg 

2/1/2006 Tbilisi, Georgia HEU 79.5 g 

3/30/2006 Hennigsdorf, Germany HEU 47.5 g 
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corresponding parameter settings, which can provide the ability to detect a substantial amount of 

missing material with a high probability with success (Montmollin and Weinstock, 1979). 

In an MC&A measurement system, MBAs and key measurement points identify 

boundaries and locations, respectively, at which measurements are taken. An MBA is a facility 

or subset of a facility where (1) the amount transferred into or out of the MBA can be quantified, 

and (2) the physical inventory within the MBA can be quantified “when necessary” 

(International Atomic Energy Agency, 2001). For example, an MBA can be an entire enrichment 

facility or an individual centrifuge within an enrichment facility. In practice, facilities in a 

nuclear fuel cycle might comprise a single MBA; however, in complex facilities such as 

manufacturing and reprocessing plants, two or more MBAs might be necessary to adequately 

safeguard activities within the facility. The locations where receipt, shipment, and inventory 

material can be measured are potential key measurement points (International Atomic Energy 

Agency, 2008). 

One primary MC&A objective is to provide measurements that are able to detect nuclear 

material loss, referred to as material unaccounted for (MUF), despite uncertainties in their 

estimates. To provide assurance that nuclear material is not missing from an MBA, 

accountability measurements, which establish initial values of nuclear material, and verification 

measurements, which authenticate the amount of material currently present, need to be of the 

highest quality (United States Department of Energy, 2011). Estimates of MUF implying less 

material in a system than expected, and cumulative material unaccounted for (CMUF) are 

primary indicators of material loss (Stewart and Jaech, 1970). The estimated MUF is the 

difference between the measured receipt, shipment, and physical inventory quantities; the 

estimated CMUF is the estimated MUF accumulated over all previous time periods. 
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A hypothetical material loss likely occurs if the estimated CMUF exceeds a significant 

quantity over any time period within a timeliness detection goal limit. It is important to note, 

however, that CMUF exceeding a significant quantity does not necessarily guarantee that a 

material loss has occurred; in this case, determining the cause of the significant CUMUF value 

requires additional analysis. A Type I error results from “falsely concluding that nuclear material 

has been lost when in fact no material has been lost” and a Type II error results from “concluding 

that a diversion did not occur when in fact it did occur” (International Atomic Energy Agency, 

2001).  Figure 5.2 summarizes Type I and Type II error outcomes.  

A mass balance is taken across each MBA considering the incoming material, the 

inventory of material currently in the MBA, and the outgoing flows of material to estimate the 

MUF and CMUF at the end of each time period.  For a given MBA, there can be multiple 

incoming and outgoing flows at any one time.  Ideally, the total from this balance will always be 

zero, but because measurements in any physical system include some level of uncertainty, this is 

never the case.  The resulting difference from zero is the MUF, and accumulating the MUF 

across a time horizon generates CMUF.  

Detecting material loss is difficult because measurement uncertainties result in a non-zero 

estimated MUF even if no nuclear material is actually missing from the MBA. It is necessary, 

therefore, to quantify the random and systematic measurement uncertainties to assess the 

 

Figure 5.2. Summary of Type I and Type II error outcomes. 
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statistical significance of any differences between true and estimated material in an MBA (United 

States Department of Energy, 2011). A random uncertainty is a positive or negative fluctuation 

from the true quantity, which results from precision limitations of the measurement method. A 

systematic uncertainty is a constant bias that can be caused by improper use or function of a 

measurement method, which results in a shift of the measurement from the true quantity. This 

paper focuses on random uncertainties; previous papers (Shugart and King, 2017; Johnson et al., 

2016) have evaluated the impacts of systematic uncertainties. 

Figure 5.3 shows an example of an enrichment facility MBA with input, output, waste, 

and cascade key measurement points. The cascade represents a series of centrifuges used to 

enrich the uranium. In each time period, the material balance equation uses measurements at 

each key measurement point to obtain an estimate for the MUF. The loss stream represents any 

actual or estimated MUF from the MBA. 

Table 5.2 shows the significant quantity and timeliness detection goal limits provided by 

the IAEA for the primary nuclear materials relevant to safeguards. Timeliness detection goals are 

the “target detection times applicable to specific nuclear material categories,” and a significant 

 

Figure 5.3. An example enrichment facility MBA with flow streams, an inventory location, 
and potential material loss stream. 

 

Material Balance Area
(cascade)

Input Material 
Storage 
(KMP)

KMP

KMP

Output

Material Loss

KMP
Waste



132 
 

quantity is “the approximate amount of nuclear material for which the possibility of 

manufacturing a nuclear explosive device cannot be excluded” (International Atomic Energy 

Agency, 2001). Countries are able to directly use plutonium, uranium-233, and highly-enriched 

uranium to create nuclear weapons. Low-enriched uranium and thorium cannot directly be made 

into nuclear weapons, which results in higher significant quantities and longer timeliness 

detection goals for these materials (International Atomic Energy Agency, 2001) 

5.2.2 Introduction To Optimization 

Operations research is a field that uses various analytical techniques to make better, more 

informed decisions. Operations research combines methods such as statistical analysis and 

mathematical modeling, specifically optimization, to arrive at optimal or near-optimal solutions 

to complex problems (Carter and Price, 2000).  This has applications in fields as diverse as 

manufacturing, policy modeling, and transportation (Carter and Price, 2000).  This paper focuses 

on the techniques of simulation, and mathematical modeling, specifically, integer and linear 

programing. 

Mathematical optimization models require input parameters, decision variables, one or 

Table 5.2. Significant quantities of nuclear materials and their associated timeliness goals 
(International Atomic Energy Agency, 2001).  . 
Material Material Form Significant quantity Timeliness goal 

Plutonium 
Metal 

8kg 
1 month 

Irradiated fuel 3 months 

Uranium-233 
Metal 

8 kg 
1 month 

Irradiated fuel 3 months 
High-enriched uranium 
(uranium 235 ≥ 20 at%) 

Metal 
25 kg 

1 month 
Irradiated fuel 3 months 

Low-enriched uranium 
(uranium-235 < 20 at%) 

Unirradiated 
fresh fuel 

75 kg uranium 235, 10 metric 
tons natural uranium, or 20 
metric tons depleted uranium 

1 year 

Thorium 
Unirradiated 
fresh fuel 

20 metric tons 1 year 
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more objective functions, and problem-specific constraints. Input parameters are fixed values that 

depict physical aspects of reality, such as the material flow in a fuel cycle. Parameters can also 

include physical or desired limits on system variable values, e.g., the random uncertainty bounds 

of a measurement method (Carter and Price, 2000). Decision variables represent continuous or 

discrete aspects of the problem that are initially unknown and are determined by finding the 

optimal or near-optimal solution to the problem, such as where to locate a measurement 

technique. An objective function is a combination of parameters and decision variables that 

describes the goal(s) of the problem, e.g., minimizing estimated MUF variance (Carter and Price, 

2000). Constraints are needed to ensure that the limitations imposed by the nature of the problem 

are upheld, e.g., budget restrictions (Carter and Price, 2000). 

Integer programming is a branch of optimization that restricts at least some of the 

decision variables in the problem to integer values (Carter and Price, 2000). The primary benefit 

of integer programming compared to other optimization methods is the ability to model binary 

decisions, represented by a value of one if a decision is to be made and zero if a decision is not to 

be made. Binary variables also allow for logical constructs such as if-then statements. Mixed-

integer programs include continuous, in addition to integer, variables. Algorithms for integer 

programs enumerate a subset of feasible, non-dominated solutions to determine an optimum 

(Carter and Price, 2000). The limitation of integer programs is that they are non-convex, which 

makes them more difficult to solve than their convex, linear counterparts. Linear programs 

search extreme point solutions, i.e., vertices in a convex set, for a local optimum, which is 

guaranteed to be the global optimum due to convexity. A drawback of linear programs is that 

they only contain linear constraints and continuous variables, which limits their applicability to 

many problems (Carter and Price, 2000). 



134 
 

Examples of integer and linear programming applied to MC&A problems are sparse in 

the literature. However, this paper provides examples of these techniques used elsewhere in the 

nuclear energy field.  One group developed an integer program to plan nuclear reactor shutdowns 

and to demonstrate that their methods quickly solve a four-reactor, single-site scenario (Fourcade 

et al., 1997).  Another study used a mixed-integer program to sequence the disposal of high-level 

nuclear waste, greatly reducing the heat load concentration in a repository compared to intuitive 

methods (Johnson, Newman, and King, 2016).  A third group used a linear program to determine 

that the optimal strategy to minimize the economic risk and the proliferation hazard of a light 

water reactor fuel cycle is to recycle plutonium in discontinuous batches and to introduce an 

economic penalty based on fuel cycle costs (Silvennoinen, Vieno, and Vira, 1980).  Yet another 

group analyzed multiple criteria for nuclear power in a linear program to minimize the total 

discounted energy system costs over an extended time horizon; they found that nuclear power is 

important to mitigate climate change based on energy security and affordability (Lehtveer et al., 

2015). 

5.2.3 Nuclear Measurement System Optimization  

The NUclear Measurement System Optimization (NUMSO) toolbox uses operations 

research techniques, specifically integer programming, to quickly find solutions to the three 

nuclear safeguards problems introduced in Section 1 and detailed in Section 3. These techniques 

can solve complex problems much more quickly than other methods used in nuclear energy 

applications (Johnson, Newman, and King, 2016; Johnson et al., 2016), such as Monte Carlo 

simulations which require a large amount of time to complete (Lewis and Bohm, 1984; Nuttin et 

al., 2005; Gul et al., 2016). Another benefit is that NUMSO provides assurance of globally 

optimal solutions using a branch-and-bound algorithm (Land and Doig, 1960; Atamturk and 
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Savelsbergh, 2005). This paper extends the previously published capabilities of NUMSO by 

modifying MVCM from previous work (Johnson et al., 2016) and implementing two new mixed-

integer quadratic programs, MIVM and MICM. 

MVCM obtains an optimal measurement system configuration by minimizing the 

estimated MUF in a measurement system. Previous work identified how many measurements 

should be taken at each location of a hypothetical fuel cycle facility by approximately 

minimizing the estimated MUF variance subject to a cost constraint (Stewart, 1970). Another 

paper used a multi-stage dynamic program to solve the same problem but without using 

Stewart’s variance approximation (Bouchey, Koen, and Beightler, 1971). Rather than finding 

how many measurements to take at a location, MVCM determines where to locate measurements 

subject to budget constraints. A third paper introduced the only other comparable tool to MVCM, 

which uses linear programming to compare the trade-off between cost and probability of 

detecting a hypothetical diversion of two specific measurement methods, destructive and non-

destructive analysis (Suzuki and Ihara, 2008).  MIVM and MICM find the best estimated MUF 

improvement in a system given a budget constraint, and the most cost-effective way to reduce the 

estimated MUF variance in a system by a pre-specified amount, respectively. 

Previous work shows that lowering the random measurement uncertainty included in the 

CMUF calculation provides a lower Type I error probability at a given key measurement point 

(Johnson et al., 2016). That study used MVCM to minimize the estimated MUF variance and 

weighted sum of Type I and Type II error probabilities at a single, example enrichment facility 

considering only uranium. This paper considers an entire fuel cycle with multiple MBAs and 

nuclear materials, which have different significant quantity and timeliness detection goal limits. 

Therefore, there is no guarantee that minimizing the estimated MUF variance yields the 
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“optimal” configuration based on minimizing Type I error probabilities. However, by scaling the 

estimated MUF variance to account for materials with different significant quantity and 

timeliness detection goal limits, Section 5.4 shows that the optimal scaled estimated MUF 

variance configuration is also a good, but perhaps not optimal, configuration based on 

minimizing Type I error probabilities. 

5.2.3.1 Minimum Variance Configuration Model 

The Minimum Variance Configuration Model (MVCM) identifies an optimal 

measurement system configuration by minimizing the scaled, estimated MUF variance in a 

measurement system. In this paper, MVCM finds the best configuration for an entire fuel cycle, 

as opposed to the single facility considered in previous work (Johnson et al., 2016). MVCM also 

introduces budget constraints and costs for measurement methods. Section 5.3 discusses the 

relevant material forms used in the fuel cycle.  

MVCM minimizes the scaled, estimated MUF variance of a measurement system, which 

is a combination of the assumed, true material quantity and the variance associated with the 

method used to obtain its estimate. MVCM ensures that there is exactly one method used at each 

key measurement point. Here, MVCM allows measurement methods to be utilized at multiple 

key measurement points that consider the same material form, whereas MVCM in previous work 

used each method only once as a simplification.  MVCM also ensures that the purchase and 

utilization costs of measurements do not exceed their respective budgets (Johnson et al., 2016). 

MVCM scales the estimated MUF variance to place equal weighting on key measurement 

points that have lower variance contributions because of the required precision of the methods 

utilized there. If there is no scaling, MVCM places more importance on key measurement points 

that have higher variance contributions, but that might not contribute to higher Type I error 
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probabilities because of different significant quantity and timeliness detection goal limits. 

5.2.3.2 Minimum Improved Variance Model 

The Minimum Improved Variance Model (MIVM) identifies by how much to increase 

the precision of measurement methods within a fixed budget by minimizing the scaled, estimated 

MUF variance of the improved system. MIVM initially assumes MVCM’s optimal measurement 

system configuration. Here, the precision of measurement methods increases as their uniform 

random uncertainty bounds decrease. If a different distribution characterizes the random 

measurement uncertainty of a method, the improvement can be based on a defining characteristic 

of the distribution, e.g., mean or variance for a normal distribution.  

MIVM minimizes the scaled, estimated MUF variance in a measurement system by 

reducing the uncertainty bounds on one or more methods. As a constraint, MIVM ensures that 

the cost to improve the methods does not exceed the budget. MIVM also ensures that the 

uncertainty bound reduction is on an integer scale. 

5.2.3.3 Minimum Improvement Cost Model 

The Minimum Improvement Cost Model (MICM) determines the most cost-effective way 

to reduce the scaled, estimated MUF variance in a system by a pre-specified fraction. MICM 

incurs an improvement cost for each kilogram decrease in uncertainty bound for a measurement 

method. MICM assumes MVCM’s optimal measurement system configuration as the basis for its 

system.  

MICM minimizes the cost to decrease measurement method uncertainty bounds. The 

improvement cost is scaled to place more importance on key measurement points that SGA 

determines contribute more significantly to Type I error probabilities. MICM ensures that the 

scaled, estimated MUF variance in a system improves by a pre-specified fraction, and that the 
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uncertainty bound reduction is on an integer scale. 

5.2.4 SafeGuards Analysis 

SafeGuards Analysis (SGA) enables safeguards engineers to evaluate uncertainty across 

multiple MBAs. Several other software programs also use simulated uncertainty to estimate 

material quantities at various stages in a nuclear fuel cycle (Cipiti and Zinaman, 2010; Cipiti and 

McDaniel, 2012; Cipiti et al., 2011). SGA can simulate measurements using multiple forms of 

uncertainty, although this paper only examines basic random uncertainty. 

SGA is a toolbox and not a specific model, which ensures SGA can apply to a wide range 

of problems and nuclear fuel cycles. MATLAB Simulink provides an intuitive visual interface in 

SGA for users without extensive scientific computing expertise. SGA estimates MUF values at 

one or more MBAs based on simulated measurements that include a range of uncertainties. 

Figure 5.4 shows the basic data flow for a single MBA in SGA.  

Initially, the user translates a source “signal” into an SGA-compatible form using the 

Input Interface Block, which represents a single material quantity provided by a separate fuel 

cycle flow model. The signal requires either manual or automated translation via a script if the 

 

Figure 5.4. Data flow for a measurement in SGA. 
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process is steady-state or time-dependent, respectively. In the Measurement Block, SGA adds 

uncertainty to the flow or inventory material quantity to produce a simulated measurement 

signal. The uncertainty is an additive offset to the flow model value, which represents the errors 

inherent in the measurement procedure. 

The MUF Calculation block estimates MUF by incorporating the flow and inventory 

measurements in a material balance equation. Finally, SGA evaluates the estimated MUF value 

in the Statistical Analysis block by using various statistical tests, and generates an alarm signal if 

a material loss is indicated. Previous works describe the individual blocks in detail, including the 

MUF estimate, and different statistical tests, such as the cumulative-material-unaccounted-for, 

cumulative-sum, and exponential-weighted-moving-average tests (Shugart and King, 2017; 

Shugart, King, and Jacobson, 2017). 

SGA models an individual realization of this process for a given MC&A system using 

Simulink. A Monte Carlo simulation, using Matlab, evaluates multiple realizations of the SGA 

process, which provides Type I and Type II error probabilities for the modeled MC&A system. 

In addition, independent batches of SGA realizations provide error bounds on the Type I and 

Type II error probabilities. The user can define how many realizations and batches are run in the 

simulation. 

5.3 Scenario Description 

This paper examines a closed fuel cycle scenario.  Figure 5.5 displays the primary 

facilities in the fuel cycle, which are labeled based on the materials of concern to safeguards. 

This scenario does not include the reactor facility, on-site storage facilities at the reactor, storage 

locations, or final repositories for used-nuclear-fuel because material remains in these facilities 

longer than the time horizon considered in this paper (one year). 
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NUMSO and SGA obtain material quantities and flows from VISION, which is a 

software program that groups facilities into single, black-box MBAs. The downside to this 

method is that high-fidelity material tracking is unavailable, as VISION does not output waste 

material flows for many of the MBAs in this fuel cycle scenario (Jacobson et al., 2009; Jacobson 

et al., 2010). 

Because of the gap in material flow information at the reactor, the fuel cycle scenario 

exists in two parts: the fresh-fuel section, which produces low-enriched uranium (LEU) for use 

in LEU reactors, and the separations section, which manufactures mixed-oxide (MOX) fuel. 

Each part has materials with different significant quantities and timeliness detection goals (Table 

5.2). The first three MBAs monitor LEU while the second section of the fuel cycle considers 

 

Figure 5.5. Closed fuel cycle flow chart. 
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plutonium (in both the used and MOX fuels) as the material of safeguards concern. Plutonium 

has a much shorter timeliness detection goal than LEU (three months for the Separations MBA, 

and one month for the PuO2 and MOX Fuel Fabrication MBAs). Furthermore, all MBAs are 

distinguished based on the material form they contain. 

This paper presents results from MVCM, MIVM, and MICM modeled in AMPL Version 

20130109 (AMPL Optimization LLC, 2013; Fourer, Gay, and Kerrighan, 2003) and solved with 

CPLEX Version 12.6.0.1 with default settings (International Business Machines, 2014; IBM 

ILOG AMPL, 2010). SGA is implemented in Matlab R2014b (The MathWorks, Inc, 2014)  

Unless otherwise noted, SGA uses a Monte Carlo simulation with 100 batches of 1,000 

realizations. Both toolboxes utilize a single core for computations. 

5.3.1 Key Measurement Point and Measurement Method Characteristics 

A number of traits define each key measurement point in the fuel cycle scenario: the 

material type under MC&A control (uranium or plutonium), the material form, and the flow or 

inventory material quantity. Differentiating each key measurement point by these three traits 

prevents them from appearing nearly identical to each other. Having unique key measurement 

points is important so that NUMSO does not produce an overabundance of alternate optimal 

solutions for which SGA must calculate Type I error probabilities. Table 5.3 shows input values 

for the material type, form, and quantity, the uniform random uncertainty bounds and their 

associated increments, and the variance scaling factor for each key measurement point in the fuel 

cycle scenario.  The error ranges were selected to provide a wide range of possible Type I error 

probabilities for the results to extend the parameter space for this example and are not 

representative of realistic measurement results. 

The measurement methods in this scenario require distinct error bound ranges depending 
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on the MBA where they are utilized.  Table 5.3 lists the characteristics of the various KMP’s 

within the scenario.  The material quantity, which is rounded to one-tenth kilogram, on Table 

5.3, but actually uses direct output from the VISION fuel cycle code which has a higher 

precision than shown in Table 5.3.  Methods utilized at the Separations MBA have measurement 

ranges between 0.1-0.5 kg; the PuO2 and MOX-based MBAs have measurement uncertainty 

ranges between 0.1-0.75 kg.  The three Uranium MBAs have uncertainty ranges between 1.0-3.0 

kg.  This paper further subdivides each induvial measurement device into a specific value within 

the range presented in Table 5.3 for the actual analysis. For Problems 2-3, the improvement 

increment is the decrease in the uncertainty bounds gained each time the improvement cost for 

that measurement is incurred. The Separations, the PuO2 and MOX, and the uranium-based key 

measurement points have improvement increments of ±0.04, ±0.065, and ±0.2 kilograms, 

respectively. 

The variance scaling factor (Table 5.3) places a greater importance on MBAs with more key 

measurement points (i.e., Enrichment and Separations) to reflect the higher Type I error 

probabilities that result from those MBAs as a result of increased measurement uncertainty. 

NUMSO also places more weight on plutonium-based MBAs because they have a lower 

estimated MUF variance contribution than uranium-based MBAs, even though they have 

approximately the same contribution to Type I error probabilities. This method is justified by the 

use of uniform distributions for the error distributions of each measurement method, as the 

variance of a uniformly distributed random variable only changes based on the interval of the 

distribution. Therefore, the least precise measurement methods yield the highest variance 

contributions and the most precise methods yield the lowest. This scaling method can also be 

used for any shift-invariant distribution, i.e., a distribution for which the mean can be shifted  
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Table 5.3. Key measurement point characteristics. 

Material 
Type 

Material 
Form 

Key Measurement 
Point 

Material 
Quantity 

(kg) 
Uncertainty 
Bounds (kg) 

Improvement 
Increments 

(kg) 

Variance 
Scaling 
Factor 

(unitless) 

Uranium 

UF6 Flow 

Enrichment Input 119858.2 ±1.0-3.0 0.20 1.0 
Enrichment 
Output 

13643.1 ±1.0-3.0 0.20 1.0 

Enrichment Waste 106215.0 ±1.0-3.0 0.20 1.0 
UO2 Conversion 
Inventory 

13643.1 ±1.0-3.0 0.20 0.440 

UF6 
Inventory 

Enrichment 
Inventory 

43029080.4 ±1.0-3.0 0.20 1.0 

UO2 Conversion 
Inventory 

4911521.2 ±1.0-3.0 0.20 0.440 

UO2 Flow 

UO2 Conversion 
Output 

136431.0 ±1.0-3.0 0.20 0.440 

UOX Fuel 
Fabrication Input 

136431.0 ±1.0-3.0 0.20 0.440 

UO2 
Inventory 

UOX Fuel 
Fabrication 
Inventory 

4911521.2 ±1.0-3.0 0.20 0.440 

U Fuel 
Rods 

UOX Fuel 
Fabrication 
Output 

136431.0 ±1.0-3.0 0.20 0.440 

Plutonium 

Pu Fuel 
Rods 

Separations Input 308484.0 ±0.10-0.50 0.040 36.0 

MOX Fuel 
Fabrication 
Output 

147084.0 ±0.10-0.750 0.0650 7.10 

Aqueous 
Solution 
Flow 

Separations Waste 161400.0 ±0.10-0.50 0.040 36.0 

Aqueous 
Solution 
Inventory 

Separations 
Inventory 

147084.0 ±0.10-0.50 0.040 36.0 

PU Nitrate 
Flow 

Separations 
Output 

147084.0 ±0.10-0.50 0.040 36.0 

PuO2 Production 
Input 

147084.0 ±0.10-0.750 0.0650 7.10 

Pu Nitrate 
Inventory 

PuO2 Production 
Inventory 

5295013.5 ±0.10-0.750 0.0650 7.10 

PuO2 
Flow 

PuO2 Production 
Output 

147084.0 ±0.10-0.750 0.0650 7.10 

MOX Fuel 
Fabrication Input 

147084.0 ±0.10-0.750 0.0650 7.10 

PuO2 
Inventory 

MOX Fuel 
Fabrication 
Inventory 

5295013.5 ±0.10-0.750 0.0650 7.10 
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Table 5.4. Hypothetical uranium measurement methods and their properties. 

Material 
Form 

Measurement 
Method 

Uranium 
Random Error 
Bounds (kg) 

Purchase 
Cost ($) 

Utilization 
Cost ($) 

Improvement 
Cost 

($/increment) 

UF6 Flow 

AC20 ±2.0 668 4 3 
RSFF ±1.8 855 1 2 
TIFD ±3.0 145 10 8 
RPD ±1.4 909 2 6 
CED ±2.4 659 2 2 

UF6 
Inventory 

RDD2 ±2.2 573 5 8 
TIED ±2.8 195 10 6 
RSL ±1.6 814 3 3 

UO2 Flow 
D5 ±2.6 245 10 8 
T1D ±2.8 559 2 9 

UO2 
Inventory 

RDD1 ±2.4 523 5 5 
RSB ±1.8 809 2 5 

U Fuel 
Rods 

CTMS5 ±2.2 573 5 8 
CTMS1 ±2.6 518 4 6 

 

Table 5.5. Hypothetical plutonium measurement methods and their properties. 

Material 
Form 

Measurement 
Method 

Uranium 
Random 

Error Bounds 
Purchase 
Cost ($) 

Utilization 
Cost ($) 

Improvement 
Cost 

($/increment) 

Pu Fuel 
Rods 

FWS ±0.50 100 11 10 
AC21 ±0.34 573 5 8 
EES ±0.18 955 1 3 
A8I ±0.42 291 9 6 

Aqueous 
Solution 

Flow 

CTMS4 ±0.42 518 4 3 

ST ±0.18 500 11 11 

Aqueous 
Solution 

Inventory 

A9I ±0.34 482 7 6 

RT5 ±0.38 477 6 9 

Pu Nitrate 
Flow 

TIID ±0.685 195 10 8 
D3IG8 ±0.62 200 11 10 

Pu Nitrate 
Inventory 

RSI ±0.23 909 2 3 
AI92 ±0.555 341 9 10 

PuO2 Flow 
A8I ±0.62 382 7 5 
D3IE7 ±0.36 200 11 9 

PuO2 
Inventory 

D6 ±0.685 241 9 10 
A1I ±0.49 300 11 11 
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without any change to the variance. Normal distributions, which are often used to model random 

measurement errors (Bronshtein and Semendyayev, 2015), are also shift-invariant. 

Tables 5.4 and 5.5 show the various hypothetical measurement methods used in this 

paper to estimate different forms of uranium and plutonium material quantities, respectively, at 

each stage in the fuel cycle scenario. Each method has different uniform random uncertainty 

bounds and associated purchase, utilization, and improvement costs to reflect the trade-offs 

between being precise and being more expensive to purchase and/or utilize. Without loss of 

generality, this paper uses dollars to denote cost units. 

5.3.2 MC&A Measurement System Problem Descriptions 

Obtaining solutions to the three problems introduced in Section 1 demonstrates the 

capabilities of NUMSO and SGA. Problem 1 places measurement methods in a nuclear fuel 

cycle given fixed purchase and utilization budgets; Problem 2 increases the precision of the 

methods selected in Problem 1 given a fixed improvement budget; and Problem 3 reduces 

measurement uncertainty in the system while limiting improvement costs. For each problem, 

NUMSO considers the scaled, estimated MUF variance because it enables NUMSO to directly 

reduce measurement system uncertainty and decrease solution times. SGA allows for the 

calculation of Type I error probabilities because they are more meaningful and actionable to a 

safeguards engineer than the mathematical concept of variance. 

To provide a solution to Problem 1, NUMSO evaluates the MVCM to find the best 

measurement system configuration based on a pre-defined set of hypothetical measurement 

methods and purchase and utilization budgets, provided in Sections 3.1 and 4.1, respectively. 

This scenario uses budgets that are limiting based on approximate total average costs, i.e., the 

product of the average of all available methods’ costs and the number of key measurement 
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points. These budgets represent “average” methods, in terms of cost, being utilized at every key 

measurement point in the system. In order to ensure that the purchase and utilization budgets are 

limiting, MVCM also generates results with an unlimited budget to show that it yields a different 

solution than with a fixed budget. 

SGA’s Monte Carlo algorithm calculates the Type I error probabilities at each MBA that 

result from the configuration determined by NUMSO (Section 5.5.1). These probabilities are 

compared to those from two manual analyses to ensure that there is no obvious configuration that 

provides a lower total Type I error probability in the system than the one calculated by NUMSO. 

The “manual average start” analysis initially selects methods with purchase costs closest to $500 

(the approximate average cost), and then replaces them with more precise methods, where 

possible, while remaining under budget. The “manual cheap start” analysis initially uses methods 

with the lowest purchase costs, and then replaces them with more precise methods as resources 

allow. This allows for a comparison between the NUMSO configurations and two manually 

generated configurations. 

In Problem 2, MIVM minimizes the scaled, estimated MUF variance of the measurement 

system configuration obtained in Problem 1 by increasing the precision (i.e., decreasing the 

uniform random uncertainty bounds) of the measurement methods within a limiting budget. In 

this problem, the estimated MUF variance scaling factor input values change from those 

provided in Section 3.1 to place more importance on the key measurement points with the 

highest Type I error probabilities SGA outputs in Problem 1. Section 4.2 provides these new 

scaling factor values. 

To verify these results, the “most sensitive” algorithm calculates the sensitivity of each 

measurement method to determine which ones have the greatest potential Type I error 
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probability reduction. Method sensitivity is the change between the Type I error probability 

obtained using each method’s initial uncertainty bounds and the Type I error probability obtained 

with the measurement’s uncertainty bounds decreased by ±0.05 kg. The “most sensitive” 

algorithm decreases the uncertainty bounds of the most sensitive method as much as possible 

within the budget, followed by the most sensitive subsequent methods as resources allow. The 

“cheapest” algorithm reduces the uncertainty bounds of each measurement with the lowest 

improvement cost by one increment, then reduces the bounds of the second lowest improvement 

cost method by one step, and the lowest improvement cost method by another increment, 

continuing in this manner until the budget has been expended.  This algorithm seeks to make the 

most possible improvements to the most measurements based solely on the cost. 

In Problem 3, MICM finds the most cost-effective way to reduce the scaled, estimated 

MUF variance of the measurement system configuration obtained in Problem 1 by 25%. In this 

problem, the improvement cost scaling factor input values reflect the relative importance of the 

Type I error probabilities SGA outputs in Problem 1 for each key measurement point. Section 4 

provides the improvement cost scaling factors. 

Instead of evaluating the scaled, estimated MUF variance, SGA examines the change in 

Type I error probabilities between MICM’s improved configuration and the original 

configuration from Problem 1 to observe the impact of increasing measurement method 

precision. SGA also calculates the Type I error probabilities of the configurations produced using 

the “most sensitive” and “cheapest” improvement algorithms to verify MICM’s results.   

5.4 NUMSO Results and Analysis 

This section provides NUMSO’s results and analyses for Problems 1-3. This paper uses a 

realistic fuel cycle scenario with hypothetical measurement methods to convey the capabilities of 
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NUMSO. Problem 1 demonstrates NUMSO’s ability to determine the optimal placement of 

measurements in the hypothetical fuel-cycle scenario.  Problems 2 and 3 then show how 

NUMSO can generate unique and non-obvious improvement schemes for this configuration 

based on different objectives. 

5.4.1 Problem 1 NUMSO Results 

Table 5.6 shows the optimal measurement system configuration results for the unlimited 

and fixed budget cases. Shaded rows in the table denote key measurement points at which the 

same, most precise method, is utilized for unlimited and fixed budgets. This table also provides 

the optimal placement of measurement methods for the scaled and unscaled, estimated MUF 

variance objectives with a fixed budget. 

With an unlimited budget, every key measurement point utilizes the most precise 

measurement methods.  Table 5.7 shows that the purchase and utilization budgets are limiting in 

Problem 1 because, although the budgets are not met exactly, there are not enough resources to 

purchase or utilize an additional measurement method. The measurement system configuration  

with a fixed budget contains methods that are more expensive to use than with an unlimited 

budget, which helps offset the scaled, estimated MUF variance reduction from purchasing more 

imprecise methods. 

Plutonium has lower significant quantity and timeliness detection goal limits than 

uranium, which indicates that plutonium measurements have a smaller unscaled, estimated MUF 

variance contribution than uranium measurements to obtain similar Type I error probabilities. 

The scaled, estimated MUF variance contribution at key measurement points containing uranium 

(11 kg) is approximately equal to the contribution at plutonium-based key measurement points 

(10 kg). This shows the scaling factor is necessary to prevent the unscaled, estimated MUF  
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Table 5.6. Optimal measurement system configuration for unlimited and fixed budgets with 
scaled or unscaled, estimated MUF variance objectives.   

  Unlimited Budget Fixed Budget 

Key Measurement 
Point 

Measurement 
Method 

Scaled 
Variance 

(kg2) 
Measurement 

Method 

Scaled 
Variance 

(kg2) 
Measurement 

Method 

Unscaled 
Variance 

(kg2) 

Enrichment Input RPD 0.65 RSFF 1.1 RSFF 1.1 
Enrichment 
Output 

RPD 0.65 RSFF 11 RSFF 1.1 

Enrichment Waste RPD 0.65 RSFF 1.1 RSFF 1.1 
Enrichment 
Inventory 

RSL 0.85 RSL 0.85 RDD2 1.6 

UO2 Conversion 
Input 

RPD 0.09 TIFD 1.3 RSFF 1.1 

UO2 Conversion 
Output 

D5 1 T1D 1.2 D5 2.3 

UO2 Conversion 
Inventory 

RSL 0.28 TIED 1.2 RSL 0.85 

UOX Fuel 
Fabrication Input 

D5 1 T1D 1.2 T1D 2.6 

UOX Fuel 
Fabrication Output 

CTMS5 0.72 CTMS2 1 CTMS2 1.6 

UOX Fuel 
Fabrication 
Inventory 

RSB 0.48 RDD1 0.85 RDD1 1.9 

Separations Input EES 0.39 EES 0.39 FWS 0.083 
Separations 
Output 

D3IG8 2.1 DeIG8 2.1 TIID 0.017 

Separations Waste ST 0.39 CTMS4 2.1 CTMS4 0.059 
Separations 
Inventory 

A9I 1.4 A9I 1.4 RT5 0.048 

PuO2 Production 
Input 

D3IG8 0.91 D3IG8 0.91 TIID 0.16 

PuO2 Production 
Output 

D3IG7 0.31 DeIE7 0.31 DeIE7 0.043 

PuO2 Production 
Inventory 

RSI 0.13 AI92 0.73 AI92 0.1 

MOX Fuel 
Fabrication Input 

D3IE7 0.31 D3EI7 0.31 D3EI7 0.043 

MOX Fuel 
Fabrication Output 

EES 0.13 FWS 1.3 FWS 0.19 

MOX Fuel 
Fabrication 
Inventory 

A1I 0.56 D6 1.1 D6 0.16 

Total   13   21   16 
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variance contribution of uranium (15 kg) from dominating the contribution of plutonium (1.0 kg) 

5.4.2 Problem 2 NUMSO Results 

Problem 2 takes the configuration presented in Problem 1 and then seeks to improve the 

configuration’s performance within a fixed budget. 

Table 5.8 provides the estimated MUF variance and improvement cost scaling factors 

based on the Type I error probabilities SGA generates in Problem 1 (presented in Section 5.5). 

The estimated MUF variance scaling factors are obtained by weighting the Type I error 

probability for each key measurement point (grouped by MBA) based on the highest Type I error 

probability in the system (UO2 Conversion). Plutonium-based MBAs have scaling factors greater 

than one because they have less estimated MUF variance contributions than uranium-based 

MBAs. The improvement cost scaling factors are determined similarly, but are based on the 

lowest Type I error probability in the system (PuO2 Production), rather than the highest. 

Table 5.9 shows which measurement methods to improve and how much to reduce their 

uncertainty bounds given an improvement budget of $66. MIVM only increases the precision of 

Table 5.8. Estimated MUF variance and improvement cost scaling factors for each MBA. 

Parameter Enrichment  
UO2 

Conversion 
UOX Fuel 
Fabrication Separations 

PUO2 
Production 

MOX Fuel 
Fabrication 

Variance 
scaling factor 0.28870 1.0 0.75550 23.790 1.0620 6.9420 
Improvement 
scaling factor 0.10220 0.02950 0.039050 0.044660 1.0 0.1530 

 

Table 5.7. Input budgets and output costs to purchase and utilize measurement 
methods for Problem 1. 

Context 
Purchase 

Budget ($) 
Purchase 
Cost ($) 

Utilization 
Budget ($) 

Utilization 
Cost ($) 

Unlimited Budget ∞ 12037 ∞ 118 

Fixed Budget - Scaled 9316 9315 126 124 

Fixed Budget - Unscaled 9316 9274 126 126 
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methods utilized at the UO2 Conversion and Separations MBAs because they have two of the 

three highest scaled, estimated variance contributions, and similarly, the highest Type I error 

probabilities. These improvements reduce the scaled, estimated MUF variance by 13%.  

MIVM allocates the most resources to reduce the uncertainty bounds of the methods 

utilized at the UO2 Conversion MBA because they are very imprecise with high uncertainty 

bounds. Even though these methods are fairly expensive to improve, reducing their uncertainty 

bounds has the largest potential reduction to Type I error probabilities. Section 5.5 shows that the 

UO2 Conversion and Separations MBAs have two of the three highest Type I error probabilities 

for the optimal measurement system configuration obtained in Problem 1. These results indicate 

that it might be more beneficial to enhance imprecise, rather than the cheapest, measurement 

methods because they give the highest Type I error probabilities. 

5.4.3 Problem 3 NUMSO Results 

Table 5.10 shows which measurement methods to improve and how much to reduce their 

uncertainty bounds to reduce the scaled, estimated MUF variance by at least 25% in the most 

cost-effective manner. Using $90, MICM reduces the scaled, estimated MUF variance by just 

over 25%.  

Similar to Problem 2, MICM allocates a large amount of resources to reduce the 

uncertainty bounds of methods at the UO2 Conversion MBA. In addition, MICM allocates a 

Table 5.9. Optimal measurement method improvements for a fixed budget of $66. 

Key Measurement Point 
Measurement 

Method 
Improvement 
Amount (kg) 

Improvement 
Cost ($) 

Scaled Variance 
Reduction (kg2) 

UO2 Conversion Output T1D 0.80 24 0.57 
U)2 Conversion 

Inventory 
TIED 0.80 24 0.57 

Separations Waste STMS4 0.240 18 1.7 
Total 

 
1.80 66 2.9 
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large portion of resources at the Separations MBA, which has very imprecise methods (except 

for EES) and the third highest Type I error probability. However, these results also show that 

MICM improves methods at the Enrichment MBA, which has fairly precise, but cheap-to-

improve methods, indicating that it is also beneficial to reduce the uncertainty bounds of methods 

with a low improvement cost. 

5.5 SGA Results and Analysis 

This section illustrates the comparative analysis done in SGA to examine NUMSO’s 

results. For Problems 1-3, SGA models both the NUMSO solution, and a number of manually 

created, intuitive solutions to compare the Type I error probabilities for the two different solution 

methodologies. SGA’s ability to calculate Type I error probabilities for each MBA, or any 

combination of MBAs, makes it an ideal tool to verify the NUMSO results. 

5.5.1 Problem 1 SGA Results 

Table 5.11  shows the measurement devices used at each KMP within the scenario for the 

five possible configurations examined: the two manually calculated solutions, the NUMSO 

solution, and the physically best and worst possible solutions (both of which ignored the 

Table 5.10. Optimal measurement method improvements to reduce the scaled, estimated MUF 
variance by 25%. 

Key Measurement Point 
Measurement 

Method 
Improvement 
Amount (kg) 

Improvement 
Cost ($) 

Scaled Variance 
Reduction (kg2) 

Enrichment Input RSFF 0.6 6 0.6 
Enrichment Output RSFF 0.4 4 0.43 
Enrichment Waste RSFF 0.4 4 0.43 

UO2 Conversion Output T1D 0.4 12 0.31 
UO2 Conversion 

Inventory 
TIED 0.2 6 0.16 

Separations Input EES 0.08 6 0.27 
Separations Output DeIG8 0.04 10 0.38 
Separations Waste CTMS4 0.32 24 2 

Separations Inventory A9I 0.12 18 0.81 
Total 

 
3 90 5.4 
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budgetary restraints).  Table 5.11 shows that the configurations from the manual average start 

and manual cheap start configurations (Section 5.3.2) and NUMSO solution are very different, 

which implies that the optimal configuration based on the scaled, estimated MUF variance is not 

intuitive. Only 25% of the key measurement points contain the same measurement method for all 

three analyses.  

Table 5.12 shows the Type I error probabilities that result from the configurations 

produced using the most (best possible) and least (worst possible) precise measurement methods, 

each manual configuration, and the NUMSO solution. For some of the individual MBAs, the 

SGA analyses yield lower Type I error probabilities than the NUMSO measurement system 

Table 5.11. Measurement system configurations obtained from two SGA analyses and 
NUMSO.  Shaded rows denote key measurement points at which the same method is utilized. 

Material Key Measurement Point 
Manual 

Average Start  
Manual 

Cheap Start  
NUMSO 
Solution 

Best 
Possible 

Worst 
Possible 

Uranium 

Enrichment Input CED CED RSFF RPD TFID 
Enrichment Output RSFF RPD RSFF RPD TFID 
Enrichment Waste TIFD CED RSFF RPD TFID 

Enrichment Inventory RDD2 RDD2 RSL RSL TIED 
UO2 Conversion Input RSFF CED TIFD RPD TFID 

UO2 Conversion Output T1D T1D T1D D5 T1D 
UO2 Conversion 

Inventory 
RDD2 RDD2 TIED RSL TIED 

UOX Fuel Fabrication 
Input 

T1D D5 T1D D5 T1D 

UOX Fuel Fabrication 
Output 

CTMS1 CTMS1 CTMS1 CTMS5 CTMS1 

UOX Fuel Fabrication 
Inventory 

RDD1 RDD1 RDD1 RSB RDD1 

Plutonium 

Separations Input FWS A8I EES EES FWS 
Separations Output D3IG8 TIID D3IG8 D3IG8 TIID 
Separations Waste ST ST CTMS4 ST CTMS4 

Separations Inventory A9I RT5 A9I A9I RT5 
PuO2 Production Input D3IG8 TIID D3IG8 D3IG8 TIID 

PuO2 Production Output A8 D3IE7 D3IE7 D3IE7 A8 
PuO2 Production 

Inventory 
AI92 AI92 AI92 RSI AI92 

MOX Fuel Fabrication 
Input 

A8 A8I D3IE7 D3IE7 A8 

MOX Fuel Fabrication 
Output 

AC21 AC21 FWS EES FWS 

MOX Fuel Fabrication 
Inventory 

D6 D6 D6 A1I D6 
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configuration, such as for the UO2 Conversion and MOX Fuel Fabrication MBAs. However, this 

comes at the cost of having higher Type I error probabilities for nearly every other MBA. The 

manual analyses do not provide an intuitive solution that is objectively better than the solution 

produced by NUMSO, however the sum total of the Type I error rate for the Manual Cheap Start 

configuration is statistically identical to the NUMSO solution.  This indicates that the NUMSO 

methodology does not guarantee the best solution from the standpoint of Type I errors, but it 

does at least indicate that there is no easy-to-calculate solution that can beat the NUMSO 

algorithm.  This result reinforces that for a simplified example, NUMSO is able to generate a 

comparable solution far faster than intuitive analyses. 

5.5.2 Problem 2 SGA Results 

For Problem 2, SGA compares the Type I error probabilities that result from the most 

sensitive and cheapest algorithms to those from NUMSO.  Table 5.13 shows the sensitivity of 

Type 1 error probabilities for each MBA to each key measurement point; the sensitivities are 

calculated by improving the random uncertainty bounds of each method by ±0.05 kg and 

determining the resulting improvement in the MBA’s Type I error probability.  Because of the 

inherently small difference between the original and improved Type 1 error probabilities, the 

sensitivity analysis uses a Monte Carlo method with 200 batches of 4000 SGA realizations.  

Even with this increase in the number of realizations, there are only four key measurement 

points, highlighted in Table 5.13, at which the difference in Type I error probabilities in the 

Table 5.12. Problem 1 Type I error probabilities at each MBA for NUMSO and the manual 
algorithms. 

Analysis 
Enrichment 

(%) 

UO2 
Conversion 

(%) 

UOX Fuel 
Fabrication 

(%) 
Separations 

(%) 

PuO2 
Production 

(%) 

MOX Fuel 
Fabrication 

(%) Total 
Worst Possible 18.25±1.13 9.5±0.99 7.00±0.77 21.86±1.29 4.55±0.64 7.72 0.92 68.88±2.4 

Best Possible 0.46±0.19 1.89±0.42 4.28±0.64 0.96±0.34 0.00±0.02 0.00 0.00 7.59±0.86 
Manual Average Start 10.4±0.95 3.75±0.56 7.00±0.77 10.3±0.92 2.73±0.48 1.03 0.35 35.21±1.7 

Manual Cheap Start 6.01±0.72 6.19±0.85 6.20±0.77 8.36±0.96 0.69±0.26 0.02 0.04 27.47±1.7 
NUMSO Solution 2.74±0.58 9.49±0.92 6.20±0.88 6.27±0.37 0.28±0.18 1.83 0.40 27.78±1.5 
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sensitivity analysis exceeds a 99% confidence interval. The sensitivities of these key 

measurement points (Separations Output, Seperations Waste, PuO2 Production Input, and MOX 

Fuel Fabrication Output) are statistically highly likely to be real differences, and not a result of 

statistical noise. 

Based on these values, the “most sensitive” algorithm focuses on improving the 

uncertainty bounds of methods at these four key measurement points.  The “cheapest” algorithm 

increases each of the lowest improvement cost methods with the process described in Section 

5.3.2.  Table 5.14 shows the cost expenditures and uncertainty bound improvement amounts 

calculated by NUMSO and the two manual algorithms. 

Table 5.15 shows the Type I error probabilities for each SGA analysis and NUMSO at 

each MBA. The base analysis represents the original configuration without improvements. This 

table shows that for a budget of $66, NUMSO provides the best improvement, although it is only 

Table 5.13. SGA sensitivity analysis on the Type I error probabilities at each key measurement 
point.   

Key Measurement Point 

Base Type I 
Error Probability 

(%) 

New 
Probability 

(%) 
Standard 
Deviation 

Type I Error 
Probability 
Sensitivity 

(%/kg) 

Change 
Greater than 
3 Standard 
Deviations? 

Enrichment Input 2.74 2.56 0.26 3.6 No 
Enrichment Output 2.74 2.54 0.25 4 No 
Enrichment Waste 2.74 2.57 0.26 3.4 No 

Enrichment Inventory 2.74 2.68 0.26 1.2 No 
UO2 Conversion Input 9.49 9.09 0.47 8 No 

UO2 Conversion Output 9.49 9.16 0.47 6.6 No 
UO2 Conversion Inventory 9.49 9.41 0.44 1.6 No 

UOX Fuel Fabrication Input 7.17 6.85 0.42 6.4 No 
UOX Fuel Fabrication Output 7.17 6.89 0.41 5.6 No 

UOX Fuel Fabrication Inventory 7.17 7.14 0.4 0.6 No 
Separations Input 6.27 5.48 0.33 15.8 No 

Separations Output 6.27 4.37 0.35 38 Yes 
Separations Waste 6.27 4.39 0.32 37.6 Yes 

Separations Inventory 6.27 6.11 0.39 3.2 No 
PuO2 Production Input 0.28 0.1 0.05 3.6 Yes 

PuO2 Production Output 0.28 0.14 0.06 2.8 No 
PuO2 Production Inventory 0.28 0.22 0.08 1.2 No 

MOX Fuel Fabrication Input 1.83 1.32 0.17 10.2 No 
MOX Fuel Fabrication Output 1.83 0.94 0.15 17.8 Yes 

MOX Fuel Fabrication Inventory 1.83 1.69 0.2 2.8 No 
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slightly better than the solution from the cheapest analysis, and the two are statistically similar 

enough that any difference may be due to the simulation noise.  This result occurs because 

NUMSO focuses on improving UO2 Conversion, which has the highest Type I error probability. 

The limitation of the most sensitive analysis is that the most sensitive key measurement points in 

this configuration have relatively low Type I error probabilities. Hence, while these 

improvements have a large relative impact on Type I error probabilities, this analysis uses much 

Table 5.14. Measurement method uncertainty bound improvement amounts and cost 
expenditures at key measurement points for a fixed budget of $66 using NUMSO and two 
manual algorithms. 

  
NUMSO 
Solution 

Most Sensitive 
Solution 

Cheapest 
Solution 

Key Measurement Point 
Cost 
($) 

Amount 
(kg) 

Cost 
($) 

Amount 
(kg) 

Cost 
($) 

Amount 
(kg) 

Enrichment Input 0 0 0 0 8 0.8 
Enrichment Output 0 0 0 0 8 0.8 
Enrichment Waste 0 0 0 0 8 0.8 

Enrichment Inventory 0 0 0 0 9 0.6 
UO2 Conversion Output 24 0.8 0 0 0 0 

UO2 Conversion Inventory 24 0.8 0 0 0 0 
UOX Fuel Fabrication Inventory 0 0 0 0 15 0.6 

Separations Input 0 0 0 0 6 0.13 
Separations Output 0 0 20 0.08 0 0 
Separations Waste 18 0.24 6 0.08 12 0.16 

PuO2 Production Input 0 0 20 0.13 0 0 
MOX Fuel Fabrication Output 0 0 20 0.13 0 0 

 

Table 5.15. Problem 2 Type I error probabilities at each MBA for NUMSO and manual 
algorithms. 

  
Enrichment 

(%) 

UO2 
Conversion 

(%) 

UOX Fuel 
Fabrication 

(%) 
Separations 

(%) 

PuO2 
Production 

(%) 

MOX Fuel 
Fabrication 

(%) Total 
Base 

Configuration 
2.74±0.85 9.49±0.92 7.17±0.88 6.27±0.37 0.28±0.18 1.83±0.40 27.78±1.5 

NUMSO 
Configuration 

2.69±0.55 5.60±0.64 7.23±0.80 0.97±0.29 0.23±0.16 1.90±0.43 18.62±1.3 

Most Sensitive 
Configuration 

2.65±0.56 9.32±0.85 7.07±0.70 1.51±0.38 0.01±0.04 0.28±0.16 20.84±1.3 

Cheapest 
Configuration 

0.01±0.02 9.61±0.91 6.90±0.76 1.09±0.30 0.28±0.18 1.84±0.43 19.73±1.3 
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of the budget at key measurement points that have a comparatively low total Type I error 

probability in the system, which limits their effectiveness. 

5.5.3 Problem 3 SGA Results 

For Problem 3, SGA uses the most sensitive and cheapest algorithms to compare the 

Type I error probabilities against those that result from NUMSO’s measurement system 

configuration. For each analysis, the improvement is bounded by the $90 cost incurred by 

NUMSO. Table 5.16 

shows the cost expenditures and uncertainty bound improvement amounts for NUMSO and the 

two SGA analyses. 

Table 5.17 shows the Type 1 error probabilities calculated for each NUMSO and manual 

algorithm at each MBA. The base analysis represents the original configuration without 

Table 5.16. Measurement method uncertainty bound improvement amounts and cost 
expenditures at key measurement points for a fixed budget of $90 using NUMSO and two 
manual algorithms. 

  
NUMSO 
Solution 

Most Sensitive 
Solution 

Cheapest 
Solution 

  
Cost 
($) 

Amount 
(±kg) 

Cost 
($) 

Amount 
(±kg) 

Cost 
($) 

Amount 
(±kg) 

Enrichment Input 6 0.6 0 0 10 1 
Enrichment Output 4 0.4 0 0 10 1 
Enrichment Waste 4 0.4 0 0 10 1 

Enrichment Inventory 0 0 0 0 12 0.8 
UO2 Conversion Output 12 0.4 0 0 6 0.2 

UO2 Conversion Inventory 6 0.2 0 0 6 0.2 
UOX Fuel Fabrication Inventory 0 0 0 0 15 0.6 

Separations Input 6 0.08 0 0 6 0.13 
Separations Output 10 0.04 30 0.12 0 0 
Separations Waste 24 0.32 9 0.12 15 0.2 

Separations Inventory 18 0.12 0 0 0 0 
PuO2 Production Input 0 0 20 0.13 0 0 

MOX Fuel Fabrication Output 0 0 30 0.195 0 0 
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improvements. NUMSO obtains the best total Type I error probability in the system. Similar to 

the results in Problem 2, the configuration from the most sensitive analysis does not provide the 

greatest improvement. These results indicate that the NUMSO configuration is able to provide a 

noticeable decrease in the Type I error rate at a level superior to . Improving MC&A methods 

gives a more accurate estimate of material quantities and MUF in the system. better total Type I 

error probability than the two intuitive algorithms, although there is no guarantee that it is the 

optimal configuration.  

5.6 Summary and Conclusions 

The ability to make nuclear weapons from uranium-235 and plutonium-239 makes it 

imperative to closely account for these materials as they progress through a nuclear fuel cycle. 

Many instances of theft or loss of nuclear and other radioactive material have occurred in the last  

The NUMSO and SGA toolboxes provide safeguards engineers different tools to assist 

with developing and improving safeguards materials control and accountability (MC&A) 

systems.  NUMSO allows for the quick determination of near optimal solutions for placement or 

improvement scenarios, while SGA allows for a detailed analysis of a given configuration.  

Researchers can use both toolboxes’ abilities to optimize a given scenario based on the 

researcher’s priorities (NUMSO), and then fully examine the resulting solution to determine how 

Table 5.17. Problem 3 Type I error probabilities at each MBA for NUMSO and manual 
algorithms. 

  
Enrichment 

(%) 

UO2 
Conversion 

(%) 

UOX Fuel 
Fabrication 

(%) 
Separations 

(%) 

PuO2 
Production 

(%) 

MOX Fuel 
Fabrication 

(%) Total 
Base 

Configuration 
2.74±0.85 9.49±0.92 7.17±0.88 6.27±0.37 0.28±0.18 1.83±0.40 27.78±1.5 

NUMSO 
Configuration 

0.30±0.18 7.28±0.81 7.19±0.90 0.11±0.10 0.23±0.15 1.87±0.46 16.98±1.3 

Most Sensitive 
Configuration 

2.76±0.54 9.50±0.99 7.00±0.77 0.50±0.23 0.01±0.03 0.09±0.09 19.86±1.4 

Cheapest 
Configuration 

0.00±0.00 8.35±0.96 7.16 ±0.79 4.11±0.64 0.24±0.14 1.79±0.43 21.65±1.5 
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well the optimized solution performs. 

To illustrate this ability, a hypothetical scenario including multiple material types across 

a number of facilities was examined to determine the best measurement configuration from a 

stable of arbitrarily defined measurement techniques (Problem 1).  After determining and 

analyzing this optimal configuration, two different improvement algorithms were applied to 

determine how best to upgrade the existing measurements.  One used a fixed budget (Problem 2), 

and another sought a fixed improvement at the lowest cost (Problem 3). 

For each problem, NUMSO was able to compute a unique, non-trivial configuration 

within the constraints of the system, that represented a near minimum of the scaled, estimated 

MUF variance for the system.  Results from the SGA analyses show that NUMSO provides a 

measurement system configuration in Problem 1 and improvements in Problems 2-3 that not only 

minimize the scaled, estimated MUF variance, but also yield similar or better total Type I error 

probabilities compared to intuitive analyses. For every problem, NUMSO has a much smaller 

solution time than SGA. The quick solution times also indicate that much larger, more 

complicated fuel cycle scenarios can be examined using NUMSO.  

This paper did not examine the ability of the developed configurations to detect material 

losses from scenarios with actual material loss.  As the values for the measurements, to provide a 

wide range of Type I error probabilities and were not representative of actual measurement 

devices, a Type II error analysis would be largely outside the scope of this paper.  SGA is 

capable of performing a Type II error analysis with minimal changes to the constructed models. 

Used in combination, NUMSO and SGA are able to determine and analyze near optimal 

configurations for a number of safeguards measurement problems.  This paper shows that for a 

particular hyphothetical fuel cycle scenario, NUMSO yields similar or better solutions that 
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minimize of Type I error probabilities much faster than several intuitive algorithms. 
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5.8 Appendix 

This section contains a detailed description of the three mathematical models used by the 

operations researchers in this paper.  This includes the mathematical representations of each 

model’s objective function, constraints, and the necessary nomenclature to understand each 

model. Figure 5.6 shows the notation for the three models.  Note that not all of this notation is 

included in each model. 

Figure 5.7 shows the objective function, and constraint formulation for the MVCM.  Objective 

(1) minimizes the scaled, estimated MUF variance of a measurement system, which is a 

combination of the assumed, true material quantity and the variance associated with the method 

used to obtain its estimate. MVCM scales the estimated MUF variance to place equal weighting 

on key measurement points that have lower variance contributions because of the required 

precision of the methods utilized there. If there is no scaling, MVCM places more importance on 

key measurement points that have higher variance contributions, but might not have higher Type 

I error probabilities because of deferent significant quantity and timeliness detection goal limits. 

Constraints (2) ensure that there is exactly one method used at each key measurement point. 
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MVCM allows measurement methods to be utilized at multiple key measurement points that 

consider the same material form �. Constraints (3) and (4) ensure that the purchase and 

utilization costs of measurements do not exceed their respective budgets. 

 
Figure 5.6. Notation for the appendix. 
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Figure 5.8 displays the objective function and constraints for MIVM.  Objective (1) 

minimizes the scaled, estimated MUF variance in a measurement system by reducing the 

uncertainty bounds on one or more methods. Constraints (2) ensure that the cost to improve the 

methods does not exceed the budget. The expression �  converts the unitless uncertainty 

bound improvement to kilograms, which is necessary to correspond to the improvement cost. 

 

 
Figure 5.7. The MVCM model. 

 

 
Figure 5.8. The MIVM model. 

 

 



163 
 

Constraints (3) ensure that the uncertainty bound reduction is on an integer scale.  

Figure 5.9 displays the objective function and constraints for MICM.  Objective (1) 

minimizes the cost to decrease measurement method uncertainty bounds. MICM scales the 

improvement cost to place more importance on key measurement points that SGA determines 

have higher Type I error probabilities. Constraints (2) ensure that the scaled, estimated MUF 

variance in a system improves by a pre-specied fraction . Constraints (3) ensure that the 

uncertainty bound reduction is on an integer scale.  
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CHAPTER 6 

SUMMARY AND CONCLUSIONS 

 
SafeGuards Analysis (SGA) is a computational toolbox able to simulate different 

safeguards scenarios across a number of different fuel cycles and at many different scales within 

the Matlab Simulink framework.  SGA functions by simulating Material Balance Areas (MBAs) 

under safeguards materials control and accountability and allowing the user to define the 

measurement parameters for each inlet and outlet flow, as well as an inventory measurement.  

The simulated safeguard system uses the uncertain measurement data to calculate a mass-balance 

across the MBA, and uses this to calculate a Material Unaccounted For (MUF) value for that 

MBA.  SGA then feeds this MUF value into one of several available statistical tests that 

determine whether the MUF value represents an actual loss of material, or if it is simply the 

result of measurement uncertainty.   Validation tests on the individual code “blocks,” plus three 

example analyses, show that SGA is working properly and how it may be used to study systems 

of safeguards. 

The three forms of uncertainty simulated in SGA each performed as designed, with 

random uncertainty, systematic uncertainty, and linear drift producing the anticipated uncertainty 

trends.  The available statistical tests included in SGA provide the expected results.  The basic 

control chart test provides a simple option to track MUF with a basic control level.  For a more 

accurate control method, the two included trend tests: the cumulative sum (CUSUM) test and 

exponential weighted moving average (EWMA) test, allow for systems to better handle random 

uncertainty at the cost of being more sensitive to systematic uncertainty. 

Three example analyses demonstrate SGA’s potential capabilities.  The first example 

analysis demonstrates that SGA can provide guidance on where to most effectively improve a 
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single measurement in a simulated MBA.  While SGA is capable of directly computing the 

solutions for a small case, allowing the best solution to be found, this method will likely not be 

efficient for larger, realistic systems.  The second example examines how measurement 

frequency effects random uncertainty.  This example determines the measurement frequency at 

which random uncertainty begins to act like systematic uncertainty.  The final example uses 

SGA to determine the optimal placement of three different measurements in an MBA.  As in the 

first example, for a limited number of cases, SGA can be used to directly compute the best 

answer; but, without an integrated optimization routine, SGA is computationally expensive for 

these types of problems.  SGA provides safeguards engineers the capability to accurately model 

existing and proposed safeguards monitoring schemes to identify potential weaknesses and to 

guide future improvements. 

Moving to larger, more complicated models required several improvements to SGA.  The 

first improvement enhanced the ability of the various statistical tests within SGA to track data for 

longer than a single IAEA timeliness goal.  This modification was implemented in two ways.  

The first implementation represents a hard reset that can be applied to the material unaccounted 

for (MUF) calculation at an interval of the user’s choice.  The second modification, which is 

more suitable for SGA’s more advanced statistical tests, allows the test to have a rolling time 

window where the test discards contributions from before a user-specified time window.  This 

feature can also be combined with the MUF reset feature to prevent the occurrence of large-time 

step random walks.   

Two new scenarios tested the enhanced capabilities of SGA.  The first scenario examined 

an enrichment facility consisting of two material balance areas (MBAs) producing low-enriched 

uranium for use in both power (4.5 wt% uranium-235) and research reactors (19.75 wt% 
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uranium-235).  This scenario calibrated CUSUM tests for use with the new system.  The scenario 

then applied the CUSUM tests along with a basic control chart tests to a case involving a loss of 

material from both MBAs simultaneously.  The scenario also applied both statistical tests to a 

case where material was removed from the facility over a timescale of double the one that the 

tests were calibrated to detect.  In both cases, the CUSUM test was able to detect the material 

loss with more sensitivity than the basic control chart test in all instances. 

A scenario developed to represent an entire fuel-cycle consisting of four MBAs and two 

materials of interest (low-enriched uranium and plutonium) provided a final test of SGA.  The 

system was calibrated for both the basic control chart and CUSUM tests.  The scenario then 

tested the calibrated safeguards system with three blind unidentified stream cases, with the goal 

of determining the calibrated system’s ability to detect where the material loss was occurring in 

each case.  The calibrated basic control chart and CUSUM tests were able to successfully 

identify a material loss in each case; however, in one case, the control chart tests for the 

enrichment facility were fooled by adding in an abundance of new material to the enrichment 

facility, hiding the loss in that MBA.  The model still detected the downstream loss of material, 

indicating that the material loss would still have been investigated.  This scenario displayed 

SGA’s ability to simulate complicated safeguards material control and accountability systems, 

and to generate reasonable results for these systems under less structured conditions than in 

previous test scenarios. 

SGA has shown that, with proper calibration, the toolbox is capable of simulating a 

number of complicated safeguards material control and accountability scenarios.  As the 

complexity of the scenario increases, so too does the necessity of properly aligning the control 

variables for each of SGA’s statistical tests to properly take account of every aspect of the 
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safeguards simulation, including measurement error, material being tracked, and length of 

simulation.  Even under these conditions, SGA remains a useful tool for determining the 

behavior of safeguard material control and accountability systems at the measurement level.  

SGA models are able to resolve the particular strength and weaknesses of a number of different 

safeguards material control and accountability scenarios. 

Chapter 5 provides solutions to three potential problems in MC&A measurement 

systems: how to best locate measurement methods in a nuclear fuel cycle given fixed purchase 

and utilization budgets, increase the precision of existing methods given a fixed improvement 

budget, and reduce measurement uncertainty in the system while limiting improvement costs. 

NUMSO uses operations research techniques, specifically, integer programming, to find optimal 

solutions to these problems based on minimizing the scaled, estimated MUF variance in a 

measurement system. SGA employs a Monte Carlo simulation to analyze if NUMSO provides 

good solutions in terms of the Type I error probabilities in the system. 

The comparison by SGA shows that NUMSO provides a measurement system 

configuration in Problem 1 and improvements in Problems 2-3 that not only minimize the scaled, 

estimated MUF variance, but also yield similar or better total Type I error probabilities compared 

to intuitive analyses. For every problem, NUMSO has a much smaller solution time than SGA. 

These results highlight the benefit of using operations research techniques to solve complex 

nuclear safeguards problems. The quick solution times also indicate that much larger, more 

complicated fuel cycle scenarios can be examined using NUMSO.  

SGA provides accurate Type I error probabilities for each MBA in the fuel cycle, which 

is a more meaningful metric to safeguards engineers than estimated MUF variance. This thesis 

does not provide a mathematical proof showing that in every case the solution from minimizing 
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the scaled, estimated MUF variance yields the same solution as minimizing Type I error 

probabilities. This paper shows that for this fuel cycle scenario, NUMSO yields good solutions in 

terms of Type I error probabilities much faster than several intuitive analyses.  

This thesis documents the development and testing of the SGA toolkit, a new and unique 

expansion to the Matlab Simulink code focused on modeling safeguards logic and systems.  SGA 

allows a user to define an arbitrary system of safeguards measurements without needing to be 

tied into an existing nuclear fuel cycle model.  This thesis described SGA’s multiple 

development steps, including the different scenarios used to test and example SGA during each 

phase of development, cumulating in combining the SGA toolkit with the NUMSO toolkit to 

allow for a complete optimization and characterization of a hypothetical safeguards system for 

an entire closed fuel cycle. 
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CHAPTER 7 

FUTURE WORK 

 
The work described in Chapters 3,4 and 5 describes how SGA was developed, and the 

testing done to show SGA’s capabilities.  That said, many of these analyses opened up new 

questions and possible avenues of research that could not be completed in this thesis.  This 

chapter describes some possibilities for future research. 

The most obvious future project would be applying SGA to a better flow-model to allow 

for a more interesting scenarios, either of a single facility, or of different fuel cycles.  VISION 

was chosen when the project was partnered with the Idaho National Laboratory, as they were 

developing the fuel cycle code.  At the time, the project team at CSM did not fully understand 

the differences in priority between fuel cycle and safeguards research.  This led to VISION being 

ill-suited to provide the short timeframe data most desirable for SGA.  VISION’s fuel cycle 

models are also limiting because VISION’s focus is not on material tracking, but rather on long-

term predictions.  Hence VISION does not provide all the data that would be desirable for an 

SGA model.  Replacing VISION with a different fuel cycle code would potentially solve these 

problems, and would be relatively easy to do as SGA was designed to be flow-model 

independent. 

Another avenue of research made possible by SGA would be to look at how adding in 

multiple or redundant measurements effects the safeguards logic of a given materials control and 

accountability (MC&A) system.  Up until this point, a single measurement block has been used 

for each flow, and evaluated into a single statistical test.  By using multiples of both, and either 

averaging or requiring multiple positives for a given MBA, it may be possible to reach far high 

accuracy than in the simple examinations given in this thesis.  Developing these scenarios could 



173 
 

be done with the currently developed SGA toolkit in combination with basic Simulink blocks, 

making it a natural expansion of the previous work done by SGA. 

One additional natural expansion would be to apply SGA to a current or historic 

safeguards system, and analyze SGA in comparison to this system.  Early in this project, the 

intention was to work with safeguards experts at Idaho National Laboratory who would provide 

their experience with safeguards systems to assist in the development of the different testing 

scenarios.  This relationship ended before SGA was complete; and, this expertise was not 

available as SGA was tested.  Hence, while SGA was tested against scenarios intentionally 

developed to exemplify each of SGA’s features, none of these tests were developed to be 

necessarily realistic from the standpoint of safeguards engineering.  Being able to show SGA’s 

usefulness against of scenarios involving realistic flows, MBA configurations, and uncertainty 

bounds would be another natural next step for SGA, and would likely involve elements of the 

previous two suggestions. 

A final avenue of future research would be to apply game-theory decision making logic 

to the current SGA and NUMSO toolboxes to allow for a more heuristic model.  The idea is to 

link in both toolboxes in a model that uses game-theory to allow for a form of attacker-defender 

scenario where the weaknesses in the system are exploited in an attempt to steal material, while 

also allowing the safeguards engineers to attempt to remove as many weaknesses as possible.  

Unlike the other avenues of future work, this one would require a significant amount of new 

coding and additions to SGA.  That makes this the most suitable path forward for a future 

graduate student wishing to pursue a doctorate 
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APPENDIX A 

AVALIABLE FUEL CYCLE CODES 
 

CAFCA, the Code for Advanced Fuel Cycle Assessment, was developed by the 

Massachusetts Institute of Technology (MIT), beginning in the early 2000s (Passerini and 

Kazimi 2012). CAFCA primarily focused on mass balance within a nuclear system, coupled was 

an economic analysis of operations (Aquien 2006; Passerini and Kazimi 2012). CAFCA appears 

to be primarily aimed at planning within the nuclear fuel cycle, e.g. a timeline to build 

reprocessing plants to accommodate waste production (Passerini and Kazimi, 2012; Aquien, 

2006). Due to its long working history, CAFCA has been used as a benchmark against many 

other codes, including COSI, DANESS, and VISION (Aquien 2006; Dixon 2011; Passerini and 

Kazimi 2012). 

COSI, COmelini-SIccard, was developed by the Commissariat à l‘Energie Atomique et 

aux Energies Alternatives (CEA) beginning in 1985 to simulate a range of NFC facilities 

(Boucher and Grouiller 2006; Karlsruhe Institute of Technology – Institute for Nuclear and 

Energy Technologies 2010). The code analyzes the economic cost associated with the NFC, 

specifically focusing on French utilization (Boucher and Grouiller, 2006). COSI is being 

expanded to simulate more general nuclear fuel cycles outside of the specific needs of France, 

through a modular design that would allow analysis at a regional level, e.g. the European Union 

NFC supply and demand (Boucher and Grouiller, 2006). One goal of the code development was 

to include modeling of proliferation-relevant areas (Boucher and Grouiller, 2006). This success 

of this development goal is unverified at this time. 

CYCLUS is one of the newest codes under review for this research, and is currently 

under development at the University of Wisconsin (CYCLUS 2012). CYCLUS is an ambitious 
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project, which attempts to combine the most desirable features of several codes (DYMOND, 

DANESS, VISION, CAFCA, GENIUS, and COSI) into one overarching nuclear fuel cycle 

modeling code (CYCLUS, 2012). CYCLUS is being designed to discretely track material 

balance, accommodate changing fuel cycle configurations, and incorporate varying levels of 

input and output data based on user requirements (CYCLUS, 2012; Huff, Wilson, and Gidden, 

2011). One unique point of CYCLUS is that the code’s development is almost entirely open-

source, which provides the opportunity for considerable collaboration (CYCLUS 2012; Huff, 

Wilson, and Gidden 2011). This, combined with the relative newness of the code, provides 

difficulty in validation (CYCLUS 2012; Huff, Wilson, and Gidden 2011).. 

DANESS, or Dynamic Analysis of Nuclear Energy System Strategies, was developed by 

Argonne National Laboratory (ANL) in support of the Advanced Fuel Cycle Initiative (AFCI) 

and Generation-IV Roadmap Fuel Cycle Crosscut Group (Van Den Durpel, Yacout, and Wade 

2005). DANESS was designed for use in broader fuel cycle modeling, as opposed to DYMOND 

(below), which focuses on the US nuclear field (Van Den Durpel, Yacout, and Wade 2005). 

DANESS has two key strategic areas of focus, both material accountancy and economic analysis. 

DANESS was not specifically focused on proliferation concerns, but flexibility was included by 

the designers to account for these modeling efforts later as appropriate (Van Den Durpel, Wade, 

and Yacout 2006). 

DESAE, Dynamic Energy System – Atomic Energy, was developed by the Kurchatov 

Institute in Russia to analyze the requirements of nuclear reactors for predicting future fuel needs 

and cost of reactors (Tsibulskiy et al. 2006). The code uses user-defined databases for fuel 

depletion in reactors, and tracks blankets in fast reactors separately (Tsibulskiy et al., 2006). 

DESAE can model up to seven reactor types and also tracks non-fissionable materials used in the 
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nuclear fuel cycle (such as zirconium), that are consumed during construction and included in the 

code’s economic model (Tsibulskiy et al., 2006). 

DYMOND, or the DYnamic MOdel of Nuclear Development, was also developed by 

Argonne National Laboratory (ANL) beginning in 2000 in support of the Advanced Fuel Cycle 

Initiative (AFCI) and Generation-IV Roadmap Fuel Cycle Crosscut Group (Van Den Durpel, 

Yacout, and Wade 2005) The modeling structure of DYMOND was primarily focused on the US 

nuclear field, and not intended for application to other nation’s fuel cycle (Van Den Durpel, 

Yacout, and Wade 2005). DYMOND was designed to only consider the mass flow analysis, and 

excluded the analysis of economic, social, political, or environmental concerns (Van Den Durpel, 

Yacout, and Wade 2005). DYMOND was not considered in the final evaluation as a unique 

modeling code for this research effort, because it has now been succeeded by VISION (Juchau, 

Dunzik-Gougar, and Jacobson 2010). 

ENVI was developed by the Korea Atomic Energy Research Institute (KAERI) primarily 

to analyze the growth of spent nuclear fuel in the Korean Peninsula (Hwang and Miller 2009). 

Unlike other codes examined, ENVI does not examine the entire fuel cycle, but focuses on spent 

nuclear fuel management, costs, and risks (Hwang and Miller, 2009). This includes an 

examination of reprocessing as an alternative to storage, but the code does not examine the front 

end of the fuel cycle (Finch, Hwang, and Deland 2010; Hwang and Miller 2009). 

EVOLCODE is a coupled transport-depletion code developed in 1999 by the Centro de 

Investigaciones Energéticas Medioambientales y Tecnológicas (CIEMAT). EVOLCODE uses 

MCNPX to simulate neutron transport, and ORIGEN for isotope transmutation. EVOLCODE 

has been expanded to include fuel cycle analysis, to represent the movement of materials 

throughout a fuel cycle (Alvarez-Velarde and Gonzalez-Romero 2012; Nuclear Energy Agency 
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2012). This functions through a series of simple transfer functions outside of the reactor 

(Álvarez-Velarde and González-Romero, 2012). EVOLCODE is capable of tracking discrete 

quantities of fuel across discrete facilities, while also tracking over 3000 isotopes (Nuclear 

Energy Agency, 2012). Due to its robust history, EVOLCODE has undergone extensive 

improvements and modifications, while also undergoing considerable validation (Nuclear Energy 

Agency, 2012). EVOLCODE does not track the economic impacts of the NFC or proliferation 

concerns (Nuclear Energy Agency, 2012). 

FAMILY was developed by the Japan Atomic Energy Agency to perform long-term 

planning support to the expansion of nuclear capabilities in Japan. The code examines the fuel 

cycle, including the use of coolant in reactors to provide an economic analysis on the costs of 

maintaining the fuel cycle, including reprocessing, and both light and heavy water reactors 

(Nuclear Energy Agency, 2012). 

FCSNE, or Fuel Cycle Services Needs Estimator, was developed by Sandia National 

Laboratory (SNL) (Finch, Hwang, and Deland 2010; Saltiel, Drennen, and Kamery 2008). 

FCSNE focused almost exclusively on supply and demand issues, and excludes more complex 

concerns such as economic trends to make running the code as user friendly as possible (Saltiel, 

Drennen, and Kamery 2008). FCSNE does not include reprocessing facilities in its simulations, 

and does not include certain reactor types, such as CANDUs or potential advanced reactor 

designs (Saltiel, Drennen, and Kamery 2008). FCSNE is capable of summarizing the nuclear 

capacity, future enrichment demands and waste projections, both by country and by region. 

(Finch, Hwang, and Deland 2010; Saltiel, Drennen, and Kamery 2008). 

GENIUS, the Global Evaluation of Nuclear Infrastructure Utilization Scenarios, was 

developed by the Idaho National Laboratory (INL), the University of Wisconsin, and North 
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Carolina State University (Dunzik-Gougar et al. 2007; Juchau, Dunzik-Gougar, and Jacobson 

2010). GENIUS was the cumulative result of several other fuel cycle code development efforts, 

and aimed to model the interactions between nuclear fuel cycle facilities, as an “umbrella” 

simulation package (Elmore et al., 2009). GENIUS uses a block-modeling style, which converts 

discrete batches of original materials into new materials with the appropriate isotopic 

composition (Dunzik-Gougar et al., 2007). GENIUS was not considered in the final evaluation as 

a unique modeling code for this research effort, because it has now been succeeded by CYCLUS 

(Huff, Wilson, and Gidden 2011). 

MARKAL is a general purpose energy system code designed to track the materials used 

in the energy generation process from all sources, including nuclear. The code has been used in 

both the United States and United Kingdom to run future predictions on carbon release, but 

includes nuclear generation, focusing on fuel production (Greening 2005). 

NFCSim, or the Nuclear Fuel Cycle Simulation, was developed by Los Alamos National 

Laboratory (LANL) in the early-to-mid 2000s (Schneider, Bathke, and James 2005). NFCSim 

uses Powersim to run simulations of discrete material balance, which can be used for life cycle 

material balance (Schneider, Bathke, and James, 2005). NFCSim couples with LACE (Los 

Alamos Criticality Engine) and ORIGEN for burnup and criticality calculations (Schneider, 

Bathke, and James 2005). One area of the code development mentioned was the applicability of 

modeling of proliferation-relevant areas (Schneider, Bathke, and James 2005). This success of 

this development goal has been unverifiable at this time. 

NFCSS, the Nuclear Fuel Cycle Simulation System, formerly known as VISTA, is the 

NFC simulation code used by the International Atomic Energy Agency (IAEA) (International 

Atomic Energy Agency 2012). The code was designed to predict the requirements for all of the 
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currently operating, and potentially planned, reactor types to provide ideas on the amount of fuel 

materials needed for different fuel cycles (International Atomic Energy Agency 2012; 

International Atomic Energy Agency 2007). The model is capable of including different 

recycling scenarios within the fuel cycle (International Atomic Energy Agency 2007). 

NUWASTE, the Nuclear Waste Assessment System for Technical Evaluation, was 

created by the US Nuclear Waste Technical Review Board (Huff, Wilson, and Gidden 2011). 

NUWASTE uses Microsoft Access to carry out simulations, including modeling discrete 

amounts of nuclear material (Wilson, 2011; Huff, 2011). NUWASTE primarily focuses on 

management of existing NFC concerns (U.S. Nuclear Waste Technical Review Board, 2011). 

The largest limitation facing the use of NUWASTE for this research effort is its intention to only 

be applicable for the US fuel cycle, with little support for international analysis (U.S. Nuclear 

Waste Technical Review Board 2011). 

ORION is a fuel cycle code developed by the United Kingdom’s National Nuclear 

Laboratory to perform complete fuel cycle modeling and to make predictions for the UK’s future 

nuclear program (Rayment 2012).  ORION’s primary goal is determination of materials 

requirements (Rayment, 2012). The code is also capable of analyzing different fuel cycle 

options, to provide guidance on future nuclear fleet compositions, including the introduction of 

new reactors and fuel types into a fuel cycle (Rayment, 2012). ORION is meant to be utilized in 

conjunction with other nuclear modeling codes, and has been validated both domestically and 

internationally (Rayment, 2012). 

OSIRIS was developed by the North Nottinghamshire College in the United Kingdom to 

produce a modular fuel cycle simulator. OSIRIS was developed in C++ language to enable the 

largest amount of flexibility for fuel cycle developers, in support of the code’s goal of providing 
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a predictive analysis tool for arbitrary fuel cycles (Millington 2001). 

SESAME, or Simulation Enabled Safeguards Assessment MEthodology, was an effort 

led by Idaho National Laboratory in the mid-2000s (Piet 2012). As evidenced by the name, 

SESAME was designed to apply fuel cycle modeling to the safeguards realm, primarily focusing 

on separations technology and fuel fabirication (Bjornard 2005). SESAME was designed to be 

simultaneously a standalone module and a module of SINEMA (below) (Bjornard, 2005). The 

project has subsequently been discontinued, and was not considered the final evaluation for this 

project (Piet, 2012). 

SINEMA, or Simulation Institute for Nuclear Enterprise Modeling and Analysis was 

designed to be an overarching program using various fuel cycle models to support the US and 

international NFC development (Juchau, Dunzik-Gougar, and Jacobson 2010). The requirements 

of SINEMA that were unmet by other fuel cycle modeling codes appear to have led to the 

development of GENIUS (above) (Huff et al., 2009). SINEMA was not considered in the final 

evaluation for this project, because it was ultimately succeeded by GENIUS and then CYCLUS 

(Huff, Wilson, and Gidden 2011; Piet 2012). 

SSPM, or Separations and Safeguards Performance Model, developed at Sandia National 

Laboratory is apparently well suited to the present research goals (Cipiti et al. 2011). SSPM is 

developed in Simulink, a part of the Matlab software (Cipiti et al., 2011). SSPM is integrated 

with SEPHIS (Solvent Extraction Process Having Interaction Solutes), which provides a highly 

accurate model of separations processes (Cipiti et al., 2011). Most importantly, SSPM was 

designed with safeguards measurements at appropriate points in the reprocessing cycle (Cipiti et 

al., 2011). The largest downside to SSPM is its limited scope, which currently excludes 

everything but the back end of the fuel cycle (Cipiti et al., 2011). 
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SUPERSTAR was developed by the Tokyo Electric Power Company (TEPCO) as an in-

house tool for future development. Due to this nature, the code has seen little use outside of 

Japan, and is represented in almost no English publications. What little information is available 

shows the code to be focused on TEPCO’s unique development goals, and not for general-

purpose fuel cycle research (Ichimura 2003). 

VISION, or VerIfiable Fuel Cycle SImulatiON, was created at Argonne National 

Laboratory (ANL) as a successor to DYMOND, but the primary development since then has 

been led by Idaho National Laboratory with collaboration from ANL, Sandia National 

Laboratory, Idaho State University, North Carolina State University, and the University of 

Wisconsin (Juchau, Dunzik-Gougar, and Jacobson 2010). VISION uses Powersim Studio to run 

the simulation, with a well-developed suite of Excel macros to output fuel cycle demand data 

(Jacobson et al., 2010). VISION does not model discrete fuel amounts, but does track the flow of 

material through the entirety of the fuel cycle, including isotope streams (Jacobson, et al., 2010) 

VISION has a variety of pre-defined scenarios, but also includes the ability to define several 

unique scenarios (Jacobson et al., 2009).   
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APPENDEX B 

TYPE II ERROR ANALYSIS OF CONFIGURATIONS FROM CHAPTER 5 
B.  

B.1. Type II Error Analysis Material Loss Pathways 

Aside from the placement analysis, SGA also examines how well each of the proposed 

configurations is able to detect a material loss.  This serves to highlight the robustness of the 

solutions NUMSO generates.  As the primary focus of this paper is to highlight the different 

improvement methods available through NUMSO, comparing the results of those methods to 

manually generated configurations.  As NUMSO does not attempt to achieve a specified Type I 

or Type II error rate, this will demonstrate if NUMSO produces results with improved error 

rates.   

Material has been removed from the scenario through five different material loss 

pathways (Table B.1).  Because NUMSO cannot directly compute Type I or II errors, this 

analysis is done solely using SGA, to see how well a general solution serves in a material loss 

case.  In the “A” and “B” pathways, one SQ of LEU and one SQ of Pu is removed from the final 

MBA in each of those material streams (Table B.1).  This prevents the possibility of a 

Table B.1. Description of the two material removal configurations. 
Pathway Material Removed MBA’s affected Timeframe of Removal 

"A" LEU UOX Fuel Fabrication 1 Year 

"B" Plutonium MOX Fuel Fabrication 1 Month 

“C” LEU 
Enrichment, UO2 

Conversion, UOX Fuel 
Fabrication 

1 Year 

“D” Plutonium 
PuO2 Production, MOX 

Fuel Fabrication 
1 Month 

“E” Plutonium Separations 3 Months 
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downstream MBA from detecting the material loss within the timeframe of the SGA simulation 

by only removing material from MBA’s without a downstream MBA.  This timeframe is referred 

to as the Timeliness Interval, and based on the IAEA timeliness goal for that material (Table 

5.2).  The “C,” “D,” and “E” pathways remove one-third of an SQ of LEU from each LEU 

MBA, one-half of an SQ of PuO2 from both MBA’s associated with that material, and one SQ of 

plutonium from the separations MBA (Table B.1) respectively. .For the purposes of this 

simulation, the timeframe is assumed to be sufficiently short such that the reactors do not 

contribute to the downstream observations from both fuel fabrication plants.  As the longest TI is 

only one year, the SGA scenario simulates this timeframe. To save on computation time, the 

material loss for the plutonium only begins near the end of the simulation so that 1 SQ of 

material is removed at the final time-step of the SGA simulation. This allows a single SGA 

model to examine the each configuration.  The next section describes the NUMSO analysis 

results for problems 1-3. 

B.2. Type II Error Analysis 

The results in Sections 4.0 and 5.0 have only considered the Type I error probabilities, 

and have not evaluated how well the system could respond to an attempt by an adversary to 

remove material illicitly.  Calculating the Type II error probability is highly dependent on the 

method of material loss, making it more difficult to model.  Given the hypothetical nature of the 

scenario, instead of attempting to perform a detailed analysis of the system, the existing solutions 

from the previous three problems were tested against a number of material loss pathways 

described in Section 0. 

B.2.1. Material Loss Case Results 
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Table B.2 shows the Type II error probabilities for the system for the five material loss 

pathways.  The measurement systems developed in Chapter 5 are unsuitable for all five material 

loss pathways examined, each giving a relatively uniform Type II error probability between 35 

and 45%.  Even the different improvement cases, which had a noticeable impact on the Type I 

error probabilities, have no noticeable impact on the Type II probabilities.  This is largely 

because of the large uncertainty bounds of the hypothetical instruments.  Using a basic control 

chart with the control value set to one SQ for all MBAs, means that is the system has a Type I 

error probability above 0%, then the system will generate 1 SQ of missing material through only 

random uncertainty.  This makes the system inherently imprecise when the focus changes to 

reducing Type II error.  In short, if a system can generate Type I errors, and the difference 

between the expected and the trigger values are relatively large, then the Type II error rate will 

be inherently large.  To verify this the Type II analysis ran over a series of uncertainty bounds 

ranging from ±1 g to ±20 kg.  Figure B.1 presents the results for the first two material loss  

Table B.2. Type 2 error probabilities for each of the configurations examined in this paper for 
the five different material loss pathways. 
  Type II Error Probability (%) 
  Pathway “A” Pathway “B” Pathway “C” Pathway “D” Pathway “E” 

Problem 1 

Manual Average. Start 40.06±1.58 41.86±1.37 34.67±1.51 35.36±1.46 39.51±1.54 
Manual Cheap Start 40.25±1.8 41.44±1.57 34.53±1.43 40.08±1.82 39.95±1.6 

NUMSO Solution 39.97±1.45 41.63±1.56 34.78±1.48 35.16±1.56 41.01±1.58 
Problem 2 

Most Sensitive 
Configuration 40.27±1.57 41.64±1.39 35.66±1.26 35.36±1.54 41.36±1.54 

Cheapest Configuration 39.98±1.77 41.84±1.41 34.38±1.46 40.08±1.80 43.47±1.34 
NUMSO Configuration 40.24±1.45 41.63±1.56 35.77±1.41 35.16±1.52 43.55±1.76 

Problem 3 
Most Sensitive 
Configuration 41.42±1.57 41.64±1.39 38.23±1.34 35.36±1.55 41.35±1.56 

Cheapest Configuration 39.98±1.77 41.44±1.57 34.64±1.50 42.09±1.75 44.82±1.48 
NUMSO Configuration 41.52±1.49 41.63±1.56 37.23±1.42 35.16±1.53 44.08±1.77 
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a) Type II error probabilities as a function of the uncertainty bounds for the UOX MBA. 

 
b) Type II error probabilities as a function of the uncertainty bounds for the UOX MBA. 

 
Figure B.1. Type II error probabilities as a function of the maximum uncertainty bounds. 
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a) Overlay of optimization solution results with parameter study from Figure 7a. 

 
b) Overlay of the optimization solution results with parameter study from Figure 7b 

Figure B.2. Comparison of the Type II error probability results from both the parameter study, 
and the optimization configurations. 
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pathways.  At very low uncertainty values, the system essentially behaves as if it has no 

uncertainty, while at very large uncertainty bounds, the system’s own uncertainty causes it to 

trigger (Type I errors) regardless of the existence of a material loss or not, leading to the 

perceived 0% Type II error rate as the system.  Figure B.2 shows the same study, but with the 

showing where the two fit.  The optimization results are slightly, but not statistically, lower than 

results from the uncertainty study overlaid, the ones from the parameter study, but do line up 

exactly with the trend of the study.  Most of the differences are because the parameter study set 

all the uncertainty bounds the listed value, while for the optimization results, they are mapped to 

the average value.  This could be resolved by reconfiguring all of the uncertainty bounds to much 

lower values to focus on Type II error, and illustrates the difficulty of attempting to analyze both 

types of error in a single analysis. 

 

 


