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ABSTRACT

Understanding the propagation of waves using computer models is important for several

applications. Major challenges for developing efficient wave propagation computer models

include incorporating heterogeneous and unbounded wave propagation media, and high-

frequency data. Such models lead to very large and poorly conditioned indefinite linear

systems. The main focus of this thesis is to address these challenges through several math-

ematical and high-performance computing techniques. Our novel algorithms include devel-

oping and implementing unbounded heterogeneous media models using a hybrid of finite

element and boundary element methods (FEM/BEMs).

For incorporating heterogeneous media, high-frequency input data, and hybrid mod-

els, large scale simulations are needed in conjunction with iterative methods for indefinite

systems. We develop efficient computer models through innovative preconditioned itera-

tive high-order FEMs. Our implementation includes multigrid and domain decomposition

algorithms, and multiple- and high-frequency simulations in two- and three-dimensional het-

erogeneous media with non-smooth and curved boundaries.

Indefiniteness is a major computational bottleneck for wave propagation models that

have been investigated for several decades. In addition to our efficient methods for the

standard indefinite systems, we develop, analyze, and implement a new class of sign-definite

high-order preconditioned wave propagation computer models. Our sign-definite iterative

models require a small number of iterations which is independent of the frequency of the

wave propagation. We demonstrate our many novel algorithms developed in this thesis using

high-performance parallel computing implementations.
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CHAPTER 1

GENERAL INTRODUCTION

Wave propagation models governed by the Helmholtz partial differential equation (PDE)

are neccessary for numerous physical applications [1]. In particular, applications occur where

acoustic, elastic, and electromagnetic wave scattering arises such as in radar and sonar mod-

eling, architectural acoustics, atmospheric particle scattering, and acoustic horn optimiza-

tion [2, 3]. In general for applications, wave propagation occurs in unbounded domains,

and commonly, the wave propagation media is heterogeneous. Thus the unbounded do-

main model is governed by the Helmholtz PDE with a non-constant wavenumber based on

a spatially varying refractive index.

Due to the numerous applications, solutions to Helmholtz PDE problems have been an

active area of research since the 19th century. The focus of research in recent decades has

been on efficient algorithms to accurately simulate numerical solutions using modern com-

puting capabilities. However, the question of how to best simulate Helmholtz problems as the

frequency becomes large remains unanswered, and many papers on the unbounded region

model focus only on wave propagation in homogeneous media where the constant coeffi-

cient Helmholtz PDE can be used. Substantial difficulties are encountered when considering

scattering problems posed in heterogeneous media and unbounded domains where many tra-

ditional numerical methods cannot be used, and for high-frequency simulations where the

required degrees of freedoms (DoF) for traditional methods become prohibitively large.

In this thesis we develop several novel high-order high-performance computing algorithms

for simulating solutions to high-frequency time-harmonic wave propagation problems posed

on unbounded and bounded domains with heterogeneous media modeled by the variable

coefficient Helmholtz PDE. The broad aim of the work in this thesis is to efficiently simulate

the scattering of time-harmonic waves in an unbounded region of Rd for d = 2 or 3 impacted
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by a bounded heterogeneous media. Additionally, we include in the models various impen-

etrable and penetrable scattering objects. We describe in detail the key issues we address

and the contributions that this thesis provides to the literature in Section 1.4.

1.1 Wave Propagation in Unbounded and Heterogeneous Media

Here we provide a general model for acoustic wave propagation in unbounded hetero-

geneous media to motivate our work, and more detailed models will be provided in subse-

quent chapters. The heterogeneity will be described by a given refractive index function

n : Rd → C. When modeling acoustic waves, the refractive index n(x) describes a spatially

varying speed of sound. Following standard applications, we assume that the heterogeneity

has compact support. That is, we assume there exists a > 0 such that n(x) = 1 for |x | ≥ a.

We consider wave scattering induced by an incident field uinc impinging on the bounded

heterogeneity which may also include various scattering objects.

Let k > 0, be the constant wave number, and let the incident field uinc satisfy the constant

coefficient homogeneous Helmholtz equation

∆uinc + k2uinc = 0, for x ∈ R
d. (1.1)

A common choice for the incident field is a plane wave given by

uinc(x) = exp(ikd̂ · x), (1.2)

where d̂ is a unit vector describing the direction of propagation. We additionally consider

a point source incident wave centered at s ∈ R
d in our numerical experiments given by the

fundamental solution to the constant coefficient Helmholtz operator

G(x, s) =
i

4
H

(1)
0 (k|x−s|), and G(x, s) =

exp(ik|x−s|)
4π|x−s| (1.3)

for d = 2 and 3 respectively where H denotes a Hankel function.

We wish to simulate the unknown total field u and additionally the far field pattern u∞

which shows the asymptotic behavior of the scattered wave. The total field u is the sum of

the scattered and incident fields and satisfies the variable coefficient Helmholtz equation:
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u = uinc + uscat, and (1.4)

∆u(x) + k2n(x)u(x) = 0, for x ∈ R
d \ D̄, (1.5)

where D is the part of the domain where impenetrable objects exist. We note that D may be

empty if no object exists. Additionally, there will be a boundary condition on ∂D depending

on the material properties of the impenetrable objects. In the case of a penetrable object

there will be an additional interior domain Ωint contained in the compact support of the

heterogeneity and a second refractive index function nint(x) for x ∈ Ωint. Interface conditions

are imposed on ∂Ωint. Complete details of the model containing several impenetrable and

penetrable objects with varying material properties are provided later in Chapter 2, and

here we provide only the necessary ideas to motivate our work. Some common problems

are when there are no particles (D = ∅) or when D is a sound-soft scatterer leading to the

Dirichlet boundary condition

uscat = −uinc for x ∈ ∂D. (1.6)

Finally, it is required that the scattered field satisfies the Sommerfeld radiation condition to

ensure that the scattered wave is outgoing and the solution is unique:

∂uscat

∂r
− ikuscat = O(

1√
r
), as r → ∞, (1.7)

where r is the Euclidean distance from a point x to the origin.

The unbounded nature of the model means standard numerical methods which depend

on spatial meshes or grids such as common finite difference or finite element methods (FD-

M/FEMs) are not possible for computer simulations without artificial truncation of the

domain. Such artificial truncation requires approximation of the Sommerfeld radiation con-

dition (1.7). Additionally, while boundary element methods (BEMs) are popular for constant

coefficient Helmholtz PDE problems, such methods depend on the fundamental solution and

thus are generally not applicable for the heterogeneous media model.
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The primary focus of this thesis is on developing efficient high-order high-performance

computing algorithms to simulate approximate solutions to the model given in (1.5) and (1.7).

We consider high-performance parallel implementations of a hybrid coupled FEM and BEM

to simulate solutions without requiring approximation of the radiation condition, and several

novel FEMs for simulations on an artificially truncated domain. Our novel FEMs can be

used in conjunction with the coupled method or alone using an approximation of (1.7).

1.2 Physical Applications

The problem of interest given in (1.5) and (1.7) arises when modeling physical phenomena

associated with the propagation of acoustic waves. In this section we show a derivation of the

governing PDE in our model (1.5) for acoustic wave propagation based on the work in [1].

1.2.1 Acoustic Wave Scattering

A common application for Helmholtz PDE models is the modeling of acoustic waves. The

variable coefficient Helmholtz equation with refractive index function n considered in this

thesis is well suited for modeling the scattering of acoustic waves by inhomogeneous bodies.

Typically n(x) is the ratio of the square of the speed of sounds in the homogeneous and

heterogeneous media. That is

n(x) =
c20

c1(x)2
(1.8)

where c0 is the constant speed of sound in the homogeneous media. Provided in Section 1.2.2

is an explanation of the assumptions needed for and a derivation of arriving at the Helmholtz

equation for modeling time-harmonic acoustic waves in an isotropic homogeneous media,

starting from the governing system of equations as shown in [1].

1.2.2 The Wave Equation

We consider an acoustic wave in an isotropic medium in R
d for d = 2 or 3. We use the

following notation. Let v(x, t), p(x, t), ρ(x, t), and S(x, t) be the velocity field, the pressure,

the density, and the specific entropy of the media through which the wave propagates respec-
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tively. We begin our derivation of the Helmholtz equation by showing that the wave equation

models this physical problem. From [1], the governing system of PDEs is comprised of the

Euler’s equation, equation of continuity, the state equation, and the adiabatic hypothesis:

∂v

∂t
+ (v · ∇)v +

1

ρ
∇p = 0, (1.9)

∂ρ

∂t
+∇ · (ρv) = 0, (1.10)

p = f(ρ, S), and (1.11)

∂S

∂t
+ v · ∇S = 0, (1.12)

where f depends on the material properties of the medium.

We proceed by assuming that the acoustic wave has a small amplitude, and thus it is a

small perturbation of an initial static state with no velocity v0 = 0, and constant values of

p0, ρ0 and S0. Equations (1.9)–(1.12) are then linearized using this assumption to obtain a

new system of PDEs:

∂v

∂t
+

1

ρ0
∇p = 0, (1.13)

∂ρ

∂t
+ ρ0∇ · (v) = 0, and (1.14)

∂p

∂t
=
∂f

∂ρ
(ρ0, S0)

∂ρ

∂t
. (1.15)

From this new system in (1.13)–(1.15), we will derive the wave equation for p. We begin

by taking the divergence of (1.13) to get

ρ0∇ ·
(
∂v

∂t

)
+∆p = 0. (1.16)

Next taking the time derivative in (1.14) and assuming appropriate continuity, we obtain

∂2ρ

∂t2
+ ρ0∇ ·

(
∂v

∂t

)
= 0. (1.17)

Subtracting the above two equations and using (1.15) we arrive at the wave equation

5



1

c2
∂2p

∂t2
= ∆p (1.18)

where c2 = ∂f
∂ρ
(ρ0, S0) is the speed of sound. Additionally, for a potential field U(x, t)

satisfying

p = −∂U
∂t
, (1.19)

we can use (1.13) to write

v =
1

ρ0
∇U, (1.20)

and this potential also must satisfy the wave equation

1

c2
∂2U

∂t2
= ∆U. (1.21)

1.2.3 The Helmholtz Equation

The wave equation is reduced to the Helmholtz PDE when we assume the potential U is a

time-harmonic solution to (1.21), and throughout this thesis we consider only time-harmonic

wave propagation. Hence, we use the ansatz

U(x, t) = ℜ{u(x) exp(−iωt)} . (1.22)

Then substituting (1.22) into (1.21), the spatial part of the time-harmonic field satisfies the

Helmholtz equation

∆u+ k2u = 0 (1.23)

where k = ω/c0.

1.2.4 The Variable Coefficient Helmholtz Equation

For this work we consider acoustic wave scattering by a bounded heterogeneous media,

so the speed of sound will be a function of the spatial variables inside of this media. This

means the equation modeling the system must have an additional term

∆u+ k2n(x)u = 0 (1.24)
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where
√
n(x) is the ratio of the speed of sound outside of the heterogeneous media to the

speed of sound at a point x. If x is outside of the heterogeneous media, then n(x) = 1, and

the modeling equation reduces to (1.23).

1.3 Motivation

While numerous physical applications require solutions to Helmholtz PDE problems,

except in very simple cases, it is not possible to find analytical solutions. Thus computer

simulations of the problems are needed, and development of efficient computational schemes

to simulate the Helmholtz equation in homogeneous and heterogeneous media has been a

key focus of computational algorithm development since the advent of the computer. See [4]

for an overview of current computational methods for solving the problem. However, despite

extensive work there are still several open problems. In this thesis we address a key practical

model not well treated in the literature. That is Helmholtz problems with heterogeneous

media posed on unbounded domains. Additionally, we tackle several more difficulties for the

efficient simulation of Helmholtz models including: (i) high-frequency problems; (ii) problems

where multiple input frequencies are considered; (iii) indefiniteness in the standard FEM

approach; (iv) efficient iterative methods and computation of preconditioners for simulations;

and (v) complex shaped computational domains with non-smooth and curved boundaries for

two- and three-dimensional models. Such complex shaped geometries are required for many

practical applications.

Broadly, computational schemes can be divided into three classes FEMs, FDMs, and

BEMs. FEMs and FDMs provide a robust computational model to the heterogeneous media

variable coefficient problem. However, FEMs and FDMs require a mesh or grid which covers

the domain where the problem is posed, and this is not possible for scattering problems

posed on unbounded domains. One common technique is to artificially truncate the domain,

but this artificial truncation requires approximation of radiation conditions in the problem.

BEMs for solving the corresponding boundary integral equations (BIEs) are capable of

providing numerical solutions in unbounded domains, and the numerical solutions satisfy the
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radiation condition and Helmholtz equation exactly. This is achieved by assuming an ansatz

which depends on the fundamental solution of the problem, and hence BEMs are usually

restricted to homogeneous media constant coefficient Helmholtz PDE problems.

The restrictions of the FEMs and BEMs mentioned above can be overcome by imple-

menting a hybrid coupled FEM and BEM. The coupled method provides global solutions

to our model in (1.5) and (1.7) without requiring approximation of the radiation condition.

However, efficient implementation of the coupled method is required due to the need to

solve several FEM and BEM problems for each simulation. The key to an efficient imple-

mentation of the coupled method is high-performance parallel implementation which solves

all required FEM and BEM problems simultaneously. However, even with parallel imple-

mentation the bottleneck in the algorithm is the relatively computationally expensive FEM

problems compared to the BEM problems especially for high-frequency simulations.

When FEMs are considered alone on an artificially truncated domain or in conjunction

with the coupled method, the same difficulty is found. As the frequency of the problem

becomes large the associated linear systems become prohibitively large. Further solving the

systems using common iterative methods is inefficient or not possible due to indefiniteness in

the standard FEM approach. Thus efficient iterative FEM and high-order FEM algorithms

for the artificially truncated model which can be implemented alone to simulate solutions

to our model with an approximation of the radiation condition or used in conjunction with

the coupled method are an active area of research. In this thesis we tackle this key issue

of efficiency for the coupled method and for FEMs in bounded heterogeneous media using

several novel techniques as described in the next section.

1.4 Thesis Organization

Each of the Chapters 2–6 in this thesis is an adaptation of a manuscript which represents

an original research project, helps address the key issues mentioned above, and has been

accepted to a journal, submitted to a journal, or will be submitted to a journal during the

Summer 2016. The thesis is organized as follows.
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Here in the general introduction, Chapter 1, we formally define the problem of interest,

and give motivation for solving this problem by demonstrating some physical phenomena

which can be modeled with the problem. We state numerous technical difficulties for the

efficient simulation of solutions to the model, and we outline how we address each of these

issues through the work done in the succeeding chapters in order to make the contributions

this thesis provides to the current literature on the problem of interest clear.

In Chapter 2 of this thesis we develop and implement in parallel a coupled high-order

FEM and high-order spectral BEM based computer model for heterogeneous media wave

scattering problems posed on unbounded domains. The coupled model retains the radiation

condition of the model exactly. Thus the algorithm retains essential physics of the continuous

model. Our high-performance generalized parallel implementation of the coupled method

in Chapter 2 allows for the inclusion of impenetrable and penetrable scattering objects

with several different material properties, and makes the computational cost of the method

similar to standard approaches which only provide a low-order approximation of the radiation

condition. The algorithm is better suited for physical applications in unbounded media

compared to standard approaches, and we consider example problems motivated by recent

works on acoustic horn optimization (see [3] and references therein). Our work in Chapter 2

has been published in the Journal of Applied and Computational Mathematics (see [5]).

We demonstrate in Chapter 2 that the largest restriction in computing efficient and ac-

curate simulations to the unbounded heterogeneous media problems is the need to simulate

Helmholtz problems on bounded domains with heterogeneous media and curved bound-

aries. In Chapter 2 we address this difficulty by implementing a high-order FEM based on

isoparametric triangular Lagrange elements. However, the bounded heterogeneous media

problem remains the greatest restriction to the coupled method, and thus we focus the re-

mainder of the thesis on novel high-order FEM algorithms in order to increase the efficiency

of the coupled method, increase the frequency of the problems we can simulate, and consider

high-frequency problems for three-dimensional models. Additionally, motivated by standard
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approaches which artificially truncate the computational domain and approximate the ra-

diation condition (see [4]) our high-order FEM algorithms can additionally be implemented

independent of the coupled method improving on the standard FEM approaches.

The accuracy of the coupled method is dependent primarily on the accuracy of the interior

FEM problems posed on bounded heterogeneous media. To obtain accurate solutions to

wave propagation problems with standard numerical methods such as FEMs and FDMs,

the degrees of freedom (DoF) in the resulting systems of equations must be increased as

the frequency of the problem increases. This results in large amounts of memory usage

for computer models especially if a direct solve method is used for the system. In general

once the frequency of the problem becomes large enough iterative methods of solution must

be used. However, standard FEM and FDM models for Helmholtz PDE problems lead to

large linear systems which are poorly conditioned and sign-indefinite. Thus efficient iterative

algorithms for solving such systems is an active area of research, and we address this issue

in Chapters 3–6.

In Chapter 3 we describe and implement an efficient high-order iterative FEM for the

bounded heterogeneous media problem preconditioned with a multigrid (MG) approxima-

tion of the so called shifted Laplacian preconditioner (see [6] and references therein). Unlike

standard approaches for MG approximations of the shifted Laplacian preconditioner using al-

gebraic multigrid (AMG) or other operator dependent prolongation operators, we implement

a geometric multigrid (GMG) approximation, and we demonstrate that our GMG approach

increases the efficiency for our problems of interest. In particular our GMG approach allows

for a highly-parallelizable algorithm which is very efficient when solutions to problems with

multiple different input frequencies must be simulated on a single configuration. The GMG-

based iterative algorithm in Chapter 3 performs well for high-frequency two-dimensional

models with up to 100 wavelengths per diameter of the computational domain. Our work

in Chapter 3 has been published in the journal Numerical Linear Algebra with Applications

(see [7]).
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When we further increase the frequency or consider three-dimensional models, the GMG-

based iterative algorithm from Chapter 3 is no longer sufficient. Thus we require a different

iterative algorithm in order to further increase the frequency for two-dimensional problems

and for high-frequency three-dimensional problems. To achieve this, we consider a high-order

iterative FEM algorithm preconditioned with domain decomposition (DD) approximations

of the shifted Laplacian preconditioner in Chapter 4. We demonstrate that our algorithm

is efficient for high-frequency bounded heterogeneous media problems in two- and three-

dimensions with up to 1000 and 250 wavelengths per diameter of the computational domain

respectively. Using high-performance parallel implementation the DD approximation of the

preconditioner is approximately the same cost as comparable MG approximations, and it

provides a significant increase in the efficiency of the preconditioner. Thus we increase

the frequency of problems we can simulate and allow for efficient high-frequency three-

dimensional simulations without increasing the computational cost of simulations compared

to standard MG approaches. Our work in Chapter 3 will be submitted to a journal in the

Summer 2016.

For Chapters 2–4 we implement high-order FEMs based on the standard variational

formulation of the Helmholtz PDE, and this leads to large systems of equations which are

sign-indefinite (i.e., not coercive) with eigenvalues in both the right and left half of the

complex plane. This property of the resulting linear systems limits the performance of

iterative solvers and makes the analysis of such algorithms difficult. However, such indefinite

FEM systems are not an inherent property of the Helmholtz PDE and can be avoided by

using a non-standard variational formulation of the problem.

We provide the first numerical investigation of a recent sign-definite variational formu-

lation of the homogeneous media constant coefficient Helmholtz problem [4] in Chapter 5.

Further in Chapter 5, we demonstrate that the new parameter dependent sign-definite formu-

lation can increase the efficiency of iterative solvers compared to the standard sign-indefinite

formulation by developing a new analytical formula for the choice of parameter in the sign-
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definite formulation. We further increase the efficiency of iterative solvers in conjunction with

the sign-definite formulation by developing a novel frequency-robust preconditioner which

we demonstrate gives a small frequency independent required number of general minimized

residual method (GMRES) iterations. The work in Chapter 5 has been submitted to the

SIAM Journal on Scientific Computing during April 2016.

The work in Chapter 5 is restricted to homogeneous media constant coefficient Helmholtz

PDE models, so we conclude the work done in this thesis by deriving a novel parameter

dependent sign-definite formulation for the heterogeneous media non-constant coefficient

Helmholtz PDE model in Chapter 6. Further in Chapter 6 we provide the necessary analysis

to show that our novel formulation is sign-definite, and provide an analytical formula of

a choice of parameters for which the novel sign-definite formulation significantly increases

the efficiency of iterative solvers compared to the standard sign-indefinite formulation. We

conclude Chapter 6 by developing a novel frequency-robust preconditioner for our sign-

definite formulation. We demonstrate that the novel preconditioner gives a small frequency

independent required number of GMRES iterations. Our work in Chapter 6 will be submitted

to journal in the Summer 2016.

In our general conclusion given in Chapter 7, we reiterate the contributions that this

thesis contributes to the literature on our problem of interest. Additionally, we present

several open problems motivated by the work done in this thesis.
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CHAPTER 2

HIGH-ORDER FEM-BEM COMPUTER MODELS FOR WAVE PROPAGATION IN

UNBOUNDED AND HETEROGENEOUS MEDIA: APPLICATION TO

TIME-HARMONIC ACOUSTIC HORN PROBLEM

Modified from a paper published in the Journal of Computational and Applied

Mathematics.

Mahadevan Ganesh 1 and Charles Morgenstern2. J. Comput. Appl. Math. 2016,

doi:10.1016/j.cam.2016.02.024.

2.1 Abstract

Efficient computational models that retain essential physics of the associated contin-

uous mathematical models are important for several applications including acoustic horn

optimization. For heterogeneous wave propagation models that are naturally posed on un-

bounded domains, a crucial physical requirement is that the scattered fields are radiating and

satisfy a radiation condition at infinity. We describe and implement an efficient high-order

coupled computer model for acoustic wave propagation in an unbounded region comprising

a bounded heterogeneous media with several obstacles. Our unbounded and heterogeneous

media computer model retains the radiation condition exactly and hence is readily applica-

ble for the celebrated acoustic horn problem. This approach is more suitable than using a

standard low-order approximation of the radiation condition. Using parallel computing en-

vironments, we demonstrate the high-order algorithm with extensive numerical experiments

and computational analysis, including the model horn problem with several material prop-

erty parameters. Our efficient computer models and validation in this work lead to some

interesting mathematical and numerical analysis problems for the acoustic system defined on

1Research Advisor and co-author
2Primary researcher and author
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unbounded and heterogeneous media comprising smooth, non-smooth, horn, impenetrable,

and penetrable obstacles.

2.2 Introduction

Efficient algorithms for simulating the propagation of time-harmonic waves, governed

by the Helmholtz partial differential equation (PDE), are required in many applications,

(see [1, 3] and references therein). The Helmholtz PDE is typically tagged with the Sommer-

feld radiation condition (SRC) because wave propagation naturally occurs in an unbounded

region with heterogeneity restricted to a bounded domain. The Helmholtz-SRC wave model

is further augmented with boundary/interface conditions induced by properties of impene-

trable/penetrable obstacles that are located in the bounded heterogeneous medium.

The standard approach to simulate such a model is to (i) artificially truncate the un-

bounded domain in the model; and (ii) on the artificial boundary, impose an absorbing

boundary condition which is a first-order approximation to the SRC. These two approxima-

tions lead to replacing the continuous physical model with an artificial continuous interior

problem. Such a low-order approximation of the SRC requires a large computational domain

to obtain accurate simulations. The necessary large domain size of the interior problem cre-

ates a very high-frequency interior model and has substantial disadvantages in applications.

In particular, for acoustic horn applications, disadvantages of using low-order approxima-

tions of the SRC are discussed in [3, 8], and care must be taken to insure that the artificial

domain is suitably large increasing the computational cost of the associated interior com-

puter models. The impact of low-order approximations to the SRC in other applications is

well known (see [9] and references therein).

In our approach we avoid these marked disadvantages by satisfying the SRC exactly and

by keeping the size of the interior problem close to the size of the heterogeneity region.

Further, our approach leads to an analytical representation for the far field pattern in the

exterior region, and the numerical evidence presented in this chapter suggests many numer-

ical advantages such as super-convergence of simulated far fields. The disadvantage of the
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coupling method is that we require solving many interior and exterior problems for each

simulation. However, there are only changes on the right hands sides of the corresponding

algebraic systems. Further, in this chapter, we address this additional cost through efficient

parallel implementation because of the naturally parallel algorithmic design for coupling the

interior and exterior problems.

One of the recent interests in computational wave propagation is on designing and intro-

ducing certain obstacles, such as an acoustic horn, for modifying the wave propagation

to reduce (or increase) the intensity of sound at certain locations in the heterogeneous

medium [3, 8, 10, 11]. To this end, for computer models, it is crucial to retain the full

physics of the model including the SRC by allowing waves to propagate in the unbounded

region, without artificial truncation of the domain.

The main aim of this chapter is to describe and implement an efficient high-order al-

gorithm for solving such heterogeneous-homogeneous Helmholtz-SRC models with the con-

straint of exactly satisfying the SRC. There is a large amount of literature on efficiently

solving the purely homogeneous model, without approximation of the SRC (see [1] and ref-

erences therein) and also on solving heterogeneous model problems in a truncated bounded

domain by approximating the SRC (see [4] and references therein).

In particular, optimal design of the acoustic horn [3, 8, 10, 11] crucially depends on tak-

ing into account the full wave propagation model. Truncation of the unbounded region and

approximation of the SRC (to impose a boundary condition on the truncated boundary)

severely impacts the accuracy of the acoustic horn optimization and design. We avoid such a

design impact and also avoid making the assumption of homogeneous (or piecewise homoge-

neous) media in the continuous wave propagation model. We achieve this in the chapter by

developing an efficient high-order hybrid heterogeneous-homogeneous exact SRC computer

model that has potential to facilitate efficient and accurate future design of obstacles, such

as the acoustic horn, with appropriate material properties.
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Consider wave propagation induced by a plane wave uinc with wavenumber k and incident

direction d̂, impinging on the bounded heterogeneous media that comprises impenetrable

and penetrable objects, including an acoustic horn. We provide a schematic example of a

bounded heterogeneous configuration for our model problem in Figure 2.1.

Figure 2.1 An example heterogeneous medium within the unbounded region model

In Figure 2.1, D represents area of the domain where impenetrable objects exist, and

Ωint represents areas of the domain where penetrable objects exist. For a given J distinct

design segments (such as that of an acoustic horn), and for each j = 1, · · · , J , Γj denotes

the boundary of the j-th segment on which we impose a parameter dependent absorbing

boundary condition. Γsoft represents a boundary with sound-soft material property, and Γint

is an interface for the penetrable objects.

The current literature on shape optimization for the acoustic horn problem generally

considers the problem posed for a sound-hard acoustic horn in homogeneous media (see

[3, 8, 10, 11] and references therein). However, recent work has considered the acoustic horn

with parameter dependent absorbing boundary conditions (see [12] and references therein).

All of the optimization methods described depend on an accurate computational model

to solve the full acoustic wave propagation problem for varying acoustic horn properties, and
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emphasis is placed on methods for choosing properties of the horn assuming that the asso-

ciated computational model is accurate. However, in general the wave propagation problem

for a fixed horn configuration is simulated using a low-order finite element method (FEM)

on an artificially truncated circular computational domain with a low-order approximation

of the SRC imposed as an artificial boundary condition.

There are several negative consequences of the simple bounded domain computational

models that have been used for preliminary investigation in the literature. The low-order

FEMs implemented for simulation of the model converge slowly, and large DoF are needed

as the frequency of the problem (or size of domain) increases. Additionally, the low-order

approximation to the SRC is only accurate if the boundary of the artificial domain is very

far from the horn, heterogeneity, and any other scattering objects. This leads to large

computational domains and DoF.

The coupled computer model in this chapter preserves the physics of the original problem

by including the SRC in the computational model, and thus the computational domain can

be taken as a tight fit to the horn, heterogeneity, and scattering objects. We are able to

reduce the computational domain further by not requiring the artificial domain to be a circle

as is used for current horn problem models and in many coupled methods such as [13].

In addition to a high-order FEM and inclusion of the SRC, we implement an isoparametric

FEM for a high-order approximation of curved boundaries. This is particularly important

for shape optimization which also includes horns with curved boundaries. We also include a

more versatile parameter dependent absorbing boundary condition on the boundary of the

horn considered in [12]. In particular the sound-hard horn model often used in the literature

is a special case of our model.

We develop and implement (in parallel) a high-order FEM for the bounded Lipschitz

domain heterogeneous medium and couple the resulting field with those from the associated

unbounded homogeneous medium, through an unknown field defined on a computational

artificial interface in the homogeneous medium. The choice of artificial interface does not af-
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fect the physics of the model. Thus our isoparametric FEM model involves both boundaries

of the obstacles as well as a curved smooth artificial boundary that covers all of the hetero-

geneous media. For high-order models, it is efficient to choose a smooth artificial boundary

to avoid introducing non-smoothness in the unknown interface field. This approach allows

approximation of the unknown boundary field using a low-dimensional space spanned by

global basis functions.

Similar to techniques used in domain decomposition methods, we first set up an interface

matrix that depends on relatively very low-dimensions compared to that of the finite dimen-

sional FEM space. Setting up the matrix requires solving independent FEM models and

homogeneous media spectral boundary element models (BEM). Thus we retain the built-in

sparse structure of the FEM model that is crucial for higher dimensional FEM systems,

especially needed for the high-frequency cases, and additionally solve low-dimensional dense

BEM systems. Hence the approach used in this chapter is different from the standard FEM-

BEM coupling used in recent years in the literature (see [14] and references therein), with

undesirable sparse-dense structure of the associated linear systems and requiring larger di-

mensional mesh based BEM space for high-frequency models with polygonal interfaces. The

approach used in this chapter was first considered for a free-space region model without any

obstacles in [13, 15], in particular by introducing the method in [13] by taking the artificial

interface to be a circle.

The paper is organized as follows. In Section 2.3 we give the formulation of the unbounded

and heterogeneous media problem. In Section 2.4 we describe the coupling of the wave

propagation in heterogeneous media and homogeneous media through a Lagrange-multiplier-

type unknown on an artificial boundary surrounding the heterogeneous media. In Section 2.5,

we describe a high-order isoparametric FEM for computing the interior fields and a spectral

BEM for computing the exterior fields. We conclude this chapter with major contributions

in Section 2.6 where we carry out our computational analysis for the full unbounded and

heterogeneous media model problem with heterogeneous media comprising smooth, non-
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smooth, horn, impenetrable, and penetrable obstacles.

2.3 Wave Propagation in Unbounded and Heterogeneous Media

In this section we describe the continuous mathematical model governing the acoustic

wave propagation in R
2 with bounded heterogeneous media having structure similar to that

in Figure 2.1. Our mathematical and computer models can easily be generalized to allow for

obstacles in the unbounded homogeneous media.

The heterogeneity will be described by a given refractive index function n :
(
R

2 \D
)
→

C, where D refers to impenetrable obstacles (see Figure 2.1). When modeling acoustic waves,

n(x) = 1 +m(x), x ∈ R
2 \ D describes a spatially varying speed of sound, and following

standard applications, we assume that the heterogeneity m has a compact support. That is,

we assume there exists a > 0 such that n(x) = 1 for |x | ≥ a, and hence the heterogeneity

and obstacles are contained within the ball of radius a, for some a > 0.

Let the wavenumber k = ω/c0 > 0 where c0 is the constant speed of sound exterior to

the heterogeneous medium and ω is the angular frequency. The plane wave uinc satisfies the

constant coefficient Helmholtz equation

∆uinc + k2uinc = 0, for x ∈ R
2. (2.1)

In the case of a point source incidence located outside of a ball of radius â with â > a the

above property holds for x ∈ R
2 \Q, where Q is a compact set containing the point source,

and our algorithm is applicable for the point source case as well. For notational convenience,

in this chapter we restrict to the plane wave incidence.

Next we describe our full continuous heterogeneous-homogeneous model below, through

a set of equations (2.2)-(2.8), with mixed boundary conditions and the SRC, to model

propagation of the field u = uinc + uscat. The total field u satisfies the variable coefficient

Helmholtz equation (2.2) exterior to the objects, a modified variable coefficient Helmholtz

equation (2.3) in the interior of penetrable objects, and additional boundary and transmis-

sion conditions (2.4)–(2.7). The boundary condition in (2.4) is the parameter dependent
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absorbing boundary condition for the horn, and when µj = 0, we get the homogeneous

Neumann boundary condition corresponding to a sound-hard material property of the ob-

stacle. The scattered field uscat satisfies the SRC given in (2.8). This leads to the following

set of modeling equations, for given input heterogeneity L∞ functions n, nint (defined on

appropriate Lipschitz domains) and incident field uinc:

∆u(x) + k2n(x)u(x) = 0, in R
2 \ (D̄ ∪ Ω̄int), (2.2)

∆u(x) + k2nint(x)u(x) = 0, in Ωint, (2.3)

∂u

∂ν
+ iµju = 0 on Γj, for j = 1, · · · , J, (2.4)

u = 0 on Γsoft, (2.5)

{u} = 0, across Γint, (2.6)

{
∂u

∂ν

}
= 0, across Γint, (2.7)

∂uscat

∂r
− ikuscat = O(

1√
r
), as r → ∞. (2.8)

The jump relation notation in (2.6)–(2.7) for the transmission conditions is defined as

{u(x)} =
[
lim
ǫ→0

u(x+ǫν)
]
−
[
lim
ǫ→0

u(x−ǫν)
]

for x ∈ Γint, (2.9)

and we denote the outward pointing unit normal vector to Γart, Γj, Γint, and Γ as ν. In (2.4),

J denotes the number of components, with same or distinct material properties, used to

connect and build the horn with Lipschitz boundaries. For example, in our simulation

to demonstrate our algorithm for the heterogeneous-homogeneous acoustic horn model, we

choose J = 12 (see Figure 2.4) and take parameter dependent boundary conditions on

the boundaries Γj ,for j = 1, 2, · · · , 12 with three wavenumber dependent options for the

parameter selection:

µ1 = (1, 2, 3, 4, 3, 2, 1, 5, 6, 7, 6, 5)k, (2.10)

µ2 = (1, 2, 3, 4, 3, 2, 1, 0, 0, 0, 0, 0)k, (2.11)

µ3 = (0, 0, 0, 0, 0, 0, 0, 0, 0, 0, 0, 0)k. (2.12)
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We note that µ1 has absorbing boundary conditions everywhere, µ2 has an absorbing in-

terior and sound-hard exterior boundaries, and µ3 is sound-hard everywhere. All parameters

are chosen to maintain the symmetry of the horn when reflected about the x-axis.

Our algorithm is not specific to the acoustic horn model and in the absence of acoustic

horn, we take J = 0. Further, in our model, D and Ωint may be empty sets if no impenetrable

or penetrable objects exist respectively. In order to describe the frequency of the problems,

we use the heterogeneous media dependent wavelength λ = 2π/(k
√
nmax), where

nmax = max

{
sup
x∈Ω

|n(x)| , sup
x∈Ωint

|nint(x)|
}
> 0,

and refer to the model (2.2)–(2.8) as an X wavelength problem if the diameter L of the

domain Ω is Xλ.

2.4 A Coupled Continuous Heterogeneous-Homogeneous Media Model

In this section we split the continuous model described in the last section into two separate

continuous models and couple them using a non-physical interface.

An important ingredient of our computational algorithm is to artificially separate out the

bounded heterogeneous medium and the unbounded homogeneous medium by creating an

artificial domain without assuming any knowledge of the scattered field on its non-physical

boundary. The standard approach assumes knowledge of the field (such as vanishing due

to absorption) and hence solves the problem only on the bounded domain. We avoid this

by following the approach introduced in [13] for a simple model problem in the whole of R2

without any obstacles in the heterogeneous media.

The approach in [13, 15] has not been computationally explored for practical models,

such as that in this chapter, since its theoretical investigation over two decades ago. One

of the aims of this chapter is to demonstrate that the coupling technique is indeed practi-

cal, especially using modern parallel computing environments with high-order isoparametric

FEM and a spectral BEM for media with general Lipschitz and curved obstacles such as
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that in Figure 2.1. A recent work [16], that appeared several months after submission of

our corresponding article [5] to this chapter, uses the approach in [13, 15] with the standard

piecewise-linear FEM for a transmission model problem with the obstacle being the unit

disk.

An artificial domain Ω is created with a smooth boundary Γart such that the heterogeneity

and any impenetrable objects are contained in the interior of the domain. In the case of

a point source incidence, we require the point source to be exterior to the domain Ω. We

create this extended domain close to the heterogeneous media so that the corresponding

FEM computer model is not expensive and create a smooth boundary so that it requires few

degrees of freedom (DoF) to compute the unknown Lagrange-multiplier field and solve for

the exterior field. Thus the interior geometry comprises both interior Lipschitz boundaries

and outer smooth, typically elongated, curved boundary. Such domains require non-standard

FEM approach to compute solutions with high accuracy.

Corresponding to the schematic example in Figure 2.1, we provide an example of the

extended computational domain for the coupled method in Figure 2.2.

Figure 2.2 The extended computational domain corresponding to heterogeneity in Figure 2.1
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Define uint = u|Ω\D̄, to be the total wave field in the interior of Ω and uscatext = uscat|R2\Ω

to be the scattered wave on the exterior of the domain. From the original model problem

and recalling that n(x) = 1 in R
2 \ Ω̄, these two functions must satisfy the following set of

equations:

∆uint(x) + k2n(x)uint(x) = 0, forx ∈ Ω \ (D̄ ∪ Ω̄int), (2.13)

∆uint(x) + k2nint(x)uint(x) = 0, in Ωint, (2.14)

∂uint
∂ν

+ iµjuint = 0 on Γj, for j = 1, · · · , J, (2.15)

uint = 0 on Γsoft, (2.16)

{uint} = 0, across Γint, (2.17)

{
∂uint
∂ν

}
= 0, across Γint, (2.18)

∆uscatext (x) + k2uscatext (x) = 0, forx ∈ R
2 \ Ω̄, (2.19)

∂uscatext

∂r
− ikuscatext = O

(
1√
r

)
, as r → ∞. (2.20)

uint = uscatext + uinc, on Γart, (2.21)

∂uint
∂ν

=
∂

∂ν
(uscatext + uinc), on Γart. (2.22)

Using (2.21), we replace (2.22) with the following constraint on Γart:

∂uint
∂ν

+ ikuint =
∂

∂ν
(uscatext + uinc) + ik(uscatext + uinc), on Γart. (2.23)

Next, by introducing a (Lagrange-multiplier-type) unknown field ζ on Γart, the continuous

model problem is decomposed into two sub-problems, one on the interior of Ω and one on

the exterior. On the interior of the domain Ω we look for solutions to equations (2.13)–(2.18)

and the additional boundary condition

∂uint
∂ν

+ ikuint = ζ, on Γart (2.24)

for an unknown function ζ defined on Γart. Consequently, we obtain an interior solution

operator Sint : H
−1/2(Γart) → H1(Ω) defined as Sintζ = w, where w is the unique solution
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of (2.13)–(2.18), and (2.24).

The exterior problem is to find the radiating scattered wave satisfying equations (2.19), (2.20)

and

∂uscatext

∂ν
+ ikuscatext = ζ, on Γart. (2.25)

Consequently, we obtain an exterior solution operator for the radiating field, Sext : H
−1/2(Γart) →

H1
loc(R

2 \ Ω̄) defined as Sextζ = v, where v is the unique solution of (2.19), (2.20), and (2.25)

.

Then the total field solution (depending on the Lagrange-multiplier ζ) of the original

problem (2.2)-(2.8) has the representation:

u(ζ) =

{
Sextζ + uinc, on R

2 \ Ω̄
Sintζ + Sint(

∂uinc

∂ν
+ ikuinc), on Ω \ D̄. (2.26)

Thus for computation of the total field using (2.26), the first step is to be able to compute

the unknown artificial boundary interface function ζ on Γart. This is obtained by requiring

continuity of the total field across the artificial interface, leading to the equation

(Sint − Sext) ζ = uinc − Sint

(
∂uinc

∂ν
+ ikuinc

)
, on Γart. (2.27)

Note that (2.27) enforces (2.21).

Since the closed curve Γart is smooth, it can be parametrized using a diffeomorphic 2π-

periodic function γ defined on [0, 2π] and hence ζ ◦ γ can be approximated with high-order

accuracy using a linear combination of trigonometric polynomial basis functions ψj(γ(t)) =

eijt for j = −N, · · · , N − 1, leading to a spectral approximation ζN of ζ on Γart. Let PN

be the L2-projection onto the 2N -dimensional space ΞN spanned by the basis functions ψj,

j = −N, · · · , N − 1. Then we obtain the following matrix system associated with (2.27) for

the 2N unknown coefficients of ζN

PN

[(
Sh
int − SM

ext

)
ζN
]
= PN

[
uinc − Sh

int(
∂uinc

∂ν
+ ikuinc)

]
, (2.28)
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where given an input function ψ on Γart, for a minimum size mesh parameter h, Sh
intψ is

a high-order isoparametric approximation to Sintψ and SM
extψ is the fully discrete Galerkin

(equivalently Nyström) approximation to Sextψ, obtained using parametrized 2M rectangle

rule quadrature points on [0, 2π]. In the next section, we give details of our high-order FEM

approximation Sh
intψ and spectrally accurate BEM approximation SM

extψ. We refer to [1] for

further details on the BEM.

When setting up the 2N × 2N matrix linear system in (2.28), the right hand side of the

equation can be setup for a given incident field and requires the solution of one FEM problem.

For setting up the matrix, we need to compute 2N FEM approximations Sh
intψj and 2N BEM

approximations SM
extψj, for j = −N, · · · , N−1. These approximations can be setup in parallel

using multiple cores, and we demonstrate that exploiting parallel computing environments

facilitates practicality of this approach to solve our unbounded and heterogeneous media

model problem.

Finally, after computing ζN , we perform one more BEM and FEM problem calculation

with this function on Γart to find an approximation for the solution to the original problem

uN,h,M =

{
SM
extζN + uinc, on R

2 \ Ω̄
Sh
intζN + Sh

int(
∂uinc

∂r
+ ikuinc), on Ω̄ \ D̄. (2.29)

However, if all previous solutions to the individual BEM and FEM problems are stored, the

final solution is a linear combination of these solutions.

2.5 High-Order Isoparametric FEM and Spectral BEM

The coupled method described above provides an efficient and accurate numerical method

if the individual BEM and FEM used are efficient and accurate. For our choice of smooth

artificial coupling boundary, the spectral BEM [1] provides very accurate solutions to the

exterior homogeneous media problems with very few DoF compared to standard low-order

FEM applied to the interior problems.

It is crucial for the computational efficiency of the coupled method that a high-order

FEM is used which closes the gap in accuracy between the highly accurate BEM on the
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exterior and the interior numerical solutions. Further, because all interior problems include

curved boundaries due to the smooth artificial boundary, it is necessary to use a FEM with

high-order approximations of the curved boundaries. Thus for this work we implement a

high-order isoparametric FEM based on curvilinear Lagrange triangle elements.

2.5.1 Variational Formulation and Galerkin Approximation

Before proceeding to describing the FEM and implementation, we present the variational

formulation of the interior problem given in equations (2.13)–(2.18), and (2.24), with ζ

replaced by a generic function f defined on Γart. For notational convenience, in this section,

we drop the suffix int in uint

Let V = {v ∈ H1(Ω)|v = 0 on Γsoft}. The FEM mesh is body fitted to the penetrable

objects, that is Γint is a union of element edges. This implies the variational formulation of

the interior problem is to find u ∈ V such that

a(u, v) = F (v) (2.30)

for all v ∈ V , where

a(u, v) = 〈∇u,∇v〉L2(Ω) − k2〈nu, v〉L2(Ω) + 〈∇u,∇v〉L2(Ωint) (2.31)

−k2〈nintu, v〉L2(Ωint) + ik〈u, v〉L2(Γart) +
J∑

j=1

iµj〈u, v〉L2(Γj),

and

F (v) = 〈f, v〉L2(Γart). (2.32)

Next we consider the Galerkin approximation of the unknown u ∈ V , satisfying (2.30)

in a finite dimensional subspace of V (to be described in detail in the next section). Let

Vh = span {v1, v2, · · · , vnh
}. We approximate the solution to the variational formulation of

the problem as

uh =

nh∑

i=1

Uivi. (2.33)
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The solution vector U is found by solving the linear system AU = F where

Ai,j = a(vi, vj), for i, j = 1, 2, · · · , nh, (2.34)

and

Fi = F (vi), for i = 1, 2, · · · , nh. (2.35)

2.5.2 High-Order h-p Isoparametric FEM Construction

The key choice which defines a FEM is the choice of subspace Vh and basis used. The

best choice of subspace allows for efficient computation and solution of the FEM system

problem AU = F and also provides an accurate approximation uh to the true solution u.

Traditionally linear (p = 1) polynomials are used which are defined piecewise on trian-

gular elements, and this method focuses on efficient computation and solution of the FEM

system problem. However, accuracy of the approximations can be poor, and fine grids are

required to avoid the pollution effect. This standard method provides low-order of conver-

gence and relies on a polygonal approximation of curved boundaries, and very large DoF are

needed in order to obtain accurate solutions to the interior problems as k increases. Thus the

low-order FEM is very expensive compared to the exterior spectrally accurate BEM. Fur-

ther, to obtain accurate solutions for high-frequency problems iterative methods of solution

for the FEM system are needed, and due to poor conditioning of the indefinite Helmholtz

systems preconditioners are required. This adds a large amount of computational cost to

the coupled method since several FEM problems must be solved.

Instead of a piecewise linear polynomial subspace, we use a piecewise polynomial subspace

V p
h of arbitrary polynomial degree p. As p is increased the order of convergence increases when

the actual solution is sufficiently smooth, and even for the non-smooth solutions, accuracy is

substantially increased and pollution effects are markedly decreased. This results in a high-

order FEM which is capable of providing similar accuracy as the BEM without the need

for exceedingly large DoF, and we are able to keep the FEM systems small enough to use a
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direct solve method avoiding the need for iterative solvers and preconditioners. However, if a

standard triangular mesh is used, the error from the low-order approximation of the curved

boundaries dominates, and high-order convergence is not achieved. Thus in addition to

high-order degree p basis splines, we use an isoparametric mesh which approximates curved

boundaries using curvilinear triangles.

2.5.2.1 High-Order Lagrange Triangles

For traditional low-order FEM, a basis for the subspace is created by defining three linear

spline shape functions φi for i = 1, 2, 3 on each element by requiring that

φi(x1,j, x2,j) = δi,j for i, j = 1, 2, 3. (2.36)

This defines the well known “tent function” basis for linear spline FEM on triangular ele-

ments.

The subspace can instead be defined as a piecewise higher degree p polynomial on each

element. However, to uniquely define a polynomial of degree p on an element requires

(p+2)(p+1)/2 DoF. For example a piecewise quadratic polynomial in two variables can be

written as

a0 + a1x1 + a2x2 + a3x
2
1 + a4x

2
2 + a5x1x2. (2.37)

Thus we require additional nodes on each element in order to define the Lagrange element

basis functions for the elements with higher degree p > 1. For the high-order elements we

denote the set of all nodes on an element Tj as zi = (x1,i, x2,i) for i = 1, 2, · · · , (p+1)(p+2)/2,

and to insure continuity across edges we require that p+1 nodes are equally spaced on each

element edge. Then the bases for the subspace can be created similarly to the linear splines

by requiring that the shape functions are piecewise polynomials of degree p on each element

and

φi(x1,j, x2,j) = δi,j for i, j = 1, 2, · · · , (p+ 1)(p+ 2)/2. (2.38)
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2.5.2.2 Isoparametric Triangles

The artificial domain Ω will always include a curved boundary since the artificial bound-

ary is smooth. The consequence of this is that Ω can only be poorly approximated by a

standard triangulation Th, and the error from this approximation dominates causing low-

order convergence for the individual FEM and full coupled method. One option to get a

high-order approximation of the curved boundary is to implement a non-uniform mesh with

smaller elements near the boundary. However, this increases the computational cost and size

of the FEM system compared to the isoparametric method which allows for triangles with

curved edges implemented in this work. The term isoparametric refers to approximating the

curved boundary as a polynomial of equal degree to the shape functions used for the FEM.

When creating the isoparametric mesh individual triangles never have more than one

curved edge, since only one edge is on a curved boundary of the domain. However, the

following method works if multiple curved edges were needed on a single element. We proceed

by defining a reference triangle element TR with vertices (s1,1, s2,1) = (0, 0), (s1,2, s2,2) =

(1, 0), and (s1,3, s2,3) = (0, 1), and if p > 1 additional nodes (s1,i, s2,i) for i = 4, · · · , (p +

1)(p + 2)/2 . Then a curved element Tj is defined by a polynomial mapping Fiso : TR → Tj

of degree p such that

Fiso(s1,i, s2,i) = (x1,i, x2,i), for i = 1, 2, · · · , (p+ 1)(p+ 2)/2. (2.39)

This uniquely determines the (p+ 1)(p+ 2)/2 DoF for the mapping.

The shape functions on the element Tj can then be defined by the shape functions on

TR. That is define the shape functions on TR as φi as defined previously for any high-order

Lagrange element. Then the shape functions χi on Tj are defined as

φi(s1, s2) = χi(Fiso(s1, s2)). (2.40)

Or more simply since Fiso has an inverse, we can write

χi(x1, x2) = φ(F−1
iso (x1, x2)). (2.41)
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2.5.3 Boundary Integral Reformation and Spectral BEM

We recall that the heterogeneity is contained inside a ball of radius at most a > 0; that is

n(x) = 1 for |x| > a. The exterior homogeneous media problem is restricted to outside the

ball with an absorbing/impedance boundary condition, and the model is governed by (2.19),

(2.20), and (2.25).

The key to solving the unbounded domain exterior homogenous media problem is to

choose an appropriate boundary integral ansatz for the scattered field with the constraint of

exactly satisfying the PDE (2.19) and the radiation condition (2.20). This can be achieved

using the fundamental solution of the constant coefficient Helmholtz operator. Hence the

problem reduces to finding the unknown density on the boundary of the exterior domain. Us-

ing the jump relation on the ansatz and the boundary condition (2.25), we obtain a boundary

integral equation (BIE) for the unknown density in an appropriate Hilbert space. Thus the

exterior PDE model is reformulated into a BIE on the smooth artificial coupling boundary.

Similar to the FEM, the BEM is obtained from discretizing the BIE, by approximating the

density in a finite dimensional subspace of the Hilbert space. The use of spectrally accurate

global basis functions for the finite dimensional subspace leads to the spectral BEM.

We recall the approximation of the unknown boundary data ζ in (2.25) by ζN ∈ ΞN ,

which is a linear combination of the 2N basis functions ψj, for j = −N, . . . , N − 1, and

that the unknown coefficients in ζN can be computed by setting up and solving the interface

matrix system (2.28). Thus for the FEM-BEM coupling model, the single homogeneous

exterior problem with unknown boundary data ζ is equivalent to the same exterior problem

with 2N distinct known boundary conditions where g = ψj, j = −N, . . . , N − 1. Such

trigonometric polynomials based approximations provide spectrally accurate convergence of

ζN to ζ. Consequently, to match the high-order convergence of the interior problem FEM

approximations, it is sufficient to choose N to be substantially small (compared to 1/h), as

we demonstrate in Section 2.6.
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Before proceeding to the implementation and details of the BEM used in this chapter,

we give the corresponding BIE for the problem. We refer to [1] for extensive details on BIEs

and the specific BEM used for this work.

2.5.3.1 BIE and Far Field

For each fixed j = −N, . . . , N − 1, the FEM-BEM coupling method requires solving the

exterior problem

∆uscatext + k2uscatext = 0, for x ∈ R
2 \ Ω̄, (2.42)

∂uscatext

∂ν
+ ikuscatext = g, for x ∈ Γart, (2.43)

with known boundary data g = ψj. u
scat
ext must also satisfy the SRC (2.8). To derive the BIE

for this problem, we use a direct combined single- and double-layer potential ansatz exterior

to the absorbing object, Ω:

uscatext (x) =

∫

Γart

[
uscatext (y)

∂G(x,y)

∂νy
−G(x,y)

∂uscatext (y)

∂νy

]
dSy, (2.44)

for x ∈ R
2 \ Ω̄, where G is the fundamental solution of the constant coefficient Helmholtz

operator [1]

G(x,y) =
i

4
H

(1)
0 (k|x− y|), x 6= y. (2.45)

Here H
(1)
0 is a Hankel function of the first kind. The acoustic single-layer and acoustic

double-layer potential are solutions to the Helmholtz equation and satisfy the Sommerfeld

radiation condition [1]. Hence the ansatz (2.44) of the exterior field uscatext satisfies (2.19) and

(2.20). To compute the exterior field, we need a BIE for the unknown density uscatext on Γart.

Later for the implementation, we will need the first derivative of the Hankel function which

is given as

d

dz
H

(1)
0 (z) = −H(1)

1 (z). (2.46)

Substitution of the boundary condition in (2.43) in the ansatz yields
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uscatext (x) =

∫

Γart

[
uscatext (y)

∂G(x,y)

∂νy
−G(x,y)

[
g(y)− ikuscatext (y)

]]
dSy, (2.47)

for x ∈ R
2 \ Ω̄. If the limit is taken as x goes to the boundary Γart from the exterior, then

we must apply the jump relation of the double-layer acoustic operator [1],

∫

Γart

uscatext (y)
∂G(x,y)

∂νy
dSy →

∫

Γart

uscatext (y)
∂G(x,y)

∂νy
dSy +

1

2
uscatext (y). (2.48)

Thus, by taking the limit and simplifying, the unknown boundary density in the ansatz (2.44)

satisfies the BIE:

uscatext (x)− 2

∫

Γart

uscatext (y)

[
∂G(x,y)

∂νy
+ ikG(x,y)

]
dSy =−2

∫

Γart

g(y)G(x,y)dSy, (2.49)

for x ∈ Γart.

With x = |x| x̂, for unit direction vector x̂ = x
|x| , and by letting |x| → ∞ in (2.49)

and using the asymptotics of the Hankel function [1], we obtain the following analytical

representation of the associated far field defined on the unit circle:

u∞(x̂) =
ke−iπ

4√
8πk

∫

Γart

e−ikx̂·y
[
x̂ · ν(y)uscatext (y)− uscatext (y)−

i

k
g(y))

]
dSy. (2.50)

Below we describe a spectrally accurate approximation to the unknown boundary density,

and by using a similar highly accurate approximation of the integrand in (2.50) obtained from

the trapezoidal rule, we compute high-order approximations to the far field representation

in (2.50).

2.5.3.2 Spectral Nyström BEM

Below we describe the BEM implementation used in this chapter, and we use the notation

of and refer to [1] for further details of the Nyström BEM. Since the artificial boundary is

chosen, we assume Γart is analytic with parametrization

Γart = {c(t) | t ∈ T}, (2.51)
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where T := R( mod 2π) and each component of the function c(t) is periodic and analytic

in t.

Let the variables t and s parametrize the x and y spatial variables on Γart respectively

using the parametrization given in (2.51). Following details in [1], the BIE given in (2.49) is

equivalent to the integral equation of the form

ψ(t)−
∫ 2π

0

K(t, s)ψ(s)ds = g̃(t), for 0 ≤ t ≤ 2π, (2.52)

with the kernel function K of having the representation

K(t, s) = K1(t, s) log

[
4 sin2

(
t− s

2

)]
+K2(t, s), (2.53)

where K1, K2 are smooth kernels [1]. As in [1], the Nyström method is based on discrete

numerical integration approximations. For each fixed t ∈ [0, 2π] and with f(s) = Ki(t, s)

with i = 1 or 2, we use the following product integration and trapezoidal rules to approximate

the integrals of the two halves of K:

∫ 2π

0

log

[
4 sin2

(
t− s

2

)]
f(s)ds ≈

2n−1∑

j=o

R
(n)
j (t)f(tj), (2.54)

where, tj = j(π/n) for j = 0, · · · , 2n− 1 and

R
(n)
j (t) := −2π

n

n−1∑

m=1

{
1

m
cos [m(t− tj)]−

π

n2
cos [n(t− tj)]

}
, (2.55)

and the standard trapezoidal rule

∫ 2π

0

f(s)ds ≈ π

n

2n−1∑

j=0

f(tj). (2.56)

Instead of thinking of these quadrature rules as approximations of the integral, one can

describe them as integrating a complex trigonometric interpolation polynomial approxima-

tion of f(s) exactly:

∫ 2π

0

log

[
4 sin2

(
t− s

2

)]
(IMf)(s)ds =

2M−1∑

j=o

R
(M)
j (t)f(tj), 0 ≤ t ≤ 2π, (2.57)

and
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∫ 2π

0

(IMf)(s)ds =
π

M

2M−1∑

j=0

f(tj), (2.58)

where IMf is the trigonometric interpolation polynomial of order M at tj, and tj = j(π/M)

for j = 0, · · · , 2M − 1. The spectrally accurate convergence of the interpolation polynomial

approximations gives spectral convergence of the BEM when the artificial domain is chosen

to be smooth. Finally, we note that the right hand side of the BIE can be written as

∫ 2π

0

{
M1(t, s) + log

[
4 sin2

(
t− s

2

)]
M2(t, s)

}
ψ̃(s)ds, (2.59)

whereM1 andM2 are analytic functions, so we can approximate this integral using the same

approximation rules since it is of a similar form as the kernel for the left hand side of the

equation.

2.6 Numerical Experiments: Validation and Parallel Performance

We have now fully described the couple method FEM-BEM and the individual FEM and

BEM used, and we proceed to numerical results from our implementation.

Because there are distinct classes of discretization schemes in the interior, exterior, and

on the artificial boundary, careful numerical investigation is required to balance various

discretization parameters in conjunction with the frequency of the problem and complex-

ity of the geometry. Thus, in this section we provide extensive numerical experiments to

numerically choose an efficient set of parameters to simulate the full model problem.

We present numerical results for the full model problem (2.2)-(2.8) in this main sec-

tion, with two distinct classes of unbounded and heterogeneous configurations. The first

heterogeneous configuration consists of a single sound-soft kite-shaped smooth obstacle, as

in Figure 2.3, and the second heterogeneous medium, as in Figure 2.4 comprises two ob-

stacles, both non-smooth with a penetrable square and an impenetrable horn with J = 12

distinct components. We choose three distinct sub classes of parameters, defined in (2.10)–

(2.12) for the boundary condition in (2.4). Computations were done on a single compute

node in a cluster with dual octa-core Intel X5670 2.93GHz processors.
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Figure 2.3 The heterogeneity n(x) plotted on the artificial domain for a sound-soft model

Figure 2.4 The artificial domain with n(x) and nint(x) for the parameter dependent horn
configuration with a penetrable square scattering object
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2.6.1 Unbounded and Heterogeneous with a Smooth Sound-Soft Scatterer

We begin by considering the scattering of a plane wave by a bounded heterogeneous

configuration which includes a smooth sound-soft impenetrable object. We use this example

to illustrate the high-order convergence that is possible when all objects are smooth. For

this example problem the incident wave is a plane wave uinc = exp(ikx1) with direction

d̂ = (1, 0).

We plot simulations for the highly accurate reference solution with large DoF in the BEM

problems, FEM problems and interface basis, for the problem with L = 20λ in Figure 2.5, and

additionally we use the highest order FEM with p = 4 considered in the paper. We use the

Figure 2.5 Real part (left) and intensity (right) of the total field for a L = 20λ model

impenetrable sound-soft kite object from [1] where scattering by a sound-soft impenetrable

object is considered in homogeneous media using a BEM alone. The boundary of sound-soft

kite is parametrized by

x(t) = (cos(t) + .65 cos(2t)− .65, 1.5 sin(t)) , (2.60)

and the heterogeneity function is given by

n(x) = 1 +



1−

[(
x+ .25

2.5

)2

+
(y
3

)2
]2


2

. (2.61)
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To fit the heterogeneity and object well, we choose an artificial domain that is an ellipse

with x1-stretch of a = 2.5 and x2-stretch of b = 3 centered at the point xcenter = (−.25, 0).

Thus the diameter for Ω is L = 6.

Here we demonstrate the isoparametric triangulation of the artificial domain, and provide

a visual comparison with a standard polygonal triangulation. The differences between the

two types of meshes can be clearly seen for a coarse mesh of the domain in Figure 2.6. For

the isoparametric mesh plot we have used a quadratic approximation of the curved edges.

Figure 2.6 A standard polygonal triangulation of the artificial domain and the isoparametric
triangulation left and right respectively for the coarsest mesh considered

2.6.1.1 Spectral Convergence for the BEM

For all problems, the exterior homogeneous media problems are solved with a spectral

BEM [1] on a smooth artificial boundary. Thus there is very little change in the exterior

problem implementation and solutions when considering different heterogeneous configura-

tions and scattering objects. For all results presented in this section we solve the problem

on the boundary of the artificial domain for the sound-soft kite problem as described above.
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The error in the solutions depends on both the wave number k which controls the fre-

quency of the problem and the integer value of j ∈ [−N,N) from the boundary condition

arising from the basis function ψj(γ(t)) = eijt to approximate the Lagrange-multiplier ζ. To

begin we consider a problem with varying frequency and fix j = 1. The results can be seen

in Table 2.1. Note that as we increase the Nyström discretization parameter M the DoF in

the resulting dense BEM system is 2M .

Table 2.1 The BEM problem on the boundary of the artificial domain for the boundary
condition with basis function ei jt where j = 1. The error is calculated in the magnitude of
the far field using the L2 norm. The reference solutions is calculated with M = 512.

L = 10λ L = 20λ L = 40λ
M Error Error Error

16 1.0977e-01 1.6491e+00 9.2155e-01
32 1.2867e-05 1.7046e-01 1.3672e+00
64 1.1681e-14 2.0229e-09 3.6368e-01
128 2.1373e-15 2.0313e-14 3.4533e-14

The results in Table 2.1 demonstrate that we must increase the DoF in the BEM system

in order to obtain similar accuracy for fixed boundary conditions when the frequency of

the problem is increased. However, we still obtain accuracy close in magnitude to machine

epsilon with relatively few DoF for the exterior problems for all frequencies in this table.

Table 2.2 The BEM problem on the boundary of the artificial domain for the boundary
condition with basis function ei jt where L = 10λ. The error is calculated in the magnitude
of the far field using the L2 norm.

j = 10 j = 20 j = 30 j = 40
M Error Error Error Error

32 2.2059e-02 1.2567e-02 9.3673e-01 2.0399e+08
64 9.6360e-15 3.1018e-15 2.3119e-10 1.7452e-02
128 2.3632e-15 5.8545e-15 8.3017e-12 7.4821e-06
256 1.1153e-15 1.0470e-15 3.7848e-12 1.7791e-06

The results in Table 2.2 demonstrate that the DoF required for the BEM problems are

very dependent on the value of j used in the basis function for the boundary condition.
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However, recall that for the approximated solution ζN to the interface problem we must

solve the BEM problems for all values −N ≤ j ≤ N − 1, and we will demonstrate in the

next section that the value of N required for accurate simulations is in general small but

increases as the frequency of the problem is increased. Thus it is only in high-frequency

problems that we encounter large values of j.

2.6.1.2 High-Order Isoparametric FEM Convergence for the Interior Problem

Similar to the BEM problems above, it is important to consider the accuracy and con-

vergence of the individual FEM problems required for the method. However, we keep this

section brief since we explore the choice of FEM parameters h and p in depth later for error

and convergence of the full coupled method. Here we wish to demonstrate the importance

of a high-order FEM in order to keep the DoF small for the FEM problems.

Table 2.3 Maximum nodal error and convergence with respect to h of the individual FEM
problem with L = 5λ for the sound-soft kite problem with boundary condition g = ∂uinc

∂ν
+

ikuinc using a reference solution with p = 4 and 491, 904 DoF

p=1 p=2 p=4
DoF Error EOC Error EOC Error EOC

492 5.9752e-01 - 1.8375e-01 - 7.6081e-02 -
1,944 1.8143e-01 1.77 1.7811e-02 3.66 1.4531e-03 7.08
7,728 4.7349e-02 1.97 1.3105e-03 3.91 4.1152e-05 5.59
30,816 1.1938e-02 2.00 1.6497e-04 3.04 1.1539e-06 5.35
123,072 2.9855e-03 2.01 2.0837e-05 3.01 3.3433e-08 5.20

Table 2.3 shows the error and convergence results for the interior problem with a fre-

quency of five wavelengths per diameter of the artificial domain. We have used the boundary

condition g = ∂uinc

∂ν
+ ikuinc for the right hand side of the interface problem system to avoid

influence from the additional parameter j as was seen in the BEM problems.

Table 2.3 shows that we achieve the estimated order of convergence (EOC) of p + 1 in

the maximum nodal error for the interior problems when all objects are smooth, and similar

convergence was observed in the L2 norm error. In all cases a significant increase in the DoF
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is needed to obtain similar accuracy to the BEM. However, the higher order splines help close

the gap in the accuracy between the BEM and FEM. With p = 4 we achieve highly accurate

results with relatively few DoF compared with traditional linear spline FEM with p = 1. We

will further demonstrate the benefits of high-order FEM when looking at numerical results

for the full coupled method.

2.6.1.3 Convergence with Interface Basis Size

We now consider the error and convergence of the full coupled method beginning with

the choice of basis size for the interface problem. As described earlier, we approximate

the coupling boundary condition function ζ with ζN using 2N basis functions. Finding the

approximation requires solving 2N FEM problems, 2N BEM problems and one additional

FEM problem for each incident wave considered.

Thus we wish to keep the value of N as small as possible while still achieving the desired

accuracy. We consider two scenarios. First, we consider the required value of N in order to

achieve an error less than 1e–03 which is suitable for most applications achieving 0.1% error,

and second we consider the required value of N so that error is dominated by the error in

the FEM scheme using p = 4 and the finest mesh considered. The second case will mean

the error in the final solution is dominated by the error in the FEM problems and not the

interface approximation or BEM problems. This value of N is then used to investigate the

convergence of the full method with respect to the FEM problems.

We summarize the results for the convergence with respect to N in Table 2.4. This table

shows the required value of N in order to achieve a relative error of less than 1e–03, and

additionally shows the required value of N to achieve final accuracy with the finest FEM

mesh implemented with p = 4 and negligible error from the BEM problems. We note that

the required value of N for a fixed accuracy grows approximately linearly with frequency

measured in the number of wavelength per diameter of the artificial domain. Further N can

be kept relatively small which results in small DoF for the interface system. For the majority

of this chapter, similar to a class of applications, we are interested in the accuracy of far field
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Table 2.4 Required values of N to achieve error less than 1e–03 (Case 1) and so that error is
dominated by the error in the FEM scheme (Case 2). The error is computed in the magnitude
of the far field in the L2 norm and the maximum nodal error in the interior domain. The
solutions are computed with p = 4 and h = 0.0295. The reference solution was computed
with p = 4 and h = 0.0148.

Far Field L2 norm Error Interior Max Nodal Error

L Case 1 Case 2 Case 1 Case 2
λ 4 30 6 30
5λ 13 30 14 31
10λ 24 36 26 36
15λ 35 46 37 46
20λ 46 57 48 56
25λ 58 67 59 67
30λ 71 78 71 77

pattern in our numerical experiments. However, for many applications the near field results

in the interior artificial domain are of interest. Thus we additionally provide results where

we have measured the error in the interior domain. We see that the required value of N are

approximately the same in both cases.

2.6.1.4 Full Method Error and Convergence with Respect to FEM Parameters

Even with the high-order isoparametric FEM implemented here, the error in the full cou-

pled method numerical solutions is dominated by the error in the individual FEM problems.

Thus we focus our investigation of the accuracy and convergence of the method on the FEM

parameters h and p where h determines the mesh size and p is the degree of spline used for

the FEM basis functions.

When all of the scattering objects are smooth, we can obtain high-order convergence of

order p+1 in the L2(Ω) norm for the individual FEM problems as h is decreased. However,

for the far field solutions we are interested in, we get order 2p convergence in the L2 norm

error measured in the magnitude of the far field for the full coupled method. Thus highly

accurate solutions are possible with relatively small DoF when we increase p. This is an

interesting super-convergence result that holds mainly for the far field approximation and
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raises a new mathematical problem for theoretically proving such results for the unbounded

and heterogeneous media model.

Table 2.5 Accuracy of the full method for the sound-soft kite problem. The error is computed
in the magnitude of the far field with the L2 norm. The solutions are computed with 491, 904
FEM DoF with p = 1, 2, and 4. The reference solution was computed with p = 4 and
1, 966, 848 FEM DoF.

p=1 p=2 p=4
L N M Error Error Error

λ 30 512 8.8646e-06 1.5763e-08 1.1749e-11
5λ 30 512 7.0352e-04 3.1522e-07 3.5072e-11
10λ 36 512 5.9806e-03 1.0898e-05 1.1677e-10
15λ 46 512 2.0327e-02 8.3805e-05 3.7378e-09
20λ 57 512 4.9737e-02 3.6686e-04 5.1481e-08
25λ 67 1024 9.5602e-02 1.1026e-03 3.7423e-07
30λ 78 1024 1.6910e-01 2.8168e-03 1.9586e-06

We summarize the results in Table 2.5 for all frequencies of the problem considered. For

these results the DoF for the FEM problems are fixed at the largest value considered of

491, 904, and we vary the choice of N and M as appropriate to insure error is dominated

only by the FEM problems. We see that for a fixed DoF we achieve much greater accuracy

with high-order FEM, and this allows us to accurately solve problems with frequency as high

as thirty wavelengths per diameter of Ω. With a standard low-order FEM using p = 1 we are

only able to achieve error less than 1e–03 for problems up to five wavelengths per diameter

of Ω. We illustrate the convergence as the mesh is refined for individual problems next to

elaborate on this.

We consider a problem such that L = 10λ in Table 2.6. It is not possible to achieve

the desired accuracy of relative error less than 1e–03 with linear splines for the finest mesh

considered here. It is possible if we further refine the mesh. However, further refinement

eventually results in the need for iterative solvers and preconditioners for the indefinite

Helmholtz FEM systems. With p = 2 we are able to achieve the desired tolerance with

123, 072 DoF and with p = 4 we only require 30, 816 DoF for the FEM system. Both options
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Table 2.6 L2 norm error in the magnitude of the far field and estimated order of convergence
(EOC) with respect to h when L = 10λ. The solutions are computed with N = 30 and
M = 512. The reference solution uses N = 44, M = 512, p = 4 and 1, 966, 848 DoF for the
FEM problems.

p=1 p=2 p=4
DoF Error EOC Error EOC Error EOC

1,944 9.7687e-01 - 3.8967e-01 - 1.1847e-01 -
7,728 3.4778e-01 1.49 3.8237e-02 3.35 1.1634e-03 6.67
30,816 9.3770e-02 1.89 2.6830e-03 3.83 5.9094e-06 7.62
123,072 2.3829e-02 1.98 1.7290e-04 3.96 2.5452e-08 7.86
491,904 5.9806e-03 1.99 1.0898e-05 3.99 1.1677e-10 7.77

of achieving the desired accuracy by using p = 2 or 4 are easily solved with a direct sparse

solve method.

For all degrees of splines considered we see order of convergence of 2p, in the far field

approximation, with respect to decreasing the mesh parameter h. This gives us very high-

order convergence with p = 4, and this is a key ingredient for achieving such accurate

solutions.

Table 2.7 L2 norm error in the magnitude of the far field and estimated order of convergence
(EOC) with respect to h when L = 20λ. The solutions are computed with N = 57 and
M = 512. The reference solution uses N = 64, M = 512, p = 4 and 1, 966, 848 DoF for the
FEM problems.

p=1 p=2 p=4
DoF Error EOC Error EOC Error EOC

7,728 1.1821e+00 - 7.1948e-01 - 2.4757e-01 -
30,816 6.7708e-01 0.80 8.0495e-02 3.16 2.5234e-03 6.62
123,072 1.9466e-01 1.80 5.6895e-03 3.82 1.2394e-05 7.67
491,904 4.9737e-02 1.97 3.6686e-04 3.96 5.1481e-08 7.91

We continue investigating the convergence of individual problems with the full method

in Table 2.7 by doubling the frequency of the problem in Table 2.6 so that now L = 20λ. We

now require the finest mesh considered in order to achieve the desired accuracy even with

p = 2, but we can still obtain a very accurate solution with relative error less than 1e–07
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when we use p = 4. At this frequency the low-order simulations with p = 1 provide poor

accuracy for all mesh sizes considered.

Table 2.8 L2 norm error in the magnitude of the far field and estimated order of convergence
(EOC) with respect to h when L = 30λ. The solutions are computed with N = 78 and
M = 1024. The reference solution uses N = 100, M = 1024, p = 4 and 1, 966, 848 DoF for
the FEM problems.

p=1 p=2 p=4
DoF Error EOC Error EOC Error EOC

30,816 1.1528e+00 - 4.8453e-01 - 6.8720e-02 -
123,072 6.1163e-01 0.91 4.1985e-02 3.53 4.3923e-04 7.29
491,904 1.6910e-01 1.85 2.8168e-03 3.90 1.9586e-06 7.81

We conclude the smooth obstacle convergence and parameter investigation in Table 2.8

with the results for the highest frequency problem considered with L = 30λ. We see that

with the high-order FEM with p = 4 we achieve the desired accuracy with only 123, 072

DoF, but we are not able to achieve the desired accuracy with lower order FEM even with

a finer mesh. Further, for far field approximations, we achieve EOC of 2p for all degrees of

splines considered in this chapter.

The efficiency of using high-order FEM for the sound-soft kite problem is partially due

to the high-order convergence possible both in the individual FEM problems and the full

coupled methods. This high-order convergence is only possible when the solutions to the

problem are sufficiently smooth, and in the case of the sound-soft kite problem the solutions

are smooth since the scattering object and n(x) are smooth. However, for many practi-

cal applications the objects and refractive indices are not smooth. We demonstrate later

through investigation of the horn problem that even for non-smooth refractive indices with

non-smooth penetrable objects, and non-smooth impenetrable objects we can still improve

the accuracy and efficiency of the full coupled method and individual FEM problems by

implementing a high-order FEM.
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2.6.1.5 Parallel Performance

Before proceeding to the numerical results for the horn problem, we use the unbounded

and heterogeneous medium with a sound-soft kite shaped obstacle to illustrate the impor-

tance of parallel computing for the method, and we provide the parallel performance results

of our implementation. While the coupled method preserves the physics of the original prob-

lem by including the Sommerfeld radiation condition, there is an additional computational

cost compared to traditional methods which approximate the radiation condition and solve

a single FEM problem on an artificially truncated domain.

The additional computational cost of the coupled method is due to solving multiple

different FEM and BEM problems, 2N BEM and (2N+1) FEM problems for each simulation

to be specific. We will provide options for reducing the number of BEM and FEM problems

when running multiple simulations in the next section. However, a key observation is that all

FEM and BEM problems are completely independent, and we can solve them simultaneously

on multiple processors. Further, all FEM problems have the same matrix system, and only

the right hand side of the FEM system of equations changes for each problem. We thus create

the FEM system in parallel once before proceeding to solve all FEM and BEM problems

in parallel. The remainder of the computational work for the coupled method is small in

comparison, and can be quickly done in serial even for the highest frequency problems.

Table 2.9 Parallel performance, by increasing the number of cores (nc) in a single compute
node, for the unbounded and heterogeneous medium with a sound-soft kite problem with
L = 20λ, M = 512, N = 57, p = 4, and 491, 904 DoF in the FEM system

nc Time (s) Speedup Efficiency

1 2.1807e+05 1.00 1.00
2 9.9298e+04 2.20 1.10
4 4.8698e+04 4.48 1.12
8 2.5337e+04 8.61 1.08
16 1.3724e+04 15.89 0.99
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The parallel performance for all frequencies and parameter choices is similar when con-

sidering speedup and efficiency but the total time increases as frequency increases and the

DoF become larger. As a general rule we see good speedup as long as the number of pro-

cessors used does not become greater than the total number of FEM and BEM problems to

be solved. Thus we present results for a single problem with L = 20λ in Table 2.9 which is

the highest frequency problem where we can get results using a single processor in less than

three days.

We see that close to perfect efficiency is achieved with up to 16 processors, and using

the parallel implementation we are able to reduce the time required from approximately

60 hours on a single processor to taking approximately 4 hours with 16 processors. The

efficiency improvement from parallel implementation is crucial to the method since we are

solving many problems for a single simulation.

2.6.1.6 Efficient Multiple Frequency Simulations

There are numerous ways to efficiently simulate the results of multiple problems with the

coupled method. Multiple different incident waves of the same frequency can be simulated

for a single configuration with the only additional cost being a single FEM problem solve for

each incident wave. Another option which we have not investigated is that multiple different

configurations can be simulated without repeating the work for the BEM problems if the

artificial domain boundary is kept fixed and only the interior heterogeneous domain varies.

We consider a third option in this section which is an efficient scheme for simulating

multiple different frequency problems with a single configuration. We proceed by significantly

reducing the amount of work that must be done for the FEM problems by separating the

FEM system matrix. However, we are not able to reduce the time required for the BEM

problems since the fundamental solution depends on the frequency considered. Thus before

proceeding to the description of the scheme and the numerical results, we first consider the

amount of time required for the FEM problems, the BEM problems, and the remaining

portion of the code.
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Table 2.10 Amount of CPU time spent on each part of the method with increasing frequency,
nc= 16, p = 4, and 491, 904 DoF in the FEM system

L M N FEM Time (s) BEM Time (s) Other Time (s)

λ 64 30 7.2564e+02 (84%) 9.4600e+01 (11%) 3.9663e+01
5λ 128 30 7.2985e+02 (62%) 3.7319e+02 (32%) 8.0201e+01
10λ 256 36 7.4697e+02 (27%) 1.8731e+03 ( 67%) 1.6299e+02
15λ 512 46 8.0036e+02 (8%) 9.4294e+03 (89%) 3.2653e+02
20λ 512 57 8.7464e+02 (6%) 1.2513e+04 (91%) 3.3563e+02
25λ 1024 67 9.4105e+02 (1%) 6.1735e+04 (97%) 6.9663e+02
30λ 1024 78 1.0072e+03 (1%) 6.8357e+04 (98%) 7.0891e+02

We summarize the results of the distribution of CPU time spent on each portion of the

code in Table 2.10. In this table we have used the finest mesh with p = 4 in all cases, and

the largest number of processors considered which is sixteen. The parameters N and M are

chosen large enough to insure the error is dominated by the error from the FEM scheme.

Table 2.10 demonstrates that for low frequency problems the computational cost of the

method is dominated by the FEM problems. However, onceM becomes large we see instead

that the computational cost of the method becomes dominated by the BEM problems. Thus

we expect our implementation which reduces the FEM work required for multiple frequency

problems to be effective for a range of low frequency problems.

The computational expense of the FEM problems is dominated by the time required to

build the FEM system matrix, and while this matrix does depend on the frequency of the

problems, it is possible to separate the matrix into frequency independent parts which can

be used for multiple different frequency problems.

Let A be the FEM system matrix. Then we can write this in a separated form as

A = Astiff − k2Amass + ikAbd + i
∑

j

µjAj (2.62)

where Astiff is the stiffness matrix corresponding the terms

〈∇u,∇v〉L2(Ω) + 〈∇u,∇v〉L2(Ωint)

in the sesquilinear form, Amass is the mass matrix corresponding to the terms
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〈nu, v〉L2(Ω) + 〈nintu, v〉L2(Ωint)

in the sesquilinear form, Abd is the boundary mass matrix corresponding to the term

〈u, v〉L2(Γart)

in the sesquilinear form, and Aj are the boundary mass matrices corresponding to the terms

〈u, v〉L2(Γj).

Once written in this form, we can clearly see that the separated terms only need to be

computed once if we wish to simulate multiple frequency problems on the same configuration.

Table 2.11 CPU time taken to solve problems individually and with the efficient multiple
frequency scheme, using nc= 16, p = 4, and 491, 904 DoF in the FEM system. M and N for
the problems are the same as Table 2.10. The problems solved are with L = λ, 5λ, 10λ, 15λ
in this order.

Problems Solved Time Alone (s) Time Together (s) Percent Time Saved

2 2.0431e+03 1.5124e+03 26%
3 4.8262e+03 3.7758e+03 22%
4 1.5382e+04 1.3818e+04 10%

We provide numerical results for solving the two, three, and four lowest frequency prob-

lems together with the multiple frequency scheme in Table 2.11. All results are presented

with the largest number of processors considered and the finest FEM mesh with p = 4. We

have chosen the additional parameters to insure the error is dominated by the error from

the FEM scheme, and these are the same as in Table 2.10.

The results show that we can achieve a significant reduction in the CPU time required

to solve multiple problems for low frequency problems where the BEM problems are quick

and the FEM problems dominate the computational cost of the method. Once the frequency

becomes large and the BEM problems become expensive the percent reduction declines.
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2.6.2 Unbounded and Heterogeneous with a Horn and a Penetrable Scatterer

In this section we focus on the horn problem comprising a complex configuration with non-

smooth penetrable and impenetrable objects (see Figure 2.4). Because of the non-smooth

scatterers with reentrant corners, solution of the interior heterogeneous media continuous

problem is in the Sobolev space of order s, for some 1 < s < 2. In this case the order of

convergence is not increased as p increases, but we demonstrate that there is still a great

improvement in the accuracy of simulations for increased p while keeping the DoF in the

FEM problems fixed.

We plot the simulated three reference solutions for the problems when L = 20λ, corre-

sponding to three distinct parameter choices (2.10)–(2.12) in Figure 2.7. This illustrates some

of the differences seen in simulations when the parameter choice µ is changed corresponding

to material properties of the 12 sides of the horn.

2.6.2.1 Spectral Convergence for the BEM

We consider the error and convergence for the BEM problems first, and this demonstrates

that there is little change from the sound-soft kite problem for the BEM problems. For all

results presented in this section the we solve the problem on the boundary of the ellipse with

x1-stretch of a = 1 and x2-stretch of b = 0.6 centered at the point xcenter = (−0.4, 0) which

was used as the artificial domain for the horn examples.

Thus the artificial boundary Γart remains smooth and the order of convergence is still

spectral for the BEM problems despite the inclusion of penetrable and impenetrable objects

with corners in the configuration. Choice of the smooth artificial boundary is crucial to

reduce the number of basis functions required for high-order approximation of the Lagrange-

multiplier ζ and hence the number of FEM and BEM problems to be solved.

Consider the results with varying frequencies when j = 1 for the boundary condition

given in Table 2.12. We see that even for large frequency problems we can achieve relative

error close in magnitude to machine epsilon with relatively few DoF. The results are very

49



Figure 2.7 Simulation of three horn problems such that L = 20λ for material property
parameters µ1 (top), µ2 (middle), and µ3 (bottom), defined in (2.10)–(2.12). Real part and
intensity of the total field left and right
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Table 2.12 The BEM problem on the boundary of the artificial domain for the boundary
condition with basis function ei jt where j = 1. The error is calculated in the magnitude of
the far field using the L2 norm. The reference solutions use M = 512.

L = 10λ L = 20λ L = 40λ
M Error Error Error

16 1.5067e-01 9.0237e-01 1.2695e+00
32 6.4711e-07 2.7478e-02 5.2688e-01
64 1.0271e-14 1.0188e-10 1.2022e-03
128 2.7753e-15 8.9937e-15 3.7125e-15

similar to the corresponding results for the sound-soft kite problem in Table 2.1.

We must increase the DoF for the BEM problems as j increases for the boundary con-

dition. However, we have already investigated this in Table 2.2, and the results are nearly

identical for the horn configuration. Thus we conclude that the required DoF to insure ac-

curate solutions for the BEM problems only depends on the frequency of the problem and

the boundary condition. There is no dependence on the configuration as long as the artifi-

cial domain is chosen to have a smooth boundary, and we can use the same choices for the

parameter M that we used for the previous sound-soft kite example.

2.6.2.2 Convergence of Individual FEM with Non-Smooth Objects

The large difference in accuracy for the horn problem compared to the problem with

smooth scattering objects comes from the interior FEM problems. Because the interior

solutions are no longer smooth when we introduce corners into the configuration, we do not

get an increase in the order of convergence of p+1 as we increase p for the maximum nodal

error or the L2(Ω) norm error.

Consider the low frequency problem with L = λ in Table 2.13. For simplicity we only

consider the parameter choice of µ = µ1 in this section, but similar results are seen for all

three choices. For the one wavelength problem we see that the desired accuracy of relative

error less than 1e–03 is possible with all choices of p. However, we do achieve greater final

accuracy with larger values of p, and we are able to achieve the desired accuracy with fewer
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Table 2.13 Maximum nodal error and convergence with respect to h of the individual FEM
problem with L = λ for parameter choice µ1 and boundary condition g = ∂uinc

∂ν
+ikuinc using

a reference solution with p = 4 and 982, 912 DoF

p=1 p=2 p=4
DoF Error EOC Error EOC Error EOC

4,072 3.1245e-03 - 1.2670e-03 - 7.6043e-04 -
15,792 1.2159e-03 1.36 5.5323e-04 1.20 2.8983e-04 1.39
62,176 4.8725e-04 1.32 2.2239e-04 1.31 1.0915e-04 1.41
246,720 1.8970e-04 1.36 8.3277e-05 1.42 3.8928e-05 1.49

required DoF when we increase p. This is despite the fact that the EOC never exceeds order

two due to the non-smooth solution.

2.6.2.3 Convergence with Interface Basis Size

Similar to the BEM problem error and convergence, the results for the required value of

N , which controls the size of the interface problem basis, remains approximately the same

regardless of the configuration. This value can in general be chosen based on the frequency

of the problem alone.

Table 2.14 Required values of N to achieve error less than 1e–03 (Case 1) and so that error is
dominated by the error in the FEM scheme (Case 2). The error is computed in the magnitude
of the far field in the L2 norm. Simulations are computed with p = 4 and 982, 912 DoF in
the FEM systems with sufficiently large M . The reference solutions were computed with
p = 4 and 3, 923, 712 FEM DoF.

Case 1 Case 2
L µ1 µ2 µ3 µ1 µ2 µ3

λ 8 10 8 14 15 15
5λ 12 13 12 16 18 16
10λ 21 21 20 22 24 23
15λ 29 29 29 29 32 33
20λ 37 37 36 39 40 39
25λ 45 45 45 47 48 49
30λ 51 50 53 53 51 56
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We summarize the results for all of the parameter choices with the horn problem in Ta-

ble 2.14. This shows that the choice of N required is similar and slightly lower than the

corresponding sound-soft kite problems in Table 2.4. Further, the values required for the

various parameter choices are nearly the same in all cases. We see that the required value of

N for final accuracy and error less than 1e–03 become much closer for this problem than the

sound-soft kite problem. This is due to the final accuracy when error is dominated by the

error in the FEM scheme being lower when we introduce corners in the scattering objects.

If greater accuracy were possible from the FEM problems we would likely see the same gap

between the required N for final accuracy and minimum desired accuracy.

2.6.2.4 Full Method Error and Convergence with Respect to FEM Parameters

We use the results above to choose the proper values of N and M to insure that the

error is dominated by the FEM problems. We are then able to investigate the error and

convergence of the full method with respect to the FEM parameters h and p.

We begin by considering the accuracy possible with the finest meshes considered for

varying p with all three boundary condition parameter choices. We consider the same range

of frequencies from the sound-soft kite problem ranging from L = λ to 30λ.

Table 2.15 Accuracy of the full method with parameter choice µ1. The error is computed in
the magnitude of the far field with the L2 norm. The solutions are computed with 982, 912
DoF for the FEM problems with p = 1, 2, and 4. The reference solution was computed with
p = 4 and 3, 923, 712 DoF in the FEM system.

L p=1 Error p=2 Error p=4 Error

λ 1.5111e-04 5.7056e-05 1.5690e-05
5λ 9.1109e-04 3.2334e-04 1.2837e-04
10λ 3.1705e-03 6.0352e-04 2.4217e-04
15λ 1.2770e-02 1.1991e-03 4.7730e-04
20λ 2.9478e-02 8.1652e-04 3.3072e-04
25λ 4.7406e-02 5.0764e-04 2.3400e-04
30λ 1.8812e-01 1.7382e-03 4.7068e-04
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We begin with the results for the first parameter choice µ = µ1 in Table 2.15. Similar to

the heterogeneous medium with sound-soft kite we are able to achieve the desired accuracy

of relative error less than 1e–03 for all frequencies of the problem. However, we do see a loss

of accuracy in the solutions when the solution is not smooth. With the standard low-order

FEM with p = 1 we are only able to achieve the desired accuracy for problems with up

to five wavelengths per diameter of Ω. It is only with p = 4 that we achieve the desired

accuracy for all problems considered, and thus it is still more efficient to use the high-order

FEM for problems where the solution is not smooth and high-order convergence of the FEM

problems is not possible.

Table 2.16 Accuracy of the full method with parameter choice µ2. The error is computed in
the magnitude of the far field with the L2 norm. The solutions are computed with 982, 912
DoF for the FEM problems with p = 1, 2, and 4. The reference solution was computed with
p = 4 and 3, 923, 712 DoF in the FEM system.

L p=1 Error p=2 Error p=4 Error

λ 2.5553e-04 8.5711e-05 1.5424e-05
5λ 5.7141e-04 2.2896e-04 9.2551e-05
10λ 2.8671e-03 4.5523e-04 1.8542e-04
15λ 1.1244e-02 9.9405e-04 4.0009e-04
20λ 2.8986e-02 8.7358e-04 3.6472e-04
25λ 4.7484e-02 9.6826e-04 4.2541e-04
30λ 1.7645e-01 2.3366e-03 8.7669e-04

We present the results with the additional two boundary condition parameter choices

in Table 2.16 and Table 2.17 with parameter choices of µ = µ2 and µ = µ3 respectively. We

see slightly greater error with µ = µ2, but we are still able to achieve the desired accuracy

for all problems when using p = 4. The sound-hard parameter choice provides the greatest

accuracy when µ = µ3. In both tables similar to Table 2.15 we are only able to achieve the

desired accuracy for problems with up to five wavelengths per diameter of Ω when we use

standard low-order FEM with p = 1. The greatest accuracy is always achieved with p = 4.

In Table 2.16 we can see that p = 4 is required to have desired accuracy on all problems

when µ = µ2. However, with µ = µ3 in Table 2.17 we can achieve the desired accuracy
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Table 2.17 Accuracy of the full method with parameter choice µ3. The error is computed in
the magnitude of the far field with the L2 norm. The solutions are computed with 982, 912
DoF for the FEM problems with p = 1, 2, and 4. The reference solution was computed with
p = 4 and 3, 923, 712 DoF in the FEM system.

L p=1 Error p=2 Error p=4 Error

λ 1.4729e-04 4.4478e-05 9.6416e-06
5λ 4.4801e-04 1.2924e-04 5.0526e-05
10λ 2.6839e-03 2.0978e-04 8.2953e-05
15λ 1.0196e-02 2.2542e-04 8.8665e-05
20λ 2.0417e-02 1.9150e-04 7.2845e-05
25λ 4.4707e-02 2.7285e-04 8.7995e-05
30λ 1.8722e-01 8.7669e-04 1.0886e-04

with p = 2 for all frequencies.

We elaborate on the error results for the full coupled method by considering the conver-

gence as the mesh parameter h is decreased for a single problem. There is little difference in

the results for the three boundary condition parameter choices. Thus we only present results

for µ = µ1.

Table 2.18 L2 norm error in the magnitude of the far field and convergence for the horn
problem with µ1, and L = 5λ. The solutions are computed with N = 24 and M = 128. The
reference solution uses N = 28, M = 512, p = 4 and 3, 923, 712 DoF in the FEM system.

p=1 p=2 p=4
DoF Error EOC Error EOC Error EOC

4,072 8.3021e-02 - 1.4455e-02 - 6.9055e-03 -
15,792 2.4563e-02 1.76 5.4836e-03 1.40 2.8479e-03 1.28
62,176 7.7280e-03 1.67 2.2367e-03 1.29 1.1523e-03 1.30
246,720 2.6074e-03 1.57 8.9221e-04 1.32 4.3362e-04 1.41
982,912 9.1109e-04 1.52 3.2334e-04 1.46 1.2837e-04 1.76

Consider the results of a low-frequency problem with L = 5λ given in Table 2.18. For this

problem we achieve relative error less than 1e− 03 with all values of p for the finest meshes

considered. However, we are able to achieve this desired accuracy with a coarser mesh with

high-order FEM, and this increases the computational efficiency of the method. We do not

55



achieve the order of convergence of 2p that was possible with smooth scattering objects,

and for this problem all choices of p give an order of convergence less than 2. However, the

increased accuracy for the high-order FEM comes from increased accuracy for the coarsest

mesh.

2.7 Conclusions

In conclusion, the computational analysis in this section and our efficient computer mod-

els with frequency depending on the wavenumber and spatially dependent heterogeneity

functions lead to the following open mathematical and numerical analysis problems which

we plan to address in future work:

1. For the continuous unbounded media model comprising heterogeneous configurations

and smooth obstacles/interfaces, such as that in Figure 2.3, develop mathematical

analysis to prove frequency explicit bounds based regularity results.

2. For the continuous unbounded media model comprising heterogeneous configurations

and non-smooth obstacles/interfaces, such as that in Figure 2.4, develop mathematical

analysis to prove frequency and corner angles explicit bounds based regularity results.

3. For the h-p FEM-BEM computer model in this chapter with configurations comprising

smooth obstacles/interfaces, such as that in Figure 2.3, develop numerical analysis to

prove the expected optimal order of convergence (see Table 2.3) for the interior and

interface fields, and (more importantly) prove the super-convergence (see Table 2.6,

Table 2.7, and Table 2.8) for the far field approximations observed in our numerical

experiments.

4. For the h-p FEM-BEM computer model in this chapter with configurations comprising

non-smooth obstacles/interfaces, such as that in Figure 2.4, develop numerical analysis

to prove the regularity results restricted order of convergence (see Table 2.13, and

Table 2.18) for the interior and far fields.
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CHAPTER 3

AN EFFICIENT MULTIGRID ALGORITHM FOR HETEROGENEOUS ACOUSTIC

MEDIA SIGN-INDEFINITE HIGH-ORDER FEM MODELS

Modified from a paper published in Numerical Linear Algebra with Applications.

Mahadevan Ganesh 3 and Charles Morgenstern4. Numer. Linear Algebra Appl. 2016,

doi:10.1002/nla.2049.

3.1 Abstract

Large-scale scientific computing models are needed for the simulation of wave propaga-

tion especially for multiple frequency and high-frequency models in complex heterogeneous

media. Multigrid methods provide efficient iterative solvers for many large sign-definite sys-

tems of equations resulting from physical models. Time-harmonic wave propagation models

lead to sign-indefinite systems with eigenvalues in the left half of the complex plane. Thus

standard multigrid approaches applied in conjunction with a low-order finite difference or

finite element method (FDM/FEM) are not sufficient. In this work, we describe a high-order

FEM model for multiple (low to high) frequency time-harmonic acoustic wave propagation

on general curved, non-convex, and non-smooth domains with heterogeneous media using a

multigrid approximation of the shifted Laplacian operator as a preconditioner. We imple-

ment the model using an efficient geometric multigrid (GMG) approach with parallel grid

transfer operator calculations to simulate the model using the BiCGStab iterative solver.

We demonstrate the efficiency and parallel performance of the computational model with

multiple low (5 wavelength) to high-frequency (100 wavelength) input incident waves.

3Research Advisor and co-author
4Primary researcher and author
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3.2 Introduction

Simulation of wave propagation in heterogeneous media as modeled by the variable coef-

ficient Helmholtz equation is important for several applications. Development of multigrid

algorithms for such problems has been an active research area over the last decade, see for

example [17, 18] and references therein. Various multilevel approaches were proposed for

the Helmholtz equation with real valued wavenumber k and zero complex shift, see [19–21]

and references therein, before the investigation of the complex shifted Laplacian precondi-

tioner [17, 18] based multigrid algorithms.

Mathematical analysis of how to choose the shift parameter for the homogeneous media

model was investigated only recently in [6], where the GMRES is applied to iteratively

solve the discrete Helmholtz algebraic system. However, the analysis in [6] does not take

into account the use of multigrid methods for efficiently constructing the shifted Laplacian

preconditioner. The investigation in [6] suggests that it is efficient to choose the shift to

be proportional to the wavenumber k. However, it is well known [17, 18] that for multigrid

based implementation of the preconditioner such a choice is expensive, and various numerical

experiments suggest that the shift should be proportional to k2 (see [17, 18]). Mathematical

analysis of such a choice is still an open problem and will naturally depend on the properties of

the heterogeneous medium, geometry, frequency of the problem, and associated discretization

methods.

The difficulty of using multigrid techniques for discrete sign-indefinite Helmholtz FD-

M/FEM systems is that the associated complex eigenvalues are distributed on both sides of

the complex plane. The distribution depends on the choice of spatially continuously varying

heterogeneity, the wave propagation domain, and the discretization mesh parameter required

to resolve the frequency, heterogeneity, and the geometry. Some of the multilevel approaches

are based on resolving the structure of the eigenvalues first and then applying standard

preconditioner based multigrid techniques. The shifted Laplacian approach avoids this by

preconditioning with a dampened discrete Helmholtz system. However, the choice of shift is
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crucial to the effectiveness of the preconditioner.

Earlier numerical demonstrations justifying the shifted Laplacian based multigrid pre-

conditioner are mainly based on linear systems arising from the FDM and low-order FEM

approximations [17, 18] of the Helmholtz model defined on convex and polygonal domains for

problems with piecewise constant heterogeneity. Even for the simple geometry and piece-

wise homogeneous media cases considered in the literature, standard approximations for

high-frequency cases lead to very large linear systems. Thus the associated computer model

is somewhat less practical than high-order computer models even when multigrid cycles are

applied. This difficulty is further augmented when the geometry is non-convex, non-smooth,

and curved, and when a non-smooth continuously variable coefficient based Helmholtz model

problem needs to be solved for multiple wavenumbers.

Wave propagation models are naturally posed on unbounded domains. Hence, in the

acoustic case, the Sommerfeld radiation condition (SRC) is imposed for the scattered acoustic

fields in unbounded domains. Due to artificial truncation of the model to a bounded domain,

an absorbing boundary condition on the artificial boundary is commonly used as a first-order

approximation to the SRC, leading to the model considered in this chapter; see the recent

work [6, 18] and references therein. Since the heterogeneity of the media is bounded, it is

natural to separate the homogeneous unbounded media through such artificial truncations.

However, even with an artificially truncated domain, approximation of the SRC may be

avoided by using a hybrid of the FEM and the boundary element method (BEM). This can

be achieved by developing an exact interface condition to match the interior and exterior

absorbed total fields at the interface between the bounded heterogeneous and unbounded

homogeneous media (see chapter 2 and references therein). For high-order simulations, it is

important to make sure that the artificial interface in the model is smooth. This is one of

the motivations for developing high-order FEM models on domains with curved boundaries

in this chapter. The BEM uses an interface integral ansatz for the scattered field satisfying

the SRC exactly based on the fundamental solution of the constant coefficient Helmholtz

59



equation in the homogeneous media.

In practice, the FEM-BEM unknown coupling interface condition is approximated in a

suitable finite dimensional space. Such an approximation leads to solving a heterogeneous

media FEM model such as considered in this chapter for each known function in a basis

set spanning the finite dimensional space. For this FEM-BEM computer model, we need

to solve several discrete systems with a fixed sign-indefinite matrix. Hence developing and

implementing an efficient multigrid based preconditioner once for the matrix will be sufficient

to simulate several systems with varying input basis functions.

In this chapter, we are interested in developing efficient simulation techniques for solving

problems simultaneously with multiple frequencies induced by several incident waves with

different wavenumbers. This leads to several sign-indefinite matrices governing the associated

discrete systems. Such investigations are important, for example, to quantify uncertainties

in wave propagation models arising due to the constraint that a precise incident frequency is

not known. In these cases, the simulation needs to be carried out for several frequencies in a

certain practical range to compute statistical moments of desired quantities of interest, such

as the intensity. Additionally for inverse problem applications, it has been shown [22] that

using data from multiple different frequencies can provide a better reconstruction of desired

properties of the unknown configuration.

The main aim of this chapter is to provide an efficient framework for a celebrated acoustic

wave propagation model by: (i) using a class of high-order FEM with high-order approxima-

tions of curved geometries; (ii) demonstrating a shifted Laplacian preconditioned multigrid

approach for complex geometries and high-order FEM; (iii) efficiently assembling the discrete

Helmholtz linear system for multiple frequencies; (iv) describing details of a GMG method

which uses simple prolongation and restriction operators that are independent of the fre-

quency and the full FEM system; (v) demonstrating the naturally parallel implementation

of setting up the FEM system and the multigrid transfer operator calculations.
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It is well known that even for the non-smooth solution cases, high-order approximations

allow for reduced degrees of freedom (DoF) when compared to using the standard low-

order piecewise linear FEM approximations. Such reductions in the DoF facilitate efficient

application of multgrid cycles to the shifted Laplacian problem, even for high and multiple

frequency cases.

We demonstrate our approach by considering a model geometry (see Figure 3.1) that has

several features present in practically applicable geometries that need to be incorporated in

computational wave models. For the high-order sign-indefinite FEM based linear systems, in

conjunction with the BiCGStab iterative solver, we demonstrate the efficiency of our multi-

grid based parallel implementation at several stages for several frequency cases ranging from

low to high. Our multigrid investigation based on a high-order FEM framework also numer-

ically validates that the choice of complex shift proportional to k2 with proportionality less

than one in magnitude is appropriate for efficiently solving the indefinite discrete Helmholtz

linear systems.

3.3 Acoustic Wave Propagation Models in Heterogeneous Media

Let k > 0 be a constant wavenumber, and Ω ⊂ R
2 be a bounded Lipschitz domain with

outward pointing unit normal vector ν. Let g ∈ L2(∂Ω) be the absorbing boundary data,

typically induced by the impinging incident wave (plane or point-source) from R
2 \ Ω with

wavenumber k. We consider the variable coefficient Helmholtz operator for the heterogeneous

media problem

Lnu(x) = ∆u(x) + k2n(x)u(x), x ∈ Ω, (3.1)

where the positive function n ∈ L2(Ω) describes the spatially varying heterogeneous media.

The continuous model with an absorbing boundary for the acoustic wave propagation is to

find the acoustic field u ∈ H1(Ω) such that

Lnu = 0, in Ω, and
∂u

∂ν
− iku = g, on ∂Ω. (3.2)
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Figure 3.1 The example geometry and refractive index function n(x)

An example geometry Ω which is a non-convex, non-polygonal, non-smooth domain with

partially curved boundary and a continuously spatially varying non-smooth heterogeneous

refractive index n /∈ C1(Ω), which we use throughout the chapter to illustrate our algorithm,

is shown in Figure 3.1. We designed the example n(x) for x ∈ Ω, by using a C0 tensor

product basis spline (B-spline) that fits the geometry well, as plotted in Figure 3.1. Let

b
(p1,p2)
(κ1,κ2),(h1,h2)

be a two-dimensional tensor product B-spline of order p1 in the x1 direction

and p2 in the x2 direction with lower left hand corner (κ1h1, κ2h2) and support [κ1, κ1+ p1+

1]h1 × [κ2, κ2 + p2 + 1]h2. Outside of the support we set b
(p1,p2)
(κ1,κ2),(h1,h2)

= 0. Then we define

the example choice of n(x) as

n(x) = 1 + 2b
(1,1)
(−0.4667,−1),(3.3,0.45)(x). (3.3)

As a model problem, we consider the boundary data g induced by an incident plane

wave uinc = exp(ikx1) impinging on the heterogeneous medium in Figure 3.1, and hence

g = ∂uinc

∂ν
− ikuinc. With this boundary data, our computer model approximates the total

acoustic field u = uscat + uinc. Example simulated solutions based on our multigrid precon-

ditioned iterative high-order FEM algorithm, to be described in the following sections, for

three wavenumbers k chosen so that the diameter of Ω is 30λ, 40λ, and 50λ are shown in Fig-

ure 3.2, Figure 3.3, and Figure 3.4. Throughout this thesis, we use the heterogeneous media

dependent wavelength λ = 2π/(k
√
nmax), where nmax = max

x∈Ω
n(x) > 0 and refer to the model

(3.2) as an X wavelength problem if the diameter of the domain Ω is Xλ. For the example

domain in Figure 3.1, we have nmax = 2.984. Additionally, in this chapter we make the fol-
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Figure 3.2 Real part of the total field uscat + uinc for the 30 wavelength problem

Figure 3.3 Real part of the total field uscat + uinc for the 40 wavelength problem

Figure 3.4 Real part of the total field uscat + uinc for the 50 wavelength problem
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lowing distinction. We consider X wavelength problems low-frequency, medium-frequency,

and high-frequency for X ∈ (0, 10], X ∈ (10, 50], and X > 50, respectively.

A key to the efficient iterative solution of a discrete version of (3.2) is to use the following

complex shifted wave propagation model, based on the variable coefficient shifted Laplacian

operator

Ln
Eu(x) = ∆u(x) + (k2 + i E)n(x)u(x), (3.4)

where E > 0 is a free shift parameter. As a preconditioner for the demonstrated simulation

of the heterogeneous media Helmholtz problem, we use the discrete system resulting from

the Galerkin discretization of the standard variational formulation to the following problem.

Find v ∈ H1(Ω) such that

Ln
Ev = 0 in Ω, and

∂v

∂ν
− i ηv = g on ∂Ω. (3.5)

Our FEM model is based on high-order discretization of the standard variational formu-

lations for the problem in (3.2) and the corresponding preconditioner problem from (3.5).

We note that when E = 0 and η = k the two problems are the same. Thus we present

the variational formulation for the preconditioner model, and this reduces to the original

problem with these choices.

Let V = H1(Ω). We can write the variational formulation using inner product notation

as finding u ∈ V such that

a(u, v) = F (v), for all v ∈ V, (3.6)

where

a(u, v) = 〈∇u,∇v〉L2(Ω) − (k2 + i E)〈nu, v〉L2(Ω) − iη〈u, v〉L2(∂Ω), (3.7)

and

F (v) = 〈g, v〉L2(∂Ω). (3.8)

In the next section, we describe details of the finite dimensional FEM approximation

subspace V p
h , based on a mesh parameter h, spanned by a class of weighted extended B-
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spline (WEB) basis [23] of degree p. Such details are crucial to describe the multigrid grid

transfer operators. Below, we first describe an efficient approach to simulating the model for

multiple incident wave frequencies.

3.3.1 Efficient Multiple Frequency Scheme for Fine Grid FEM Systems

Replacing the unknown total field u in (3.6) with its Galerkin approximation uph ∈ V p
h

and the test function v in (3.6) with each of the degree p WEB-spline basis functions leads,

for a fixed h and p, to a linear algebraic system for the unknown coefficients in uph governed

by an N × N matrix A, where N is the dimension of V p
h . Clearly the h-p FEM matrix A

will be dependent on the frequency of the problem as determined by k.

However, for an efficient multiple frequency implementation for the fine grid, using the

pattern of the sesquilinear form in (3.7), we note that the associated sparse matrix A can be

decomposed into three wavenumber independent components as

A = Astiff − (k2 + i E)Amass − iηAbd (3.9)

where Astiff is the stiffness matrix, Amass is the mass matrix, and Abd is the boundary mass

matrix, corresponding to the first, second, and third term in (3.7) respectively. These three

matrices are independent of the wavenumber k, the shift parameter E , and η. Thus it is

efficient to compute just these three components only once for the fine grid and assemble

the entries of A by multiplying by appropriate coefficients in (3.9) for various frequencies.

Further, the creation of these systems is highly parallel because calculations on each element

are independent, but careful parallel coding organization is required.

As motivated earlier with applications in uncertainty quantification and inversion, we

wish to simulate the wave model for several frequencies using the same FEM system matrix

and grid transfer operators. Hence we choose the fine grid dimension N based on the

highest value wavenumber kmax and fix this for all k ≤ kmax. This approach results in more

accurate solutions for lower frequencies which has no negative effect on applications. We

will demonstrate through numerical evidence that due to the efficiency of the BiCGstab
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solve with multigrid preconditioner the solve time of the systems is negligible even when

we are using an overly fine grid for the lower frequency problems. Thus we get the lower

frequency simulations with minimal computational effort since only the solve is required and

no additional computation of FEM systems or multigrid transfer operators is needed.

In this chapter we consider five grid width parameters h = (1/2)2, (1/2)3, (1/2)4, (1/2)5,

and (1/2)6, and we denote the resulting grids for the WEB-method as Ωi for i = 1, · · · , 5

respectively. We consider four level multigrid cycles with fine grid Ω4, and we consider five

level multigrid cycles with fine grid Ω5. This gives us a coarsest grid of Ω1 for all problems

considered.

Numerical evidence suggests that with grid choice Ω4, h-p FEM solutions approximating

the non-smooth exact solution u ∈ H1(Ω), with relative L2(Ω) norm error of approximately

10−3 or lower (i.e., no more than 0.1% relative error) to low- and medium-frequency problems,

with up to 30 and 50 wavelengths per diameter of Ω can be computed with high-order WEB-

spline degree p = 2 and 3 respectively. For the 30 wavelength problem we have 10.72 elements

per wavelength, and for the 50 wavelength problem we have 6.43 elements per wavelength.

Further, with fine grid Ω4 the highest frequency problem considered in the numerical results

is a 25 wavelength problem, and we have 12.86 elements per wavelength.

For medium- and high-frequency problems with more than 30 wavelengths per diameter of

Ω we fix the fine grid as Ω5 and use the five level cycle. Numerical evidence suggests that for

this choice of fine grid accurate solutions with relative L2(Ω) norm error of approximately

10−3 or lower to problems with up to 60 and 100 wavelengths per diameter of Ω can be

computed with p = 2 and 3 respectively. For the 60 wavelength problem we have 10.72

elements per wavelength, and for the 100 wavelength problem we have 6.43 elements per

wavelength.

We require fewer elements per wavelength than standard methods to obtain good accu-

racy because our parallel implementation is based on using high-order spline degree p. In

the case of using standard piecewise linear basis functions with p = 1, such a choice of only
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a few number of elements per wavelength will lead to poor and unacceptable accuracy in

simulation due to the well known pollution effect in the low-order h FEM wave propagation

models.

Throughout this chapter, the reported number of processing cores (nc) is part of a single

compute node, with dual octa-core Intel X5670 2.93GHz processors, in a of high performance

computing cluster. The speedup (S) is the ratio of the nc cores based computing time (T)

in seconds (s) and the serial (single core based) computing time, and the parallel efficiency

(E) is the ratio of the speedup and the corresponding nc. Thus E = 1 corresponds to 100%

efficiency in our algorithm, parallel implementation, and execution using multiple nc.

To demonstrate the CPU time required and parallel performance of calculating the FEM

system components, we consider the fine grids Ω4 and Ω5 with WEB-spline degree of p = 2

and 3. These choices of h and p are used as examples for the full method in later sections.

In all cases, because of efficient parallel implementation, we obtain excellent speedup and

efficiency.

With p = 2 and Ω4, the CPU time required on one processor is 3, 296 seconds, and for the

same choice of grid and p = 3, the CPU time required on one processor is 22, 475 seconds.

Finally, with p = 3 and Ω5, the CPU time required is 94, 642 seconds. In all three cases

we get close to 100% efficiency with up to 16 processors. Because the calculations on each

element are completely independent, the algorithm is close to trivially parallel. However,

some care must be taken when individual processors update the global FEM system so that

two processors do not simultaneously update an entry in the matrix. Even with this highly

parallel scheme, the computation of the FEM system is a large time constraint, and we attain

improvement to the efficiency of the full method if it only has to be calculated once for all

frequencies of the problem.

3.4 High-Order WEB-Spline FEM and Coarse to Fine Grid Transfer

FEM implementations based on triangular meshes can provide a good approximation of

curved boundaries and complex shaped domains especially when isoparametric curvilinear
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elements are used. However, while GMG methods are possible with non-uniform triangu-

lar meshes, the implementation is more difficult and less natural. This is especially true

compared to using GMG based on uniform Cartesian grids such as that standard for FDM

approximations.

However, the Cartesian grid based methods traditionally cannot provide a high-order

approximation of curved boundaries. We implement an FEM based on WEB-splines that

provides high-order approximations of curved boundaries and allows for efficient GMG im-

plementation. A purely GMG approach is useful to minimize the amount of computation

required for solving multiple frequency problems since the grid choice and grid transfer op-

erators can be found completely independent of the frequency. For a detailed description of

the multigrid approach and FEM implementation for a class of models see [23, 24].

3.4.1 The WEB-Method

The WEB-method uses multivariate B-splines of degree p on a uniform grid of width h

as a basis for a Galerkin FEM without requiring mesh generation. Thus even with curved

boundaries, we can use traditional GMG techniques and take the coarse grid to be the grid

with grid width 2h. This eliminates the need for time consuming algebraic multigrid (AMG)

coarse grid point selection and more complicated GMG based on triangular meshes.

However, there is a technical difficulty to consider. The basis is not uniformly stable

with respect to grid width h which leads to poor conditioning. Conditioning of the system

is of particular interest because we are investigating methods to iteratively solve the FEM

system. The difficulty is overcome by using an extension process described in [23]. Next we

provide the necessary details for the multigrid implementation of the problem in (3.2) and

better describe the cause of the instability.

A univariate B-spline of degree p is defined recursively by integration

b̂p(x) =

∫ x

x−1

b̂p−1(x), (3.10)

68



where b̂0 is the characteristic function of [0, 1). Since b̂0(x) = 1 > 0 for x ∈ [0, 1) and

b̂0(x) = 0 otherwise, we obtain by properties of integration

b̂1(x) =

∫ x

x−1

b̂0(x) =

{
>0, if x ∈ (0, 2),
0, otherwise.

(3.11)

Clearly (3.11) implies that the support of b̂p(x) is [0, p+1] when p = 1. Similarly, for general

p the function b̂p(x) has support in [0, p + 1]. Additional recursion properties for all of the

terms needed in the formulation can be proven from this, and many are provided in [23].

The B-splines are transformed to a uniform grid hZ by taking

b̂pκ,h(x) = b̂p(x/h− κ) (3.12)

as the corresponding B-splines with support h[κ, κ+ p+ 1].

The focus of this chapter is on two-dimensional wave propagation computer models.

Hence, below we restrict our discussion of the WEB-method to R
2, but the work can be

generalized to the three-dimensional case [23]. With d = 2, the univariate B-splines are used

to define the tensor product d-variate B-splines denoted bpκ,h where p = (p1, p2), and κ =

(κ1, κ2) with degree pξ and index κξ in the respective variable component where x = (x1, x2)

as

bpκ,h(x) = b̂p1κ1,h
(x1)b̂

p2
κ2,h

(x2). (3.13)

For notational convenience since p1 = p2 = p, we use a single scalar degree notation p.

The support for the multivariate B-spline is h[κ1, κ1 + p + 1] × h[κ2, κ2 + p + 1], and the

B-splines are positive on their support, p−1 times continuously differentiable, and piecewise

polynomial on each grid cell. Additionally, for ease of notation we use a bold symbol κ ∈ Z
2

as the vector of indices for the support of the multivariate B-spline as defined above and

use a regular symbol κ ∈ Z in the subscript to denote the corresponding index in the set of

B-splines. Since the degree p and grid width h do not vary within a set of B-splines, below

we refer to a B-spline with the simplified notation of bκ.
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We denote the non-extended FEM space as B
p
h(Ω), and it is defined as the space of

all linear combinations of the B-splines whose support has a non-empty intersection with

Ω. We denote the set of indices of all relevant B-splines as K. The instability and poor

conditioning when using B
p
h(Ω) comes from B-splines with a very small portion of support

in Ω. We must address this problem using an extension process in order to efficiently use

multigrid methods and iterative solvers on the resulting FEM systems. To deal with this

difficulty, basis functions with small support intersection are adjoined to a subset of Bp
h(Ω)

to create the set of WEB-splines which form a basis for the WEB-space denoted e
B

p
h(Ω).

The B-splines are first classified to distinguish which splines have a suitably large inter-

section of support with Ω. A grid cell Q = ℓh + [0, 1]2h is classified as an interior cell if

Q ⊆ Ω̄, a boundary cell if Q intersects with ∂Ω, or an exterior cell if Q ∩ Ω = ∅. Once the

grid cells are classified, the relevant B-splines bκ with κ ∈ K are classified as inner denoted

bi with i ∈ I when at least one grid cell in their support is an inner grid cell and outer

otherwise denoted bj for j ∈ J = K \ I. The outer B-splines will be connected to suitably

chosen inner B-splines. Two examples of B-spline classifications for the example geometry

used in this chapter are given in Figure 3.5 and Figure 3.6.

The set of inner splines to which an outer spline is connected is chosen such that the

approximation order of the extended basis is not reduced. The details are included in [23].

For each outer basis spline bj, denote the 2-dimensional array of inner indices closest to j

as I(j) = ℓ+ {0, · · · , p}2 such that all the corresponding indices for the set of B-splines are

contained in I. Define the value at j of the Lagrange polynomial associated with i ∈ I(j) as

ei,j =




p∏

µ=0
ℓ1+µ 6=i1

j1 − ℓ1 − µ

i1 − ℓ1 − µ







p∏

µ=0
ℓ2+µ 6=i2

j2 − ℓ2 − µ

i2 − ℓ2 − µ


 . (3.14)

The WEB-splines which form a basis for the h-p FEM implementation are defined as

Bi = bi +
∑

j∈J(i)
ei,jbj, i ∈ I. (3.15)
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The definition of WEB-splines given in (3.15) is a simplified version of that provided in [23]

where an additional weighting of the basis is given to enforce essential boundary conditions

since the basis may not conform to boundaries.

3.4.2 Grid Transfer

The fact that the FEM basis is built on a uniform cartesian grid can be exploited to

easily choose the coarse grid and derive simple prolongation and restriction operators for the

multigrid implementation.

Figure 3.5 The basis flags for a fine mesh, enclosing Ω, with h = (1/2)2 and p = 2. Blue,
cyan , brown, and yellow represent irrelevant, outer, modified inner splines and unmodified
inner splines respectively. Cell colors correspond to the lower left hand corner grid point,
and splines are referred to by the lower left hand corner of their support.

Following the notation in [23], we denote the coarse grid with ∽. For example, for a fixed

degree p, ifG is the FEM system matrix on the grid with width h, then G̃ is the corresponding

system restricted to the grid of width 2h. The coarse grid space corresponding to the fine grid

space e
B with grid width h is denoted ẽB and is simply chosen as the FEM subspace with grid

width 2h. We demonstrate the coarse grid selection and spline classification in Figure 3.5

and Figure 3.6 where the spline classifications are plotted for h and 2h when h = (1/2)2 and

p = 2.

When the basis is not extended, all of the splines b̃ℓ in the coarse grid space B̃ with grid

width 2h have an exact representation in the fine grid space B with grid width h. This makes
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Figure 3.6 The basis flags for a coarse mesh corresponding to Figure 3.5, enclosing Ω, with
h = (1/2)1 and p = 2. Blue, cyan , brown, and yellow represent irrelevant, outer, modified
inner splines and unmodified inner splines respectively. Cell colors correspond to the lower
left hand corner grid point, and splines are referred to by the lower left hand corner of their
support.

the creation of prolongation and restriction operators simple and illustrates the some key

ideas before proceeding to the more complicated case of the extended basis needed for our

example geometry Ω in Figure 3.1. To derive the grid transfer operators for a non-extended

basis, we begin with the formula for univariate subdivision

b̂pℓ,2h = 2−p

p+1∑

κ=0

(
p+ 1

κ

)
b̂p2ℓ+κ,h, when d = 1. (3.16)

Since the multivariate b-splines are built as a tensor product of the univariate b-splines,

the multivariate subdivision formula is easily derived from the univariate case

b̃pℓ =

(
2−p

∑

κ1

(
p+ 1

κ1

)
b̂p2ℓ1+κ1,h

)(
2−p

∑

κ2

(
p+ 1

κ2

)
b̂p2ℓ2+κ2,h

)
. (3.17)

We use the subdivision formula (3.17) to write a multivariate coarse grid spline as a linear

combination of multivariate fine grid splines

b̃ℓ =
∑

κ∈K
sκ−2ℓbκ, (3.18)

where we define the coefficients as

sξ = 2−2p

(
p+ 1

ξ1

)(
p+ 1

ξ2

)
, with

(
p+ 1

µ

)
= 0 for µ < 0 or µ > p+ 1. (3.19)
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A solution vector of coefficients Ũ on the coarse grid is transferred to the fine grid when

multiplied by the prolongation operator

U = P Ũ, where pκ,ℓ = sκ−2ℓ. (3.20)

The restriction operator is defined in the usual way as the transpose of the prolongation

R = P T .

When the basis is extended, this very simple method for prolongation and restriction will

not be sufficient because the coarse grid space ẽB may not be a subspace of the fine grid

space e
B. The difficulty of not having an exact representation for all coarse grid splines in

the fine grid space is overcome by introducing a projection Ph : H0 → e
B, where H0 is

the L2 function space on the appropriate grid domain. The projection is carried out with a

family of dual functions Λi with i ∈ I which satisfy

〈Λi, Bℓ〉H0 = δi,ℓ, for i, ℓ ∈ I. (3.21)

Details of the construction of the dual functions can be found in [23]. Using these dual

functions we approximate the coarse grid splines in the fine grid space by projecting with

PhB̃ℓ =
∑

i∈I
〈Λi, B̃ℓ〉H0Bi. (3.22)

Now we recall that

B̃ℓ = b̃ℓ +
∑

j∈J̃(ℓ)

ẽℓ,j b̃j, ℓ ∈ Ĩ , (3.23)

and we apply the subdivision formula (3.18) to the equation

〈Λi, B̃ℓ〉H0 =
∑

κ∈K


sκ−2ℓ +

∑

j∈J̃(ℓ)

ẽℓ,jsκ−2j


 〈Λi, bκ〉H0 . (3.24)

The support of Λi is restricted to an inner grid cell, so the above summation is restricted to

the inner indices. Further we use this fact about the support of Λi along with (3.21) to note

that

〈Λi, bκ〉H0 = 〈Λi, Bκ〉H0 = δi,κ. (3.25)
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Now we substitute (3.25) into (3.24) to get

〈Λi, B̃ℓ〉H0 =
∑

κ∈K


sκ−2ℓ +

∑

j∈J̃(ℓ)

ẽℓ,jsκ−2j


 δi,κ (3.26)

= si−2ℓ +
∑

j∈J̃(ℓ)

ẽℓ,jsi−2j. (3.27)

Thus we define the prolongation for the extended basis as follows

PhB̃ℓ =
∑

i∈I
pi,ℓBi, where pi,ℓ = si−2ℓ +

∑

j∈J̃(ℓ)

ẽℓ,jsi−2j. (3.28)

A solution vector of coefficients Ũ on the coarse grid is transferred to the fine grid when

multiplied by the prolongation operator defined above

U = P Ũ. (3.29)

The restriction operator is defined in the usual way as the transpose of the prolongation

R = P T . We use the standard Galerkin restriction of the FEM system matrix

G̃ = P TGP. (3.30)

3.4.3 Transfer Operator Calculation and Parallel Performance

We have defined the grid transfer operators independent of the full FEM system and the

frequency of the problem. The operators only depend on the fine grid width h, the degree

of splines p, the number of levels for the multigrid cycle, and the geometry. Thus for all

frequencies of the problem, similar to the fine grid FEM system, the grid transfer operators

only need to be calculated once. This is not possible with the FEM system dependent AMG

transfer operators and the operator dependent prolongation from [25] currently used in the

literature. Additionally, when AMG is used, parallel computation of the transfer operators

and coarse grid choice cannot be done without modification of the method.
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We demonstrate in this section that computation of the grid transfer operators is a

large time constraint and not recalculating these for each problem will be beneficial to the

efficiency of the algorithm. However, while there is a significant computational cost for this

initial step in the algorithm, the process is highly parallel, and multiple processing cores

can be used efficiently. We consider four level multigrid cycles for fine grid Ω4 and five level

multigrid cycles for fine grid Ω5. This implies that the coarsest grid where a direct solve is

implemented in the multigrid cycles is Ω1 for both choices of fine grid. Thus for all problems

we have 360 and 420 DoF on the coarsest grid for p = 2 and 3 respectively.

We present the CPU time required on a single processor and the efficiency when using

8 and 16 processors for fine grids Ω4 and Ω5 with p = 3. With Ω4, the CPU time required

is 4, 411 seconds on a single processor, and we achieve efficiency of 90% when the model is

simulated using 8 processors. For Ω5 the CPU time required is 50, 654 seconds on a single

processor, and we achieve efficiency of 91% when using 16 processors. We achieve similar

good efficiency with 16 processors for Ω5 compared to 8 processors with Ω4 because Ω5

has increased data size with one half the grid width of Ω4. This demonstrates the weak

scalability of the algorithm, which implies for optimal efficiency we must choose the number

of processors proportional to the DoF as determined by the data size of the problem.

3.5 Performace of the Full h-p FEM Multigrid Wave Propagation Model

We have described all of the components of the multigrid algorithm for simulating the

multiple different frequency problems on a heterogeneous medium configuration. We briefly

reiterate the h-p FEM algorithm before giving numerical results obtained using our full

computational wave propagation model.

First the frequency and FEM system independent grid transfer operators are calculated

with a highly parallel implementation. The fine grid FEM system is then calculated as three

frequency independent components and stored. Finally, for each frequency, we implement

a BiCGstab iterative solver for the FEM system preconditioned by a single F (1, 1)-cycle of

the corresponding shifted Laplacian system. We use the pointwise weighted Jacobi smoother
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with weight ω = 0.5. All of the systems are created by multiplying the stored matrix entries

by appropriate constants given in the sesquilinear form (3.7), and a single right hand side

vector must be computed for each frequency.

Figure 3.7 The smoothing and grid transfer schedule for the F -cycle

Figure 3.7 demonstrates the smoothing and grid transfer schedule for the 5-level F -cycle

with fine grid Ω5. We will demonstrate in Table 3.1 that the F (1, 1)-cycle improves the

robustness of the method compared to when a cheaper V (1, 1)-cycle is used. There is an

additional computational cost associated with an F -cycle. However, it is still cheaper than

implementing a full W -cycle, and all additional work is done on the coarse grids when

compared to a V -cycle.

For the implementation we let η = k, and as described earlier for all results reported in

tables p is chosen large enough and h is chosen small enough such that the relative error of

the solution computed with the high-order FEM multigrid algorithm, when compared with

a very fine grid solution, is at most 10−3 in the L2(Ω) norm even for the high-frequency 100

wavelength computer models.

In the literature [17, 26], it has been shown that a shift of E = αk2, with α < 1, pro-

vides better results compared to the α ≥ 1 choice with computationally expensive operator

dependent prolongation of [25] or AMG. For our h-p FEM model, we computationally ob-

served that a V (1, 1)-cycle as the preconditioner was not robust unless E > k2 was chosen.

We found that using an F (1, 1)-cycle was worth the additional cost because a smaller shift
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E = 0.5k2 could be used. The numerical results show that our method is efficient for prob-

lems with frequency as large as 100 wavelengths per diameter of Ω, (i.e., with k chosen such

that L = 100λ where L is the diameter of Ω). Additionally, in this chapter, we empha-

size computational efficiency not of individual problems but for solving multiple frequency

problems.

Table 3.1 Comparison of F (1, 1)- and V (1, 1)-cycles using three shift parameters: Precondi-
tioned BiCGstab iterations (ITER) for the 5-level multigrid algorithm with fine grid Ω5

F(1,1)-Cycle V(1,1)-Cycle
E = k E = k2 E = 0.5k2 E = k E = k2 E = 0.5k2

L ITER ITER ITER ITER ITER ITER

20λ 23 47 33 24 46 35
40λ >500 89 50 >500 72 72
60λ >500 112 80 >500 126 167
80λ >500 154 92 >500 >500 >500
100λ >500 189 124 >500 >500 >500

We have already discussed the time required for building the FEM system and the time

required for calculating the grid transfer operators. Here we consider the amount of required

BiCGstab iterations and CPU time with the multigrid preconditioner once the FEM sys-

tem and grid transfer operators have been computed. For all iterative method results, we

implement a relative residual tolerance of 10−6 for convergence of the BiCGstab solver.

Before providing the results for all the problems solved and comparing with unprecondi-

tioned BiCGstab, we begin by briefly comparing the V (1, 1)- and F (1, 1)-cycles as well as

different choices of shift parameter E in Table 3.1. This comparison is done for the fine grid

Ω5, with p = 3.

The recent work on analysis in [6] which demonstrated frequency independent iterations

using the choice of E = αk with α < 1 is applicable without the use of the multigrid cycles.

Results in Table 3.1 (columns 2 and 5) demonstrate that the choice of E proportional to the

wavenumber, instead of k2, is not suitable when used in conjunction with multigrid cycles

for the shifted Laplacian preconditioner, and this choice required a very large number of
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iterations for the medium- and high-frequency cases. With the shift choice of E = k as

considered in [6], BiCGstab preconditioned with both the F (1, 1)- and V (1, 1)-cycles fails to

converge within less than 500 iterations for problems which are 20 wavelength and higher as

seen in Table 3.1.

Considering instead E proportional to k2, we see in Table 3.1 (columns 6 and 7) that

BiCGstab preconditioned with the V (1, 1)-cycle fails to converge within less than 500 iter-

ations for problems which are 80 wavelength and higher no matter which choice of E we

consider. Thus the F (1, 1)-cycle is crucial for our algorithm to be effective up to 100 wave-

length problems. Numerical evidence in Table 3.1 (columns 2, 3, and 4) shows that the

optimal choice of E with the F (1, 1)-cycle for the range of frequencies considered here is

0.5k2. Thus we focus on results with an F (1, 1)-cycle and E = 0.5k2.

Table 3.2 Comparison of the number of preconditioned and unpreconditioned BiCGstab
iterations (ITER) and CPU time (T) in seconds with E = 0.5k2 for systems with fine grid
Ω4 and spline degrees p = 2 and 3

p=2
L 5λ 10λ 15λ 20λ 25λ

ITER (preconditioned) 10 12 16 21 29
T (preconditioned) 0.75 0.95 1.27 1.66 2.26

ITER (unpreconditioned) 2,849 3,383 2,404 2452 1,980
T (unpreconditioned) 12.66 20.44 22.47 18.42 15.16

p=3
L 5λ 10λ 15λ 20λ 25λ

ITER (preconditioned) 19 26 30 31 38
T (preconditioned) 2.53 3.26 3.97 3.96 4.93

ITER (unpreconditioned) 3,216 8,756 6,681 6,051 6,681
T (unpreconditioned) 15.44 47.69 67.80 65.70 55.12

While calculation of the grid transfer operators is an expensive part of our algorithm, the

multigrid preconditioner is crucial for the efficiency of the BiCGstab iterative solver. We com-

pare in Table 3.2 the required number of iterations and CPU time required for the BiCGstab

solver to converge with and without any preconditioning. The greatest improvement seen

with the use of preconditioner is approximately 1/343-rd the required iterations without pre-
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conditioner, and even the lowest improvement seen is approximately 1/69-th the iterations

required without preconditioner. Thus a significant improvement is seen for all frequencies

and both choices of p. We additionally provide the CPU time required in Table 3.2. This

emphasizes that the overall resource consumption of the preconditioned iterative method is

less than the unpreconditioned method in addition to just the number of iterations being

reduced.

Table 3.3 Comparison of the number of preconditioned and unpreconditioned BiCGstab
iterations (ITER) and CPU time (T) in seconds, for the 5-level multigrid algorithm with
fine grid Ω5, p = 3, and E = 0.5k2

L 20λ 40λ 60λ 80λ 100λ
ITER (preconditioned) 33 50 80 92 124
T (preconditioned) 14.19 20.53 33.34 39.82 53.94

ITER (unpreconditioned) 12,966 11,748 11,597 10,427 11,123
T (unpreconditioned) 798.34 472.62 547.18 620.56 639.72

For high-frequency problems with L as large as 100λ, we must use the fine grid Ω5 and

spline degree p = 3 in order for the FEM approximations to provide very good accuracy.

The results for BiCGstab iterations and computation time with a 5-level multigrid F (1, 1)-

cycle preconditioner are presented in Table 3.3. Motivated by the results in Table 3.1 we

implement the method with shift parameter E = 0.5k2.

For the high-frequency problems in Table 3.3 a relatively larger number of iterations are

required, but the required number of iterations is substantially small compared to the un-

preconditioned systems. Even for the preconditioned systems, the tabulated values suggest

the growth in the number of iterations is mild and almost linear as the frequency increases.

As described in the introduction, mathematical analysis of such a behavior is still an open

problem. The numerical evidence in Table 3.3 does suggest that the scalability of the algo-

rithm is limited, and we do expect the method will eventually lead to severe computational

constraints for very high-frequency problems. However, using low-order FEM, similar al-

gorithms become computationally expensive even for medium-frequency problems, and we
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emphasize that using high-order FEM we are able to solve high-frequency problems relatively

easily as seen in Table 3.3.

Corresponding to the increase in iterations for the high-frequency problems on the fine

grid Ω5, there is an increase in the time required to build the FEM system and grid transfer

operators. Thus, for multiple frequency problems, these remain a significant portion of the

computation time, especially if each problem is solved separately. We elaborate on this

below.

Table 3.4 Total time including setup of the FEM system, setup of the prolongation operators,
and solving the system to simulate the multiple frequency problems in Table 3.2 with p = 2
and fine grid Ω4, using BiCGstab preconditioned with a 4-level F (1, 1)-cycle on 16 processors
with E = 0.5k2

Number of Time (s) Time (s) Percent Time
p Problems Solved Individually Solved Together Taken Together

2 5 2,451.62 510.33 20.82%

We tabulate the difference in solving problems separately compared to the method pro-

posed in this chapter. In Table 3.4 we consider the problems solved with fine grid Ω4 and

p = 2. We solve the same five multiple frequency problems included in Table 3.2. This

time includes the total time required to simulate the solution including setting up the FEM

system, calculating the prolongation operators, and solving the five systems. With our al-

gorithm capable of simulating all five problems without recalculating the FEM system and

prolongation operators, it takes only 20.82% the time taken to solve the problems individually

as seen in Table 3.4. This is slightly more than 1/5-th the time and is almost optimal. Since

five problems are solved, we cannot go lower than 1/5-th the time of solving the problems

individually.

Such a reduction in time is not possible when AMG or operator dependent prolongation is

used as is standard in the literature. This nearly optimal reduction in time when solving the

problems together is due to the solve time being nearly negligible when the multigrid iterative

method is used, and the solve of the system is the only portion of the algorithm which must
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be completed five times. Thus the time for setting up the FEM system and prolongation

operators dominates, and this only has to be done once which is a key motivation for using

a GMG method in our work. Further, solving an overly large system for the lower frequency

problems out of the five solved does not add a significant amount of time to the overall CPU

time.

Table 3.5 Total time including setup of the FEM system, setup of the prolongation operators,
and solving the system to simulate the multiple frequency problems in Table 3.3 with p = 3
and fine grid Ω5, using BiCGstab preconditioned with a 5-level F (1, 1)-cycle on 16 processors
with E = 0.5k2

Number of Time (s) Time (s) Percent Time
p Problems Solved Individually Solved Together Taken Together

3 5 46,553.09 9,642.72 20.71%

We see similar results solving multiple problems with higher-order p = 3 on the fine

grid Ω5 in Table 3.5 for up to 100 wavelength problems. In Table 3.5, we solve the same

five multiple frequency problems considered for results in Table 3.3. Solving the problems

individually and together takes more time than the lower frequency problems in Table 3.4,

and this is expected because of the finer mesh and higher spline degree. However, with the

finer grid the improvement in solving the problems together is again close to the optimal

reduction of 1/5-th the time to solve the five problems one by one due to only setting up

the FEM system and prolongation operators once and negligible solve time with the GMG

algorithm.

We conclude this chapter by considering the parallel performance of the entire algorithm

for simulating multiple frequency problems in Table 3.6. These results include the time

for setting up the frequency independent FEM system once, setting up the prolongation

operators once, and solving the five frequency specific systems with the multigrid iterative

method. For both p = 2 with fine grid Ω4 and p = 3 with fine grid Ω5 we get good speedup

and efficiency as seen in Table 3.6, using a single compute node with dual octa-core Intel

X5670 2.93GHz processors. Thus for simulating the full wave propagation model with multi-
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Table 3.6 Parallel performance for simulating all five problems from Table 3.2 with p = 2 for
fine grid Ω4 (Example 1) and for simulating all five problems from Table 3.3 with p = 3 for
fine grid Ω5 (Example 2) using E = 0.5k2 for both. Time (T) in seconds, speedup (S), and
efficiency (E)

Example 1 Example 2
nc T (s) S E T (s) S E

1 6.8174e+03 1.00 1.00 1.4720e+05 1.00 1.00
2 3.5494e+03 1.92 0.96 7.3168e+04 2.01 1.00
4 1.8261e+03 3.73 0.93 3.6588e+04 4.02 1.00
8 9.3787e+02 7.27 0.91 1.8841e+04 7.81 0.98
16 5.1033e+02 13.36 0.83 9.6427e+03 15.27 0.95

ple frequencies we get almost perfect (100%) efficiency, especially for more computationally

expensive problems with grid Ω5 and p = 3.

This nearly perfect efficiency is expected since CPU time for the algorithm is dominated

by setting up the FEM system and prolongation operators, and these are both trivially

parallel algorithms. The use of a GMG method where computation of the prolongation

operators is trivially parallel is crucial to obtaining the results in Table 3.6. When using

more common AMG methods parallel computation of the prolongation operators is not

trivial. Our algorithm is weakly scalable so when the computational cost is reduced by

considering p = 2 and fine grid Ω4 in Table 3.6 (columns 2–4), we must also proportionally

reduce the number of processors to obtain similar results to when we use fine grid Ω5 and

p = 3 in Table 3.6 (columns 5–7).
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CHAPTER 4

HIGH-ORDER FEM DOMAIN DECOMPOSITION MODELS FOR HIGH-FREQUENCY

WAVE PROPAGATION IN HETEROGENEOUS MEDIA

Modified from a manuscript to be submitted to a journal in Summer 2016.

Mahadevan Ganesh 5 and Charles Morgenstern6

4.1 Abstract

Large scale scientific computing models, requiring iterative algebraic solvers, are needed

to simulate high-frequency wave propagation. This is because large degrees of freedom

are needed to avoid the celebrated Helmholtz computer model pollution effects especially

for three-dimensional (3D) high-frequency simulations in heterogeneous media on complex

domains comprising curved and non-smooth boundaries with large aspect ratios. Using

low-order finite difference or finite element methods (FDM/FEMs), such issues have been

well investigated for two-dimensional (2D) low- and medium-frequency models (typically at

most 50 wavelengths per diameter of the wave propagation domain) in rectangular domains.

Standard FDM/FEM based discretizations of the time-harmonic Helmholtz wave propaga-

tion model lead to sign-indefinite systems with eigenvalues in the left half of the complex

plane. Hence standard iterative methods (such as GMRES/BiCGstab) perform poorly, and

additional techniques such as multigrid (MG) or decomposition of the domain are required

for efficient and practical simulation of high-frequency FDM/FEM Helmholtz models. In

this work, we investigate the use of multiple additive Schwarz type domain decomposition

(DD) approximations to efficiently simulate 2D and 3D high-frequency wave propagation

with high-order FEM. We compare our DD based results with those obtained using a stan-

dard geometric MG approach for up to 1, 000 and 250 wavelength for 2D and 3D models

5Research Advisor and co-author
6Primary researcher and author
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respectively.

4.2 Introduction

Various domain decomposition (DD) methods have been shown to be effective for nu-

merous applications [27]. Recently there has been substantial interest in understanding

applications of DD for simulation of sign-indefinite wave propagation models (see [28] and

references therein). Most recent works have focused on simple 2D cases with low-order

methods on rectangular domains with homogeneous acoustic media and consider only low-

to medium-frequency problems in numerical experiments. However, high-frequency models

with heterogeneous media on complex domains arise in numerous practical physical applica-

tions.

For high-frequency models, standard low-order FDM/FEM models require a computa-

tionally prohibitive large number of degrees of freedom (DoF) for accurate solutions. Thus

low-order computer models are not practical for high-frequency problems even for 2D sim-

ulations. The required DoF for accurate solutions are further increased for 3D models, and

for wave propagation in non-convex complex domains with large aspect ratio comprising

non-smooth and curved boundaries with heterogeneous media. Such features commonly oc-

cur in practical applications. We implement a high-order FEM model to facilitate efficient

simulation of high-frequency problems with up to 1, 000 and 250 wavelengths per diameter

of the computational domain for 2D and 3D models respectively.

We consider the following system with the inhomogeneous non-constant coefficient Helmholtz

partial differential equation (PDE) to model time-harmonic acoustic wave propagation in

heterogeneous media. Let k > 0 be the constant wavenumber, and Ω ⊂ R
d, d = 2, 3 be

a bounded Lipschitz domain with outward pointing unit normal vector ν and diameter L.

Let f ∈ L2(Ω), and g ∈ L2(∂Ω) be the forcing function and absorbing boundary data re-

spectively. The function g is typically induced by the impinging incident wave (plane or

point-source) from R
d \ Ω in practical applications. The continuous model comprising the

PDE and an absorbing boundary condition is to find u ∈ H1(Ω) such that
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∆u(x) + k2n(x)u(x) = f(x), in Ω, and
∂u

∂ν
− iku = g, on ∂Ω. (4.1)

The function n : Ω → C such that n ∈ L2(Ω) describes the spatially varying refractive

index of the heterogeneous media. In this thesis, we use the heterogeneous media dependent

wavelength λ = 2π/(k
√
nmax), where nmax = max

x∈Ω
n(x) > 0. We refer to the model (4.1) as

an X wavelength problem when L = Xλ, and we define the frequency of the model to be

high if X ≥ 50.

Figure 4.1 The non-smooth example geometries and n(x) in R
d, d = 2, 3

Standard FEM computer models for (4.1) require large DoF for accurate simulations,

and the DoF required increase as k increases in order to overcome the pollution effect.

There is also a substantial increase in the required DoF for 3D simulations compared to 2D

simulations. With the standard low-order FEM using spline degree p = 1, we require the
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mesh size h ∼ k−3/2 as k varies for a fixed refractive index n in order to achieve pollution

free solutions [28]. Often in practice the less strict requirement h ∼ k−1 is used, but this

leads to some loss of accuracy as the frequency is increased. With either choice, the resulting

DoF becomes prohibitive for direct methods as k becomes large. In this chapter we avoid

such rules of thumb and numerically validate the accuracy of our simulations by calculating

the L2(Ω) norm error. We demonstrate that high-order FEM can substantially reduce the

required DoF for sufficiently accurate solutions as shown in Chapter 2. However, while the

DoF are decreased, high-order FEM models also require iterative methods as the frequency

of the problem becomes very large. The resulting system of equations are poorly conditioned

and sign-indefinite with complex eigenvalues distributed on both the left and right half of the

complex plane, and traditional iterative methods are not possible or perform poorly. Thus

efficient iterative methods for FEM computer models of Helmholtz problems are an active

area of research. We decrease the required DoF in this paper by using a high-order FEM

with p = 4 and develop an efficient DD preconditioned iterative method framework.

Current literature [6, 7, 17, 28] (and references therein) has shown that preconditioning

the system resulting from (4.1) with a discrete version of the following complex shifted Lapla-

cian wave propagation model (4.2) with added absorption provides an efficient preconditioner

more suitable to approximation by multigrid (MG) and DD methods than preconditioning

with (4.1). As a preconditioner, we use the discrete system resulting from the Galerkin dis-

cretization of the standard variational formulation to the following problem. Find u ∈ H1(Ω)

such that

∆u+ (k2 + i E)nu = f in Ω, and
∂u

∂ν
− iku = g on ∂Ω, (4.2)

where E > 0 is a free shift parameter.

The key to efficient simulation is a proper choice of the shift parameter E . The recent

work [6] provided analysis for the proper choice of the shift E ∼ k in order for the shifted

Laplacian to be a good preconditioner, requiring wavenumber independent GMRES itera-

tions, for the original problem (4.1) with n(x) = 1. However, this work does not apply
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when DD or MG are used to efficiently approximate the preconditioner, or for heterogeneous

media. Most recent work regarding the shifted Laplacian considers using a MG approxima-

tion of a discrete version of (4.2). In the case of MG approximations, based on numerical

evidence, it is well known that a shift E ∼ k2 provides optimal convergence of the precon-

ditioned iterative method (see [7, 17]). However, analysis of this choice for MG is an open

problem.

The recent preprint [28] suggests that additive Schwarz (AS) type DD approximations

of the shifted Laplacian problem in (4.2) with shift E ∼ kα for α ∈ [0, 2] provide efficient

preconditioners for the original model. Further using a standard low-order method, it has

been shown numerically in [28] that the choice α ∈ [0, 1.2] is optimal with a slight degradation

as α approaches two. This is surprising since α = 2 is the common choice with MG. However,

to achieve these results in [28], two-level AS methods are implemented with relatively fine

coarse grid selection. This makes their choice of DD implementation more computationally

expensive than common MG approaches [7]. Further, the authors of [28] require the use of

hybrid AS methods which are less parallelizable than classical AS methods.

In this work, we consider the proper choice of shift E when implementing hybrid and

classical AS methods with various choices of coarse grid and subdomain size for a high-

order h-p computer model. We consider the use of 0- and 1-overlap AS and hybrid AS type

algorithms to approximate the preconditioner, and we compare the results to a geometric

multigrid (GMG) approximation with comparable computational cost.

4.2.1 The Example Problem

For all of our example model problems we construct the non-smooth continuous refractive

index n ∈ C0 as a multivariate linear basis spline (B-spline) such that n /∈ C1. Using the

notation of Chapter 3 we define

n(x) = b
(1,1)
(κ1,κ2),(h1,h2)

= b̂1κ1,h1
(x1)b̂

1
κ2,h2

(x2) (4.3)

for the model problems in R
2, and
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n(x) = b
(1,1,1)
(κ1,κ2,κ3),(h1,h2,h3)

= b̂1κ1,h1
(x1)b̂

1
κ2,h2

(x2)b̂
1
κ3,h3

(x3) (4.4)

for the model problems in R
3, where h = (12.75, 0.25, 0.125) and

κ =

(
− 1

2h1
,− 1

4h2
, 0

)
.

We provide plots of n(x) on the computational domain for both cases in Figure 4.1.

For practical applications heterogeneous media problems posed on non-smooth domains

have non-smooth solutions, and this restricts the order of convergence possible with high-

order FEM. Thus we consider example model problems with non-smooth solutions in this

chapter. Through these examples we demonstrate that high-order FEM can still provide a

significant reduction in the required DoF compared to standard low-order FEM especially

for high-frequency problems.

We will now demonstrate that even when the solution is non-smooth, and high-order

convergence is not possible with increased p we can still achieve highly accurate solutions

with fewer DoF by using high-order FEM with p = 4. We use this non-smooth solution as our

main example later to demonstrate the performance of the DD and GMG preconditioned

algorithms. We define the exact solution to be uα where the smoothness of the solution

depends on the parameter α ∈ N. The function uα (see Figure 4.3) is defined as

uα(x) = 10G(x, s) + Cmα(q(x)), (4.5)

where

mα(x) = (x1x2)
α+1/2, (4.6)

q(x) = (1/L1(x1 − b1), 1/L2(x2 − b2)), (4.7)

for the example problem in R
2, and

mα(x) = (x1x2x3)
α+1/2, (4.8)

q(x) = (1/L1(x1 − b1), 1/L2(x2 − b2), 1/L2(x3)), (4.9)
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Figure 4.2 The non-smooth example geometries and mα(x) with α = 1

for the example problem in R
3 where L1 and L2 are the lengths of the domain in the x1

and x2 directions respectively, and b = (−0.5,−0.25) is the lower left hand corner of the

domain in R
2. The function G(x, s) is the fundamental solution to the constant coefficient

Helmholtz operator (point source) centered at the point s ∈ R
d, d = 2, 3 given by

G(x, s) =
i

4
H

(1)
0 (k|x−s|), and G(x, s) =

exp(ik|x−s|)
4π|x−s| (4.10)

for m = 2 and 3 respectively.

The constant C is chosen so that ||Cmα(q(x))||L∞(Ω) = 1. We plot the term Cmα(q(x))

alone in Figure 4.2 to demonstrate the non-smooth term for the exact solution to the example

problems. It can be shown that m ∈ Hs(0, 1)d for s ≤ s0 where α < s0 < α + 1, and thus
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Figure 4.3 The non-smooth example geometries and uα(x) with α = 1

our exact solution uα ∈ Hs(Ω) for s ≤ s0 where α < s0 < α + 1. This non-smooth term is

added to the fundamental solution to get a solution which is non-smooth and exhibits the

wave like behavior expected from problems arising in real life applications. We plot the full

exact solution in Figure 4.3 for Rd, d = 2, 3.

We use the varying smoothness of the exact solution in Section 4.3.2 to demonstrate

that high-order FEM can provide more accurate simulations with fewer DoF compared to

standard low-order FEM with p = 1 even when the lack of smoothness in the solution limits

the order of convergence possible with our FEM implementation. Further, we show that as

we increase the smoothness of the solution (i.e. for larger values of α) the benefits of using

a high-order FEM are increased.
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4.3 High-Order WEB-Spline FEM

We require a high-order FEM implementation which additionally provides a high-order

approximation of the curved boundaries, present in the example model problems (see Fig-

ure 4.1) and in many practical applications, in order to achieve high-order convergence

otherwise error induced by a polygonal approximation of the boundary will dominate. Tra-

ditionally to achieve this FEM implementations based on triangular and tetrahedral meshes

are used with isoparametric curvilinear elements. However, while defining efficient prolon-

gation and restriction operators for the coarse grid in two-level DD methods and GMG is

possible with non-uniform triangular or tetrahedral meshes, the implementation is more dif-

ficult and less natural. This is especially true compared to using standard prolongation and

restriction operators based on a uniform Cartesian grid such as with most FDMs.

However, Cartesian grid based methods traditionally cannot provide a high-order ap-

proximation of curved boundaries. We implement a FEM based on weighted extended basis

(WEB) splines that provides high-order approximations of curved boundaries and allows

for simple and efficient prolongation and restriction operators for the DD and GMG imple-

mentations. We give a simple presentation of the WEB-method and the prolongation and

restriction operators used. In Section 4.3 we extend our presentation from Chapter 3 which

considered only the two-dimensional model to include the details for the three-dimensional

model. For additional details of the prolongation, restriction and FEM implementation for

a class of models see [23, 24].

4.3.1 The WEB-Method

The meshless WEB-method uses appropriately modified multivariate B-splines of degree

p on a uniform grid of width h as a basis for a Galerkin FEM. This allows us to define

simple coarse grid selection, and prolongation and restriction operators even for complex

geometries with curved boundaries. However, this leads to some technical difficulties to

consider. First, the basis is not uniformly stable with respect to grid width h which leads
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to poor conditioning of the FEM system matrix. The difficulty is overcome by using an

extension process shown here and described in detail in [23]. Additionally, because uniform

cartesian grid based elements may not conform to curved boundaries essential boundary

conditions such as homogeneous Dirichlet data cannot be easily enforced. This is overcome

by weighting the basis functions (see [23]), but we do not require this due to the boundary

conditions in the model (4.1).

A univariate B-spline of degree p is defined recursively by integration [23] starting by

defining b̂0 as the characteristic function of [0, 1) and defining b̂p for p > 0 as

b̂p(x) =

∫ x

x−1

b̂p−1. (4.11)

The B-splines are transformed to a uniform grid hZ by scaling and shifting (4.11) to create

the corresponding B-splines with support h[κ, κ+ p+ 1] denoted as

b̂pκ,h(x) = b̂p(x/h− κ). (4.12)

The univariate B-splines are used to define the tensor product d-variate B-spline denoted

bpκ,h where p = (p1, · · · , pd), and κ = (κ1, · · · , κd) with degree pξ and index κξ in the

respective variable component where x = (x1, · · · , xd) as

bpκ,h(x) =
d∏

ξ=1

b̂
pξ
κξ,h

(xξ). (4.13)

For notational convenience, for all i = 1, . . . , d, we take pi = p and hence use a single scalar

degree notation p. The support for the multivariate B-spline is [κ1, κ1 + p + 1]h × · · · ×

[κd, κd + p + 1]h, and the B-splines are positive on their support, p − 1 times continuously

differentiable, and piecewise polynomials on each grid cell. Additionally, for ease of notation

we use a bold symbol κ ∈ Zd as the vector of indices for the support of the multivariate

B-spline as defined above and use a regular symbol κ ∈ Z in the subscript to denote the

corresponding index in the set of B-splines. Since the degree p and grid width h do not

vary within a set of B-splines we refer to a B-spline with the simplified notation of bκ in the

following.
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We define the non-extended FEM space Bp
h(Ω) as the span of all B-splines whose support

has a non-empty intersection with Ω for a fixed h and p. We denote the set of indices of

all relevant B-splines as K. The instability and poor conditioning when using B
p
h(Ω) as a

basis for the FEM comes from B-splines with a very small portion of support in Ω. This

problem is addressed using an extension process in order to efficiently use iterative solvers

on the resulting FEM systems. For the extension, B-splines such that |supp(bκ)
⋂
Ω| is small

are adjoined to a subset of Bp
h to create the set of WEB-splines which form a basis for the

WEB-space denoted e
B
p
h(Ω).

The B-splines are first classified to distinguish which splines have a suitably large inter-

section of support with Ω. The grid cells Q = ℓh + [0, 1]dh are classified as interior cells

if Q ⊆ Ω̄, boundary cells if Q intersects with ∂Ω or exterior cells if Q ∩ Ω = ∅. Once the

grid cells are classified, the relevant B-splines bκ with κ ∈ K are classified as inner denoted

bi with i ∈ I when at least one grid cell in their support is an inner grid cell and outer

otherwise denoted bj for j ∈ J = K \ I. The outer B-splines will be connected to suitably

chosen inner B-splines. An example of the B-spline classification near the curved portion of

the boundary for the example geometry is shown in Figure 4.4 with p = 1 and h = (1/2)2.

The set of inner splines to which an outer spline is connected is chosen such that the

approximation order of the extended basis is not reduced. The details are included in [23].

For each outer basis spline bj, denote the d-dimensional array of inner indices closest to j

as I(j) = ℓ+ {0, · · · , p}d such that all the corresponding indices for the set of B-splines are

contained in I. Define the value at j of the Lagrange polynomial associated with i ∈ I(j) as

ei,j =
d∏

ξ=1

p∏

µ=0
ℓξ+µ 6=iξ

jξ − ℓξ − µ

iξ − ℓξ − µ
. (4.14)

The WEB-splines which form a basis for the h-p FEM implementation are defined as

Bi = bi +
∑

j∈J(i)
ei,jbj, i ∈ I. (4.15)
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Figure 4.4 B-spline classification with p = 1 and h = (1/2)2 where blue, red, and green
correspond to irrelevant, interior and exterior splines respectively referred to by the lower
left hand corner of their support. Cell color is determined by the lower left hand cell corner
(left). An example of two unextended and one extended basis splines where the lower left
hand corner of the interior splines are marked with circles and adjoined exterior splines are
marked with squares at the lower left hand corner of their support (right).

We plot standard non-extended B-splines and an extended B-spline included in the FEM

basis when h = (1/2)2 and p = 1 in Figure 4.4 to demonstrate the process. The definition

of WEB-splines given in (4.15) is a simplified version of that in [23] where weighting of the

basis is given to enforce essential boundary conditions since the basis may not conform to

boundaries.

4.3.2 Accuracy and High-Order Convergence

Before considering results for the DD and GMG algorithms implemented in this chapter,

we first motivate the need for iterative solvers of algebraic systems resulting from high-

order FEM by demonstrating the accuracy and convergence possible with varying spline

degree p. For all results presented in Section 4.3.2 we use the example problem with exact

solution (4.5). We present the results first for the two-dimensional model in Table 4.1

and Table 4.2, and then we provide the corresponding results for the three-dimensional

model in Table 4.3 and Table 4.4. For all results, we consider mesh widths of h = (1/2)µ for

µ ∈ N . For the two- and three-dimensional example problems the finest widths we consider
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are with µ = 7 and 5 respectively.

Table 4.1 L2(Ω) norm error and convergence with L = 10λ in R
2

α = 1 α = 2 α = 3 α = 4
h Error EOC Error EOC Error EOC Error EOC

p=1
(1/2)2 2.28e-02 - 6.76e-02 - 4.83e-02 - 5.96e-02 -
(1/2)3 6.20e-03 1.88 1.99e-02 1.98 1.27e-02 1.93 1.64e-02 1.86
(1/2)4 1.66e-03 1.90 5.19e-03 2.00 3.20e-03 1.99 4.20e-03 1.97
(1/2)5 4.41e-04 1.91 1.31e-03 2.00 8.01e-04 2.00 1.05e-03 1.99
(1/2)6 1.17e-04 1.92 3.28e-04 2.00 2.00e-04 2.00 2.64e-04 2.00
(1/2)7 3.07e-05 1.93 8.19e-05 2.00 5.00e-05 2.00 6.59e-05 2.00

p=4
(1/2)2 3.68e-04 - 1.46e-04 - 1.88e-05 - 3.32e-05 -
(1/2)3 1.15e-04 1.68 1.32e-05 2.76 1.20e-06 3.97 2.52e-06 3.72
(1/2)4 2.96e-05 1.96 4.24e-07 2.97 7.50e-08 4.00 9.57e-08 4.72
(1/2)5 7.40e-06 2.00 1.32e-08 3.00 4.69e-09 4.00 3.37e-09 4.83
(1/2)6 1.85e-06 2.00 4.14e-10 3.00 2.93e-10 4.00 1.16e-10 4.86
(1/2)7 4.62e-07 2.00 1.29e-11 3.00 1.83e-11 4.00 3.93e-12 4.88

We first consider the order of convergence for both low-order FEM with p = 1 and the

high-order FEM implemented in this chapter with p = 4 for a low-frequency problem with

L = 10λ where we can still achieve accurate results with p = 1 for comparison in Table 4.1.

We present the results in Table 4.1 with α = 1, 2, 3, and 4 in order to demonstrate the

dependence of the order of convergence on the smoothness of our solution, and we see that

we get estimated order of convergence (EOC) of min{α + 1, p + 1}. Thus when α = 4

(columns 8 and 9) we get EOC of five with p = 4 compared to only two with p = 1, and

this means that for any fixed value of h we get much greater accuracy with p = 4. However,

even when α = 1 (columns 2 and 3) and we only get EOC of two with both p = 1 and

p = 4, we still get greater accuracy with p = 4 for any fixed value of h. We use the case of

α = 1 for our main example throughout the paper. We demonstrate later in Table 4.5 when

considering the computational cost of our algorithms that for fixed h the FEM system has

similar DoF with p = 1 and p = 4 when using the WEB-method unlike traditional triangular
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and tetrahedral FEMs.

Table 4.2 L2(Ω) norm error for the non-smooth solution problem in R
2 with α = 1 and

h = (1/2)7

L 500λ 600λ 700λ 800λ 900λ 1, 000λ

p=1 1.824e-01 3.011e-01 4.354e-01 6.093e-01 8.482e-01 1.109e+00
p=2 1.448e-03 3.048e-03 5.965e-03 1.084e-02 1.899e-02 3.161e-02
p=3 3.938e-05 9.721e-05 2.231e-04 4.877e-04 1.040e-03 2.122e-03
p=4 8.767e-06 2.144e-05 4.679e-05 9.422e-05 1.801e-04 3.357e-04

We set our desired accuracy for this chapter such that the relative L2(Ω) norm error of

the simulation is 1e–03 or less. With this chosen tolerance for the accuracy of simulations,

we consider the frequency of problems we can solve with fixed finest grid width of h = (1/2)7

in Table 4.2 for various spline degrees p. The results are presented with the least smooth

solution where α = 1, and the solution uα /∈ H2(Ω). Thus we do not exceed an order of

convergence of two for any choice of p. With the standard approach using p = 1 we cannot

simulate any problem in Table 4.2 to the desired tolerance, and we see a similar result with

p = 2. With p = 3, we can simulated problem with L ≤ 800λ to our desired tolerance, and

we see the best results with p = 4 where we accurately simulate up to a 1, 000 wavelength

problem in Table 4.2.

Assuming that we must scale h ∼ k−1 as the frequency increases to have fixed accuracy

with p = 1 shows that we would need more than 60, 000, 000 DoF with p = 1 to simulate the

problem with L = 1, 000λ to our desired tolerance. This is based on observing from Table 4.1

that if h ∼ k−1, the constant of proportionality must be less than 0.055, so we can estimate a

loose lower bound on the DoF using h = 0.055k−1. In reality the constant of proportionality

is smaller when h ∼ k−1 in Table 4.1, and we would need to instead choose h ∼ k−3/2

to insure fixed accuracy which would both require even greater DoF. Thus the size of the

system becomes prohibitively large with p = 1 for the range of frequencies considered, and

high-order FEM provides a more efficient alternative.
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Table 4.3 L2(Ω) norm error and convergence with L = 10λ in R
3

α = 1 α = 2 α = 3 α = 4
h Error EOC Error EOC Error EOC Error EOC

p=1
(1/2)2 7.85e-02 - 1.16e-01 - 1.25e-01 - 1.25e-01 -
(1/2)3 2.35e-02 1.74 3.16e-02 1.87 4.41e-02 1.50 5.15e-02 1.29
(1/2)4 6.80e-03 1.79 8.10e-03 1.96 1.16e-02 1.93 1.42e-02 1.86
(1/2)5 1.92e-03 1.82 2.04e-03 1.99 2.92e-03 1.98 3.64e-03 1.96

p=4
(1/2)2 1.25e-03 - 1.94e-04 - 9.72e-05 - 2.56e-04 -
(1/2)3 4.93e-04 1.34 5.41e-05 1.84 2.13e-05 2.19 4.58e-05 2.48
(1/2)4 1.49e-04 1.73 7.47e-06 2.86 1.41e-06 3.91 4.50e-06 3.35
(1/2)5 3.97e-05 1.90 9.91e-07 2.91 9.06e-08 3.96 1.74e-07 4.69

We present the corresponding results for the three-dimensional model in Table 4.3 and Ta-

ble 4.4. The results in Table 4.3 correspond to the two-dimensional results in Table 4.1.

In Table 4.3 we consider the error and convergence for a low-frequency problem with L = 10λ

with p = 1 and 4 for varying α. We see similar results to the two-dimensional results in Ta-

ble 4.1. For the smoothest solution considered with α = 4 (columns 8 and 9), we can achieve

order five convergence with p = 4 compared to order two convergence with p = 1, and thus

we get much more accurate simulations with p = 4 for any fixed h. In the case when α = 1

(columns 2 and 3), the exact solution uα /∈ H2(Ω), and we only get order two convergence

with both p = 1 and p = 4. However, we still get more accurate solutions with p = 4 for any

fixed h.

Table 4.4 L2(Ω) norm error for the non-smooth solution problem in R
3 with α = 1 and

h = (1/2)5

L 50λ 100λ 150λ 200λ 250λ

p=1 3.519e-03 2.587e-02 1.006e-01 2.456e-01 5.079e-01
p=2 3.314e-04 6.852e-04 2.325e-03 6.976e-03 1.991e-02
p=3 8.582e-05 8.771e-05 1.469e-04 5.188e-04 1.825e-03
p=4 4.017e-05 4.076e-05 4.993e-05 1.435e-04 5.056e-04
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Similar to Table 4.2 for the two-dimensional model, we fix the finest grid width h = (1/2)5

and consider the largest frequency problem we can simulate for various spline degrees p when

α = 1 in Table 4.4. When standard low-order FEM with p = 1 is used, we cannot simulate

any frequency problem in Table 4.4 to our desired accuracy tolerance of relative L2(Ω) norm

error less than 1e–03. With p = 2 we can simulate up to a 100 wavelength problem to our

desired accuracy, and with p = 3 we can simulate up to a 200 wavelength problem. However,

we see the best results with p = 4 where we can simulate up to a 250 wavelength problem.

We have demonstrated in Section 4.3.2 that high-order FEM provides the most efficient

simulation of high-frequency problems even when the solution is non-smooth. Using p = 4

we can accurately simulate up to 1, 000 and 250 wavelength problems for the two- and

three-dimensional models as shown in Table 4.2 and Table 4.4. Thus we require an efficient

iterative scheme to solve the large FEM systems resulting from high-order Galerkin FEM

discretizations of the original problem in (4.1) which is the focus of this chapter.

4.4 DD and MG Algorithms

Two approaches for efficiently approximating the shifted Laplacian preconditioner are

DD and MG (see [7, 28]). We describe the DD and MG algorithms implemented in this

chapter in Section 4.4. In Section 4.4.1 we describe the choice of subdomain decomposition

and a method for choosing the overlap for overlapping DD algorithms. We then describe

the additive Schwarz (AS) type algorithms implemented in this chapter in Section 4.4.2. We

conclude the section by giving the details of the GMG implemented as well as the coarse grid

selection, prolongation, and restriction used for the two-level AS algorithms in Section 4.4.3

before proceeding to the numeric results of our implementation in Section 4.5.

4.4.1 DD Subdomain Selection

Here we define the notation and method used for decomposing the FEM space V h
p corre-

sponding to fine grid width h and WEB-spline basis degree p into N subspaces for the AS

type DD algorithms.
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Define a graph G = (I, E) where I = {1, · · · , n} are the n indices corresponding to the

basis functions in the FEM system and E is the edge set such that E = {(i, j)|(AE)i,j 6= 0}

where AE denotes the FEM system matrix corresponding to the shifted Laplacian problem.

Using the standard variational formulation of the problem the non-zero pattern is symmetric,

and thus G is undirected.

Figure 4.5 Subdomain choice with p = 4, h = (1/2)4, H = 6, and δ = 0

For ℓ = 1, · · · , N where N is the number of subdomains in the decomposition we cre-

ate the 0-overlap subdomain decomposition by choosing a set of basis indices I0ℓ such that

I0i
⋂
I0j = ∅, i 6= j, and

N⋃
ℓ=1

I0ℓ = I. For ℓ = 1, · · · , N we have the 0-overlap subdomains

Ω0
ℓ =

⋃
κ∈I0

ℓ

supp(Bκ). In practice the partition of I is chosen so that the subdomains have

approximate diameter of H or less. Thus the parameter H controls the size of the sub-

domain and the DoF in the subspaces. We illustrate a 0-overlap decomposition for the

two-dimensional example in Figure 4.5 by plotting the lower left hand corner of supp(Bκ) in

a different color depending on which set I0ℓ the index κ belongs to.

Figure 4.6 Subdomain choice with p = 4, h = (1/2)4, H = 6, and δ = 1

After creating the 0-overlap decomposition, we choose the overlap as follows. Our 0-

overlap work partitions the graph into N non-overlapping subsets I0ℓ for ℓ = 1, · · · , N such
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Figure 4.7 Subdomain choice with p = 4, h = (1/2)4, H = 4, and δ = 1

that I =
N⋃
ℓ=1

I0ℓ . We now define I1ℓ for ℓ = 1, · · · , N to be the 1-overlap partition of I

where for each ℓ = 1, · · · , N, I0ℓ ⊂ I1ℓ , and I1ℓ is created by including all the immediate

neighboring vertices in the graph G to the vertices in I0ℓ . In Figure 4.6, we plot the 1-

overlap by plotting the lower left hand corner of support for basis functions with support

contained in two subdomains in black, and this corresponds to the 0-overlap decomposition

in Figure 4.5. Further we demonstrate a 1-overlap domain decomposition for the example

problem in three-dimensions in Figure 4.7. We use this same method to further define the

δ-overlap partition of I

I =
N⋃

ℓ=1

Iδℓ ,

where Iδℓ has δ levels of overlap with neighboring subdomains for integer δ ≥ 0.

Commonly the overlap is instead chosen geometrically by including in a non-overlapping

subdomain neighboring DoF within a certain distance of the boundary of the subdomain

(see [28]). However, our method chooses additional DoF for each subdomain based on the

coupling of the system. Both methods do achieve similar results, but our method is well

suited for high-order FEM. Since high-order FEM increases the density and coupling of the

FEM system as p increases, the actual geometric width of the overlap created increases as p

100



increases for fixed δ. If we were to use a geometric method to choose our overlap, we would

have to manually increase the width of the overlap as p increased.

4.4.2 Additive Schwarz DD Algorithms

We use the above decomposition and notation to define the classical AS type approx-

imations for our preconditioner. Denote the number of DoF in a subspace corresponding

to indices Iδℓ as nδ
i . We now define a restriction operator Rδ

ℓ for each subdomain. Rδ
ℓ is

an nδ
ℓ × n matrix created by taking an n × n identity matrix and removing the rows corre-

sponding to the indices not in Iδℓ . Using this restriction operator and denoting the full FEM

system for the shifted Laplacian preconditioner as AE we define the restricted systems for

the subdomains as

Aℓ = Rδ
ℓAE(R

δ
ℓ)

T . (4.16)

The one-level AS preconditioner is then defined as

M−1
AS,local =

N∑

ℓ=1

(Rδ
ℓ)

TA−1
ℓ Rδ

ℓ . (4.17)

We can additionally define the one-level restricted additive Schwarz (RAS) preconditioner

as

M−1
RAS,local =

N∑

ℓ=1

(R0
ℓ )

TA−1
ℓ Rδ

ℓ . (4.18)

Commonly a coarse grid system solve is added to the approximation to improve the

preconditioner by adding coupling to the subdomains which was lost due to the AS type

approximation (see [28]). This results in two-level AS type algorithms. For the coarse grid

system we define the additional restriction operator R0 which restricts solution vectors on

the fine grid to our coarse grid, and the projection operator P0 which projects coarse grid

solutions onto the fine grid. We denote the grid width of the coarse grid Hc, and this

parameter determines the DoF in the coarse grid problem. In this chapter, the coarse grid

space V Hc
p is chosen in the same manner as the fine grid space by choosing Hc instead of h.
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We then use GMG prolongation and restrictions operators based on a two-level cycle with

fine grid width h and coarse grid width Hc as our choice of R0 and P0.

One benefit of our choice of basis using WEB-splines on a cartesian grid is that the

calculation of the prolongation and restriction for the coarse grid solve is simple and trivially

parallelizable (see Chapter 3). We give the details for the coarse grid selection and transfer

in Section 4.4.3 and refer interested readers to [7, 23, 24] for further details of the coarse grid

selection, restriction, and prolongation.

The restricted system on the coarse grid is defined as A0 = R0AEP0, and we use this to

define the full two-level AS and RAS preconditioners used in this chapter

M−1
AS = P0A

−1
0 R0 +M−1

AS,local (4.19)

M−1
RAS = P0A

−1
0 R0 +M−1

RAS,local. (4.20)

We also define an additional preconditioner similar to these which performs well for high-

order FEM in our results. The averaged additive Schwarz (AVE) preconditioned is defined

as follows. For each index κ ∈ I corresponding to a fine grid basis function let Lκ ∈ N denote

the number of subdomains containing κ. Then

(M−1
AV E,local)j =

1

Lj

∑

ℓ:j∈Iδ
ℓ

((Rδ
ℓ)

TA−1
ℓ Rδ

ℓ)j. (4.21)

We additionally use the coarse grid solve with the AVE preconditioner to get the full two-level

method

M−1
AV E = P0A

−1
0 R0 +M−1

AV E,local. (4.22)

One of the preferred methods from the DD investigation in [28] was a so called hybrid

AS type method. In particular a hybrid restricted additive Schwarz (HRAS) method was

used in [28] and provided an efficient preconditioner for a class of problems similar to those

considered here. Thus we also consider hybrid AS type preconditioners which solve for the

residual of the coarse grid problem on the subdomains. Any of the previously described

methods, AS, AVE, or RAS, can be used as a hybrid method. However, the local and
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coarse problems are no longer independent, and they cannot be computed in parallel. Thus

there is an additional computational cost for each iteration of our iterative method when a

hybrid type preconditioner is implemented. While an HRAS preconditioner might reduce the

required iterations of the associated iterative method in some cases, this does not necessarily

imply a reduction in the computational cost.

Define the operator

P = I − AEP0A
−1
0 R0. (4.23)

Then for example in the case of the RAS preconditioner we consider the hybrid restricted

additive Schwarz preconditioner (HRAS) given by

M−1
HRAS = P0A

−1
0 R0 + P T (M−1

RAS,local)P. (4.24)

Hybrid versions of the AS and AVE preconditioners are possible with a similar definition.

4.4.3 Grid Transfer Operators

Because our high-order FEM implementation uses WEB-splines based on a uniform carte-

sian grid, we can define a simple method to choose the coarse grid spaces and grid transfer

operators for the GMG and the coarse grid system in the two-level AS type algorithms.

Here we extend the work done in Chapter 3 where we considered the grid transfer op-

erators for two-dimensional models to include the three-dimensional case. Following the

notation in [23] and Chapter 3, we denote the coarse grid with ∽. For example, for a fixed

degree p, coarse grid space corresponding to the fine grid space e
B with grid width h is

denoted ẽB and is simply chosen as the FEM basis space with grid width 2h.

When the basis is not extended the coarse grid space B̃ with grid width 2h is a subspace

of the fine grid space B with grid width h. Thus any basis function from the coarse grid space

has an exact representation in the fine grid space. This makes the creation of prolongation

and restriction operators simple and illustrates some key ideas. However, for our example

geometry shown in Figure 4.1 we must consider the more complicated case of the extended

basis. To derive the grid transfer operators for a non-extended basis, we begin with the
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formula for univariate subdivision when m = 1

b̂pℓ,2h = 2−p

p+1∑

κ=0

(
p+ 1

κ

)
b̂p2ℓ+κ,h. (4.25)

This demonstrates that any B-spline in the non-extended coarse grid space can be represented

as a linear combination of p+ 2 B-splines in the non-extended fine grid space.

Figure 4.8 The univariate spline b20,1 with grid width 2h = 1 and degree p = 2 in bold is a
linear combination of four splines of grid width h = (1/2)1 and degree p = 2.

We illustrate the representation of a coarse grid univariate B-splines as a linear combi-

nation of univariate fine grid B-splines in Figure 4.8 for the case of p = 2 with 2h = 1. The

multivariate B-splines used as a non-extended basis for m > 1 are built as a tensor product

of the univariate B-splines, so the multivariate subdivision formula is easily derived from the

univariate case

b̃pℓ =
d∏

ν=1

(
2−p

∑

κν

(
p+ 1

κν

)
b̂p2ℓν+κν ,h

)
. (4.26)

We can simplify the subdivision formula (4.26) to write a multivariate coarse grid B-spline

as a linear combination of the basis for the non-extended fine grid space

b̃ℓ =
∑

κ∈K
sκ−2ℓbκ, (4.27)

where we define the coefficients as

sξ = 2−pd

d∏

ν=1

(
p+ 1

ξν

)
, with

(
p+ 1

µ

)
= 0 for µ < 0 or µ > p+ 1. (4.28)
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A solution vector of coefficients on the coarse grid Ũ is transferred to the fine grid when

multiplied by the prolongation operator

U = P0Ũ, where p0κ,ℓ = sκ−2ℓ. (4.29)

The restriction operator is defined as the transpose of the prolongation R0 = P T
0 .

For the extended basis required in this chapter, this method for grid transfer must be

modified because the coarse grid space ẽB may not be a subspace of the fine grid space e
B,

and we might not have an exact representation for all coarse grid basis functions in the fine

grid space. Thus we introduce a projection Ph : L2(Ω̂) → e
B, where Ω̂ is the appropriate

grid domain. The projection is defined using a family of dual functions Λi with i ∈ I which

satisfy

〈Λi, Bℓ〉L2(Ω̂) = δi,ℓ, for i, ℓ ∈ I. (4.30)

Details of the construction of the dual functions can be found in [23]. Using these dual

functions we approximate the coarse splines on the fine grid by projecting with

P0B̃ℓ =
∑

i∈I
〈Λi, B̃ℓ〉L2(Ω̂)Bi. (4.31)

Now we recall that

B̃ℓ = b̃ℓ +
∑

j∈J̃(ℓ)

ẽℓ,j b̃j, ℓ ∈ Ĩ , (4.32)

and apply the subdivision formula (4.27) to the equation

〈Λi, B̃ℓ〉H0 =
∑

κ∈K


sκ−2ℓ +

∑

j∈J̃(ℓ)

ẽℓ,jsκ−2j


 〈Λi, bκ〉L2(Ω̂) (4.33)

=
∑

κ∈K


sκ−2ℓ +

∑

j∈J̃(ℓ)

ẽℓ,jsκ−2j


 δi,κ

= si−2ℓ +
∑

j∈J̃(ℓ)

ẽℓ,jsi−2j.

We use (4.33) to define the grid transfer operators for the extended basis as follows
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P0B̃ℓ =
∑

i∈I
pi,ℓBi, where p0i,ℓ = si−2ℓ +

∑

j∈J̃(ℓ)

ẽℓ,jsi−2j. (4.34)

A solution vector of coefficients on the coarse grid Ũ is transferred to the fine grid when

multiplied by the prolongation operator defined above

U = P0Ũ. (4.35)

The restriction operator is defined in the usual way as the transpose of the prolongation

R0 = P T
0 . For the GMG we use the standard Galerkin restriction of the FEM system matrix

which is equivalent to the coarse grid system used for the two-level AS type algorithms

Ã = A0 = R0AEP0. (4.36)

4.5 Numerical Results

In 4.5 we present and analyze the numerical results of the DD and MG algorithms defined

in this chapter. We implement high-order WEB-spline FEM with p = 4 for the problem

in 4.1, and we solve the resulting system of linear equations using BiCGstab preconditioned

with either an AS type DD or a GMG approximation of the corresponding shifted Laplacian

system. For all results we use the example problem from Section 4.2.1 with the exact solution

given by (4.5) with α = 1, so our exact solution u /∈ H2(Ω). In Section 4.5.1 we demonstrate

and compare the computational costs for the different preconditioner approximations by

considering the DoF in the individual coarse grid and subdomain systems. In Section 4.5.2

we demonstrate the results for using a GMG approximation to the preconditioner, and these

results motivate the need for the DD approximations which we give in Sections 4.5.3 and

4.5.4 for the two- and three-dimensional problems respectively.

4.5.1 Computational Cost and Subdomain Choice

We begin our discussion and analysis of the numerical results by demonstrating the

computational cost of the various DD and MG approximations.
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Table 4.5 DoF in the FEM systems with grid width h for the example problem in R
2

h (1/2)5 (1/2)6 (1/2)7

DoF (p=1) 15,218 59,181 233,338
DoF (p=4) 17,870 64,473 243,910

In Table 4.5 we demonstrate the DoF in the FEM systems resulting from varying grid

widths for the two-dimensional example problems. For our numerical results we fix the fine

grid width choice of h = (1/2)7 for all two-dimensional problems. For the high-order FEM

implementation this results in systems with 243, 910 DoF as seen in Table 4.5. We see similar

DoF for low-order FEM with p = 1 and h = (1/2)7 because we use the WEB-method. With a

standard triangular Lagrange element implementation for fixed h, we would have four times

larger DoF with p = 4 compared to p = 1.

For all DD and GMG approximations of the preconditioner considered in this chapter

we require the solution of a coarse grid system. We consider two cases of Hc = 2h or 4h for

the choice of coarse grid in our numerical results for both the two- and three-dimensional

examples. We additionally consider Hc = 8h for the three-dimensional example in order to

further reduce the computational cost of the DD approximations. For the two-dimensional

problems the resulting DoF in the coarse grid system A0 are demonstrated in Table 4.5 where

2h = (1/2)6 and 4h = (1/2)5. With our FEM implementation we get approximately 1/4-th

and 1/16-th the DoF in the coarse grid systems with Hc = 2h and 4h respectively compared

to the fine grid system.

Table 4.6 Maximum DoF in a subdomain and the number of subdomains N for the R
2

example problems with p = 4, h = (1/2)7, and varying H and δ

H 2 6

N 14 5
Max DoF (δ = 0) 25,320 66,158
Max DoF (δ = 1) 26,133 66,430
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We choose the subdomain diameter H such that we have similar DoF in the subdomain

systems Aℓ, ℓ = 1, · · · , N and the coarse grid system A0. This leads to optimal load balancing

when classical (non-hybrid) AS algorithms are implemented, and all of these systems can be

solved in parallel. However, the recent work [28] which showed that AS type approximations

of the shifted Laplacian preconditioner are efficient for the homogeneous media problem

with p = 1 and low-frequency problems, considered subdomains with significantly fewer

DoF than the coarse grid system. Thus the computational cost of the implementation in [28]

is dominated by the coarse grid solve instead of being balanced, and they considered using

an inner DD approximation of the coarse grid system to overcome this.

Instead for our approach with the two-dimensional problems with p = 4 and Hc = 2h

and 4h we choose H = 6 and 2 respectively. We demonstrate the resulting maximum DoF in

any of the subdomains and the total number of subdomains N for these choices in Table 4.6,

and we have plotted the subdomain choice when H = 6 in Figure 4.5 and Figure 4.6.

Comparing Table 4.5 and Table 4.6 we see that this gives similar sized subdomain and

coarse grid systems for the two-dimensional examples. When all subdomain and coarse grid

solves are done in parallel, the resulting classical AS implementation requires approximately

the same amount of CPU time and memory compared to the GMG implementation with the

same coarse grid choice, but this is not true with the hybrid AS algorithms. For the hybrid

AS algorithms the coarse grid and subdomain systems cannot be solved in parallel, and this

results in at least twice the CPU time per iteration compared to the classical AS and GMG

algorithms.

Table 4.7 DoF in the FEM systems with fixed p = 4 and grid width h for the example
problem in R

3

h (1/2)2 (1/2)3 (1/2)4 (1/2)5

DoF 3,360 10,686 42,776 214,440
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We use the same approach for the three-dimensional problems where we fix fine grid width

of h = (1/2)5. Table 4.7 shows that the resulting DoF in the fine grid FEM is 214, 440, and

this is similar to the fine grid DoF for the two-dimensional example as shown in Table 4.5.

For the required coarse grid systems we again choose Hc = 2h and 4h as two cases we will

consider in Sections 4.5.2 and 4.5.4, and we consider the additional case Hc = 8h. The

resulting DoF in the coarse grid systems with p = 4 are given in Table 4.7.

Table 4.8 Maximum DoF in a subdomain and the number of subdomains N for the R
3

example problems with p = 4, h = (1/2)5, and varying H and δ

H 1/2 1 4

N 112 30 7
Max DoF (δ = 0) 2,688 8,832 45,960
Max DoF (δ = 1) 6,336 13,092 46,920

For the three-dimensional problems we again choose H so that the maximum DoF in

any subdomain system is similar to the DoF in the coarse grid system. To achieve this in

the three-dimensional case we must choose smaller H = 1/2, 1 and 4 when Hc = 8h, 4h

and 2h respectively, and this results in a greater number of subdomains as is demonstrated

in Table 4.8. We additionally provide the resulting maximum DoF found in a subdomain

system for these choices in Table 4.8. Again we achieve similar computational cost for the

GMG and DD algorithms with parallel implementation when classical AS algorithms are

considered.

4.5.2 GMG Preconditioner Results

MG approximations are the most common approach in the literature to approximating

the shifted Laplacian preconditioner (see Chapter 2 and references therein). However, the

MG approach has not been well investigated for high-order FEM with p = 4, high-frequency

problems with L > 100λ, or for three-dimensional problems. In Section 4.5.2 we present the

results for solving the linear system resulting from high-order FEM discretization of (4.1)
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with BiCGstab preconditioned with a GMG approximation of the corresponding shifted

Laplacian system based on Section 4.4.3.

Table 4.9 BiCGstab iterations required preconditioned with GMG, p = 4, h = (1/2)7,
Hc = 2h, and tol= 10−6 for the example in R

2

L 600λ 700λ 800λ 900λ 1, 000λ

E = k 46 382 >500 >500 >500
E = k3/2 102 161 >500 >500 >500
E = k2 >500 >500 >500 >500 >500

We begin with the results for the two-dimensional example with h = (1/2)7 for a range

of high-frequency problems in Table 4.9. The results in Table 4.9 use Hc = 2h which

is the finest coarse grid we consider. Theoretically a finer coarse grid should result in a

more efficient preconditioner. Because this results in only a two-level cycle, we implement a

V (1, 1)-cycle which is equivalent to the F (1, 1)-cycle used in Chapter 3 for two-level cycles.

We use weighted Jacobi smoothing with weight ω = 0.5.

The results in Table 4.9 demonstrate that the GMG approximation preconditioner per-

forms poorly, and for problems such that L ≥ 800λ the BiCGstab iterative solver does not

converge in less than 500 iterations. The common MG choice of E ∼ k2 is not optimal for

the results in Table 4.9, but this is expected when a very fine coarse grid is used.

Table 4.10 BiCGstab iterations required preconditioned with GMG, p = 4, h = (1/2)5 and
Hc = 2h, and tol= 10−6 for the example in R

3

L 50λ 100λ 150λ 200λ 250λ

E = k >500 >500 >500 >500 >500
E = k3/2 >500 >500 >500 >500 >500
E = k2 >500 >500 >500 >500 >500

We provide the results for the three-dimensional example problems GMG preconditioner

in Table 4.10, and we again choose the finest coarse grid with Hc = 2h. For the three-

dimensional problems BiCGstab fails to converge in less than 500 iterations for all choices
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of frequency and shift parameter with the GMG preconditioner. Two-dimensional semi-

coarsening can be used instead of our full-coarsening coarse grid approximation to improve

results for MG-based preconditioners in R
3 (see [29]), but this increases the DoF in the

coarse grid systems.

We have now shown that the GMG implementation that was efficient for two-dimensional

problems with p = 2 or 3 and L ≤ 100λ in Chapter 3 is no longer efficient for higher-frequency

problems with p = 4 and for three-dimensional problems. Thus we need a new approach to

iteratively solve the FEM systems in this chapter.

4.5.3 Two-Dimensional DD Preconditioners

We now demonstrate that by using AS type precondtioners we can significantly improve

the results in Section 4.5.2 without increasing the computational cost. We consider the

performance of the AS type preconditioners for the two-dimensional example problems first,

and we consider the same frequencies considered with the GMG preconditioner in Table 4.9

with h = (1/2)7.

In Table 4.11 we choose the same finest coarse grid choice of Hc = 2h as was used for

the GMG examples in Table 4.9. The results are presented for all of the AS type algorithms

given in Section 4.4.2 with the 0- and 1-overlap decompositions. For all results in Table 4.11,

we see better performance of the BiCGstab iterative solver when preconditioned with the

DD approximations compared to the GMG approximation in Table 4.9.

Consider the proper choice of E . In Table 4.11 we see better results with E ∼ k than for

E ∼ k3/2 for all preconditioners and all frequencies. We additionally tested E ∼ k2, and as

E was increased further the efficiency of the preconditioners continued to decrease. Thus for

the choice of Hc = 2h and the range of frequencies in Table 4.11 we get optimal results with

E ≤ k.

After noting the optimal choice of shift E in Table 4.11 we focus on the top half of Ta-

ble 4.11 in order to choose the best preconditioner. The hybrid AS preconditioners HAS and

HRAS do provide the least total number of iterations for the lowest frequency problems, but
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Table 4.11 Number of BiCGstab iterations required with relative residual tolerance of 10−6

preconditioned with various AS type algorithms using coarse grid Hc = (1/2)6, and subdo-
main diameter H = 6 for fixed h = (1/2)7, α = 1, and p = 4 for the example in R

2

L 600λ 700λ 800λ 900λ 1, 000λ

E = k
AS (δ = 0) 23 32 46 54 56
HAS (δ = 0) 10 29 42 60 75
AS (δ = 1) 27 38 56 70 110
RAS (δ = 1) 27 36 56 82 105
AVE (δ = 1) 23 36 54 67 101
HRAS (δ = 1) 10 28 55 59 143

E = k3/2

AS (δ = 0) 88 88 124 182 217
HAS (δ = 0) 78 86 199 297 414
AS (δ = 1) 84 86 115 167 174
RAS (δ = 1) 70 73 96 132 144
AVE (δ = 1) 67 73 103 139 156
HRAS (δ = 1) 68 77 171 292 311

as the frequency increases the hybrid preconditioners do not perform as well as the classical

AS preconditioners. Further, we reiterate that the hybrid algorithms are more computation-

ally expensive because the coarse grid and subdomain systems cannot be solved in parallel.

Thus we prefer the classical AS algorithms, and in Table 4.11 the standard AS algorithm

with 0-overlap decomposition provides the best results. Because no improvement with δ = 1

was seen when E = k and only some mild improvements are seen with δ = 1 when E = k3/2

we do not consider δ > 1 in this chapter.

We can reduce the computational cost of computing the AS type preconditioners by

increasing the coarse grid width to Hc = 4h and additionally decreasing the subdomain

diameter to H = 2. We present the results for these choices with the same set of example

problems in Table 4.12.

The optimal choice of shift parameter E depends on the size of the coarse grid width Hc.

In the case of Hc = 4h we achieve optimal efficiency of the preconditioners with E ∼ k3/2

in Table 4.12 instead of E ∼ k as in Table 4.11, and we expect that the shift E must continue
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Table 4.12 Number of BiCGstab iterations required with relative residual tolerance of 10−6

preconditioned with various AS type algorithms using coarse grid Hc = (1/2)5, and subdo-
main diameter H = 2 for fixed h = (1/2)7, α = 1, E = k3/2, and p = 4 for the example in
R

2

L 600λ 700λ 800λ 900λ 1, 000λ
AS (δ = 0) 174 208 179 214 234
HAS (δ = 0) 166 168 162 204 212
AS (δ = 1) 208 219 198 229 195
RAS (δ = 1) 210 183 160 186 144
AVE (δ = 1) 173 171 143 172 152
HRAS (δ = 1) 141 162 116 139 99

to increase if Hc continues to increase for fixed frequencies.

For Hc = 4h the hybrid algorithm HAS with δ = 0 does reduce the required iterations

compared to the non-hybrid version of AS with δ = 0, and similarly HRAS with δ = 1

provides the fewest required iterations compared to all the algorithms. However, because

the coarse grid and subdomain systems cannot be solved in parallel, the cost of computing

the hybrid algorithms is at least twice as much as the classical AS preconditioners. Since

we are not able to reduce the required iterations to less than one half compared to using

the corresponding classical AS algorithms, we still prefer to implement the classical AS

algorithms with Hc = 4h.

For the lowest frequency problem in Table 4.12 the 0-overlap AS algorithm is competitive

with the 1-overlap RAS and AVE. However, once Hck becomes large the 1-overlap RAS and

AVE algorithms provide the fewest required iterations out of the classical AS algorithms.

4.5.4 Three-Dimensional DD Preconditioners

We now consider the corresponding three-dimensional results in Section 4.5.4, and we

comparee these results to the two-dimensional DD results in Section 4.5.3 and the three-

dimensional GMG results in Section 4.5.2. We again see significant improvements when

using the AS type preconditioners compared to the GMG preconditioner without increasing

the computational cost.
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Table 4.13 Number of BiCGstab iterations required with relative residual tolerance of 10−6

preconditioned with various AS type algorithms using coarse grid Hc = (1/2)4, and subdo-
main diameter H = 4 for fixed h = (1/2)5, α = 1, E = k, and p = 4 for the example in
R

3

L 50λ 100λ 150λ 200λ 250λ

AS (δ = 0) 9 10 11 15 28
HAS (δ = 0) 4 4 4 8 27
AS (δ = 1) 6 7 8 12 29
RAS (δ = 1) 5 5 7 10 26
AVE (δ = 1) 5 6 7 10 26
HRAS (δ = 1) 3 4 4 6 27

Similar to Sections 4.5.2 and 4.5.3 we begin by considering the finest coarse grid width of

Hc = 2h in Table 4.13, and based on Section 4.5.1 we use subdomain diameter H = 4. With

all of the AS type algorithms in Table 4.13 we see a significant improvement compared the

GMG preconditioner in Table 4.10 where all problems required greater than 500 iterations

for the same choice of Hc = 2h. Thus the AS type algorithms provide a more efficient alter-

native to MG for approximating the shifted Laplacian preconditioner for three-dimensional

models. The required iterations in Table 4.13 are much fewer than the two-dimensional

results in Table 4.11, and this is due to the frequency of the problems being lower in Ta-

ble 4.13. Similar results were seen for the corresponding two-dimensional case when we chose

h = (1/2)5 and k such that L ∈ [50λ, 250λ].

Again for the three-dimensional examples we achieve optimal results with shift parameter

E ∼ k when Hc = 2h, and thus we present results for this choice in Table 4.13. We see a

similar degradation of efficiency as E is increased as we saw in Table 4.11 for the corresponding

two-dimensional case.

We see greater improvement when using hybrid AS algorithms in Table 4.13 than classical

AS algorithms compared to the two-dimensional examples. However, the improvement is still

not great enough to justify the added computational cost of the hybrid algorithms since the

reduction is not less than one half the corresponding classical AS result except for the very
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low-frequency cases with δ = 0.

The 1-overlap results out perform the 0-overlap results in Table 4.11, and for this range

of frequencies with Hc = 2h in R
3 our preferred AS type algorithms are the 1-overlap RAS

and AVE algorithms which provide identical results. In Table 4.13 similar to all DD results

we see a mild increase in the required iterations as k becomes large.

Table 4.14 Number of BiCGstab iterations required with relative residual tolerance of 10−6

preconditioned with various AS type algorithms using coarse grid Hc = (1/2)3, and subdo-
main diameter H = 1 for fixed h = (1/2)5, α = 1, E = k3/2, and p = 4 for the example in
R

3

L 50λ 100λ 150λ 200λ 250λ

AS (δ = 0) 18 24 30 42 78
HAS (δ = 0) 6 10 14 24 80
AS (δ = 1) 9 12 19 34 71
RAS (δ = 1) 5 7 14 24 51
AVE (δ = 1) 6 8 13 23 55
HRAS (δ = 1) 4 6 9 12 37

Our numerical results in Table 4.14 with Hc = 4h correspond to the two-dimensional

results in Table 4.12. The required iterations are increased compared to the results with

Hc = 2h in Table 4.13, but we significantly reduce the cost of computing the preconditioners

in Table 4.14 which justifies this increase. Similar to the two-dimensional case we must

increase the shift parameter E as Hc increases, so we see optimal results with E ∼ k3/2.

We get fewer required iterations with the hybrid algorithms HAS and HRAS, but this

reduction is not great enough to justify the additional computational cost. Comparing the

classical AS type approximations of the preconditioner, we prefer to implement the 1-overlap

RAS or AVE preconditioners for this range of frequencies with Hc = 4h.

Three-dimensional models naturally require greater DoF in order to accurately simulate

high-frequency wave propagation compared to two-dimensional models, and our numerical

results in Section 4.3.2 verifies this for our examples. Thus we conclude this chapter by

considering how we can further reduce the cost of approximating the preconditioner for
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Table 4.15 Number of BiCGstab iterations required with relative residual tolerance of 10−6

preconditioned with various AS type algorithms using coarse grid Hc = (1/2)2, and subdo-
main diameter H = (1/2) for fixed h = (1/2)5, α = 1, E = k3/2, and p = 4 for the example
in R

3

L 50λ 100λ 150λ 200λ 250λ

AS (δ = 0) 18 31 46 83 178
HAS (δ = 0) 10 29 48 77 208
AS (δ = 1) 9 18 33 65 98
RAS (δ = 1) 6 13 23 44 69
AVE (δ = 1) 7 13 24 48 73
HRAS (δ = 1) 5 9 20 35 58

our three-dimensional example. This is done in two parts. In Table 4.15 we consider the

possibility of increasing Hc further to Hc = 8h, and additionally decreasing H to H = (1/2).

Last in Table 4.16 we consider the use of an ilu(0) approximation of the subdomain solves

in order to avoid the need for a direct solve on the subdomain systems.

The results in Table 4.15 demonstrate that for our three-dimensional example the coarse

grid Hc = 8h and subdomain parameter H = 1/2 still provide for a small number of required

BiCGstab iterations. We again see optimal results when E = k3/2. The omitted results are

poor for E = k and E = k2, so we see increased sensitivity to the choice of E as Hc becomes

large. However, E = k3/2 remains a robust choice for all Hc. This choice of parameters

additionally significantly reduces the DoF in the coarse grid and subdomain systems making

the preconditioner approximation cheaper than in Table 4.13 and Table 4.14. However,

with H = 1/2 we require 112 subdomain system solves per iteration, and thus the required

number of processors for an efficient parallel implementation is larger. With the 0-overlap

preconditioners, we prefer to implement the classical AS algorithm, but we see the best

results with the 1-overlap RAS preconditioner. It is important to note that as H becomes

small the additional computational cost required for the 1-overlap methods is increased

compared to the 0-overlap methods (see Table 4.8). Thus the 0-overlap AS and 1-overlap

RAS preconditioners are competitive with eachother and our preferred algorithms still when
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Hc = 8h.

Table 4.16 Comparison of the number of BiCGstab iterations required with relative residual
tolerance of 10−6 preconditioned with 0-overlap AS using a direct solve or an ilu(0) approx-
imation of the subdomain system solves for fixed h = (1/2)5, α = 1, E = k3/2, and p = 4 for
the example in R

3

L 50λ 100λ 150λ 200λ 250λ

Hc = 2h, H = 4
Direct 10 11 14 23 63
ilu(0) 11 11 15 26 62

Hc = 4h, H = 1
Direct 18 24 30 42 78
ilu(0) 16 23 36 62 105

Hc = 8h, H = (1/2)
Direct 18 31 46 83 178
ilu(0) 18 28 49 88 182

The greatest computational cost for all of the DD algorithms implemented in this chapter

is the use of a direct method to solve the coarse grid and subdomain systems. In the recent

work [28] they suggest an efficient use of an inner DD algorithm to solve the coarse grid

system. However, in [28] they keep the size of there subdomain systems relatively small

compared to the coarse grid system, and thus they use a direct method for the subdomain

systems even when approximating the coarse grid solve. For our algorithms, we have similar

DoF in the subdomain and coarse grid systems, and thus an efficient approximation of the

subdomain systems can greatly improve the computational efficiency of the entire iterative

scheme.

We provide an initial investigation in Table 4.16 where we consider the use of an ilu(0)

approximation of the subdomain solves. The results in Table 4.16 demonstrate that we can

achieve a similar number of required BiCGstab iterations when using the ilu(0) approxima-

tion of the subdomain systems for all choices of k, H, and Hc. However, with the ilu(0)

approximation we see optimal results with E = k3/2 for all choices of Hc, and the choice

E = k is not an efficient choice even for Hc = 2h. The results in Table 4.16 are provided for

the 0-overlap classical AS preconditioner, but we get a similar results compared with using
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a direct solve for all of the DD algorithms when using an ilu(0) approximation and E = k3/2.
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CHAPTER 5

A SIGN-DEFINITE PRECONDITIONED HIGH-ORDER FEM PART-I:

FORMULATION AND SIMULATION FOR BOUNDED HOMOGENEOUS MEDIA

WAVE PROPAGATION

Modified from a paper submitted to the SIAM Journal on Scientific Computing.

Mahadevan Ganesh 7 and Charles Morgenstern8

5.1 Abstract

A sign-definite variational formulation of the constant coefficient Helmholtz equation

was developed and analyzed by Moiola and Spence [4], under an impedance condition on

the boundary of a star-shaped domain, with the hope to alleviate practical difficulties of

the indefiniteness in finite element methods (FEMs). The main focus of this chapter is on

the implications of the new sign-definite formulation for iterative methods. In particular,

through a detailed numerical investigation, we first solve the following key issue mentioned

by the authors: “Whether the new formulation can alleviate some of this difficulty remains

to be seen and will require a detailed, separate investigation,” (page 284, lines 11-13).

Our numerical investigation leads to a new parameter based frequency-robust sign-

definite preconditioned high-order FEM computer model for the simulation of acoustic wave

propagation in bounded homogeneous media. For simulations, we use a non-convex star-

shaped geometry comprising curved and non-smooth boundaries and a non-star-shaped

non-smooth geometry, and we consider medium- to high-frequency input incident waves.

We demonstrate for our new preconditioned model that the number of GMRES iterations is

very low (less than ten) and independent of the wavenumber.

7Research Advisor and co-author
8Primary researcher and author
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5.2 Introduction

Mathematical modeling of acoustic wave propagation, in general occurring in unbounded

media R
d, d = 2, 3, includes the Sommerfeld radiation condition [1, 5]. The absorbing

(impedance) boundary condition is a standard approximation of the Sommerfeld radiation

condition, which can be used to reduce the model to a bounded domain Ω ⊂ R
d [4, 5]. This

is equivalent to the assumption that the boundary of an acoustic medium Ω is designed to

(approximately) absorb all exterior outgoing waves in R
d \ Ω.

Throughout this chapter for the time-harmonic homogeneous media acoustic wave prop-

agation model, we tag the governing constant coefficient Helmholtz equation in a Lipschitz

domain Ω with an inhomogeneous impedance boundary condition on its boundary ∂Ω, and

we numerically investigate the resulting absorbing boundary value problem (ABVP). For all

wavenumbers k with non-zero real part, the ABVP with square integrable source function

and boundary data has a unique solution. The main aim of this chapter is on developing

a robust sign-definite frequency independent preconditioned iterative solver based computer

model to simulate approximate FEM solutions of the ABVP.

The Helmholtz equation is termed in some literature as sign-indefinite, (see [4] and ref-

erences therein). This is mainly because the standard Galerkin variational formulation of

the model in H1(Ω) is indefinite for large wavenumbers. However, the Helmholtz equation

is not inherently indefinite.

Indefiniteness (i.e., lack of coercivity) in the standard variational formulation governed

by a continuous sesquilinear form a : H1(Ω) × H1(Ω) → C is a minor theoretical issue

that prevents direct applications of the Lax-Milgram theorem to obtain well-posedness of

the continuous system, and Céa’s lemma to derive the unique solvability and quasi-optimal

convergence of the associated discrete Galerkin system in the H1(Ω) norm.

However, numerically indefiniteness is a major problem because simulation of medium-

to high-frequency acoustic wave propagation using iterative methods requires solutions of

linear systems with complex eigenvalues that lie on both sides of the imaginary axis. Such
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indefinite models have been widely investigated in the literature (see the recent works [4, 6]

and references therein).

Fortunately, it is possible to avoid indefinite systems for simulating the ABVP [4].

Two key ingredients to avoid indefiniteness in the standard variational formulation of the

Helmholtz equation are the following: (i) replacing H1(Ω) in the standard variational for-

mulation with a non-standard (but natural) subspace V ⊂ H3/2(Ω); and (ii) substituting

appropriate operator based test functions Mβv, v ∈ V for the standard multiplier test func-

tions v ∈ H1(Ω). We denote the the resulting parameter β dependent coercive sesquilinear

form as bβ : V × V → C.

In [4], Moiola and Spence (MS) used these ingredients and proved, under two main

assumptions, that the sesquilinear form bβ of the Helmholtz equation is coercive on V with

coercivity constant γ/4, (see [4, Theorem 1.1]). The two key assumptions for their coercivity

proof are the following: (i) the bounded domain Ω is γ–star-shaped with respect to the

origin, i.e.,

x · ν(x) ≥ γL, (5.1)

for all x ∈ ∂Ω such that ν(x) exists, where L is the diameter of Ω and ν is the outward unit

normal; and (ii) the multiplier operator parameter β satisfies

β ≥ L

2

(
1 +

4

γ
+
γ

2

)
. (5.2)

Under the assumptions (5.1)–(5.2), with γ-star-shaped dependent parameter β, the au-

thors of [4] proved that their variational formulation

bβ(u, v) = G(v), for all v ∈ V

is sign-definite, and hence Céa’s lemma yields the V -energy norm quasi-optimal convergence

of the Galerkin approximate solutions. For the mathematically established sign-definite FEM

formulation, with all eigenvalues of the associated stiffness matrix on the right half of the
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complex-plane, it is an open problem to prove convergence in the standard L2(Ω) and H1(Ω)

norms.

For various mathematical advantages of the coercivity property of bβ, including the prop-

erty of the associated Galerkin FEM system matrix having a positive-definite Hermitian part,

we refer to [4] and references therein. Throughout this chapter we use the following equiva-

lent, computationally appropriate, and algebraic definition of sign-definiteness: A computer

model of the ABVP is said to be sign-definite if all eigenvalues of its associated FEM system

matrix lie on the right half of the complex-plane.

The authors of [4] were aware that, in practice, their proven sign-definite formulation

may not immediately enjoy significant numerical advantages such as for iterative solvers.

Our present work is motivated by the following quoted research issues described by the

authors in [4]:

1. It is less clear why β should be taken to be independent of k to obtain a

coercive formulation.

2. The main disadvantage of the new formulation is that the space V includes

the requirement ∆v ∈ L2(Ω).

3. Solving the Helmholtz equation with iterative methods is difficult, and a

contributing factor is the sign-indefiniteness of the standard variational for-

mulations. Whether the new formulation can alleviate some of this difficulty

remains to be seen and will require a detailed, separate investigation.

4. However, as a start, ..., we investigate whether we can determine anything a

priori about how the generalized minimal residual method (GMRES) behaves

when it is applied to the linear systems arising from the new formulation

(without any preconditioning).

5. It is not yet clear whether these new formulations will be useful computa-

tionally.
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6. In summary, although ... allows us to determine k-explicit, a priori informa-

tion about the behavior of (unpreconditioned) GMRES from the continuity

and coercivity properties of the new formulation, the resulting bounds do

not yield any practical information when k is large.

In this work we consider a non-smooth, non-convex, curved, and γ-star-shaped domain

with high-aspect ratio such that L ≈ 10 and γ ≈ 1/(2L), and using high-order FEMs that in-

clude efficient construction of finite dimensional subspaces of V , we computationally address

all of the numerical tasks suggested above by MS. Consequently, in this chapter, we develop

a novel (γ-independent) parameter based frequency-robust sign-definite preconditioned high-

order FEM for the homogeneous media model that does not require the star-shaped domain

assumption.

Two key messages from the third section of this chapter are the following: (i) Under

the main assumption (5.2) required by MS in [4], there is no computational advantage of

their mathematically analyzed sign-definite formulation, when compared with the standard

formulation using the (unpreconditioned) GMRES. This provides a concrete answer to the

above mentioned last four quoted issues of the MS formulation. (ii) However, by developing

a new practical wavenumber dependent formula for the parameter β (and hence properly

defining the free parameter mentioned in the above first itemized quote), their sesquilinear

form bβ can enjoy some good computational advantages even using the unpreconditioned

GMRES iterative method. This requires efficiently taking care of the issue in the second

itemized quote above, especially for the non-trivial example geometries considered in this

chapter.

The rest of the chapter is organized as follows. We recall details of the standard and the

MS sign-definite formulations next in Section 5.3. Then in Section 5.4, we verify that we can

achieve similar accuracy and order of convergence using the new sign-definite formulation

compared to the standard formulation.
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In Section 5.5 we develop a (computationally) sign-definite formulation based on a new

analytical formula for the parameter β. The new parameter depends on the wavenumber k,

the FEM mesh parameter h corresponding to the maximum size of elements for non-uniform

meshes, and the spline degree p of the FEM basis functions on the mesh. Using the new

parameter based formulation, in Section 5.5 , we demonstrate the unpreconditioned GMRES

iterations for a wide range of wavenumbers. In particular, we illustrate marked computa-

tional advantages of our new parameter based high-order FEM model, when compared with

the same FEM applied to the sign-definite formulation with the γ-dependent parameter

constraint (5.2) and also the standard sign-indefinite formulation.

In Section 5.6, we develop a new preconditioner for the sign-definite formulation and

demonstrate the preconditioned high-order FEM model for the star-shaped geometry for a

range of medium- to high-frequency (10 to 100 wavelength) problems. We show that the well

known complex shifted Laplacian preconditioner developed for the standard sign-indefinite

formulation is not useful for our sign-definite formulation. We demonstrate in Section 5.6

that for a class of choices of a parameter in our new preconditioner the preconditioned

GMRES iterations are independent of the wavenumber. We present the corresponding results

with our preconditioned high-order FEM model for a non-star-shaped trapping geometry in

Section 5.6.2, and we demonstrate that the star-shaped domain assumption required for the

analysis of MS in [4] is not required for the computational efficiency of our model.

Appendix A includes details of our implementation of the high-order (p = 2, 3, 4) weighted

extended basis (WEB) splines method [7, 23] for the star-shaped geometry to simulate the

FEM model problem for both the sign-definite and sign-indefinite cases. We demonstrate in

Appendix A the efficiency of the approach by showing that there is a smaller increase in the

DoF as the spline degree p is increased compared to traditional triangular Lagrange element

based FEM with tabulated examples, and that the increase in density of the FEM system

is minor as p is increased with sparsity pattern plots and tabulated results.
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In this chapter we implement the sign-definite model with spline degree p ≥ 2 based

Galerkin method, and we compare that with the standard sign-indefinite formulation results.

The main disadvantage mentioned by MS in the second itemized quote imposes the constraint

that the preferred (and relatively easier to implement for general geometries) linear (p = 1)

spline Galerkin FEM cannot be used to construct a finite dimensional FEM subspace V p
h ⊂

V ⊂ H3/2(Ω).

Our implementation for the nontrivial star-shaped geometry validates the claim by MS

in [4] that, the disadvantage of requiring C1-elements is not severe. However, it does require

efficient FEM subspace basis function construction, and coding of a non-standard high-order

FEM (especially with high-order approximation of curved boundaries). We present results

from a parallel implementation of our preconditioned high-order FEM based algorithm.

Mathematical analysis of our new, computationally demonstrated wavenumber robust,

preconditioned high-order iterative FEM based on the sign-definite formulation is beyond

the scope of this chapter, and we plan to develop this in a future work. We note that the

corresponding mathematical analysis of the complex shifted Laplacian preconditioner for

the standard sign-indefinite formulation of the constant coefficient Helmholtz equation was

analyzed only recently in [6] despite the preconditioner being developed about a decade ago,

and our future work will likely benefit from the numerical analysis techniques in [6].

In Chapter 6 we address an important consequence of the technical details developed

in this chapter where we consider the corresponding heterogeneous media acoustic model

governed by the variable coefficient refractive index based Helmholtz equation. In Chapter 6,

we will develop a new sesquilinear form and prove that the resulting variational formulation

for the heterogeneous media model is sign-definite for a class of parameters under certain

conditions on the refractive index and hence develop and demonstrate a frequency-robust

heterogeneous media preconditioned high-order FEM.
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5.3 Standard Sign-Indefinite and Definite Formulations

As discussed in the previous section (see the sixth paragraph), for developing a non-

standard sign-definite formulation, the first step is to construct the two key ingredients (i.e.,

smoother space and non-standard test multiplier). To this end, an important observation [4,

Proposition 3.2] is that any H1(Ω) solution of the impedance boundary value problem also

belongs to a slightly smoother subspace V ⊂ H3/2(Ω), where

V =

{
v : v ∈ H1(Ω),∆v ∈ L2(Ω), v ∈ H1(∂Ω),

∂v

∂ν
∈ L2(∂Ω)

}
. (5.3)

Thus using (5.3) as the smoother subspace, ingredient (i) is in place. For ingredient

(ii), the non-standard multiplier, we note an important relation connecting the constant

coefficient homogeneous linear Helmholtz operator LH and a parameter dependent Morowitz-

type operator Mβ, where the operators are defined, for v ∈ V , as

LHv = ∆v + k2v, [Mβv](x) = x ·∇v(x)− i kβv(x) +
d− 1

2
v(x), x ∈ Ω ⊂ R

d. (5.4)

The following relation is obtained using a similar one in [30, equation (A.3)] together with

a direct application of the divergence theorem

∫

Ω

[
MβvLHu+MβuLHv

]
dx= −bΩ(u, v)+b∂Ω(u, v)+

∫

∂Ω

[
Mβv

∂u

∂ν
+Mβu

∂v

∂ν

]
dS, (5.5)

where the first term in the right hand side is a non-standard domain integral sesquilinear

form

bΩ(u, v) =

∫

Ω

[
∇u · ∇v + k2uv

]
dx =: 〈∇u,∇v〉L2(Ω) + k2〈u, v〉L2(Ω), (5.6)

and the second boundary term in the right hand side is given by

b∂Ω(u, v) =

∫

∂Ω

[
(x ·ν)

(
k2uv̄ −∇u · ∇v

)]
dS. (5.7)

For the ABVP, with input source function f ∈ L2(Ω) and boundary data g ∈ L2(∂Ω),

LHu = −f in Ω,
∂u

∂ν
− i ku = g on ∂Ω, (5.8)
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using the standard multiplier, we obtain the celebrated sign-indefinite variational formula-

tion: Find u ∈ H1(Ω) such that

a(u, v) = F (v), for all v ∈ H1(Ω), (5.9)

where the sign-indefinite sesquilinear form and the linear functional are given by

a(u, v) = 〈∇u,∇v〉L2(Ω) − k2〈u, v〉L2(Ω) − i k〈u, v〉L2(∂Ω), and (5.10)

F (v) = 〈f, v〉L2(Ω) + 〈g, v〉L2(∂Ω). (5.11)

However, if we instead use the multiplier Mβv for the PDE in (5.8), apply (5.5) and the

impedance boundary condition in (5.8), and add the term

1

3k2
〈LHu,LHv〉L2(Ω)

to both sides of the equation, we obtain the following variational form, see [4, equations

(1.23)-(1.25)]: Find u ∈ V such that

bβ(u, v) = G(v), for all v ∈ V, (5.12)

where the non-standard sesquilinear form is defined as

bβ(u, v) = bΩ(u, v) + 〈(Mβu+
1

3k2
LHu),LHv〉L2(Ω) − bβ,∂Ω(u, v), (5.13)

with the β parameter dependent boundary integral term is defined as

bβ,∂Ω(u, v) = b̂∂Ω(u, v) +

∫

∂Ω

[
i kuMβv +

(
x ·∇∂Ωu− i kβu+

d− 1

2
u

)
∂v

∂ν

]
dS, (5.14)

where

b̂∂Ω(u, v) =

∫

∂Ω

[
(x ·ν)

(
k2uv̄ −∇∂Ωu · ∇∂Ωv

)]
dS. (5.15)

The functional G : V → C in (5.9) is defined as

G(v) =

∫

Ω

(
Mβv −

1

3k2
LHv

)
f dx+

∫

∂Ω

Mβvg dS. (5.16)
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Thus, compared to the lower H1(Ω) regularity requirement in the sign-indefinite Galerkin

variational form, the non-standard Galerkin variational form (involving both the Helmholtz

and Morowitz-type operators) is valid only in the smoother energy space V .

Equipping V with the non-standard energy norm

||v||2V = k2||v||2L2(Ω) + ||∇v||2L2(Ω) + k−2||∆v||2L2(Ω) (5.17)

+L

[
k2||v||2L2(∂Ω) + ||∇∂Ωv||2L2(∂Ω) + ||∂v

∂ν
||2L2(∂Ω)

]
,

under the star-shaped domain and parameter β conditions (5.1)–(5.2), MS proved in [4,

Theorem 1.1] that the non-standard sesquilinear form in (5.13) is coercive. In particular we

have that for all k > 0,

ℜbβ(v, v) ≥
γ

4
||v||2V , for all v ∈ V. (5.18)

Consequently, the continuous variational ABVP (5.12) has a unique solution u satisfying

the regularity bound ||u||V ≤ 4
γ
||G||V ′ . The discrete Galerkin FEM problem defined in a

subspace V p
h ⊂ V also has a unique solution uh, and all the eigenvalues of the associated

Galerkin matrix are on the right half of the complex-plane. This important sign-definite

property does not hold for the Galerkin matrix of the standard variational ABVP (5.9).

As discussed in detail in the previous section, the key question is whether the theoretically

proven property of being sign-definite is practically useful when solving the algebraic Galerkin

linear system using the standard GMRES iterative algorithm. In particular, do we reduce

the number of required GMRES iterations compared to using (5.9)? In order to address the

questions posed in [4], efficient implementation of the FEM Galerkin formulation

bβ(uh, v) = G(v), v ∈ V p
h ⊂ V ⊂ H3/2 (5.19)

is required using appropriate splines of degree p. Because of the requirement that the finite

dimensional space V p
h is a subspace of the smoother space V , unlike the standard sign-

indefinite case, we cannot use piecewise-linear elements because p ≥ 2 is required to satisfy

the smoothness condition. Thus it is a non-trivial task to implement the finite-dimensional

128



system in (5.19) requiring the design and implementation of a C1-elements based space

V p
h ⊂ V ⊂ H3/2(Ω) which allows for high-order approximation of non-trivial, non-convex,

non-smooth, geometries Ω with curved boundaries such as that in Figure 5.1.

Figure 5.1 Plane wave propagation with 10 wavelengths per diameter of the homogeneous
medium Ω

In Appendix A, we provide an example of the construction of the high-order (p =

2, 3, 4) FEM subspaces of V for the above star-shaped geometry in Figure 5.1 using WEB-

splines [23]. We also describe the sparsity pattern and demonstrate that there is a relatively

small increase in the degrees of freedom (DoF) as the spline degree increases compared to

standard high-order triangular Lagrange elements. Full details on our implementation of the

WEB-method can be found in [7].

In Figure 5.1, the plotted solution is the plane wave exact solution uex = exp(i kx ·

d̂) propagating in the direction d̂ = (1, 0). Throughout this chapter for our numerical

experiments, we choose the input data f and g for the ABVP (5.8) such that u = uex is the

unique solution of (5.8). With wavelength λ = 2π/k, the model problem is an X wavelength

problem if the wavenumber k is chosen such that L = Xλ, where we recall that L is the

diameter of the wave propagation medium Ω. For the example wave propagation medium

in Figure 5.1, that we fix for all our star-shaped-geometry examples in this chapter, we have

L =
√
101, and we determine γ in (5.1) and hence choose the MS parameter βMS = β in (5.2)

as follows. For the geometry in Figure 5.1,
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x · ν(x) ≥ 1
2
,

for all x ∈ ∂Ω, such that ν(x) exists, and hence the constant γ from (5.1) is determined to

be γ ≤ (2L)−1. To insure that the formulation is coercive, we must take βMS such that

βMS ≥ L

2

(
1 +

4

γ
+
γ

2

)
≈ 409.15. (5.20)

We use the value βMS = 410 when we give results for β which fits the theoretical coercivity

bound closely, as suggested by the authors MS in [4]. However, efficiency of the GMRES

iterative solver is shown to be sensitive to the choice of the parameter β, and we investigate

the choice in detail in the next section.

Remark 5.1. The main investigation in this chapter on iterative solvers is not restricted by

the choice of the smooth test solution uex. In Chapter 6 on the heterogeneous model, we will

focus on solutions with limited smoothness. We have already demonstrated the advantages of

using high-order FEM for such problems in Chapters 2 and 4.

Remark 5.2. The formulation in [4] has five parameters A,α1, α2, β1, β2 and certain in-

equality constraints, connecting these parameters, to obtain the coercivity property. In this

chapter, we followed the MS recommended choice of A = 1/3, α1 = α2 = (d − 1)/2 and

β1 = β2 = β.

5.4 High-Order FEM Results: Standard and Sign-Definite

We first verify that accurate numerical solutions with the expected order of convergence

in standard norms can be obtained when the sign-definite formulation is used in computa-

tions. Thus we consider the relative error and convergence of the sign-definite variational

formulation and compare this to the corresponding results for the standard formulation.

We present relative error and convergence results in the standard Hs(Ω), s = 0, 1, 2

norms, and additionally we consider the relative error and convergence in the V norm,

defined in (5.17) for the Hilbert space associated with the sign-definite formulation. Results
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in this section, demonstrating the optimal order convergence in the standard norms, provide

motivation for a future numerical analysis work for the sign-definite formulation.

We consider the example problem with five wavelengths per diameter of Ω (i.e., we choose

k such that L = 5λ). The relative error and convergence results for this low-frequency

problem with p = 2, and 4 using the standard and sign-definite formulations with β =

βMS = 410 are given in Table 5.1, Table 5.2, Table 5.3, and Table 5.4.

Table 5.1 Relative error and estimated order of convergence (EOC) with L = 5λ using the
standard formulation with p = 2 and h = (1/2)n for n ∈ N

L2 norm H1 norm H2 norm V norm
n Error EOC Error EOC Error EOC Error EOC

1 1.027e-01 - 1.637e-01 - 4.767e-01 - 1.886e-01 -
2 6.015e-03 4.09 2.719e-02 2.59 2.253e-01 1.08 5.651e-02 1.74
3 4.849e-04 3.63 5.947e-03 2.19 1.094e-01 1.04 2.342e-02 1.27
4 4.948e-05 3.29 1.410e-03 2.08 5.410e-02 1.02 1.107e-02 1.08
5 5.715e-06 3.11 3.462e-04 2.03 2.695e-02 1.01 5.465e-03 1.02
6 6.931e-07 3.04 8.596e-05 2.01 1.345e-02 1.00 2.723e-03 1.01

Table 5.2 Relative error and estimated order of convergence (EOC) with L = 5λ using the
sign-definite formulation with p = 2, β = βMS = 410 and h = (1/2)n for n ∈ N

L2 norm H1 norm H2 norm V norm
n Error EOC Error EOC Error EOC Error EOC

1 1.022e-01 - 1.634e-01 - 4.766e-01 - 1.886e-01 -
2 6.000e-03 4.09 2.718e-02 2.59 2.253e-01 1.08 5.651e-02 1.74
3 4.849e-04 3.63 5.948e-03 2.19 1.094e-01 1.04 2.342e-02 1.27
4 4.964e-05 3.29 1.410e-03 2.08 5.410e-02 1.02 1.107e-02 1.08
5 5.795e-06 3.10 3.463e-04 2.03 2.695e-02 1.01 5.465e-03 1.02
6 7.317e-07 2.99 8.601e-05 2.01 1.345e-02 1.00 2.723e-03 1.01

In Table 5.1 and Table 5.2 we consider the results with p = 2 for the standard formulation

and the sign-definite formulation respectively. The results for the relative Hs(Ω) norm errors

are as we expected, and the estimated order of convergence (EOC) for the relative V norm

error is approximately the same as the relative H2(Ω) norm error. For the relative Hs(Ω)
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norm errors we see that the EOC approaches (p+1−s) in all cases, and the relative error and

EOC results are similar for both the standard sign-indefinite and sign-definite formulations.

Table 5.3 Relative error and estimated order of convergence (EOC) with L = 5λ using the
standard formulation with p = 4 and h = (1/2)n for n ∈ N

L2 norm H1 norm H2 norm V norm
n Error EOC Error EOC Error EOC Error EOC

1 5.190e-03 - 1.437e-02 - 4.750e-02 - 1.862e-02 -
2 9.357e-05 5.79 5.429e-04 4.73 4.228e-03 3.49 1.332e-03 3.80
3 1.997e-06 5.55 2.509e-05 4.44 4.062e-04 3.38 9.810e-05 3.76
4 5.073e-08 5.30 1.364e-06 4.20 4.469e-05 3.18 9.468e-06 3.37
5 1.448e-09 5.13 8.082e-08 4.08 5.311e-06 3.07 1.085e-06 3.13
6 4.371e-11 5.05 4.958e-09 4.03 6.518e-07 3.03 1.321e-07 3.04

Table 5.4 Relative error and estimated order of convergence (EOC) with L = 5λ using the
sign-definite formulation with p = 4, β = βMS = 410 and h = (1/2)n for n ∈ N

L2 norm H1 norm H2 norm V norm
n Error EOC Error EOC Error EOC Error EOC

1 5.186e-03 - 1.437e-02 - 4.750e-02 - 1.862e-02 -
2 9.359e-05 5.79 5.429e-04 4.73 4.227e-03 3.49 1.332e-03 3.81
3 1.999e-06 5.55 2.509e-05 4.44 4.061e-04 3.38 9.801e-05 3.76
4 5.101e-08 5.29 1.365e-06 4.20 4.463e-05 3.19 9.439e-06 3.38
5 1.482e-09 5.11 8.111e-08 4.07 5.293e-06 3.08 1.078e-06 3.13
6 4.537e-11 5.03 4.986e-09 4.02 6.498e-07 3.03 1.315e-07 3.04

In Table 5.3 and Table 5.4 we consider the results with p = 4 corresponding to the

results with p = 2 in Table 5.1 and Table 5.2. Again in Table 5.3 and Table 5.4 for the

relative Hs(Ω) norm errors, we see that the EOC approaches (p + 1 − s) in all cases with

the relative V norm error behaving similar to the relative H2(Ω) norm error. The relative

error and EOC results are similar for both the standard sign-indefinite and sign-definite

formulations. The key advantage when using p = 4 instead of p = 2 is that we obtain much

better accuracy for a fixed choice of h by increasing p, and as we demonstrate in Appendix

A there is not a large increase in the DoF for the FEM system when increasing p for fixed h
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with the WEB-method. As demonstrated in Appendix A on the construction of the WEB-

spline basis for V p
h , the supports of the WEB-splines are non-uniform despite starting with

a uniform width parameter h. For standard spline constructions (on triangular or Cartesian

grids) non-uniform support of the splines is obtained by first starting with an associated

non-uniform mesh.

5.5 Performance of an Unpreconditioned GMRES Solver

Having verified that the new sign-definite formulation provides similar accuracy and

convergence to the standard formulation, next we investigate the use of iterative methods

for these two formulations. We choose a restarted GMRES solver which can solve both the

complex symmetric sign-indefinite standard formulation systems, and the non-symmetric

complex systems resulting from the sign-definite formulation.

To pursue higher frequency solutions for the homogeneous media problem we use high-

order FEM approximations with fixed p = 4. For a fixed mesh-size h, as demonstrated in

the previous section, the quartic spline approximations provide higher accuracy solutions,

compared to the lower order FEM approximations. We observed this to be the case even for

non-smooth solutions (see Chapters 2 and 4).

5.5.1 MS and Experimental Choices of Sign-Definite Parameter β

First we investigate a fixed mesh size h = (1/2)4 in Table 5.5, and with this choice of

h we obtain accurate solutions with relative L2(Ω) norm error less than 0.1% for L ≤ 30λ.

A general rule of thumb for engineering applications is to have at least ten DoF, in each

dimension, per wavelength in order to avoid the Helmholtz pollution effect and achieve

approximately two digit accuracy when p = 1 or 2. In order to insure ten DoF per wavelength

with h = (1/2)4 we would need approximately L ≤ 16λ, but we instead are able to accurately

simulate problems with up to L = 30λ by using a high-order FEM with p = 4.

In Table 5.5 we provide a comparison of the number of GMRES iterations and relative

L2(Ω) norm error for problems with 10λ ≤ L ≤ 30λ. The results are displayed with the
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Table 5.5 Comparison of required restarts (RSTRT) for GMRES(10) with relative residual
tolerance 10−6 and relative L2(Ω) norm error when p = 4, and h = (1/2)4 without precon-
ditioner

β = βOPT β = βMS Standard
L βOPT RSTRT Error RSTRT Error RSTRT Error

10λ 20 4435 3.009e-06 12889 3.782e-06 11189 3.825e-06
15λ 10 5268 1.797e-05 13729 1.511e-05 13547 1.510e-05
20λ 6 5067 7.883e-05 14161 6.841e-05 15905 6.840e-05
25λ 5 6038 3.481e-04 15605 2.468e-04 16658 2.465e-04
30λ 5 7082 1.501e-03 17662 8.109e-04 18339 8.081e-04

standard formulation, and the sign-definite formulation with the MS theoretical choice β =

βMS = 410 and an experimentally found optimal value of β = βOPT . The experimentally

optimal value of βOPT was hand picked by simulating the model problems for many values

of β to create this table. While this was a computationally expensive task, it allowed for

us to design a simple formula for a choice of β which provides a significant improvement

to the GMRES efficiency compared to the sign-definite formulation with β = βMS and the

standard formulation.

Compared to the standard sign-indefinite formulation, for L ≥ 20λ, using the choice

β = βMS = 410 we get only slight improvements in the number of required restarts (RSTRT)

for GMRES to converge. However, with β = βOPT , the much smaller experimentally gen-

erated optimal value of β, the number of restarts required is less than half of the standard

formulation in all cases with only a small decrease in accuracy. The pattern of βOPT de-

creasing as the frequency increases is easily seen in Table 5.5, and there is a lower bound of

βOPT = 5 once the frequency becomes large enough.

Next we briefly investigate the distribution of eigenvalues of the FEM system matrix to

understand why the choice β = βMS does not lead to iterative solver improvement over the

standard sign-indefinite formulation and why the choice β = βOPT performs better.

We have calculated and plotted the eigenvalue distributions for two problems with p = 4,

h = (1/2)4, and L = 20λ and 30λ in Figure 5.2. Beginning in Figure 5.2(a) and Figure 5.2(b),
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(a) Standard, L = 20λ, min(ℜ) = −0.6061 (b) Standard, L = 30λ, min(ℜ) = −1.3741

(c) Sign-definite with βMS , L = 20λ, min(ℜ) =
1.5343e− 05

(d) Sign-definite with βMS , L = 30λ, min(ℜ) =
2.7519e− 05

(e) Sign-definite with βOPT , L = 20λ, min(ℜ) =
6.0034e− 06

(f) Sign-definite with βOPT , L = 30λ, min(ℜ) =
5.5365e− 06

Figure 5.2 Distribution of eigenvalues for the problem with L = 20λ and 30λ, h = (1/2)4,
and p = 4 for the standard and sign-definite formulations with various β
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we show the eigenvalue distributions for the system resulting from the standard formulation

with L = 20λ and 30λ respectively. We clearly see that there are numerous eigenvalues

with negative real part which implies that the standard FEM formulation is sign-indefinite.

We additionally provide the minimum value of all the real parts of the eigenvalues denoted

min(ℜ) in the captions which is less than zero for the standard formulation in both cases.

In Figure 5.2(c) and Figure 5.2(d) we have plotted the corresponding results for the

Galerkin system matrix resulting from the sign-definite formulation using the theoretical

choice of β = βMS = 410. The resulting distributions appear to be very close to a rotation

and stretch of the standard formulation distribution. In fact the transformation is quite

close to multiplying the eigenvalues of the standard formulation by i kβ. However, this

transformation makes the real part of all eigenvalues greater than zero, and the system

matrix is sign-definite. Checking the value of min(ℜ) shows that indeed no eigenvalues have

real part less than or equal to zero. Thus the matrices with the theoretical choice of β = βMS

are sign-definite. The fact that we see only a minor improvement in RSTRT with this choice

of β = βMS is due to the fact that the clustering of eigenvalues remains quite similar to the

standard formulation.

Subsequently, we consider the eigenvalue distributions with the optimal choice of β =

βOPT used in Table 5.5 in Figure 5.2(e) and Figure 5.2(f). With the lower value of β = βOPT

the eigenvalue distribution no longer looks similar to the standard formulation distribution,

and this will have a large influence on the number of GMRES iterations required. Addi-

tionally, while the value of β is no longer above the MS theoretical bound for coercivity, the

system matrix is still sign-definite since the real part of all eigenvalues is greater than zero.

The dramatic change in the eigenvalue distribution which maintains the sign-definiteness of

the system provides the large improvement to the GMRES efficiency seen in Table 5.5.

Using the GMRES, we proceed to refine the FEM grid further to h = (1/2)5, and

because of our choice of high-order p = 4 spline degree, this provides accurate simulations

for problems with L ≤ 50λ. This allows us to investigate the behavior of the sign-definite
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Table 5.6 Comparison of required restarts (RSTRT) for GMRES(10) with relative residual
tolerance 10−6 and relative L2(Ω) norm error when p = 4, and h = (1/2)5 without precon-
ditioner

β = βOPT β = βMS Standard
L βOPT RSTRT Error RSTRT Error RSTRT Error

30λ 10 9180 1.572e-05 18784 1.440e-05 21614 1.440e-05
35λ 9 8759 3.675e-05 18948 3.177e-05 22539 3.176e-05
40λ 7 9157 7.592e-05 20743 6.643e-05 23141 6.646e-05
45λ 6 9457 1.630e-04 20999 1.327e-04 23286 1.329e-04
50λ 5 9918 4.826e-04 20956 2.603e-04 22527 2.612e-04

formulation for higher frequency problems in Table 5.6. The format corresponds to that of

Table 5.5, and the results are similar.

When using the theoretically recommended value of β = βMS = 410, we see only a minor

improvement in RSTRT in comparison to the standard formulation. However, when we use

an experimentally found optimal value of β = βOPT we again decrease RSTRT by roughly

one half in all cases. The improvements in RSTRT come with a slight loss in accuracy.

Based on a large number of our numerical experiments, we observed that optimal value of

β = βOPT in general does not satisfy the MS theoretical bound requirement, decreases as

the frequency of the problems increases, and appears to hit a lower bound of β = 5 once the

frequency becomes large enough.

We illustrate the dependence of RSTRT on the choice of β further in Figure 5.3 for a

problem with L = 40λ. The plots in Figure 5.3 show the results for different ranges of

β. In Figure 5.3(a) (left) the range is large starting at β = 1 which is smaller than the

optimal value of βOPT = 7 found experimentally and increasing beyond β = 300 near to the

theoretical bound of β = βMS = 410. We see that the lowest value for RSTRT is found at the

optimal value of β = βOPT and RSTRT generally increases as β increases. However, there

is a limit to how small β can become, and β ≤ 5 gives poor results as seen in Figure 5.3(a).

In Figure 5.3(b) (right) we zoom in on where the minimum occurs, and this shows that the

optimal choice of β is approximately seven.
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Figure 5.3 Required restarts (RSTRT) for GMRES(10) with relative residual tolerance 10−6

using the sign-definite formulation with p = 4, L = 40λ, various β, and h = (1/2)5 without
preconditioner

In addition to the wavenumber k dependence of βOPT , comparing results in Table 5.5

and Table 5.6, it is clear that in order to obtain substantial advantages from use of the sign-

definite formulation, the β parameter should depend on the mesh parameter h. Further, our

investigation with various values of p also indicated dependence on the spline degree.

Based on these results, we conclude that the new sign-definite formulation can help

increase the efficiency of iterative solvers for the homogeneous media Helmholtz problem.

However, we must violate the theoretical bound for the parameter β provided in [4]. Addi-

tionally, the choice of β had to be found through numeric experimentation which is expensive

and impractical for applications. Based on our extensive empirical investigations for several

geometries with various size and shape (including non-star-shaped geometries), we designed

a new general matching formula for the choice of the β parameter, denoted subsequently as

βGM , that is independent of γ but depends on the wavenumber k, domain size L, mesh size

h, and spline degree p. Using the analytical βGM choice, we demonstrate similar low iteration

results can be achieved without the need for computationally expensive experimentation to

find the optimal choice βOPT .
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5.5.2 A γ-Independent Sign-Definite Computation Model

Based on our empirical observations and careful numerical investigation, we define the

new choice for the parameter β as

βGM =
L

2

(
3(kh)−2p−3/2 + 1

)
. (5.21)

For the example geometry in this chapter, the formula for βGM can be written as

βGM =

√
101

2

(
3(kh)−2p−3/2 + 1

)
≈ 15.07(kh)−2p−3/2 + 5.02.

Consider the example problem with L = 40λ, p = 4 and h = (1/2)5. We plotted the

results of different choices of β for this problem in Figure 5.3, and the optimal choice βOPT

was shown to be approximately 7. Using the formula (5.21), we calculate the parameter

choice of βGM = 8.1103. This is slightly larger than the optimal value, but in Figure 5.3(b),

we see that this choice still provides a value for RSTRT very close to the minimum.

In Figure 5.4, we have plotted the comparison of the analytical formula choice βGM with

the experimentally found optimal choice of βOPT when the frequency of the problem varies

for different cases of p. Additionally, in Figure 5.5, for a single problem with L = 5λ, p = 4,

and h = (1/2)4, we have plotted the required number of restarts for different choices of β

and indicated the formula choice βGM in red.

Table 5.7 Required restarts (RSTRT) for GMRES(10) with relative residual tolerance 10−6

and relative L2(Ω) norm error when p = 4, h = (1/2)4, and β = βGM without preconditioner

L 10λ 15λ 20λ 25λ 30λ
RSTRT 5504 5255 5675 6585 7446
Error 3.1926e-06 2.1146e-05 9.8056e-05 3.6221e-04 1.2506e-03

Using the formula (5.21) to choose β = βGM , we present the corresponding results to Ta-

ble 5.5 and Table 5.6 in Table 5.7 and Table 5.8. Comparing these tabulated results show

that the choice of β = βGM from the formula provides significant improvement to the results

from the standard formulation of the problem. Results from using an experimentally found
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(a) p = 2, h = (1/2)4 (b) p = 4, h = (1/2)4

Figure 5.4 Comparison of the value of βGM and βOPT found experimentally at different
frequencies given in wavelengths per diameter of Ω for various p and h = (1/2)4

Figure 5.5 Required restarts (RSTRT) for GMRES(10) with relative residual tolerance of
10−6 for different values of β when p = 4, h = (1/2)4, and L = 5λ. The choice of βGM from
the formula is marked in red.

Table 5.8 Required restarts (RSTRT) for GMRES(10) with relative residual tolerance 10−6

and relative L2(Ω) norm error when p = 4, h = (1/2)5, and β = βGM without preconditioner

L 35λ 40λ 45λ 50λ
RSTRT 9281 9342 10010 10317
Error 4.2804e-05 9.0111e-05 1.8092e-04 3.5643e-04
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optimal value of β = βOPT do provide a small additional improvement in efficiency, but

the formula is similar in performance. The primary goal of developing the formula (5.21)

for choosing β = βGM is to achieve near optimal improvement in the efficiency of GMRES

without requiring any experimentation for the choice of the parameter.

Table 5.9 Required restarts (RSTRT) for GMRES(10) with relative residual tolerance 10−6

and relative L2(Ω) norm error when p = 4, and h = (1/2)6 without preconditioner using the
standard formulation and the sign-definite formulation with βGM and βMS

β = βGM β = βMS Standard
RSTRT Error RSTRT Error RSTRT Error

60λ 8708 1.7783e-05 24387 1.6484e-05 29218 1.6486e-05
70λ 8714 4.0993e-05 25489 3.7805e-05 30272 3.7829e-05
80λ 8716 8.8902e-05 26530 8.0643e-05 30656 8.0787e-05
90λ 9032 1.9191e-04 28809 1.6824e-04 32872 1.6891e-04
100λ 9344 4.3261e-04 29162 3.5848e-04 34014 3.6100e-04

Next we implement the sign-definite formulation for a finer FEM grid with width h =

(1/2)6. With this value of h we are able to accurately simulate problems with L ≤ 100λ,

and we present the results in Table 5.9 along with results from the standard formulation and

the theoretical choice of β = βMS = 410 for comparison. The substantial improvements seen

in the GMRES efficiency for the higher frequency problems are better than those observed

in the the medium-frequency tables, and there was no need for any experimentation with

parameter choice for these problems due to using our choice of β = βGM .

In the succeeding parts of this chapter, we take β = βGM in the variational formula-

tion (5.12). In a future work we plan to theoretically prove the sign-definiteness property

of the variational formulation (5.12) with β = βGM . We have shown that a significant

improvement in the efficiency of GMRES can be achieved by using the new βGM based

and computationally verified sign-definite formulation for the homogeneous media problem

without a preconditioner.

However, it is still very computationally expensive to use this iterative method since

a large number of iterations are required for the method to converge. Thus we develop a
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preconditioner for the new formulation. In particular, we aim to develop a preconditioner

so that the number of preconditioned GMRES iterations is independent of the frequency of

the problem.

5.6 A Frequency-Robust Iterative Preconditioned FEM

Due to the standard formulation being sign-indefinite, the resulting Galerkin systems

have many eigenvalues with negative real part. Many current methods of preconditioning

these systems are two-level preconditioners which account for the eigenvalues with negative

real part in the first stage and then precondition the resulting system in a second stage (see

[31–33] and references therein for development over the last two decades). There is potential

to consider similar preconditioners but with only one-level for the sign-definite formulation

since the Galerkin system is coercive and does not have any eigenvalues with negative real

part. We do not pursue this approach in this chapter.

Instead we seek to define an analogous preconditioner to the shifted Laplacian precondi-

tioner developed, over the last decade, for the standard sign-indefinite formulation (see [6, 34]

and references therein). In a recent work [6] it is shown that, for a proper choice of the shift

parameter in the sign-indefinite preconditioner and a fixed tolerance the number of GMRES

iterations is independent of the frequency of the problem. We desire to achieve the same in

this chapter for the sign-definite formulation.

The analysis in [6] with the proposed choice of the shift being proportional to the

wavenumber is applicable only if the preconditioner is implemented directly without the

use of multigrid (MG) to efficiently approximate the preconditioner. It is well known that

the shift proposed and analyzed in [6] for the sign-indefinite formulation is not appropriate

if the shifted Laplacian preconditioner is applied in conjunction with MG (see Chapter 3

and references therein). In this chapter we develop a new preconditioner for the sign-definite

formulation and, similar to [6], we use direct implementation of the preconditioner with a

shift parameter proportional to the wavenumber. In a future work, similar to our work

in Chapter 3 and 4, we will explore various implementations of the new preconditioner in
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conjunction with MG techniques.

5.6.1 Standard and New Shifted-Laplacian Preconditioners

Motivated by the recent work [6], we consider using the inverse of the shifted Laplacian

operator problem to precondition the sign-definite system. For the standard sign-indefinite

model, as shown in [6] (and references therein), it is an effective preconditioner for use with

the GMRES for the homogeneous media Helmholtz problem provided the shift parameter is

chosen to be proportional to the wavenumber.

For a real shift parameter E , the standard sesquilinear form aE : H1(Ω) × H1(Ω) → C

associated with the homogeneous shifted-Laplacian operator LH,E = LH + i E I where LH is

as defined in (5.4) and I is the identity operator is defined as

aE(u, v) = a(u, v)− i E〈u, v〉L2(Ω), (5.22)

where a : H1(Ω) × H1(Ω) → C is defined in (5.10). The inverse of the FEM system

matrix associated with the sesquilinear form aE is known as the standard shifted Laplacian

preconditioner (SSLP). For our sign-definite formulation, as we shall demonstrate in the

next section, while the SSLP substantially reduces the GMRES iterations, the SSLP is not

efficient. For a fixed tolerance such as 10−6 used here, the number of GMRES iterations

increases as the frequency increases, and hundreds of iterations are required for this SSLP

preconditioned sign-definite model.

In this chapter, we develop a new shifted Laplacian preconditioner (NSLP) that is efficient

for the sign-definite model. For the same fixed tolerance 10−6, the number of GMRES

iterations is independent of the frequency and typically no more than ten GMRES iterations

are required to efficiently simulate our new preconditioned high-order sign-definite FEM

model. The NSLP preconditioner is based on developing a sesquilinear form bEβ : V ×V → C

associated with LH,E , and we refer to the inverse of the FEM system matrix constructed

using bEβ as the NSLP.
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5.6.1.1 Derivation of the NSLP

Similar to the original ABVP variational formulation, we derive the variational formation

of the damped-ABVP, governed by the d-dimensional shifted Laplace operator LH,E , using

non-standard identities and test functions Mβv based on the Morowitz-type operator. In

particular, for u, v ∈ V , recalling the first term of Mβv in (5.4) we start with the following

intuitive identity similar to the one used for the sign-definite formulation:

(x ·∇v)LH,Eu + (x ·∇u)LH,Ev

= ∇ ·
[
(x ·∇v)∇u+ (x ·∇u)∇v + x(k2uv −∇u · ∇v)

]
+ (d− 2)∇u · ∇v

−dk2uv + i E x ·
[
(∇v)u− (∇u)v

]
. (5.23)

Using the identity (5.23) as in 5.3, we obtain the following sesquilinear form associated with

LH,E and Mβ:

cEβ(u, v) = bΩ(u, v)− bβ,∂Ω(u, v) + 〈(Mβu+
1

3k2
LH,Eu),LH,Ev〉L2(Ω)

+ i E
∫

Ω

[x ·((∇v)u− (∇u)v) + 2ikβuv] dx, (5.24)

where bΩ and bβ,∂Ω are as defined in (5.6) and (5.14). The above derivation of the sesquilinear

form is similar to the approach used in 5.3, and a preconditioner can be developed using cEβ

in (5.24). However, we achieve a better performance by deriving another sesquilinear form

bEβ more similar to bβ in (5.13).

To this end, we consider a non-standard conjugate-type shifted Laplacian operator

L̃H,Ev = ∆v + (k2 + i E)v = LH,Ev, (5.25)

and consider instead the following non-standard identity

(x ·∇v)LH,Eu + (x ·∇u)L̃H,Ev

= ∇ ·
[
(x ·∇v)∇u+ (x ·∇u)∇v + x((k2 + i E)uv −∇u · ∇v)

]

+(d− 2)∇u · ∇v − d(k2 + i E)uv. (5.26)
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Again following the same steps of the previous derivation, but using identity (5.26), we get

the following sesquilinear form that is similar to that in (5.13)

bEβ(u, v) = bEΩ(u, v) +

∫

Ω

[
(Mβu+

1

3k2
LH,Eu)L̃H,Ev

]
dx−bEβ,∂Ω(u, v), where (5.27)

bEΩ(u, v) = bΩ(u, v) + i E〈u, v〉L2(Ω), and (5.28)

bEβ,∂Ω(u, v) = bβ,∂Ω(u, v) +

∫

∂Ω

(x ·ν) i E uvdS. (5.29)

Our NSLP is the inverse of the FEM system matrix associated with the sesquilinear form bEβ

in (5.27).

5.6.1.2 Performance of the SSLP and NSLP High-Order FEM Models

We begin our investigation of the numerical results for implementing the SSLP and NSLP

by comparing the efficiency of preconditioned GMRES applied to the systems resulting from

our high-order FEM implementation of the sign-definite formulation with β = βGM with the

two preconditioners. The results demonstrate that it is necessary to use the newly derived

preconditioner NSLP for the sign-definite formulation of the problem if the required number

of iterations (ITER) for GMRES are to be independent of the wavenumber k. Thus we

conclude the section by considering the NSLP-GMRES algorithm for our highest-frequency

example problems.

In Table 5.10 we consider the problems with 35λ ≤ L ≤ 50λ, p = 4, and h = (1/2)5. We

consider multiple values for the shift parameter E with both SSLP and NSLP preconditioned

GMRES. Further, we give the results without a preconditioner (NOPC) for comparison.

Table 5.10 shows that for all our choices of E both SSLP and NSLP require much fewer

iterations than the unpreconditioned GMRES. However, in Table 5.10 for both E = (1/4)k

and (1/2)k SSLP requires a larger number of iterations than NSLP, and the number of

iterations with SSLP is dependent on the frequency of the problem. However, with NSLP

the required iterations is much smaller and independent of of the wavelength λ.
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Table 5.10 Comparison of the required inner iterations for GMRES(10) with relative residual
tolerance of 10−6 when p = 4, β = βGM , and h = (1/2)5 using the sign-definite formulation
with SSLP and NSLP and without preconditioner (NOPC)

L 35λ 40λ 45λ 50λ
NOPC 92801 93420 100093 103170

SSLP E = (1/4)k 534 580 602 636
SSLP E = (1/2)k 549 587 598 630
NSLP E = (1/4)k 8 8 8 8
NSLP E = (1/2)k 10 10 10 10

NSLP E = k 16 16 16 16
NSLP E = 2k 26 26 26 26

Considering the NSLP preconditioner, clearly the results are better for smaller values of

E since the shifted Laplacian operator limits to the Helmholtz operator as E → 0. However,

in practice a MG approximation of the preconditioner is used, and this can be done more

efficiently for larger values of E , typically proportional to k2 as considered in Chapter 3

and references therein. Table 5.10 demonstrates that NSLP-GMRES continues to require

a frequency independent number of iterations for larger E as long as E ∼ k. The choice

of E ∼ k2 is beyond the scope of this chapter, and we will consider this in a future work

applying MG approximations to the NSLP.

Table 5.11 Comparison of the required inner iterations for GMRES(10) with relative residual
tolerance of 10−6 when p = 4, β = βGM , and h = (1/2)6 using the sign-definite formulation
without preconditioner (NOPC) and with NSLP

L 60λ 70λ 80λ 90λ 100λ
NOPC 87074 87139 87157 90317 93435

NSLP E = (1/4)k 8 8 8 8 8
NSLP E = (1/2)k 10 10 10 10 10

Motivated by the results for using the NSLP-GMRES on problems with h = (1/2)5 and

L ≤ 50λ, we conclude the investigation of the new preconditioner NSLP for this configu-

ration with problems where L ≤ 100λ, and h = (1/2)6. We consider the results with the

preconditioner NSLP and shifts of E = (1/4)k and (1/2)k in Table 5.11, and we provide the
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unpreconditioned GMRES results for comparison. When the NSLP-GMRES is implemented

the number of iterations remains independent of k and h. We see the same values of eight

and ten required iterations with shifts of E = (1/4)k and (1/2)k respectively which were seen

in Table 5.10. Additional numerical experiments demonstrated that the required iterations

for NSLP-GMRES with E ∼ k were also independent of the spline degree p.

The sign-definite formulation is an effective way to reduce the number of GMRES it-

erations required for the unpreconditioned homogeneous problem when the parameter β is

chosen correctly. However, the improvement is not great enough to use the unpreconditioned

system alone, and preconditioners are required. While the standard inverse shifted Laplacian

preconditioner is effective for the standard formulation of the problem, it is not efficient for

the new sign-definite formulation of the problem. Thus we must use the newly developed

form of the inverse shifted Laplacian preconditioner NSLP. Using GMRES with NSLP is an

efficient method for the simulation of the homogeneous Helmholtz problem. The SSLP was

introduced over a decade ago, but mathematical analysis of the SSLP for the constant coef-

ficient Helmholtz equation was analyzed only recently [6]. Our future work on the analysis

of the NSLP will likely benefit from the numerical analysis techniques in [6].

5.6.1.3 Parallel Performance

We have shown an efficient iterative scheme using the sign-definite formulation for the

homogeneous media problem, and we now present brief parallel performance results for the

example problem using our sign-definite high-order FEM NSLP-GMRES algorithm.

We consider the finest grid width of h = (1/2)6 and our highest-frequency problem with

L = 100λ in Table 5.12 since we are mainly interested in parallel performance for the most

computationally expensive simulations. Table 5.12 demonstrates that good efficiency and

speedup are possible with up to 24 CPU cores. We decrease the total required time for the

simulation from over two hours on three CPU cores to approximately 21 minutes by using

24 CPU cores.
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Table 5.12 Parallel performance of the total CPU time taken to simulate a problem with
L = 100λ using the sign-definite formulation, NSLP-GMRES with tolerance 10−6, p = 4,
E = (1/4)k, and h = (1/2)6

CPU cores CPU time (s) relative speedup efficiency

3 7.5998e+03 1.00 1.00
6 3.5219e+03 2.16 1.08
12 2.0372e+03 3.73 0.93
24 1.2728e+03 5.97 0.75

5.6.2 Non-Star-Shaped Domain

As described in 5.2, the sign-definite formulation proposed and analyzed by MS in [4]

requires the computational domain to be γ–star-shaped satisfying the inequality (5.1) and

that the parameter β = βMS depending on γ satisfies (5.2). However, the variational for-

mulation in conjunction with our choice of β = βGM does not impose the constraint of

requiring a star-shaped domain. Theoretically proving that the formulation with β = βGM

is sign-definite is an open problem. Our numerical investigation for a class of non-star-shaped

geometries suggest that the β = βGM formulation leads to sign-definite systems and similar

performance with the GMRES iterative solver for non-star-shaped domains. In this section,

we demonstrate this claim using the non-star-shaped geometry shown in Figure 5.6.

We conclude this chapter by implementing the βGM based formulation for a non-star-

shaped trapping domain Ωtrap. We demonstrate that the same formulation and NSLP give

similar efficient results. The real part of the solution to the problem with ten wavelengths

per diameter of the domain Ωtrap is shown in Figure 5.6. Note that for this Ωtrap geometry

x · ν(x) = −1, when x = (−1, 1),

and thus there is no possible choice γ > 0 such that

x · ν(x) ≥ γ,

for all x ∈ ∂Ωtrap, such that ν(x) exists. Hence the conditions (5.1)–(5.2) required in [4] do

not hold, and we use the value of β = βGM for the trapping domain.
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Figure 5.6 Real part of the example solution with L = 10λ

Table 5.13 Convergence in the relative L2(Ω) norm error when L = λ with the new β = βGM

formulation

p=2 p=3 p=4
h Error EOC Error EOC Error EOC

(1/2)1 1.6574e-03 - 5.7721e-05 - 1.1728e-05 -
(1/2)2 1.8202e-04 3.19 2.5618e-06 4.49 3.4328e-07 5.09
(1/2)3 2.1801e-05 3.06 1.2306e-07 4.38 1.0417e-08 5.04
(1/2)4 2.6936e-06 3.01 6.5334e-09 4.24 3.2320e-10 5.01
(1/2)5 3.3568e-07 3.00 3.7309e-10 4.13 1.0088e-11 5.00
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Before investigating the results from using NSLP-GMRES, we demonstrate that accurate

solutions and high-order convergence can be achieved with the new formulation even when

the domain is not star-shaped. We give the relative error and convergence in the relative

L2(Ω) norm error for a low-frequency problem with L = λ in Table 5.13. We see that order

p + 1 convergence is achieved in all cases, and there is a large improvement in accuracy

when using high-order p. Thus similar to the main example, we investigate the use of NSLP-

GMRES for problems with p = 4 and 10λ ≤ L ≤ 100λ.

Table 5.14 Total number of preconditioned GMRES iterations with relative residual tolerance
of 10−6, and relative L2(Ω) norm error when p = 4, and β = βGM for the preconditioned
high-order FEM model with NSLP applied to the non-star shaped trapping domain Ωtrap

wave propagation model with various E

L2(Ω) Total number of PGMRES iterations
L h Error E = (1/4)k E = (1/2)k

10λ (1/2)4 4.4101e-05 6 7
20λ (1/2)5 3.9108e-05 6 7
30λ (1/2)5 3.9464e-04 6 7
40λ (1/2)6 3.9278e-05 6 7
50λ (1/2)6 1.3747e-04 6 7
60λ (1/2)6 4.3583e-04 6 7
70λ (1/2)7 1.9320e-05 6 7
80λ (1/2)7 3.9955e-05 6 7
90λ (1/2)7 7.8414e-05 6 7
100λ (1/2)7 1.5139e-04 6 7

Results in Table 5.14 demonstrate that accurate solutions with relative L2(Ω) norm error

less than 0.1% can be achieved for problems with 10λ ≤ L ≤ 100λ using the new formulation.

Additionally we achieve a similar low number of required NSLP-GMRES iterations for this

geometry, and the number of inner iterations required remains independent of k and h. Thus

we have demonstrated numerically that the use of the new formulation with NSLP-GMRES

can still be an effective method when the geometry is not star-shaped.
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CHAPTER 6

A SIGN-DEFINITE PRECONDITIONED HIGH-ORDER FEM PART-II:

FORMULATION, ANALYSIS, AND SIMULATION FOR BOUNDED

HETEROGENEOUS MEDIA WAVE PROPAGATION

Modified from a manuscript to be submitted to a journal in Summer 2016.

Mahadevan Ganesh 9 and Charles Morgenstern10

6.1 Introduction

We are interested in solving high-frequency time-harmonic wave propagation problems in

heterogeneous media modeled by the non-constant coefficient Helmholtz partial differential

equation (PDE) with an impedance boundary condition (6.2). We consider problems posed

on bounded complex shaped domains Ω ⊂ R
d for d = 2, 3 comprising curved and non-smooth

boundaries. Let k > 0 be the constant wavenumber and n ∈ L2(Ω) such that n(x) > 0 for

x ∈ Ω describe the spatially varying refractive index of the media. Then we define the linear

non-constant coefficient Helmholtz differential operator for heterogeneous media as

Lnu = ∆u(x) + k2n(x)u(x). (6.1)

Let ν be the outward pointing unit normal vector to Ω, f ∈ L2(Ω) be the input source

function, and g ∈ L2(∂Ω) be the boundary data. The problem of interest is finding u ∈ H1(Ω)

such that

Lnu = −f(x), in Ω, and
∂u

∂ν
(x)− i ku(x) = g(x), on ∂Ω. (6.2)

A non-smooth, non-convex, heterogeneous medium Ω ⊂ R
2 with curved boundaries and

non-smooth refractive index which we use for example problems throughout this chapter is

shown in Figure 6.1.

9Research Advisor and co-author
10Primary researcher and author
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Figure 6.1 The non-smooth example geometry and refractive index n(x)

Numeric solutions to such problems are commonly found using a finite element method

(FEM). However, to achieve accurate solutions even with high-order FEM the size of the lin-

ear system becomes very large as the frequency of the problem is increased, and the resulting

large linear systems require iterative methods for solution. The standard variational formu-

lation of the Helmholtz equation is sign-indefinite, and for large wave numbers, this leads

to poorly conditioned systems with eigenvalues in the left and right halves of the complex

plane. We illustrated several methods for solving the sign-indefinite systems of equations

resulting from high-order FEM in conjunction with the standard variational formulation of

this problem in Chapters 2–4. However, both the analysis and efficiency of the methods were

limited due to the standard formulation being sign-indefinite.

As seen in Chapter 5, being sign-indefinite is not a property of the Helmholtz PDE, but

rather it is a property of the standard variational formulation. In Chapter 5 we provided

the first numerical investigation of a new sign-definite formulation for the constant coeffi-

cient Helmholtz PDE given in [4]. A sign-definite formulation can simplify the analysis of

algorithms. Further we demonstrated in Chapter 5 that this new formulation could provide

increased efficiency of iterative methods when solving the systems resulting from high-order

FEM simulations of the Helmholtz problem. Unfortunately, the formulation given in [4] and

Chapter 5 is not sufficient for the non-constant coefficient Helmholtz problems considered

in this chapter and throughout the thesis. Thus here we derive a new parameter depen-
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dent formulation for the non-constant coefficient problem, and we provide the analysis to

show that the formulation is sign-definite for a correct choice of parameters under certain

restrictions on the domain and refractive index. We then present numerical results which

show that it performs similarly to the sign-definite variational formulation of the constant

coefficient problem from Chapter 5. To conclude the chapter based on the work from Chap-

ter 5 we derive and implement an efficient novel preconditioner which is frequency-robust

and provides a wavenumber independent number of required GMRES iterations for use with

the new formulation.

The main contributions of this chapter include: (i) Derivation, analysis, and implementa-

tion of a sign-definite variational formulation for the Helmholtz problem with non-constant

wavenumber and impedance boundary conditions; (ii) comparison of the novel sign-definite

formulation for the non-constant wavenumber problem with the standard formulation of the

problem using the unprecondtioned GMRES; and (iii) development and implementation of

an efficient frequency-robust preconditioner for the sign-definite formulation for non-constant

wavenumber problems.

6.2 Variational Formulation

In Section 6.2 we present the derivation of a new variational formulation for the problem

in (6.2). In the case that the problem is posed in homogeneous media, we can take n(x) = 1,

and our formulation reduces to the constant coefficient sign-definite formulation given in [4]

and Chapter 5. We begin by choosing the Hilbert space V ⊂ H3/2(Ω) for the formulation,

V := {v : v ∈ H1(Ω),∆v ∈ L2(Ω), v ∈ H1(∂Ω),
∂v

∂ν
∈ L2(∂Ω)}, (6.3)

equipped with the non-standard energy norm

||v||2V := k2||v||2L2(Ω) + ||∇v||2L2(Ω) + k−2||∆v||2L2(Ω) (6.4)

+L(k2||v||2L2(∂Ω) + ||∇∂Ωv||2L2(∂Ω) + ||∂v
∂ν

||2L2(∂Ω))

where L is the diameter of the domain Ω.
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We define a parameter dependent operator

[Mα,βv](x) = x ·∇v − i kβv + αv, (6.5)

where β, α ∈ R which will be used as a multiplier for our formulation replacing the test

function v ∈ H1(Ω) used as a multiplier for deriving the standard formulation. This type

of multiplier is first seen in [30] for the Helmholtz equation and was used recently in [4]

to derive a sign-definite formulation for the corresponding homogeneous media constant

coefficient Helmholtz problem with impedance boundary condition.

As we detail in our proof of Theorem 6.3 next, using the non-standard multiplier in (6.5)

with the problem from (6.2) we get the new parameter dependent sesquilinear form bA,α,β :

V × V → C for the problem in (6.2) defined as

bA,α,β(u, v) = 〈Mα,βu+
A

k2
Lnu,Lnv〉L2(Ω) + bα,Ω(u, v) + bα,β,∂Ω, (6.6)

where we define the non-standard parameter dependent domain and boundary integral

sesquilinear forms as

bα,Ω(u, v) =

∫

Ω

[
(2− d+ 2α)∇u · ∇v − 2αk2nuv + k2uv [∇ · (xn)]

]
dx, and (6.7)

bα,β,∂Ω(u, v) = −
∫

∂Ω

[
Mα,βv i ku+ (x ·∇∂Ωu− i kβu+ αu)

∂v

∂ν

]
dS − b̂∂Ω,n, with (6.8)

b̂∂Ω,n(u, v) =

∫

∂Ω

(x ·ν)(k2nuv −∇∂Ωu · ∇∂Ωv) dS. (6.9)

The corresponding continuous functional G : V → C is defined as

G(v) =

∫

Ω

(
Mα,βv −

A

k2
Lnv

)
f dx+

∫

∂Ω

Mα,βvg dS. (6.10)

Theorem 6.3. If u solves the variable coefficient Helmholtz problem with absorbing boundary

conditions given in (6.2), then u ∈ V as defined in (6.3), and

bA,α,β(u, v) = G(v), for all v ∈ V (6.11)
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where bA,α,β(·, ·) and G(·) are given in (6.6) and (6.10) respectively.

We begin by proving an integrated identity which is the key component in the derivation

of the new formulation. We make use of the following boundary integral sesquilinear form

similar to (6.9)

b∂Ω,n(u, v) =

∫

∂Ω

(x ·ν)(k2nuv −∇u · ∇v) dS. (6.12)

Then using the new identity provided in Lemma 6.1 we will return to prove Theorem 6.3.

Lemma 6.1. Let Ω ⊂ R
d for d = 2, 3 be a bounded Lipschitz domain with outward pointing

unit normal vector ν. If u, v ∈ V as defined in (6.3), then

∫

Ω

[
Mα,βvLu+Mα,βuLnv

]
dx+bα,Ω(u, v)=

∫

∂Ω

[
Mα,βv

∂u

∂ν
+Mα,βu

∂v

∂ν

]
dS + b∂Ω,n(u, v).

Proof. (Lemma 6.1)

We build the main identity in Lemma 6.1 one step at a time and save the integration as

the final step. We begin by proving identities for the term (x ·∇v) in theMα,β operator (6.5).

Consider first multiplying this term by ∆u from the Helmholtz operator. We get

(x ·∇v)∆u = ∇ · ((x ·∇v)∇u)−∇u · ∇v −∇u · ((x ·∇)∇v), (6.13)

since

(x ·∇v)∆u = (x ·∇v)∆u+ (∇u · ∇v −∇u · ∇v) +
(∇u · ((x ·∇)∇v)−∇u · ((x ·∇)∇v))

= (∇u · ∇v +∇u · ((x ·∇)∇v)) + (x ·∇v)∆u−
∇u · ∇v −∇u · ((x ·∇)∇v)

= (∇u · (∇v + ((x ·∇)∇v))) + (x ·∇v)∆u−
∇u · ∇v −∇u · ((x ·∇)∇v)

= ∇u · (∇(x ·∇v)) + (x ·∇v)∆u−
∇u · ∇v −∇u · ((x ·∇)∇v)

= ∇ · ((x ·∇v)∇u)−∇u · ∇v −∇u · ((x ·∇)∇v).
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We additionally will need the identity

∇u · ((x ·∇)∇v) +∇v · ((x ·∇)∇u) = ∇ ·
[
(x(∇u · ∇v))

]
− d∇u · ∇v. (6.14)

The proof of (6.14) follows because

∇u · ((x ·∇)∇v) +∇v · ((x ·∇)∇u) = x ·(∇ · (∇u · ∇v))
= x ·(∇ · (∇u · ∇v)) + d∇u · ∇v − d∇u · ∇v
= ∇ ·

[
(x(∇u · ∇v))

]
− d∇u · ∇v.

We add the identity in (6.13) to itself with u and v switched, and then we apply the identity

in (6.14) to get

(x ·∇v)∆u+ (x ·∇u)∆v = (6.15)

∇ ·
[
(x ·∇v)∇u+ (x ·∇u)∇v − x∇u · ∇v)

]
+ (d− 2)∇u · ∇v.

Here we include a more detailed proof of (6.15)

(x ·∇v)∆u+ (x ·∇u)∆v = ∇ · ((x ·∇v)∇u)−∇u · ∇v −∇u · ((x ·∇)∇v) (6.16)

∇ · ((x ·∇u)∇v)−∇u · ∇v −∇v · ((x ·∇)∇u)
= ∇ · ((x ·∇v)∇u) +∇ · ((x ·∇u)∇v)− 2∇u · ∇v

−(∇u · ((x ·∇)∇v) +∇v · ((x ·∇)∇u))
= ∇ · ((x ·∇v)∇u) +∇ · ((x ·∇u)∇v)− 2∇u · ∇v

−(∇ ·
[
(x∇u · ∇v

]
− d∇u · ∇v)

= ∇ ·
[
(x ·∇v)∇u+ (x ·∇u)∇v − x∇u · ∇v)

]
+

(d− 2)∇u · ∇v.

Now we can easily extend (6.15) to include the entire Helmholtz operator instead of just the

Laplacian alone

(x ·∇v)Lnu+ (x ·∇u)Lnv = (6.17)

∇ ·
[
(x ·∇v)∇u+ (x ·∇u)∇v + x(k2nuv −∇u · ∇v)

]
− k2uv [∇ · (xn(x))] .

This identity (6.17) is the sum of the identity in (6.15), and the following
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(x ·∇v)k2n(x)u+ (x ·∇u)k2n(x)v = (6.18)

k2 x ·
[
(∇v)nu+ (∇u)nv

]
=

k2 x ·
[
(∇v)nu+ (∇u)nv + (∇n)uv

]
− k2 x · [(∇n)uv] =

k2∇ · [x vun]− dk2nuv − k2 x · [(∇n)uv] =

k2∇ · [x vun]− k2uv [∇ · (xn)] .

Before we can proceed to the full identity which we will integrate to get the identity in

Lemma 6.1, we prove a well known identity given in (6.19) and (6.20)

vLnu = ∇ · [v∇u]−∇u · ∇v + k2nuv, and (6.19)

uLnv = ∇ · [u∇v]−∇u · ∇v + k2nuv. (6.20)

We prove (6.19) and (6.20) follows similarly

vLnu = v∆u+ vk2nu (6.21)

= v(∇ · ∇u) + vk2nu

= [v(∇ · ∇u) +∇v · ∇u]−∇v · ∇u+ vk2nu

= ∇ · [v∇u]−∇u · ∇v + k2nuv.

Now we proceed to extend (6.17) to include the entire Mα,β operator instead of just the

term (x ·∇v)

Mα,βvLnu+Mα,βuLnv = (6.22)

∇ ·
[
Mα,βv∇u+Mα,βu∇v + x(k2nuv −∇u · ∇v)

]
+

(d− 2− 2α)∇u · ∇v+
2αk2nuv − k2uv [∇ · (xn)] .

The identity in (6.22) is the sum of (6.17) and the following

[(− i kβ + α)v]Lnu+ [(− i kβ + α)u]Lnv = (6.23)

[(− i kβ + α)](v∆u+ vk2nu) + [(− i kβ + α)] (u∆v + uk2nv) =

(− i kβ + α)[∇ · (v∇u)] + (− i kβ + α)[∇ · (u∇v)]− 2α∇u · ∇v + 2αk2nuv.
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In order to prove Lemma 6.1 we start with (6.22) and integrate both sides of this over the

domain Ω

∫

Ω

Mα,βvLnu+Mα,βuLnv dx = (6.24)
∫

Ω

∇ ·
[
Mα,βv∇u+Mα,βu∇v + x(k2nuv −∇u · ∇v)

]
dx−bα,Ω(u, v).

We can then use the divergence theorem to write the first term in the integral on the right

hand side as an integral over ∂Ω

∫

Ω

Mα,βvLnu+Mα,βuLnv dx = (6.25)
∫

∂Ω

[
Mα,βv∇u+Mα,βu∇v + x(k2nuv −∇u · ∇v)

]
· ν dS − bα,Ω(u, v).

We then distribute the unit normal vector in the boundary integral and move all of the

domain integrals to one side to get the identity as shown in Lemma 6.1.

Now we use Lemma 6.1 to prove Theorem 6.3.

Proof. (Therorem 6.3) First we must prove that u ∈ V . From the statement of the problem

in (6.2), u ∈ H1(Ω). From (6.2) we also have

∆u = −k2nu− f, and
∂u

∂ν
= i ku+ g. (6.26)

It follows from known regularity results and properties of n, f, and g that ∆u ∈ L2(Ω), u ∈

H1(∂Ω), and ∂u
∂ν

∈ L2(∂Ω) as given in [4], so u ∈ V .

We have that u, v ∈ V , and thus Lemma 6.1 holds. Using this identity only a small

amount of manipulation must be done. First note that

Mα,βu
∂v

∂ν
= (x ·ν)∂u

∂ν

∂v

∂ν
+ (x ·∇∂Ω − i kβu+ αu)

∂v

∂ν
. (6.27)

We prove (6.27) as follows
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Mα,βu
∂v

∂ν
= (x ·∇u− i kβu+ αu) ∂v

∂ν
(6.28)

= (x ·∇u) ∂v
∂ν

+ (− i kβu+ αu) ∂v
∂ν

= (x ·(∇u− ν(ν · ∇u) + ν(ν · ∇u))) ∂v
∂ν

+ (− i kβu+ αu) ∂v
∂ν

= (x ·(∇∂Ω + ν(ν · ∇u))) ∂v
∂ν

+ (− i kβu+ αu) ∂v
∂ν

= (x ·(∇∂Ω + ν(∂u
∂ν
)) ∂v

∂ν
+ (− i kβu+ αu) ∂v

∂ν

= (x ·ν)∂u
∂ν

∂v
∂ν

+ (x ·∇∂Ω − i kβu+ αu) ∂v
∂ν
.

Substituting (6.27) into the identity from Lemma 6.1 we get

∫

Ω

[
Mα,βuLnv

]
dx+bα,Ω + bα,β,∂Ω=

∫

Ω

Mα,βvf dx+

∫

∂Ω

Mα,βvg dS. (6.29)

Finally, note that from (6.2) we can write

∫

Ω

A

k2
LnuLnvd x = −

∫

Ω

A

k2
fLnvd x . (6.30)

Adding (6.30) to (6.29) we get bA,α,β(u, v) = G(v) which completes the proof.

6.3 Coercivity

The reason for deriving the variational formulation for the problem in this way is that

for the correct choice of parameters β, α, and A, and certain restrictions on n(x) and the

domain Ω the sesquilinear form bA,α,β(·, ·) is coercive. Here we prove coercivity, and define

the requirements on n, Ω and the parameters A, α and β.

Theorem 6.4. Let Ω ∈ R
d for d = 2, 3 be a Lipschitz domain with diameter L which is star-

shaped with respect to a ball (i.e., there exists γ > 0 such that x ·ν(x) ≥ γL for all x ∈ ∂Ω

where ν(x) exists). Let 0 < a1 ≤ n(x) ≤ a2 <∞ for all x ∈ Ω, and min
Ω

∇ · (xn) > 0. Then

for A, α and β such that

2− d+ 2α > 0, min
Ω

(∇ · (xn)− 2αn− 2An2) > 0, (6.31)

A > 0, and β ≥ L

2
(a2 +

4

γ
+
γ

2
), (6.32)
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we have that bA,α,β(·, ·) is coercive with coercivity constant

C =
1

2
min

{
(2− d+ 2α),min

Ω
{(∇ · (xn)− 2αn− 2An2)}, A, γ

2

}
. (6.33)

Proof. We wish to show that ℜbA,α,β(v, v) ≥ C||v||2V , for all v ∈ V with C > 0 defined

in (6.33). Using (6.6) we can write 2ℜbA,α,β(v, v) as

2ℜbA,α,β(v, v) = 2

∫

Ω

ℜ{Mα,βvLnv} dx (6.34)

+2

∫

Ω

A

k2
|Lnv|2 + (2− d+ 2α)|∇v|2 − 2αk2n|v|2 + k2|v|2∇ · (xn) dx

−2

∫

∂Ω

ℜ
{
i kvMα,βv + (x ·∇∂Ωv − i kβv + αv)

∂v

∂ν

}
− (x ·ν)

(
k2n|v|2 − |∇∂Ωv|2

)
dS.

Now we develop several identities in order to simplify the expression in (6.34). We expand

the first term in the domain integral in (6.34), and we use the following simple identity to

help with this

|∂v
∂ν

|2 − |∇v|2 = −|∇∂Ωv|2. (6.35)

In more detail we prove (6.35) as follows

|∂v
∂ν

|2 − |∇v|2 = ∂v
∂ν

∂v
∂ν

−∇v · ∇v
= (ν · ∇v)(ν · ∇v)−∇v · ∇v
= 2(ν · ∇v)(ν · ∇v)− (ν · ∇v)(ν · ∇v)−∇v · ∇v
= ν(ν · ∇v) · ∇v + ν(ν · ∇v) · ∇v −

ν(ν · ∇v) · ν(ν · ∇v)−∇v · ∇v
= ν( ∂v

∂ν
) · ∇v + ν( ∂v

∂ν
) · ∇v −

ν( ∂v
∂ν
) · ν( ∂v

∂ν
)−∇v · ∇v

= −(∇v − ν ∂v
∂ν
) · (∇v − ν ∂v

∂ν
)

= −|∇∂Ωv|2.

Now we again return to the main integrated identity in Lemma 6.1 used in the derivation of

the formulation. Letting u = v in (6.1) we obtain
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∫

Ω

2ℜ{Mα,βvLnv}dx =

∫

Ω

[
(d− 2− 2α)|∇v|2 + 2αk2n|v|2 − k2[∇ · (xn)]|v|2

]
dx (6.36)

+

∫

∂Ω

[
(x · ν)(k2n|v|2 − |∇v|2)

]
+ 2ℜ

{
(x · ν)|∂v

∂ν
|2 + (x · ∇∂Ωv − i kβv + αv)

∂v

∂ν

}
dS.

Applying (6.35) to (6.36) we get

∫

Ω

2ℜ{Mα,βvLnv} dx =

∫

Ω

[
(d− 2− 2α)|∇v|2 + 2αk2n|v|2 − k2[∇ · (xn)]|v|2

]
dx (6.37)

+

∫

∂Ω

[
(x · ν)(|∂v

∂ν
|2 + k2n|v|2 − |∇∂Ωv|2)

]
+ 2ℜ

{
(x · ∇∂Ωv − i kβv + αv)

∂v

∂ν

}
dS.

Now we can substitute (6.37) into (6.34) to get

2ℜb(v, v) =
∫

Ω

2A

k2
|Lv|2 + k2|v|2∇ · (xn) + (2− d+ 2α)|∇v|2 − 2k2αn|v|2 dx (6.38)

−
∫

∂Ω

2ℜ
{
i kvMα,βv

}
− (x ·ν)

(
|∂v
∂ν

|2 − k2n|v|2 + |∇∂Ωv|2
)
dS.

Noting that

Mα,βv = (x ·ν)∂v
∂ν

+ x ·∇∂Ωv + i kβv + αv, (6.39)

since

Mv = (x ·∇v − i kβv + αv)

= x ·∇v + i kβv + αv

= (x ·ν)(ν · ∇v) + x ·∇v − (x ·ν)(ν · ∇v) + i kβv + αv

= (x ·ν) ∂v
∂ν

+ x ·[∇v − ν(ν · ∇v)] + i kβv + αv

= (x ·ν) ∂v
∂ν

+ x ·∇∂Ωv + i kβv + αv,

we can substitute (6.39) into (6.38) to get

2ℜbA,α,β(v, v) =

∫

Ω

2A

k2
|Lnv|2 + k2|v|2∇ · (xn) + (2− d+ 2α)|∇v|2 − 2k2αn|v|2 dx (6.40)

−
∫

∂Ω

2ℜ
{
i kv[(x ·ν)∂v

∂ν
+ x ·∇∂Ωv + i kβv + αv)

}
−(x ·ν)

(
|∂v
∂ν

|2 − k2n|v|2+ |∇∂Ωv|2
)
dS.
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We now use the equation in (6.40) and begin to work with inequalities to bound this

expression for 2ℜb(v, v). We make use of the following inequality

2A

k2
|Lv|2 ≥ A

k2
|∆v|2 − 2Ak2n2|v|2. (6.41)

In order to prove (6.41) we use the inequality |a+ b|2 ≥ 1
2
|a|2 − |b|2 from [4] to write

2A

k2
|Lv|2 = |

√
2A
k

∆v +
√
2Aknv|2

≥ 1
2
|
√
2A
k

∆v|2 − |
√
2Aknv|2

= A
k2
|∆v|2 − 2Ak2n2|v|2.

Now applying (6.41) to (6.40) we write

2ℜb(v, v) ≥
∫

Ω

A

k2
|∆v|2−2Ak2n2|v|2+ k2|v|2∇·(xn)+(2−d+2α)|∇v|2− 2k2αn|v|2dx (6.42)

−
∫

∂Ω

2ℜ
{
i kv

[
(x ·ν)∂v

∂ν
+ x ·∇∂Ωv + i kβv + αv

]}
−(x ·ν)

(
|∂v
∂ν

|2 − k2n|v|2 + |∇∂Ωv|2
)
dS.

We simplify (6.42) where possible by replacing terms of the form
∫
Ω
| · |2dx with the L2 norm

notation || · ||2L2(Ω)

2ℜb(v, v) ≥ A

k2
||∆v||2L2(Ω) + (2− d+ 2α)||∇v||2L2(Ω) (6.43)

−
∫

Ω

2Ak2n2|v|2 − k2|v|2∇ · (xn) + 2k2αn|v|2 dx

−
∫

∂Ω

2ℜ
{
i kv

[
(x ·ν)∂v

∂ν
+ x ·∇∂Ωv + i kβv + αv

]}
−(x ·ν)

(
|∂v
∂ν

|2 − k2n|v|2+ |∇∂Ωv|2
)
dS.

Then we gather like terms in (6.43) to write one last full inequality before breaking it into

parts to finish the proof
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2ℜb(v, v) ≥ A

k2
||∆v||2L2(Ω) + (2− d+ 2α)||∇v||2L2(Ω) (6.44)

+k2
∫

Ω

(∇ · (xn)− 2An2 − 2αn)|v|2 dx

−2

∫

∂Ω

ℜ
{
i kv

[
(x ·ν)∂v

∂ν
+ x ·∇∂Ωv + i kβv + αv

]}
dS

+

∫

∂Ω

(x ·ν)(|∂v
∂ν

|2 − k2n|v|2 + |∇∂Ωv|2) dS.

We focus on the integrals over Ω first

A

k2
||∆v||2L2(Ω) + (2− d+ 2α)||∇v||2L2(Ω) + k2

∫

Ω

(∇ · (xn)− 2An2 − 2αn)|v|2 dx ≥ (6.45)

(2− d+ 2α)||∇v||2L2 + k2 min
Ω

{(∇ · (xn)− 2αn− 2An2)}||v||2L2 +
A

k2
||∆v||2L2 .

Thus we must satisfy the following conditions to insure the formulation is sign-definite

(2− d+ 2α) > 0, A > 0, and min
Ω

{(∇ · (xn)− 2αn− 2An2)} > 0. (6.46)

From the first inequality in (6.46) we must have

α >
d− 2

2
≥ 0, (6.47)

and this condition along with the second condition in (6.46) were also required for the

homogeneous media formulation in [4]. Additionally we require the third inequality in (6.46)

dependent on the refractive index for the heterogeneous media formulation. Noting that

n > 0 satisfying the third inequality in (6.46) is only possible if

min
Ω

{∇ · (xn)} > 0. (6.48)

Next we focus on the second integral over ∂Ω in (6.44). From the star shaped domain

assumption, using γL ≤ (x · ν) ≤ L, we write
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∫

∂Ω

(x · ν)
[
|∂v
∂ν

|2 + |∇∂Ωv|2 − k2n|v|2
]
dS ≥ (6.49)

L

[
γ||∂v
∂ν

||2L2(∂Ω) + γ||∇∂Ωv||2L2(∂Ω) − k2a2||v||2L2(∂Ω)

]
.

Finally we have the remaining boundary integral terms to bound before we can combine

the results and finish the proof. The remaining terms are

−
∫

∂Ω

2ℜ
{
i kv

[
(x ·ν)(∂v

∂ν
) + x ·(∇∂Ωv) + i kβv + αv

]}
dS = (6.50)

−
∫

∂Ω

2ℜ
{
(x ·ν)∂v

∂ν
i kv

}
dS −

∫

∂Ω

2ℜ
{
x ·(∇∂Ωv) i kv

}
dS + 2k2β

∫

∂Ω

|v|2 dS.

For the final term we write

2k2β

∫

∂Ω

|v|2 dS ≥ 2k2β||v||2L2(∂Ω). (6.51)

For the remaining two terms we apply the following inequality given in [4]

2ab ≤ a2

ǫ
+ ǫb2, for a, b, ǫ > 0. (6.52)

For the first and second term we have

∫

∂Ω

2ℜ
{
(x ·ν)∂v

∂ν
i kv

}
dS ≤ L

∫
∂Ω

2ℜ
{

∂v
∂ν

i kv
}
dS (6.53)

≤ L
[

1
ǫ1
|| ∂v
∂ν
||2L2(∂Ω) + ǫ1k

2||v||2L2(∂Ω)

]
,

and similarly

∫

∂Ω

2ℜ
{
x ·(∇∂Ωv) i kv

}
dS ≤ L

[
1

ǫ2
||∇∂Ωv||2L2(∂Ω) + ǫ2k

2||v||2L2(∂Ω)

]
. (6.54)

We can now combine all of the inequalities to get
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2ℜbA,α,β(v, v) ≥ (2− d+ 2α)||∇v||2L2+ (6.55)

k2 min
Ω

{
(∇ · (xn)− 2αn− 2An2)

}
||v||2L2 +

A

k2
||∆v||2L2+

L

[
γ||∂v
∂ν

||2L2(∂Ω) + γ||∇∂Ωv||2L2(∂Ω) − k2a2||v||2L2(∂Ω)

]
+

2k2β||v||2L2(∂Ω) − L

[
1

ǫ1
||∂v
∂ν

||2L2(∂Ω) + ǫ1k
2||v||2L2(∂Ω)

]
−

L

[
1

ǫ2
||∇∂Ωv||2L2(∂Ω) + ǫ2k

2||v||2L2(∂Ω)

]
,

and thus

2ℜbA,α,β(v, v) ≥ (6.56)

(2− d+ 2α)||∇v||2L2 + k2 min
Ω

{(∇ · (xn)− 2αn− 2An2)}||v||2L2 +
A

k2
||∆v||2L2+

L

(
γ− 1

ǫ1

)
||∂v
∂ν

||2L2(∂Ω)+L

(
γ− 1

ǫ2

)
||∇∂Ωv||2L2(∂Ω)+L

(
2β

L
−a2−ǫ1−ǫ2

)
k2||v||2L2(∂Ω).

We take ǫ1 = ǫ2 = 2/γ. Then if we choose β such that

β ≥ L

2

(
a2 +

4

γ
+
γ

2

)
, (6.57)

we have

2ℜbA,α,β(v, v) ≥ (6.58)

(2− d+ 2α)||∇v||2L2 + k2 min
Ω

{(∇ · (xn)− 2αn− 2An2)}||v||2L2 +
A

k2
||∆v||2L2+

γL

2

[
||∂v
∂ν

||2L2(∂Ω) + ||∇∂Ωv||2L2(∂Ω) + k2||v||2L2(∂Ω)

]
.

Hence bA,α,β(·, ·) is coercive with coercivity constant

C =
1

2
min

{
(2− d+ 2α),min

Ω
{(∇ · (xn)− 2αn− 2An2)}, A, γ

2

}
. (6.59)
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6.4 Continuity

In this section we prove the continuity of the new variational formulation in the norm

given in (6.4). We then use the coercivity and continuity of the formulation to bound

solutions of the variational formulation.

Theorem 6.5. (Continuity) Under the assumptions for Theorem 6.4, for all u, v ∈ V , k > 0,

and for sufficiently smooth n such that 0 < a1 ≤ n(x) ≤ a2 < ∞ for x ∈ Ω the continuity

bound

|bA,α,β(u, v)| ≤ Cc||u||V ||v||V (6.60)

holds with

Cc =
√
3max





(2α +max
x∈Ω

{∇ · (xn)})a2 + (a22A+ a2|α− i kβ|) + Lka2 + Aa2

(2− d+ 2α)
(Aa2 + |α− i kβ|) + Lk + A
1
kL
(α + kβ) + a2

1
kL
(α + kβ) + 2.

Proof. We begin by breaking the problem into three parts using the triangle inequality, and

we then bound the terms separately.

|bA,α,β(u, v)| ≤ |〈Mα,βu+
A

k2
Lnu,Lnv〉L2(Ω)|+ |bα,Ω(u, v)|+ |bα,β,∂Ω(u, v)| (6.61)

We begin by bounding the domain integral terms using the triangle inequality and

Cauchy-Schwarz. The second term in (6.61) can be bound as follows

|bα,Ω(u, v)| ≤ |
∫

Ω

(2− d+ 2α)∇u · ∇vdx|+ |
∫

Ω

−2αk2nuv̄dx|+ |
∫

Ω

k2uv̄ [∇ · (xn)] dx|

≤ (2− d+ 2α)||∇u||Ω||∇v||Ω + 2αk2a2||u||Ω||v||Ω + k2 max
x∈Ω

{∇ · (xn)} ||u||Ω||v||Ω.

Now we focus on the first term in (6.61) by expanding the inner product

166



|
∫

Ω

(Mα,βu+
A

k2
Lu)Lv)dx| = |

∫

Ω

(x · ∇u+ (An− i kβ + α)u+
A

k2
∆u)(∆v + k2nv)dx|

≤ |
∫

Ω

(x ·∇u)∆vdx |+ |
∫

Ω

(An− i kβ + α)u∆vdx |+ |
∫

Ω

A

k2
∆u∆vdx |

+|
∫

Ω

(x ·∇u)k2nvdx |+ |
∫

Ω

(An− i kβ + α)uk2nvdx |+ |
∫

Ω

A

k2
∆uk2nvdx |

≤ L||∇u||Ω||∆v||Ω + |
∫

Ω

(An− i kβ + α)u∆vdx |+ A

k2
||∆u||Ω||∆v||Ω

Lk2a2||∇u||Ω||v||Ω + |
∫

Ω

(An− i kβ + α)uk2nvdx |+ Aa2||∆u||Ω||v||Ω.

There are two terms which we bound separately in the above inequality

|
∫

Ω

(An− i kβ + α)uk2nvdx | ≤ |
∫

Ω

An2uk2vdx |+ |
∫

Ω

(− i kβ + α)uk2nvdx | (6.62)

≤ k2a22A||u||Ω||v||Ω + k2a2|α− i kβ|||u||Ω||v||Ω, and

|
∫

Ω

(An− i kβ + α)u∆vdx | ≤ |
∫

Ω

Anu∆vdx |+ |
∫

Ω

(− i kβ + α)u∆vdx | (6.63)

≤ Aa2||u||Ω||∆v||Ω + |α− i kβ|||u||Ω||∆v||Ω.

Now we combine all the work to bound the domain integral terms. To finish the work for

the domain integrals we define the following vector in R
3

m1(u) =
(
k||u||Ω; ||∇u||Ω; k−1||∆u||Ω

)
.

Now we have that

|〈Mα,βu+
A

k2
Lnu,Lnv〉L2(Ω)|+ |bα,Ω(u, v)| ≤ |m1(u)

TMΩm1(v)|, where (6.64)

MΩ =



m1,1 0 Aa2 + |α− i kβ|
Lka2 2− d+ 2α Lk
Aa2 0 A


 , and

m1,1 = |(2α +max
x∈Ω

{∇ · (xn)})a2 + a22A+ a2|α− i kβ|.

Now we bound the boundary integral terms. We again start with the triangle inequality
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|bα,β,∂Ω(u, v)| ≤ |
∫

∂Ω

i kuMα,βvdS|+ |
∫

∂Ω

(x · ∇∂Ωu− i kβu+ αu)
∂v

∂ν
dS|+ |b̂∂Ω,n| (6.65)

Now we consider the first term in (6.65)

|
∫

∂Ω

i kuMα,βvdS| = |
∫

∂Ω

i ku[(x · ν)∂v
∂ν

+ x · ∇∂Ωv + kβv + αv]dS|

≤ |
∫

∂Ω

i ku(x · ν)∂v
∂ν
dS|+ |

∫

∂Ω

i kux · ∇∂ΩvdS|+ |
∫

∂Ω

k|α + kβ|uvdS|

≤ kL||u||∂Ω||
∂v

∂ν
||∂Ω + kL||u||∂Ω||∇∂Ωv||∂Ω + k(α + kβ)||u||∂Ω||v||∂Ω.

Next we bound the second term in (6.65)

|
∫

∂Ω

(x · ∇∂Ωu− i kβu+ αu)
∂v

∂ν
dS| ≤ |

∫

Γ

x · ∇∂Ωu
∂v

∂ν
dS|+ |

∫

Γ

(α− i kβ)u
∂v

∂ν
dS|

≤ L||∇∂Ωu||Γ||
∂v

∂ν
||Γ + (α + kβ)||u||Γ||

∂v

∂ν
||Γ.

Finally, we bound the last term in (6.65) for the boundary integrals

|b̂∂Ω,n(u, v)| ≤ |
∫

∂Ω

(x · ν)(k2nuv̄)dS|+ |
∫

∂Ω

(x · ν)(∇∂Ωu · ∇∂Ωv)dS|

≤ Lk2a2||u||∂Ω||v||∂Ω + L||∇∂Ωu||∂Ω||∇∂Ωv||∂Ω.

Similar to the domain integrals we finish the boundary integral work by defining a vector

in R
3

m2(u) =

(
L1/2k||u||∂Ω;L1/2||∇∂Ωu||∂Ω;L1/2||∂u

∂ν
||∂Ω
)
.

We now have that

|b∂Ω(u, v)| ≤ |m2(u)
TM∂Ωm2(v)|,

where we define the coefficients in M∂Ω using the work above as

M∂Ω =




1
kL
(α + kβ) + a2 1 1

kL
(α + kβ) + 1

0 1 1
0 0 0
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In order to combine both parts, we define the following vector in R
6

m(u) =

(
k||u||Ω; ||∇u||Ω; k−1||∆u||Ω;L1/2k||u||∂Ω;L1/2||∇∂Ωu||∂Ω;L1/2||∂u

∂ν
||∂Ω
)
,

and we note that ||m(u)||2 = ||u||V where || · ||2 is the Euclidean 2-norm on R
6. From the

work above we can see that

|bA,α,β(u, v)| ≤ |m(u)TMm(v)| ≤ ||m(u)T ||2||M||2||m(v)||2 = ||u||V ||M||2||v||V (6.66)

where M is a 6 × 6 block diagonal matrix with two 3 × 3 blocks MΩ and M∂Ω. We now

have that Cc ≤ ||M||2 = max{||MΩ||2, ||M∂Ω||2} ≤
√
3max{||MΩ||1, ||M∂Ω||1}. Then from

the coefficients in the two matrix blocks we have

Cc =
√
3max





(2α +max
x∈Ω

{∇ · (xn)})a2 + (a22A+ a2|α− i kβ|) + Lka2 + Aa2

(2− d+ 2α)
(Aa2 + |α− i kβ|) + Lk + A
1
kL
(α + kβ) + a2

1
kL
(α + kβ) + 2.

We also prove a bound for the new functional in the dual norm. We define the dual norm

as

||G||V ′ = sup

{ |G(v)|
||v||V

: v ∈ V, v 6= 0

}
.

Theorem 6.6. Under the assumptions for Theorem 6.4, the new functional G : V → C

satisfies the bound

||G||V ′ ≤
√
3max{1; A

kL
;
1

kL
(kβ + α + Aa2)}

(
L2||f ||2Ω + L||g||2∂Ω

)1/2
. (6.67)

Proof. We follow similar ideas to the continuity proof for the sesquilinear form. We begin

with the triangle inequality

|G(v)| ≤ |
∫

Ω

Mα,βvf dx |+ |
∫

Ω

A

k2
Lvf dx |+ |

∫

∂Ω

Mα,βvg dS|
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We can now bound the three terms above individually, and we being with the first term

|
∫

Ω

Mα,βvf dx | ≤ |
∫

Ω

(x · ∇v + kβv + αv)f dx |

≤ |
∫

Ω

x · ∇vf dx |+ |
∫

Ω

(α + kβ)vf dx |

≤ L||∇v||Ω||f ||Ω + (α + kβ)||v||Ω||f ||Ω

Now we bound the second term

|
∫

Ω

A

k2
Lvf dx | ≤ |

∫

Ω

A

k2
∆vf dx |+ |

∫

Ω

Anvf dx |

≤ A

k2
||∆v||Ω||f ||Ω + Aa2||v||Ω||f ||Ω.

Last we bound the boundary integral term

|
∫

∂Ω

Mα,βvg dS| ≤ |
∫

∂Ω

[
(x · ν)∂v

∂ν
+ x · ∇∂Ωv + kβv + αv

]
g dS|

≤ L||∂v
∂ν

||∂Ω||g||∂Ω + L||∇∂Ωv||∂Ω||g||∂Ω + (α + kβ)||v||∂Ω||g||∂Ω

We can now combine all terms into a single inequality

|G(v)| ≤ L||∇v||Ω||f ||Ω + (α + kβ + Aa2)||v||Ω||f ||Ω +
A

k2
||∆v||Ω||f ||Ω

+L||∂v
∂ν

||∂Ω||g||∂Ω + L||∇∂Ωv||∂Ω||g||∂Ω + (α + kβ)||v||∂Ω||g||∂Ω

We again define the vector

m(u) =

(
k||u||Ω; ||∇u||Ω; k−1||∆u||Ω;L1/2k||u||∂Ω;L1/2||∇∂Ωu||∂Ω;L1/2||∂u

∂ν
||∂Ω
)
,

and we define an additional vector in R
6 as

m2 =
(
L||f ||Ω; 0; 0;L1/2||g||∂Ω; 0; 0

)
.

Using these vectors we have that
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|G(v)|| ≤ |mT
2Mm(v)| ≤ ||m2||2||M||2||m(v)T ||2 = ||m2||2||M||2||v||V ,

where M is a 6 × 6 block diagonal matrix with two 3 × 3 blocks M1 and M2. Dividing

through by the norm of v we get

|G(v)|
||v||V

≤ ||M||2||m2||2 ≤
√
3max{||M1||1, ||M2||1}||m2||2.

From the work above we can define the entries of the matrix blocks as

M1 =




1
kL
(α + kβ + Aa2) 1 A

kL

0 0 0
0 0 0


 , and M2 =



1 1 1
0 0 0
0 0 0


 .

The above inequalities hold for all v ∈ V . Hence we have that

||G||V ′ ≤
√
3max{1; A

kL
;
1

kL
(kβ + α + Aa2)}

(
L2||f ||2Ω + L||g||2∂Ω

)1/2
.

We now combine the above bound for the continuous functional G with the previous work

for the coercivity of the variational form in order to bound solutions u of the variational

formulation.

Denote the bound on the functional as

CF =
√
3max{1; A

kL
;
1

kL
(kβ + α + Aa2)}

(
L2||f ||2Ω + L||g||2∂Ω

)1/2
.

Assume all constants and n(x) are chosen such that the formulation is coercive. Then

we have the coercivity constant

C =
1

2
max

{
(2− d+ 2α),min

Ω

{
(∇ · (xn)− 2αn− 2An2)

}
, A,

γ

2

}

such that for a solution u

C||u||2V ≤ |ℜ{bA,α,β(u, u)}| = |ℜ{G(u)}| ≤ |G(u)|.

This implies that

||u||V ≤ |G(u)|
C||u||V

≤ CF

C
.
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6.5 Numerical Results

We present the numerical results from our high-order FEM implementation of the sign-

definite formulation for the heterogeneous media problem in three parts. First we consider

the accuracy of our simulations and the order of convergence for the example problem which

has a non-smooth solution. Next we compare the performance of our new sign-definite

formulation to the standard sign-indefinite formulation using the unpreconditioned GMRES

to solve the FEM systems. We conclude by developing and implementing a novel parameter

dependent preconditioner for our sign-definite formulation, and we demonstrate that we

achieve a small frequency independent number of GMRES iterations when using our high-

order preconditioned iterative FEM model.

With the standard formulation to the Helmholtz problem FEMs are traditionally im-

plemented with C0 basis splines which conform to triangular elements. For C0 elements it

is possible to use linear splines resulting in a low-order approximation where optimal order

of convergence can still be obtained when approximating curved boundaries using poly-

gons. However, with the sign-definite formulation the Hilbert space V is defined such that

∆v ∈ L2(Ω) for all v ∈ V , and hence for a conforming FEM the elements must be at least C1.

If a polynomial spline basis is used, it must be of degree p ≥ 2. Motivated by our previous

investigations for high-order FEM applied to heterogeneous media problems in Chapters 2

and 4, we use high-order splines of degree p = 4 which are p − 1 time continuously dif-

ferentiable and have optimal order of convergence in this chapter. In order to achieve the

optimal order convergence we must approximate curved boundaries of the domain appropri-

ately. To achieve this we implement the high-order weighted extended basis (WEB) spline

method [23].

The WEB-method uses appropriately modified multivariate basis splines (B-splines) on

a uniform grid of width h as a basis for a Galerkin FEM. There technical difficulties when

using a cartesian grid based FEM for complex geometries with curved boundaries. However,

the WEB-method overcomes this by using an extension and weighting process for the basis
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as detailed in [23] for a class of problems in two- and three-dimensions and in Chapters 3

and 4 for Helmholtz models.

6.5.1 Non-Smooth Example Problem

For our main example we consider a problem with an unknown non-smooth solution. We

consider the refractive index

n(x) = 2 exp(−1/(1−
√
x2/36 + y2/4 + ξ)) + 1. (6.68)

For the majority of the work done we fix ξ = 0. The example geometry and refractive index

(a) ∇ · (xn(x))− 2αn(x)− 2An(x)2 with α = 1/4, A = 1/3, ξ = 0

(b) ∇ · (xn(x))− 2αn(x)− 2An(x)2 with α = 1/2, A = 1/3, ξ = 0

Figure 6.2 The function ∇ · (xn(x))− 2αn(x)− 2An(x)2 when ξ = 0 plotted for two choices
of α with A = 1/3

are shown in Figure 6.1 with ξ = 0. When ξ = 0 refractive index n /∈ C1, because there

are discontinuities in both first partial derivatives at the point x = (0, 0). This difficulty in

addition to the non-smooth boundary of the domain means that the solution to the problem

will not be smooth.
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We require that

0 < a1 ≤ n(x) ≤ a2 <∞,

for the coercivity and continuity conditions, and when ξ = 0, this is satisfied by a1 = 1 which

is not a tight lower bound, and a2 = 1 + 2/e which is the true maximum of n(x) on the

domain. We calculate a2 as a tight bound since it is required to determine the theoretical

bound on β later.

Additionally, we require

∇ · (xn(x))− 2αn(x)− 2An(x)2 > 0 for x ∈ Ω

in order to insure the formulation is coercive. Thus we also plot∇·(xn(x))−2αn(x)−2An(x)2

for two choices of A and α. In Figure 6.2(a) we show that with α = 1/4, and A = 1/3

the formulation is theoretically insured to be coercive when we choose β correctly with

ξ = 0. However, for the corresponding homogeneous media problems in Chapter 5 we used

α = 1/2, and A = 1/3 following the work done in [4]. The plot in Figure 6.2(b) shows

that ∇ · (xn(x)) − 2αn(x) − 2An(x)2 does become negative on Ω when these values of the

parameters A = 1/3 and α = 1/2 are chosen. However, we present numerical results using

the theoretical choice of α = 1/4 in addition to α = 1/2.

For the homogeneous media problem in Chapter 5 with the same geometry and n(x) = 1,

the theoretical bound on the choice of the parameter β was calculated using the bound

provided in [4] to be approximately β > 409.25. With the heterogeneous media problem,

β must meet a different bound (6.32) to insure the coercivity of the formulation. In the

case of n(x) with ξ = 0 used for this example, n(x) ≤ 1.7358 = a2 which is the maximum

value the function takes at x = (0, 0). Using this maximum together with L =
√
101 and

γ ≤ 1/(2
√

(101)), we calculate that approximately β ≥ 412.85 when ξ = 0. Thus when we

desire to meet the theoretical coercivity bound (TCB) we take β = βTCB = 413. However,

as with the homogeneous media problems, we find that violating this bound is advantageous

numerically, and that the discrete Galerkin system remains coercive with lower values of β.
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We use the analytical general matching choice

β = βGM =
1

2

(
3L(kh)−2p−3/2 + 1

)
. (6.69)

for choosing the numerically practical value of β for the homogeneous media problem given

in Chapter 5 again for our work here with the heterogeneous media formulation. We demon-

strate through our numerical results that this choice of β = βGM is still an efficient choice for

the heterogeneous media formulation and example problem. The use of this formula will be

investigated when the new formulation is compared with the standard formulation. However,

we begin by presenting the results for error and convergence of the example problem.

Figure 6.3 Simulation of the real part of u with L = 30λ, 40λ, and 50λ (top to bottom)

In this thesis, we use the heterogeneous media dependent wavelength λ = 2π/(k
√
nmax),

where nmax = max
x∈Ω

n(x) > 0, and we refer to the model (6.2) as an X wavelength problem
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when L = Xλ. Simulations of the real part of u for 30, 40 and 50 wavelength problems are

shown in Figure 6.3(a), Figure 6.3(b), and Figure 6.3(c) respectively for ξ = 0.

6.5.2 Accuracy and Convergence

We begin our investigation of the new sign-definite variational formulation by demonstrat-

ing that we achieve similar accuracy and convergence compared to the standard sign-indefinte

formulation of the problem.

Table 6.1 Accuracy and convergence in the relative L2 norm error with L = 5λ with the
standard formulation and the sign-definite formulation with α = 1/4, β = βTCB = 413
(EX1), and α = 1/2, β = βGM (EX2), with A = 1/3, p = 4, ξ = 0, and h = (1/2)µ for µ ∈ N

Standard Sign-Def. (EX1) Sign-Def. (EX2)
µ Error EOC Error EOC Error EOC

1 9.1632e-03 - 9.1600e-03 - 9.4099e-03 -
2 3.8970e-03 1.23 3.8993e-03 1.23 4.2249e-03 1.16
3 1.5881e-03 1.30 1.5911e-03 1.29 1.8108e-03 1.22
4 5.6432e-04 1.49 5.7220e-04 1.48 6.6152e-04 1.45
5 1.5938e-04 1.82 1.9010e-04 1.59 1.9894e-04 1.73

In Table 6.1 we consider the accuracy and convergence of a five wavelength problem

with p = 4. We consider three cases, the standard formulation, the sign-definite formulation

with the theoretically required choices of parameters α = 1/4, and β = βTCB (EX1), and

the sign-definite formulation with our preferred choice of parameters from Chapter 5 using

α = 1/2 and β = βGM (EX2). Table 6.1 shows that similar accuracy and convergence are

achieved for all three choices. For all three cases the estimated order of convergence (EOC)

does not exceed two even with high-order FEM with p = 4 due to the non-smooth solution.

We have verified that the sign-definite formulation gives similar accuracy and convergence to

the standard formulation for both the theoretical choices of parameters and our numerically

preferred parameter choices for efficiency of iterative methods.

We now consider the frequency of problems we can simulate accurately for a given fixed

mesh parameter h. We consider mesh parameters h = (1/2)µ for µ ∈ N. In Table 6.2 we
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Table 6.2 Accuracy in the relative L2 norm error when h = (1/2)4 using the standard
formulation and the sign-definite formulation with α = 1/4, β = βTCB = 413 (EX1), and
α = 1/2, β = βGM (EX2), with A = 1/3, p = 4, and ξ = 0

L 5λ 10λ 15λ 20λ

Standard 4.1447e-04 5.4539e-04 8.5447e-04 1.1946e-03
Sign-Def. (EX1) 5.1507e-04 5.8558e-04 8.7200e-04 1.1881e-03
Sign-Def. (EX2) 5.1514e-04 5.8569e-04 8.7211e-04 1.1881e-03

consider our coarsest mesh with h = (1/2)4. For this initial coarse mesh case we show results

for the same three cases as Table 6.1 with the standard formulation, EX1 and EX2. Again

we see that the accuracy is similar for all three cases, and thus for future accuracy and

convergence results we consider only the standard formulation and EX2. With h = (1/2)4

we can solve problems up to 20 wavelengths with good accuracy of relative L2(Ω)-norm error

of approximately 0.1% or less, and we consider these problems when investigating iterative

methods later.

Table 6.3 Accuracy in the relative L2 norm error when h = (1/2)5, β = βGM , α = 1/2,
A = 1/3, p = 4, and ξ = 0 using the standard and sign-definite formulations

L 25λ 30λ 35λ 40λ

Standard 5.5453e-04 7.4759e-04 9.4181e-04 1.2216e-03
Sign-Def. 5.8694e-04 7.8136e-04 9.7054e-04 1.2447e-03

Table 6.4 Accuracy in the relative L2 norm error when h = (1/2)6, β = βGM , α = 1/2,
A = 1/3, p = 4, and ξ = 0 using the standard and sign-definite formulations

L 40λ 50λ 60λ 70λ

Standard 4.5907e-04 5.7294e-04 6.5943e-04 7.3654e-04
Sign-Def. 4.7172e-04 5.8469e-04 6.6770e-04 7.3849e-04

We consider two finer mesh cases with h = (1/2)5 and h = (1/2)6 in Table 6.3 and Ta-

ble 6.4 respectively. Both the standard formulation and the sign-definite formulation with

α = 1/2 and β = βGM chosen based on (6.69) give similar results for all the problems
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considered. With h = (1/2)5 in Table 6.3 we can accurately simulate up to 40 wavelength

problems, and with h = (1/2)6 in Table 6.4 we can accurately simulate up to 70 wavelength

problems with accuracy of relative L2(Ω)-norm error of approximately 0.1% or less. We

use these accuracy results to motivate our choice of frequencies for fixed h later when we

investigate iterative methods.

6.5.2.1 Simplified Smooth Geometry

The reduced order of convergence for the example problem in Table 6.1 is due to having

a non-smooth solution induced by the non-smooth refractive index and boundary of the do-

main. We can still achieve high-order order convergence with both the standard formulation

and the sign-definite formulation of the problem when the domain and refractive index are

smooth. We demonstrate this for a simplified example geometry which is an ellipse with

approximately the same diameter and aspect ratio as the main example geometry as shown

in Figure 6.4.

Figure 6.4 A visual comparison of the two geometries

In Figure 6.5 we have plotted the same refractive index n(x) with ξ = 0.05 on the

simplified smooth ellipse geometry, and with this choice of ξ we have n ∈ C∞. In Figure 6.6(a)

we plot the first partial derivative ∂n
∂x1

when ξ = 0, and this shows that there is a jump

discontinuity at x = (0, 0). However, in Figure 6.6(b) we give the corresponding plot of ∂n
∂x1

when ξ = 0.05, and the function is continuous. We plot a simulation of a 50 wavelength

problem with ξ = 0 for this geometry in Figure 6.7 which corresponds to the non-smooth
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Figure 6.5 The smooth function n(x) with ξ = 0.05 plotted on the smooth geometry

(a) ∂n

∂x1

, ξ = 0

(b) ∂n

∂x1

, ξ = 0.05

Figure 6.6 Plots of the first order partial derivative ∂n
∂x1

with ξ = 0 and 0.05
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domain simulation in Figure 6.3(c).

Figure 6.7 Simulation of the real part of u when ξ = 0 and L = 50λ

The theoretical parameter choices for this problem are different. We can use the same

choices of α and A as the non-smooth example since these values depended mainly on n(x)

which remains the same. However, β is different for this geometry. We have L = 10, and

x ·ν(x) ≥ 3/2 for all x ∈ ∂Ω. Thus when ξ = 0 we calculate that γ ≤ 3/20, and for the

theoretical coercivity bound we get

βTCB ≥ 5(a2 + 4/γ + γ/2) ≈ 142.39.

However, we present our results using our preferred choice of parameter β = βGM .

Table 6.5 Convergence in the relative L2 norm error for a problem with L = 5λ and p = 4 with
standard formulation and sign-definite formulation with α = 1/2, A = 1/3, and β = βGM

for the smooth geometry example with n(x) using ξ = 0 and 0.05, and h = (1/2)µ for µ ∈ N

ξ = 0 ξ = 0.05
Standard Sign-Definite Standard Sign-Definite

µ Error EOC Error EOC Error EOC Error EOC

1 1.936e-03 - 2.106e-03 - 2.095e-03 - 2.374e-03 -
2 4.878e-05 5.31 5.211e-05 5.34 3.800e-05 5.79 4.483e-05 5.73
3 2.385e-06 4.35 2.469e-06 4.40 8.103e-07 5.55 1.091e-06 5.36
4 1.425e-07 4.06 1.455e-07 4.08 2.162e-08 5.23 2.629e-08 5.38
5 8.779e-09 4.02 8.974e-09 4.02 5.634e-10 5.26 6.141e-10 5.42

In Table 6.5 we present the accuracy and convergence results for a five wavelength problem

corresponding to the non-smooth geometry results in Table 6.1 for both the standard and

sign-definite formulations. In Table 6.5 columns 2–5 we give the results for the smooth
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geometry with ξ = 0, and when the refractive index is non-smooth we can achieve order four

convergence. In columns 6–9 when both the the refractive index and domain are smooth

we achieve order p+ 1 = 5 convergence expected for a smooth solution. The results for the

standard and sign-definite formulations are similar for both examples in Table 6.5.

6.5.3 Comparison with the Standard Formulation

We have shown that, similar to the homogeneous media problem in Chapter 5, we can

achieve comparable accuracy and convergence to the standard formulation with our new sign-

definite formulation of the heterogeneous media problem. The advantage of the sign-definite

formulation comes from the use of the GMRES for solving the discrete Galerkin system.

Here we compare the performance of the two formulations when using the unpreconditioned

GMRES and show that fewer iterations are required when the new formulation is used with

proper choice of parameters. For all of our iterative method numerical results, we consider

the example problem with non-smooth geometry and non-smooth refractive index with ξ = 0.

While the unpreconditioned GMRES is expensive for both formulations requiring a large

amount of iterations, construction of efficient preconditioners is also expensive for Helmholtz

problems. Thus the unpreconditioned GMRES can be an efficient choice of solver when

implementing a direct solve is not possible due to the size of the FEM system, and our

sign-definite formulation in conjunction with the choice of β = βGM significantly reduces the

required iterations as we will show in this section.

Table 6.6 Comparison of the required number of restarts (RSTRT) and CPU time in seconds
for GMRES(10) with relative residual tolerance 10−6 when p = 4, ξ = 0, and h = (1/2)4

without preconditioner. Sign-definite results use β = βGM , α = 1/2, A = 1/3.

Standard Sign-Definite
L RSTRT CPU time (s) RSTRT CPU time (s)

5λ 8643 262.22 2692 82.68
10λ 16563 494.66 5294 162.54
15λ 21356 624.24 7650 223.93
20λ 20198 585.35 8916 268.56
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We begin our investigation of the unpreconditioned GMRES solver with the coarsest mesh

case using h = (1/2)4 in Table 6.6 and Table 6.7. In Table 6.6 we compare the standard

formulation results with the sign-definite formulation using the preferred parameter selection

used in the homogeneous media results from Chapter 5 of α = 1/2 and β = βGM . The

results in Table 6.6 show that we require fewer than one half the iterations for all frequencies

considered with the sign-definite formulation. Further, we see a similar reduction in the CPU

time required for the GMRES to converge. Thus we improve the efficiency of the iterative

high-order FEM by using the sign-definite formulation with this choice of parameters.

Table 6.7 Comparison of the required number of restarts (RSTRT) and CPU time in seconds
for GMRES(10) with relative residual tolerance 10−6 when p = 4, ξ = 0, and h = (1/2)4

without preconditioner. Sign-definite results use, α = 1/4, A = 1/3.

β = βGM β = βTCB = 413
L RSTRT CPU time (s) RSTRT CPU time (s)

5λ 2697 75.54 4387 126.17
10λ 5281 149.85 11778 336.14
15λ 7780 233.16 18039 541.52
20λ 8833 267.46 18423 544.89

In Table 6.7 we provide sign-definite results with two further choices of parameters corre-

sponding to the problems in Table 6.6. As we demonstrated in order to meet the theoretical

requirements for coercivity for this problem we choose α = 1/4 and β = βTCB = 413. When

we choose these theoretical choices of parameters in Table 6.7 (see columns 4–5) the required

number of GMRES iterations is larger than with our preferred choice of parameters with

the sign-definite formulation in Table 6.6. However, if we choose the theoretical choice of

α = 1/4 and use β = βGM in Table 6.7 (columns 2–3), then we see similar results to the

sign-definite results in Table 6.6. We conclude that the GMRES is more sensitive to the

choice of β than the choice of α. Further based on the results in Table 6.6 and Table 6.7

we implement the sign-definite formulation with α = 1/2 and β = βGM for the remainder of

our unpreconditioned GMRES results.

182



(a) Standard, min(ℜ) = −1.3000e− 01 (b) Sign-definite, β = βTCB = 413, α = 1/4, A =
1/3, min(ℜ) = 1.0775e− 05

Figure 6.8 Distribution of eigenvalues for the problem with L = 10λ when h = (1/2)4 and
p = 4 for the standard formulation

(a) Sign-definite, β = βGM , α = 1/4, A = 1/3,
min(ℜ) = 9.8458e− 06

(b) Sign-definite, β = βGM , α = 1/2, A = 1/3,
min(ℜ) = 9.8540e− 06

Figure 6.9 Distribution of eigenvalues for the problem with L = 10λ when h = (1/2)4 and
p = 4 for the sign-definite formulation with various parameter choices
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For the homogeneous media problem in Chapter 5 we saw that the differences in required

number of iterations for the GMRES to converge could be explained through the eigenvalue

distributions of the resulting systems. Before proceeding to finer grid widths and higher

frequency problems, we plot the eigenvalue distributions for the ten wavelength problem when

p = 4, h = (1/2)4 in Figure 6.8 and Figure 6.9. Further we check the minimum real part of the

eigenvalues denoted min(ℜ) to see if the systems are coercive. The eigenvalue distributions

are plotted for the standard formulation and the sign-definite formulation with three different

choices of parameters which correspond to the results in Table 6.6, and Table 6.7.

Figure 6.8(a) and Figure 6.8(b) correspond to the results with the standard formulation

and the sign-definite formulation with the theoretical choices of parameters α = 1/4 and

β = βTCB. When βTCB is used, the eigenvalue distribution of the sign-definite system is

approximately the standard formulation eigenvalue distribution multiplied by i kβ, and thus

we get similar required GMRES iterations as shown in Table 6.6 and Table 6.7. However, the

standard formulation is sign-indefinite with numerous eigenvalues in the left half plane while

the sign-definite formulation system is sign-definite. This numerically verifies our coercivity

proof from Theorem 6.4.

Regardless of the choice of α we achieve improved GMRES performance when β = βGM

is chosen. We plot the eigenvalue distributions for this choice of β with α = 1/4 and

1/2 in Figure 6.9(a) and Figure 6.9(b) respectively. The eigenvalue distributions do not

vary much for the two choices of α, but they are significantly different than the standard

formulation distribution in Figure 6.8(a). Further for all choices of parameters the sign-

definite system is sign-definite since all eigenvalues have positive real part. Showing that our

new formulation is sign-definite for β = βGM and with α = 1/2 is an open problem, and we

plan to address this in a future work.

We can accurately simulate higher frequency problems when the grid width h is decreased,

and when h = (1/2)5, and we consider the unpreconditioned GMRES comparison of the two

formulations for up to 55 wavelength problems in Table 6.8. For this choice of h = (1/2)5
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Table 6.8 Comparison of the required number of restarts (RSTRT) and CPU time in seconds
for GMRES(10) with relative residual tolerance 10−6 when p = 4, ξ = 0, and h = (1/2)5

without preconditioner. Sign-definite results use β = βGM , α = 1/2, A = 1/3.

Standard Sign-Definite
L RSTRT CPU time (s) RSTRT CPU time (s)

25λ 24567 2478.41 10885 1080.48
30λ 26449 2622.10 11228 1105.94
35λ 28970 2885.43 12355 1214.71
40λ 27519 2735.99 12593 1247.61
45λ 33827 3346.78 14134 1404.83
50λ 29747 2931.56 14999 1486.81
55λ 31355 3096.35 16022 1581.07

we only consider our preferred choice of parameters for the sign-definite formulation. We see

similar results to the coarse mesh results in Table 6.6, and we reduce the required iterations

and CPU time for the unpreconditioned GMRES by approximately one half or greater for

all frequencies in Table 6.8.

Table 6.9 Comparison of the required number of restarts (RSTRT) and CPU time in seconds
for GMRES(10) with relative residual tolerance 10−6 when p = 4, ξ = 0, and h = (1/2)6

without preconditioner. Sign-definite results use β = βGM , α = 1/2, A = 1/3.

Standard Sign-Definite
L RSTRT CPU time (s) RSTRT CPU time (s)

40λ 34231 12948.09 10418 3940.39
45λ 40035 14560.02 11162 4065.27
50λ 38444 14520.69 11875 4481.17
55λ 35067 13401.02 12197 4408.60
60λ 38162 14451.78 12429 4700.28
65λ 42618 16163.93 12486 4972.22
70λ 40782 14777.98 12591 5029.07

We conclude our comparison of the two formulation using the unpreconditioner GMRES

in Table 6.9 for the finest mesh considered with h = (1/2)6, and we can accurately simulate

problems up to 70 wavelengths with this choice of h using p = 4. The results in Table 6.9

show that we get a larger reduction in the required unpreconditioned GMRES iterations and
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CPU time for the higher-frequency problems with h = (1/2)6.

Our results throughout this section have shown that the efficiency of our high-order

iterative FEM with the unpreconditioned GMRES is improved if we use the sign-definite

formulation of the problem with α = 1/2 and β = βGM . Further the eigenvalue distributions

for the problems considered in the section suggest that the new formulation remains sign-

definite for this choice of parameters.

6.5.4 Preconditioned Sign-Definite High-Order FEM

The results from comparing the efficiency of the unpreconditioned GMRES with the two

formulations show that the new sign-definite formulation can increase efficiency if parameters

are chosen correctly. However, with both formulations the number of iterations required

to solve high-frequency problems is very large. Thus we seek to implement an efficient

preconditioner which reduces the cost to a small number of iterations which are independent

of the frequency of the problem. This was achieved for the homogeneous media problem

case with the standard formulation in [6] by using the shifted Laplacian preconditioner with

proper choice of shift parameter. Further, we used the complex shifted Laplacian problem

to create an efficient preconditioner for the homogeneous media sign-definite formulation in

Chapter 5. Here we extend this idea to develop a novel preconditioner for the heterogeneous

media sign-definite formulation.

The preconditioner for the homogeneous media problem from Chapter 5 is not suffi-

cient when we consider the sign-definite formulation of the heterogeneous media problem.

Additionally, as with the homogeneous media problem the preconditioner for the standard

formulation of the heterogeneous media problem from Chapters 3 and 4 also performs poorly.

Thus we must derive a new preconditioner for this problem and formulation. We begin by

defining the same problem used to precondition the standard formulation in Chapters 3

and 4. First define the heterogeneous media shifted Laplacian operator as

Ln
Eu = ∆u+ (k2 + i E)nu (6.70)
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where E ∈ R is a free shift parameter. As a preconditioner for the FEM systems resulting

from the high-order Galerkin discretization of the sign-definite formulation of the heteroge-

neous media Helmholtz problem (6.2), we use the inverse of the system resulting from the

corresponding Galerkin discretization of a variational formulation to the problem

Ln
Eu = −f in Ω, and

∂u

∂ν
− i ku = g on ∂Ω, (6.71)

which is derived similarly to the sign-definite formulation of (6.2). Using the problem de-

fined in (6.71), we follow similar steps of the formulation of the sign-definite formulation of

the heterogeneous media Helmholtz problem. We make use of the following non-standard

conjugate type operator

L̃n
Eu = ∆u+ (k2 + i E)nu (6.72)

Then we change the identity in (6.17) to include the new operators instead of Ln. Thus we

use the identity

(x ·∇v)Ln
Eu+ (x ·∇u)L̃n

Ev = (6.73)

∇·
[
(x ·∇v)∇u+ (x ·∇u)∇v+ x((k2+ i E)nuv−∇u · ∇v)

]
−(k2+ i E)uv [∇·(xn(x))] .

The resulting sesquilinear form is quite similar to the sesquilinear form for (6.2). We define

the sesquilinear form as

bA,α,β,E(u, v) =

∫

Ω

(
Mα,βu+

A

k2
Ln

Eu

)
L̃n

Ev dx+bα,Ω,E(u, v) + bα,β,∂Ω,E(u, v) (6.74)

where we define the non-standard parameter dependent domain and boundary integral

sesquilinear forms as

bα,Ω,E(u, v) = (6.75)∫

Ω

[
(2− d+ 2α)∇u · ∇v − 2α(k2 + i E)nuv + (k2 + i E)uv [∇ · (xn)]

]
dx, and
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bα,β,∂Ω,E(u, v) = −
∫

∂Ω

[
Mα,βv i ku+ (x ·∇∂Ωu− i kβu+ αu)

∂v

∂ν

]
dS − b̂∂Ω,n,E(u, v), (6.76)

where

b̂∂Ω,n,E(u, v) =

∫

∂Ω

(x ·ν)((k2 + i E)nuv −∇∂Ωu · ∇∂Ωv) dS. (6.77)

We use the inverse of the resulting discrete Galerkin system as a preconditioner for the

sign-definite formulation of the heterogeneous media problem. For the numerical results

we consider the main non-smooth geometry example with ξ = 0. We consider the same

frequencies and choices of mesh parameter h as for the unpreconditioned GMRES results

in Table 6.8 and Table 6.9.

Table 6.10 Required inner iterations for GMRES(10) with relative residual tolerance of 10−6

when p = 4, ξ = 0, β = βGM , and h = (1/2)5 using the sign-definite formulation with
preconditioner and various shift parameters and without preconditioner (NOPC)

L 25λ 30λ 35λ 40λ
NOPC 108843 112276 123547 125923

E = (1/4)k 8 8 8 8
E = (1/2)k 12 12 12 12

We consider the results with h = (1/2)5 first in Table 6.10. We see that a large amount

of iterations are required for the unpreconditioned GMRES in Table 6.10. However, when

we precondition the system the required iterations becomes small and independent of the

frequency of the problem when E ∼ k in Table 6.10. The number of iterations required

depends on the constant of proportionality.

In Table 6.11 we decrease the mesh width to h = (1/2)6 and simulate up to 70 wavelength

problems. Again with the unpreconditioned GMRES in Table 6.11 we see a large number

of required iterations. However, with the preconditioned GMRES the number of iterations

remains small and independent of k. Further the number of preconditioned iterations is

independent of h. Additional numerical experiments demonstrated that the number of iter-
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Table 6.11 Required inner iterations for GMRES(10) with relative residual tolerance of 10−6

when p = 4, ξ = 0, β = βGM , and h = (1/2)6 using the sign-definite formulation with
preconditioner and various shift parameters and without preconditioner (NOPC)

L 45λ 50λ 55λ 60λ 65λ 70λ
NOPC 111618 118741 121962 124284 124852 125908

E = (1/4)k 8 8 8 8 8 8
E = (1/2)k 12 12 12 12 12 12

ations is also independent of the choice of p. Thus for the correct choice of parameters our

novel preconditioned high-order sign-definite iterative FEM is an efficient frequency-robust

algorithm for simulating heterogeneous media wave propagation.
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CHAPTER 7

GENERAL CONCLUSIONS

In the general conclusions chapter of this thesis we reiterate the key issues for the sim-

ulation of wave propagation considered in this thesis, and we note how each of these issues

was addressed referring back to the work done in previous chapters. This provides a detailed

outline of the new and significant contributions the work in this thesis provides to the current

mathematical literature on wave propagation.

7.1 Contibutions of This Thesis

The work included in this thesis represents a significant contribution to the literature on

algorithms for the computer simulation of wave propagation, and we note that each of the

main Chapters 2–6 is modified from a manuscript which has been published in a journal,

submitted to a journal, or will be submitted to a journal during the Summer 2016.

We have successfully addressed several of the major technical difficulties associated with

computer simulations of Helmholtz PDE models. Following is a detailed list of the issues

addressed in our work:

1. Non-constant coefficient Helmholtz PDE models for unbounded heterogeneous media

have not been well consider in previous literature, and the simulation of solutions for

such models is not possible using standard approaches without artificial truncation of

the computational domain and approximation of the associated Sommerfeld radiation

condition.

2. Standard iterative methods perform poorly or are not possible for standard FEM sim-

ulations of Helmholtz PDE models due to the poorly conditioned indefinite associated

linear systems, and in order for iterative methods to be efficient innovative precondi-

tioners must be developed.
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3. Standard preconditioned iterative FEM approaches based on MG approximations of

the popular shifted Laplacian preconditioner for Helmholtz PDE models do not allow

for fully parallel implementation or the efficient simulation of models with multiple

different input frequencies.

4. Indefiniteness in standard FEMs for the simulation of Helmholtz PDE models leads to

associated linear systems which are not coercive with eigenvalues in the left and right

half of the complex plane. This provides significant difficulties to the efficiency and

analysis of iterative methods.

5. The best method for the simulation of high-frequency wave propagation governed by

the Helmholtz PDE remains an open question, and for FEMs the required DoF in the

associated linear systems becomes prohibitively large as the frequency of the problem

is increased. This is especially true for three-dimensional models.

We address the issue of simulations for high-frequency models throughout the thesis, and

this is a key focus for all of our work. Thus we mention the specific ways we tackled issue

five for each chapter individually below in our discussion of the remaining first four issues.

We address issue one in the above list primarily in Chapter 2 and our associated pub-

lication [5] where we consider a generalized high-performance parallel implementation of a

coupled high-order FEM and high-order spectral BEM for the unbounded heterogeneous me-

dia model which does not require approximation of the radiation condition. The generalized

implementation provided in Chapter 2 allows for the simulation of models which include

several penetrable and impenetrable scattering objects with various boundary conditions

and is well suited for physical applications such as acoustic horn optimization. The high-

performance parallel implementation allows for the coupled method to be competitive with

standard FEM approaches which must approximate the radiation condition when comparing

the required CPU time. The spectral BEM used in Chapter 2 is capable of accurately simu-

lating high-frequency problems with relatively few DoF compared to the standard low-order
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linear spline FEM. Thus in order to tackle issue five in our itemized list and close the gap

in accuracy between the FEM and BEM we implement a high-order isoparametric FEM for

the interior problems posed on an artificially truncated domain with curved boundaries.

In Chapter 3 and the associated publication [7], we consider issues two and three above

where we develop an efficient GMG preconditioner for the non-constant coefficient Helmholtz

PDE model. Our GMG preconditioned high-order iterative FEM allows us to efficiently

simulate problems with up to 100 wavelengths per diameter of the computational domain.

The standard MG approach for approximating the shifted Laplacian preconditioner requires

AMG or other operator dependent prolongation and restriction operators. With AMG par-

allel implementation of the coarse grid selection and grid transfer operator calculation is not

possible without modifying the algorithm. However, for our GMG approach the coarse grid

selection and grid transfer operators can be computed quickly in parallel. Further, because

our GMG grid transfer operators do not depend on the frequency of the problem, we can ef-

ficiently simulate problems with multiple input frequencies. As we demonstrate in Chapter 3

our algorithm can simulate a problem with five input frequencies in approximately 1/5-th

the time required to simulate the problems alone, and our parallel implementation is close

to perfectly efficient. It is standard in the literature on MG approximations of the shifted

Laplacian preconditioners to consider only low-order FEM or FDM simulations. However,

low-order methods are less efficient for high-frequency simulations because they require sig-

nificantly greater DoF. Concerning issue five from our list, we implement high-order FEM

using spline degree p = 2 and 3 in Chapter 3 which helps us achieve accurate high-frequency

simulations, and this requires careful implementation for the curved geometries of interest

throughout this thesis.

We again investigate issue two in Chapter 4 with the intent to further increase the

frequency of problems we are able to simulate and to simulate approximate solutions to

three-dimensional models as required to address issue five. To achieve this we implement

several domain decomposition (DD) approximations of the shifted Laplacian preconditioner,
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and we increase the spline degree used for our high-order FEM to p = 4. Traditional MG

approaches for approximating the shifted Laplacian preconditioner are not well suited for

p > 3 and for three-dimensional models. Using a MG approach for comparison, we demon-

strate in Chapter 4 that the DD preconditioner significantly reduces the required iterations

of the associated iterative solver especially for the three-dimensional models. With high-

performance parallel implementation, the DD preconditioners implemented have a similar

cost to common MG approximations. Because we use the same grid transfer operators from

Chapter 3 for the two-level DD preconditioners we also maintain the ability to efficiently

simulate problems with multiple different input frequencies.

All of our work done in Chapters 2–4 was limited from issue four by the indefiniteness of

the FEMs implemented which leads to non-coercive linear systems. This is a large numerical

challenge for implementing iterative methods to solve the systems and it additionally provides

difficulty for the analysis of such methods. We address issue four in two parts in Chapters 5

and 6.

We first address issue four in Chapter 5 where we provide the first numerical investiga-

tion of a new parameter dependent sign-definite variational formulation of the homogeneous

media Helmholtz PDE model. We provide a new analytical choice for the parameter in the

variational formulation in our work. Using the new formulation based on our choice of pa-

rameter we demonstrate that the resulting formulation can significantly reduce the required

iterations for solving the associated linear systems with the unpreconditioned GMRES com-

pared to the standard variational formulation of the problem. We implement high-order

FEM with p = 4 in conjunction with the new sign-definite formulation in order to simulate

high-frequency problems, and we develop a novel preconditioner for the sign-definite formu-

lation which further reduces the required iterations when using iterative methods. Using our

novel preconditioner, we demonstrate that we can achieve a small frequency independent

number of required GMRES iterations for solving the associated systems for a proper choice

of parameter in our preconditioner. Our work in Chapter 5 successfully addresses issue four
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for the homogeneous media Helmholtz PDE model.

Motivated by our work in Chapter 5, we derive a new parameter dependent variational

formulation for the heterogeneous media Helmholtz PDE model in Chapter 6. We then

provide the required analysis to show that our new variational formulation is sign-definite for

a correct choice of parameters. We implement our new variational formulation in conjunction

with high-order FEM using p = 4 to solve high-frequency problems, and we demonstrate that

our new high-order sign-definite FEM can significantly reduce the required unpreconditioned

GMRES iterations compared to the standard formulation of the problem using an analytical

formula for the choice of parameters. We then derive a novel preconditioner for our new

formulation and demonstrate that similar to the homogeneous media model we can achieve

a small frequency independent number of required preconditioned GMRES iterations.

7.2 Open Questions and Continuation of Work

Our work done throughout this thesis as described in the previous section motivates

several new analysis questions and numerical tasks to be addressed in future works. In this

section we describe some of the key open problems from each chapter.

In Chapter 2, we numerically demonstrated several new convergence results including

the super-convergence of our numerical approximations of the far field pattern, and this

motivates new work to provide analysis for these results. Several open problems are posed

in the conclusion to Chapter 2, and we refer readers to Section 2.7 for the details of the open

questions motivated by our work in Chapter 2.

The recent work [6] provides the analysis for the proper choice of shift parameter in

order for the shifted Laplacian preconditioner to be efficient, requiring a small frequency

independent number of required GMRES iterations, when the preconditioner is implemented

directly for the homogeneous media model. However, the corresponding analysis for the

heterogeneous media model and the analysis for the proper choice of the shift parameter

in many other practical situations remains an open problem. In particular, the proper

choice of shift parameter when the shifted Laplacian is approximated using MG or DD for
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both the homogeneous and heterogeneous media models remains an open problem, and as

demonstrated in Chapters 3 and 4 the choice depends on the choice of MG or DD algorithm.

In Chapters 5 and 6 we develop novel preconditioners based on the shifted Laplacian op-

erator for the new sign-definite formulations of the homogeneous media and heterogeneous

media models respectively. For these new formulations and preconditioners the correspond-

ing analysis to the work done in [6] (i.e., the optimal choice of shift parameter when the

preconditioners are implemented directly) remains an open question. Additionally for the

new sign-definite formulations, we demonstrated that optimal order of convergence was pos-

sible in the standard Hs(Ω) norm errors, and a proof of this result is an open question.

We have started an initial investigation into several numerical and mathematical ques-

tions introduced by our innovative approaches in this thesis including efficient implementa-

tions of our novel preconditioner for the sign-definite formulation of the heterogeneous media

problem using MG and DD techniques.
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APPENDIX A

HIGH-ORDER WEB-SPLINES FEM IMPLEMENTATION EXAMPLES

This appendix provides examples from our WEB-spline FEM implementation for the

example problems in Chapter 5 and Chapter 6. We refer readers interested in the details of

the WEB-method to Chapters 3 and 4, and [7, 23].

A.1 Basis Implementation Example

For the star-shaped geometry used as an example in Chapters 5 and 6, we illustrate the

construction of the WEB-spline basis using h = (1/2)2. We begin by placing a grid with

uniform width h = (1/2)2 over the domain, and we make sure that the grid is large enough

to contain all of the supports of the relevant splines. Then the grid cells are classified,

identifying each grid cell by the lower left vertex. The grid choice and classification are

shown in Figure A.1(a). We take advantage of the rectangular portions of the geometry, and

choose a grid for the FEM basis which fits this portion well. Then extension of the basis

splines is only needed near the curved portion of the geometry. While the initial grid has a

uniform width h, the resulting WEB-splines have non-uniform support sizes.

The grid cell classification does not change with choice of spline degree p, but the classi-

fication of basis splines and the extension process do because the size of the supports of the

splines increases as p increases. We implement splines of degree p = 2, 3, and 4, and similar to

cells we identify splines by the cell and vertex in the lower left corner of their supports. The

classification and extension for p = 2, 3, and 4 are shown in Figure A.1(b), Figure A.1(c),

and Figure A.1(d) respectively.

A.2 Remark on Degrees of Freedom

We choose to implement the new formulations with WEB-splines for many reasons. One

advantage of this method is that for a fixed grid width h we can increase the degree p of the
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(a) Grid cell classification: Interior, boundary, and
exterior grid cells are plotted in red, green and blue
respectively

(b) Basis spline classification for p = 2: Blue, cyan,
red and yellow denote irrelevant, exterior, modi-
fied interior and unmodified interior basis splines
respectively

(c) Basis spline classification for p = 3: Blue, cyan,
red and yellow denote irrelevant, exterior, modi-
fied interior and unmodified interior basis splines
respectively

(d) Basis spline classification for p = 4: Blue, cyan,
red and yellow denote irrelevant, exterior, modi-
fied interior and unmodified interior basis splines
respectively

Figure A.1 Basis spline and grid cell classification for varying spline degree p when h = (1/2)2
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splines used without a large increase in the degrees of freedom (DoF) for the problem.

Table A.1 Degrees of freedom (DoF) and density given in the ratio of nonzero to total entries
in the system for the WEB-splines basis with various grid width h and spline degree p for
the example geometry shown in Figure 5.1

p=2 p=3 p=4
h DoF Density DoF Density DoF Density

(1/2)2 414 5.2277e-02 468 8.5762e-02 524 1.2059e-01
(1/2)3 1468 1.5743e-02 1572 2.7961e-02 1678 4.2028e-02
(1/2)4 5504 4.3653e-03 5708 8.1065e-03 5914 1.2718e-02
(1/2)5 21286 1.1510e-03 21690 2.1937e-03 22096 3.5282e-03

Traditional triangular elements with polynomial basis splines of degree p require DoF for

each element equal to

(1/2)(p+ 1)(p+ 2),

and hence, for a fixed h, the DoF grow rapidly as p is increased. This is not the case with

the WEB-spines basis construction.

We demonstrate the DoF for various choices of h when increasing p in Table A.1. Thus

we can achieve high-order convergence without adding much computational cost. There is a

small increase in the density of the matrices as p is increased which can be seen in Table A.1.

Additionally the change in density for different p for a coarse grid with h = (1/2)2 and a

fine grid with h = (1/2)5 can be seen in the sparsity pattern plots given in Figure A.2.

Table A.2 Number of nonzero entries for the system (nnz) and the experimental order of
growth (EOG) for the WEB-splines basis with various grid width h and spline degree p for
the example geometry shown in Figure 5.1

p=2 p=3 p=4
h nnz EOG nnz EOG nnz EOG

(1/2)2 8.9601e+03 - 1.4699e+04 - 3.3111e+04 -
(1/2)3 3.3927e+04 1.92 6.0257e+04 2.04 1.1834e+05 1.84
(1/2)4 1.3224e+05 1.96 2.6412e+05 2.13 4.4482e+05 1.91
(1/2)5 5.2151e+05 1.98 1.0320e+06 1.97 1.7226e+06 1.95
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(a) p = 2, h = (1/2)2 (b) p = 2, h = (1/2)5

(c) p = 3, h = (1/2)2 (d) p = 3, h = (1/2)5

(e) p = 4, h = (1/2)2 (f) p = 4, h = (1/2)5

Figure A.2 Sparsity patterns for the Galerkin FEM system with various p and h
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The number of nonzero entries (nnz) in a row of the FEM system corresponding to an

un-modified interior spline is less than or equal to (p+1)d. Additionally, from [23] the ratio

of outer splines to inner splines decreases like O(h). Thus most rows in the system have

nnz≤ (p+ 1)d, and the number of entries in the system is less than or equal to CDoFh
−d for

a constant CDoF > 0. For the example problem here we expect to see order two growth in

the number of nonzero entries for the system as the mesh size is decreased independent of

the choice of p. This is verified in Table A.2 where we present the number of nonzero entries

for various p and h and demonstrate that the experimental order of growth (EOG) for the

systems used in this paper is approximately two.
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